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Students learning C-programming and programming altogether often make simple mistakes,
and write code that lacks good style and violates coding conventions. On LUT Univer-
sity’s Principles of C-Programming course this is addressed with a programming guide that
introduces the conventions students are expected to follow on the course. However, the
conventions are only enforced in the course project and exam by the course staff’s manual
evaluation. This poses two significant issues: students cannot receive feedback on coding
conventions throughout most of the course, and manual evaluation is work-intensive for the
course staff and prone to human error. To combat these issues, Koodikriitikko was cre-
ated. Koodikriitikko is a static code analysis tool that analyzes student’s code for common
coding convention and style violations. It provides students with continuous and action-
able feedback throughout the course to support in learning. It also assists the course staff in
evaluating students’ projects and exams by detecting common mistakes. Evaluation of Kood-
ikriitikko revealed promising results, highlighting the value of pursuing further research and
development. Further research and development is required before Koodikriitikko can be
taken into real-world use on the Principles of C-Programming course.
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C-ohjelmointia ja ohjelmointia kaiken kaikkiaan opettelevat opiskelijat tekevit yksinkertai-
sia virheitd ja kirjoittavat koodia, joka on tyyliltdan huonoa ja rikkoo ohjelmointikédytin-
tojd. LUT-yliopiston C-ohjelmoinnin perusteiden kurssilla tdhén puututaan ohjelmointiop-
paalla, joka esittelee ohjelmointikédytdnnét, joita opiskelijan odotetaan kurssilla noudatta-
van. Kéytintojen noudattamista valvotaan kuitenkin pelkéstididn kurssiprojektissa ja tentissi,
jotka kurssihenkilokunta arvioi manuaalisesti. Tdmi johtaa kahteen merkittiviin ongel-
maan: opiskelijat eivit saa palautetta ohjelmointikdytdantojen noudattamisesta suurimmalla
osaa kurssista, ja manuaalinen arvionti on kurssihenkilokunnalle tySintensiivistd ja altis inhi-
millisille virheille. Koodikriitikko luotiin ndiden ongelmien torjumiseksi. Koodikriitikko on
staattinen koodianalyysityokalu, joka analysoi opiskelijoiden koodia yleisten ohjelmointi-
kiytidntojen ja tyylien rikkomusten varalta. Se tukee opiskelijoiden oppimista antamalla
heille jatkuvaa ja toimintaan ohjaavaa palautetta ldpi kurssin. Lisdksi, se avustaa kurssi-
henkilokuntaa opiskelijoiden projektien ja tenttien arvioinnissa havaitsemalla yleisid virhei-
td. Koodikriitikon arviointi toi ilmi lupaavia tuloksia, jotka korostavat jatkotutkimuksen ja
-kehityksen arvoa. Jatkotutkimus ja -kehitys on vilttimétontd ennen kuin Koodikriitikko voi-
daan ottaa todelliseen kédyttoon C-ohjelmoinnin perusteiden kurssilla.
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1 Introduction

Static code analysis (SCA) analyzes source code without executing the program built from
it. It can detect bugs, coding convention violations, poor code style and even security vul-
nerabilities. SCA tools identify errors based on specified rules and patterns, and their effec-
tiveness depends on their specifications and implementations. (Ayewah et al., 2008; Gomes
et al., 2009; Novak, Krajnc & Zontar, 2010)

AtLUT University, a SCA tool named ASPA (Abstrakti SyntaksiPuu Analysaattori) has been
created for the introductory programming course. It assists course staff in grading students’
coursework and exams and helps students learn by providing continuous feedback on their
assignments (Luukkainen, 2020). The tool has been recognized as beneficial, especially
for students (Luukkainen et al., 2022). Development of a similar tool for the Principles of
C-Programming course at LUT University is considered promising and worthy of further

exploration by the people responsible for the course.

When learning a new programming language and learning to program altogether, students
often make mistakes. They write code that lacks good style and violates coding conventions.
To address this in the Principles of C-Programming course, a programming guide has been
created. The guide introduces the coding conventions that students are expected to follow
throughout the course (Nikula, 2021). Adherence to these conventions is enforced in the
course’s final project and the examination, with certain violations potentially resulting in the

failure of the work and even in the failure of the course.

1.1 Problem statement

Enforcing coding conventions presents challenges for both the course staff and the students.
Course staff must manually check each submission for the coding conventions, which is
time-consuming and prone to human errors. Students, on the other hand, may struggle to
follow the conventions even with the guide, due to not realizing their mistakes or not thor-
oughly reading the guide. Since feedback of coding conventions is not provided for weekly
assignments by the course staff, violations may only be discovered after receiving feedback

on the final course work or exam, leading to unexpected failures.

To address these issues, a SCA tool could be used. Such a tool could help the course staff
identify coding convention violations more efficiently and provide students with continuous

feedback on their programming throughout the course.



1.2 Goals, research questions and delimitations

The goal of this thesis is to explore the prospects of creating a SCA tool for the Principles
of C-Programming course to help the course staff in their work and help students in their
learning. In addition, a proof-of-concept version of the tool, Koodikriitikko (engl. “Code

critic”), will be developed.
The main research questions of this thesis are as follows:

RQ1 What tools currently exist that could be used for static code analysis of student’s C

programming assignments?
RQ2 What kind of feedback should students be given on their programming assignments?

RQ3 What requirements are there for a static code analysis tool that can be customized for

the needs of the Principles of C-Programming course?
To answer the research questions, design science research will be used.

Due to the time constraints and limited scope of bachelor’s theses, only a proof-of-concept
version of the tool is developed. Additionally, as the thesis is not written at the same time of

the Principles of C-Programming course, the tool cannot be tested in practice on the course.

1.3 Structure of the thesis

This thesis consists of seven sections. Section 1 contains background information, moti-
vation, goals and delimitation for the work. Section 2 discusses and outlines the research
methodology used for conducting the thesis work. Section 3 contains related work, includ-

ing research of related tools and literature review on providing feedback to students.

Sections 4 and 5 focus on the software artifact. Section 4 discusses the usage scenarios,
requirements and design choices of the artifact. The usage and evaluation of the artifact is
discussed in Section 5. The artifact is evaluated by analyzing real students’ projects and

comparing the results of Koodikriitikko to errors found by the teaching assistants.

Section 6 contains the results of the thesis work and discussion on the results and the work.
Key discoveries are presented alongside prospects for future research and development.

Lastly, section 7 concludes the thesis with a short summary of the work and findings.



2 Research methodology

The chosen research methodology for this thesis is design-science research (DSR). This
section covers the selected research methodology, the starting point of the study and the

required research activities.

The essence of DSR is to create an innovative artifact that provides utility and solves a prob-
lem (Hevner et al., 2004). In this thesis, the artifact is a proof-of-concept static code anal-
ysis tool to provide feedback on students’ programming assignments in the Principles of
C-Programming course. The tool aims to enhance students’ learning by offering feedback
on their programming assignments that are unavailable from the existing automated systems

in the course.

The need for this solution arises from the limited opportunities students currently have to
receive feedback. Programming assignments are graded with automated systems that cannot
provide feedback on specific aspects of the work, such as the coding conventions. This type
of feedback is only provided for course project and the exam, and it requires manual grading
by the course staff. Unlike the automated feedback systems currently in use on the course,
Koodikriitikko can analyze coding conventions and code style. These are often ovelooked or
impossible to detect by tools based on dynamic analysis or output matching. Using Koodikri-
itikko to alongside the existing automated systems can create a more comprehensive feedback

mechanism.

Pefters et al. (2006) have outlined a process for carrying out DSR. The process is illustrated
in Figure 1. The following sections will discuss how the thesis work aligns with this process

model.

Entry point for research

The entry point for this thesis’ research is an objective-centered solution: creating a proof-of-
concept analysis tool to address the problem of insufficient feedback that students receive on
certain aspects of their coding assignments. The entry point determines where the research
process begins. With an objective-centered solution, the initial research activity involves

defining the objectives of the solution.

Objectives of a solution

To justify the solution, it is essential to define objectives, inferred from the problem defini-
tion (Peffers et al., 2006). Koodikriitikko aims to analyze and provide feedback on parts of

the code overlooked by the automated feedback tools currently in use. The objective is not



to replace those tools, but provide a complementary tool for more comprehensive feedback
mechanisms. More comprehensive feedback has the potential to improve students’ learn-
ing and improve their ability to pass the course by minimizing failures caused by coding

convention violations.

Design & development

Designing and developing the artifact includes “determining the artifact’s desired function-
ality and its architecture and then creating the actual artifact” (Peffers et al., 2006). Initially,
desired functionalities are defined based on the type of analysis the tool is expected to per-
form and its use-cases. Suitable technologies are researched and chosen based on the desired

functionalities.

Development of the artifact begins after the design phase. The result of development is
the first version of the tool. Due to time constraints, only the proof-of-concept version of

Koodikriitikko is developed, and it contains only some desired functionalities.

Demonstration

The artifact is demonstrated to the people responsible for the LUT University’s Principles of
C-Programming course. The basic usage of the tool is demonstrated alongside an explanation
of the tool’s current and potential future capabilities. The technology choices, implemented
checks and usage of the tool will be detailed. The participants have an opportunity to ask

questions and provide feedback.

Evaluation

The artifact will be evaluated by testing it out on real course projects of 80 randomly se-
lected students from previous semesters. The analysis results from testing will be compared
against the feedback the projects received from the teaching assistants. The comparison will
focus on key metrics such as the accuracy of error detection, coverage of coding conven-
tions and alignment with human evaluators’ assessments. Significant discrepancies between
human and tool feedback will be analyzed to identify patterns and potential improvements
for the tool’s future iterations. The current state of the artifact is evaluated, and the future

development prospects of it are considered.

Communication

The findings of the research are communicated through this thesis. The thesis will be pub-

lished on LUT University’s publication repository, LUTPub, where the target audience can
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3 Related work

This section starts with providing a brief overview of SCA by presenting the general meth-
ods, advantages and pitfalls, in addition with short look into the history. Followed by the
overview is a look into four suitable SCA tools for the Principles of C programming course
and comparisons between them. Additionally, an option for the readily available tools, LEX
& YACC, is briefly introduced. Lastly, a literature review on progviding feedback to students

is presented.

3.1 Static code analysis

As stated earlier, static code analysis means analyzing the source code without executing the
program built from it. A counterpart to it is dynamic analysis where the program is executed
and its behavior is dynamically checked. (Gomes et al., 2009) With static and dynamic anal-
ysis, different types of problems can be found. Static analysis can find errors that dynamic
analysis cannot find and vice versa. For that reason, it is good to use both methods together
as they complement each other and help get a more complete overview of the state of the
software being developed. Dynamic analysis can check the functional requirements of the
software, while static analysis can find underlying bugs in the source code and enforce good

coding conventions and style (Gomes et al., 2009).

Static code analysis is based on inspecting the source code in some way. Two of these
ways are abstract syntax tree (AS7') analysis and pattern matching. AST is the intermediate
representation of source code that is produced from lexical analysis and syntactic parsing,
and it represents the hierarchical structure of the source code (Aho et al., 2007). The AST
can be used for SCA as it can be traversed and inspected to incur information of the source
code. Pattern matching means comparison of two patterns to determine if they match or
not (Hak & Dul, 2009). In SCA pattern matching can be used by defining some patterns that
should be matched and determining the action taken if the pattern is matched. A human can
also do static code analysis manually in the form of manual reviewing or auditing (Gomes
et al., 2009). In this thesis, the focus will be on the automated SCA process.

First SCA tools emerged in the 1970’s. One of the early popular SCA tools was Lint (Johnson,
1977). Lint was released in 1978, and it was created by Stephen C. Johnson to analyze C
programs and find errors in them. Lint’s popularity gave way to a new class of tools known as
linters. SCA tools have gained popularity since the 1970’s, and nowadays their use is adopted

widely, especially for the needs of creating safety-critical software. (Thomson, 2021)

A pitfall of SCA tools is that they are prone to producing false positives and false negatives.
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That means they might state there is a problem when there is not (false positive) or not state a
problem where there actually is one (false negative). False positives are a nuisance for devel-
opers that try to fix a problem that does not exist. False negatives, however, can create a false
sense of security, which Gomes et al. (2009) state to be much more dangerous. Additionally,
SCA tools cannot find problems they have not been programmed to look for. (Reynolds et al.,
2017; Gomes et al., 2009)

3.2 Tools for static analysis

There exists tons of tools for static analysis with differing analysis techniques, supported
languages, availability of the software and variety of other aspects of the tools. Plenty of
tools can be found from the internet (Analysis Tools, 2024; Wikipedia Contributors, 2024),
and studies have been conducted of tools used in education, such as Cppcheck, SonarQube
and PMD (Keuning, Jeuring & Heeren, 2023).

e C language support. As the tool is created for a C programming course, the C lan-

guage support is a clear requirement.

e Custom test cases. The C programming course has specific requirements for students’
code. Readily available software with built-in test cases does not cover all of those

requirements, which results in the need to create custom ones.

e Finnish feedback. The C programming course is held in Finnish, thus requiring
Finnish feedback from the tool. If built-in tests are used, they must be translatable

to Finnish.

e Platform support. All the major operating systems (Linux, Windows, macOS) are
likely in use amongst the students of the C programming course. The tool should be

available for all students despite what operating system they are using.

Based on the requirements, four tools are selected for further research and comparison:
Clang, Cppcheck, Frama-C and Semgrep. LEX & YACC will also be briefly mentioned, al-
though they are not included in the comparison. The following sections offer a brief overview
and introduction of the tools. Table 1 concludes the overview with a comparison of the tools

on a variety of factors such as analysis technique and supported languages and platforms.

Clang

Clang is one of the primary subprojects of the LLVM Project which is “a collection of mod-
ular and reusable compiler and toolchain technologies” (LLVM Admin Team, 2024). Clang
provides “a language front-end and tooling infrastructure for languages in the C language
family (C, C++, [...]) for the LLVM project” (The Clang Team, 2024). In practice this
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means that Clang can translate source code written in a language of the C-language family,
via lexical, syntactical and semantic analysis, into an intermediate representation that the
LLVM back-end can process further.

Clang is used widely as a compiler, but its front-end and tooling infrastructure also provide
a platform to create powerful source-level tools (LLVM Admin Team, 2024). This includes
creating a new static code analysis tool. The Clang project includes readily available tools
for static code analysis, such as clang-tidy and Clang Static Analyzer, but for this thesis,

creating a completely new tool is the considered option.

Static code analysis performed with Clang is based on either AST traversal or AST matching.
The former offers more control on the AST while being more complex, while the latter
is simpler to use and suitable for simpler analysis. Clang provides libraries that give the
programmer full control of the AST. The libraries are written in C++, thus requiring Clang

tools to be C++ programs.

Cppcheck

Cppcheck is a static analysis tool for C and C++ code. It is available as both as OSS and pre-
mium versions of which this thesis discusses the OSS version. Cppcheck provides built-in
analysis for detecting bugs, undefined behavior and dangerous coding constructs. The analy-
sis is based on “unsound flow-sensitive analysis” that is bi-directional that allows Cppcheck
to detect bugs that other tools do not. (Cppcheck, 2024) Custom test cases for Cppcheck are
created with XML-based rule files. The rules are based on pattern matching with regular

expressions (regex) (Marjamiki, 2010).

Frama-C

Frama-C is a tool for analyzing software written in C and experimentally C++. The analysis
of the tool is based on several static and dynamic analysis techniques. The static analysis
is based on AST traversal and analysis. The different analyzers can interoperate to provide
complex analysis. The analyzers are provided as plug-ins, and they are connected to a ker-
nel that provides “common functionalities and collaborative data structures.” In addition to
the built-in plugins, there are third-party plug-ins and custom plug-ins can be created. The
custom plug-ins can emit specific queries to existing plug-ins in addition to modifying the
behavior of existing analyses. (Correnson et al., 2024) The custom plug-ins are built using
Dune, and the APIs of the plug-ins are written in ML(Signoles et al., 2024).
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Semgrep

Semgrep is a static analysis tool that bases its analysis on semantic grep. The tool is available
as both OSS and pro versions of which the OSS version is considered in this thesis. Semgrep
offers language support for over thirty languages, including C. (Semgrep, 2024b) Semantic
grep inherently means pattern matching with taking semantic context of the source code and
language into account. Semgrep offers rules via its rule registry where the community can
contribute more rules (Semgrep, 2024c). Custom rules can be created by defining them in a
YAML file(Semgrep, 2024a).

LEX & YACC

The above sections consider readily available tools for static analysis. LEX & YACC are
tools that can be used to construct a compiler that analyzes source code based on customiz-
able rules. LEX tokenizes the source code, which in turn can be analyzed by YACC. (Nie-
mann, 2018)



Table 1: Tool comparison.
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Clang Cppcheck Frama-C Semgrep
Analysis | AST traversal and | Unsound  flow | AST traversal and | Pattern matching,
tech- analysis, AST | sensitive analysis | analysis “semantic grep”
nique matching (built-in test
cases), pattern
matching (regex)
(custom test
cases)
Creating | Clang tools and | Rules written in | Plugins written in | Rules written in
custom | plugins  written | XML ML YAML
checks in C++ utilizing
LLVM Project’s
and Clang’s
libraries
Supported C language fam- | C & C++ C & experimen- | Support for 30+
lan- ily,e.g. C,C++ & tally C++ languages, e.g. C,
guages Objective-C/C++ C++, C#, Java &
Python
Platform | Official support Official support Official support Official support
support:
Linux
Platform | Official support Official support No official sup- | Official support
support: port, can be used
Win- with WSL
dows
Platform | Official support Official support Compilable from | Official support
support: source
macOS
Platform | Official support Compilable from | No support Compilable from
support: source source
Other
Unix-
like
systems
License | Apache License | GPL-3.0 license | Mostly =~ LGPL, | LGPL-2.1 license
v2.0 with LLVM some parts under
Exceptions BSD licenses
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3.3 Providing feedback

It is one thing to have the ability to analyze source code and detect code convention violations
and other alarming aspects. It is another thing to provide clear feedback that the user can
benefit and learn from, and that prompts them to make required corrections. In the case of
the Principles of C-Programming course, students are not assumed to be more than novice
programmers that have just started to learn programming mere months ago. They are not
assumed to be familiar with C programming. The feedback provided by the static code

analysis tool must be designed around those premises.

Even experienced developers can have significant difficulties in comprehending and resolv-
ing poor error messages, so it is no wonder how novices can get paralyzed by them (Barik
et al., 2018). Learning a new programming language, or learning to program altogether, can
be confusing, and it is only made more difficult if the error and warning messages received
are confusing (Denny, Prather & Becker, 2020). Studies on error messages and designing
them have been conducted (Barik et al., 2018; Denny, Prather, Becker, et al., 2021; Denny,

Prather & Becker, 2020) and some conclusions have been drawn.

Denny, Prather & Becker (2020) reviewed literature on error message guidelines and fol-
lowed four prominent guidelines to redesign some error messages. The messages were de-
signed for students learning C programming. Following is the list of the guidelines and how

the researchers explain they affected the error message design.

1. Increase readability. Usage of common vocabulary and avoidance of jargon.

2. Reduce the cognitive load. Displaying only the new message without the original

message nor any code examples.

3. Use a positive tone. Avoidance of words such as “fatal” and “error”. Usage of imper-

ative style, without blaming the student.

4. Show solutions or hints. Providing a description of the required correction.

The study found out that the new error messages were perceived as more readable and more
useful by the students than the original error messages, and they improved the debugging
performance of the students. (Denny, Prather & Becker, 2020)

A similar study was conducted by Denny, Prather, Becker, et al. (2021) where novice stu-
dent programmers were asked to rate and evaluate a subset of commonly occurring error
messages in Java, C and Python. Based on the results, the researchers present what impli-
cations the results have in designing error messages to be more readable and more usable.

The implications are presented as concrete design guidelines. The following is a listing of
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the presented guidelines.

1. Remove jargon. Removal of technical language and specialized terminology.

2. Write messages in complete sentences. Writing of error messages as complete sen-

tences instead of short and simplified statements.

3. Use simple vocabulary. Usage of simple vocabulary in the entire error message, not

just simplifying jargon.

4. Use an economy of words. Usage of “only as many words as are necessary to com-

municate the point to the reader.”
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4 Artifact design and development

This section is divided into three parts. First, a few potential user scenarios of Koodikri-
itikko will be discussed. Next, the requirements for the tool are outlined. Finally, the major

design and development choices for the tool are introduced and justified.

4.1 User scenarios

This section presents three user scenarios of Koodikriitikko. These scenarios demonstrate
common use cases, showing how a student, a teaching assistant and a teacher could use the

tool.

Student checking weekly assignments

Hans, a first-year software engineering student, is working on his weekly assignment for
the Principles of C-Programming course. This week’s assignment focuses on file handling.
Hans, having worked diligently on the assignment, decides to use Koodikriitikko to verify his
understanding of file handling in C and to ensure there are no coding convention violations
in his code. When running Koodikriitikko, Hans configures it to run only the file handling

checks and specifies the path to his assignment file.

The tool detects that Hans had forgotten to close a file after reading it. Hans realizes his
oversight, corrects it and reruns the analysis. This time, Koodikriitikko detects no errors,
confirming that Hans has successfully addressed the issue and correctly implemented the file

opening and the related exception handling.

Confident in his work, Hans submits his assignment. The automated submission system
provides him with feedback on whether his program follows the assignment description and

if it passes the automated tests.

Student checking course project

Cassie recently received feedback on her first submission for the Principles of C-Programming
course project. Due to significant coding convention violations, the project did not receive
a passing grade. The teaching assistant listed the issues her project contains and stated that
by fixing them, Cassie should get a passing grade. The teaching assistant has included a
reminder: once Cassie has fixed the issues, she should use Koodikriitikko to verify that none

of the fixes are unfinished and the issues have indeed been fixed.

Cassie modifies her project based on the feedback and tackles each issue the teaching assis-
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tant identified. Once she is confident she has fixed everything, she provides the project files
to Koodikriitikko and runs all available analyses. The tool generates a warning from which
Cassie realizes she has forgotten something. She modifies the code and repeats the process.
After Koodikriitikko reports no remaining errors, Cassie resubmits her revised project. This
time, she receives a passing grade and a commendatory “Good work™ from the teaching

assistant.

Teaching assistant evaluating course projects

Ross, a teaching assistant for the Principles of C-Programming course, is tasked with grading
dozens of student projects. To streamline the process, he incorporates Koodikriitikko into his
workflow. He analyzes the project files with Koodikriitikko to detect any coding convention
violations by providing the files to the tool and selecting the checks appropriate to the level
of the project: minimum, basic or target. Additionally, he executes the program to verify its
functionalities fulfill the project requirements. He also needs to manually inspect the code
to find errors that require human judgment, such as if something has been implemented with

too much complexity.

The results of Koodikriitikko provide Ross with a baseline for the feedback. Ross validates
the results by manually checking the source code while also checking if he finds some issues
that the tool has missed. Koodikriitikko ensures that common issues are consistently iden-
tified, eliminating the risk of them being overlooked due to human error. With the baseline
provided by Koodikriitikko and the following manual inspection, Ross can provide compre-

hensive feedback for the student.

While Koodikriitikko greatly enhances the efficiency and accuracy of identifying coding con-
vention violations, the manual inspection of the source code is still required. Nevertheless,
Koodikriitikko can significantly reduce the workload and ensure more consistent results. The
analysis results of Koodikriitikko and the manual inspection complement each other, allow-
ing the teaching assistant to evaluate the project more holistically and focus their efforts
on other aspects of the project rather than the common errors that can easily be detected

automatically by Koodikriitikko.

Lecturer evaluating exams

Mariah, the lecturer for the Principles of C-Programming course, is responsible for grading
all exams. In the exam, students are tasked to write a program using the skills they have
learned throughout the course. Part of Mariah’s evaluation of the exams is identifying coding
convention violations. To aid her in the repetitive and error-prone task of identifying common

violations, she uses Koodikriitikko. While she still needs to inspect the source code manually,
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Koodikriitikko automates the detection of common coding convention violations, allowing
Mariah to focus her efforts on evaluating the logical and functional aspects of the code.
This approach not only increases her efficiency but also ensures a consistent and thorough

evaluation of all exams.

4.2 Requirements

The requirements for Koodikriitikko are derived from LUT University’s C-programming
guide (Nikula, 2021), discussions with the Principles of C-Programming course’s staff,
user scenarios and the expected skill-set of the course’s students. This section provides an
overview of these requirements. Table 2 lists the requirements, and all of them are explained

and justified in this section.

Table 2: Requirements for Koodikriitikko

| ID | Requirement | Description Specification

REQ-1 | User interface | The tool must be usable through | Command-line inter-

specified interfaces face & graphical user
interface

REQ-2 | Language The tool must be usable in specified | Finnish & English
languages

REQ-3 | Checks There must be several checks for | See Table 3
analysis

REQ-4 | Input files The tool must be able to analyze
multiple input files at once and con-
sider the relations between them

REQ-5 | Configurability | The analysis and tool behavior must | Language, checks, in-
be configurable in specified ways put files, output file,

CLI theme
REQ-6 | Configuration | The analysis must be configurable | YAML format
file through a file

REQ-7 | Output file The analysis results must have an | YAML format
option to be written into a file

REQ-8 | Feedback The feedback from the tool must | See Section 3.3
strive to be informative and easy to
understand

The main purpose of Koodikriitikko is to help students learn C-programming. Additionally,
Koodikriitikko can be used by the course staff to help them grade students’ course projects
and exams. With that in mind, the tool will be designed and developed for, first and foremost,
the students. The requirements relating to course staff will be implemented where that does
not affect the students’ use or learning experience. To achieve this goal, staff-specific features

should be implemented as their own analysis settings that the students are not required to use.
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The staff-specific features should still be designed to be straightforward to use so that the
students can also use them if they so wish. For the proof-of-concept, version the staff-specific
settings only include the configuration file and output file options, both of which could be
useful for students too. For example, when students work on their project work, they might
want to save their analysis settings in a configuration file to easily conduct the same analysis
throughout them working on the project. In future versions of Koodikriitikko, another staff-
specific feature could include processing multiple students’ projects simultaneously in the
specified directory structure and grouping the results by student. This would help streamline

the grading process for the course staff.

Koodikriitikko is required to have at minimum a command-line interface (CLI) as a user
interface (REQ-1). The students of the Principles of C-Programming course are expected to
know, or at least learn, how to use the command-line. However, as some students might not
be that familiar with the command-line yet, having a graphical user interface (GUI) would
provide a more user-friendly experience (REQ-1). The user interfaces must strive to be as

simple to use by the students as possible.

In addition to user interface options, the tool must also cater to the linguistic needs of the
students. The Principles of C-Programming course is held in Finnish. This presents the
requirement for the tool to be in Finnish (REQ-2). This means that the tool’s user inter-
faces must be in Finnish and the feedback must be available in Finnish. However, as Guo
(2018) states, “English is the de facto international language of technology” and “becoming
digitally literate and professionally competitive in today’s workforce often involves learn-
ing technical skills from English-based resources.” Therefore, having the option to switch
language of Koodikriitikko to English, might be beneficial (REQ-2). This gives students
the opportunity to familiarize themselves with programming terminology, helping them find
solutions to their questions online in English independently. Additionally, this prepares stu-
dents to take English-language courses, collaborate with English-speaking peers and work
with future colleagues.

The checks implemented for the tool are based on the Principles of C-Programming course’s
syllabus (REQ-3). The aim for the proof-of-concept version of Koodikriitikko is to imple-
ment a variety of checks to showcase the potential and possibilities of the tool. For example,
checks to demonstrate how both the preprocessed code and the AST transformed by the pre-
processing can be analyzed should be implemented. The proof-of-concept version of the tool
will feature several checks, including checks related to file handling, include guards, global

variables and identifier validity.

The tool must be able to analyze multiple input files at once. It should also be able to see
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relationships between the files it analyzes, such as relations between a C file and the header
files it includes (REQ-4).

The analysis and tool behavior must be highly configurable (REQ-5). User must be able to
specify which checks they want to run, which language they want the feedback in, what files
should be analyzed, and do they want the results written into a file. Additionally, for the CLI,
they must be able to specify the theme of their terminal to ensure legibility of the colored
text. The only configuration the user is required to specify is the input files, as other settings

can rely on default options.

One feature that is especially useful for the course staff is the ability to configure the analysis
through a file (REQ-6). The project work and exam allow users to choose a difficulty level
based on their skills. This means course staff has to grade these different level works that
have different requirements for grading. Having level-specific configuration files that could
be used by all the course staff would streamline the grading process. The tool should pro-
vide an option for specifying the configuration file separately. Users should still be able to
configure settings directly through the CLI or GUI without needing a configuration file. The
format for configuration files was chosen to be YAML. YAML was chosen as the format as
it is more human-readable than JSON or XML, and it allows for multiline strings as values
which JSON does not support.

Another useful feature for the course staff is the ability to write the analysis results to a file
(REQ-7). As with the configuration file, the format for the output file was chosen to be
YAML. Initially, the contents of the output file will include an overview of the conducted

analysis and a more specific breakdown of the analysis results.

The final of the initial requirements for Koodikriitikko relate to the feedback (REQ-8). The
feedback should be easy to understand by the users. As what is “easy” to understand is
subjective, the guidelines introduced in Section 3.3 will be followed. The main guidelines
that should be followed are: avoid jargon, write messages in complete sentences, use an
economy of words and use simple vocabulary. The information provided in the feedback
must be relevant to the user, and any excessive information should be avoided. Initially, the
feedback messages should include the location of the error or warning, the severity of the
feedback, a short description of the error or warning and optionally some additional relevant

information.
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Seven different categories of checks were implemented for the proof-of-concept version of

Koodikriitikko. A detailed overview of the checks can be found in Table 3, and usage of the

checks will be demonstrated in Section 5.

Table 3: Checks implemented in the proof-of-concept version.

’ Check name \ What is checked Severity

Endless loop Loop with condition that is always true does not | Warning
contain a loop control statement (break, return,
exit())

File handling Result of fopen() not saved in variable of correct | Error
type (FILE*)
Result of fopen() not checked for NULL Error
File is not closed in the same function it was | Error
opened in

Function return Function declaration and definition have differ- | Error
ent return types
Function does not return anything Error
Returned value has differing type than the de- | Error
fined return type

Global variable Variable is global without being constant Error

Struct typedef Struct has not been type defined Warning
Struct has not been named Warning
Defined type of struct has not been named Error
Name of the defined type of struct is not the | Warning
name of the struct in uppercase letters
Name of the defined type of struct is exactly the | Warning
same as the name of the struct
All letters in the name of the defined type of | Warning
struct are not uppercase

Include guard Header file does not have an include guard Error
Include guard is missing #define Error
Include guard is missing #endif Error
Include guard is not the first piece of code in the | Error
header file
Include guard is not the last piece of code in the | Error
header file
#define of the include guard found after #endif | Error

Invalid identifier | Identifier contains other characters than lower- | Warning
case letters (a-z), uppercase letters (A-Z), un-
derscores (_) or digits (0-9)
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Tool and technology choices

In Section 3.2, several tools for static analysis were introduced. For the development of
Koodikriitikko, Clang was chosen due to its diverse capabilities. Clang enables detailed
analysis by offering full control over the AST. Despite the steep learning curves associated
with Clang and the LLVM Project libraries, their powerful features make them suitable for
this project.

While tools like Semgrep and Cppcheck are effective for certain types of analysis, they have
limitations. Pattern matching tools might allow for quicker implementation of some checks,
but they lack the capabilities for more complex analyses that AST traversal provides. Addi-
tionally, using a readily available compiler tool was preferred over implementing a custom

compiler with LEX & YACC, due to the strong static analysis possibilities.

Clang was preferred over Frama-C due to several reasons. Although Frama-C offers exten-
sive development guides, Clang’s development process is simpler and more powerful. Clang
integrates seamlessly with C++ programs, whereas Frama-C relies on XML plugins running
on the Frama-C kernel. Using Clang with C++ offers a more straightforward approach to

creating a standalone tool.

Koodikriitikko will be implemented as a C++ project, leveraging the powerful C++ libraries.
Several third-party libraries will also be used. Primarily, Clang! will be the basis of the anal-
ysis. Additionally, LLVM Project libraries> will complement Clang’s libraries: for instance,
the command-line interface (CLI) will be implemented with LLVM Project’s command-line
library. Rapid YAML? will be used for reading and writing YAML files. If a graphical user
interface (GUI) is implemented, Dear ImGui* paired with SDL 3.0° is a suitable option.

Command-line interface

The CLI of Koodikriitikko is fully usable both in Finnish and in English. Each analysis-
specific option flag has a Finnish and an English version which can be used interchangeably.
The CLI help message with the supported flags along with usage examples is displayed in

Figure 2. The same help message in Finnish can be found in Appendix 1 Figure 24.

As the feedback messages contain colors, the --theme flag was created to ensure readability

of the colored text on dark and light command-line backgrounds. For example, Linux and

Uhttps://github.com/llvm/llvm-project/tree/main/clang
Zhttps://github.com/llvm/Ilvm-project/tree/main
3https://github.com/biojppm/rapidyaml
“https://github.com/ocornut/imgui
>https://github.com/libsdl-org/SDL



25

Windows’ default terminals have a dark background, while macOS’ terminal has a white
background. Depending on the theme specified by the user, the feedback messages will use

different color schemes. In the future, a feature to automatically detect user’s command-line
theme could be added.

[1$ koodikriitikko --help-hidden
USAGE: koodikriitikko [options] <source0> [... <sourceN>]

OPTIONS:

Analysis options:

-C - Alias for --checks
-L - Alias for --lang
-0 - Alias for --out
-T - Alias for --theme
--checks=<value> - Specify checks to run:
=all - Run all checks (default)
=endless-loop - Check for endless loops
=file-handling - Check for file handling errors
=function-return - Check for function returns
=global-variable -  Check for global variables
=include-guard - Check if header files have include guards
=invalid-identifier - Check for invalid identifiers
=struct-typedef - Check if structs have type definition
--config=<string> - Specify path to configuration file
--lang=<value> - Specify language:
=fi -  Finnish (default)
=en - English
--out=<string> - Specify path to file where results are written to
--theme=<value> - Specify color theme of your terminal to ensure
legibility of feedback messages
=dark - Dark mode (default)
=light - Light mode

Generic Options:

-h - Alias for --help

--help - Display available options (--help-hidden for more)

--help-hidden - Display all available options

--help-list - Display list of available options (--help-list-hidden
for more)

--help-list-hidden - Display list of all available options

--print-all-options - Print all option values after command line parsing

--print-options - Print non-default options after command line parsing

--version - Display the version of this program

Example usage:

./static-analyzer --lang=en code.c
./static-analyzer --checks=file-handling,include-guard --lang=en *.c *.h
./static-analyzer --config=config.yaml

Figure 2: Koodikriitikko’s help message.
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Graphical user interface

The graphical user interface of Koodikriitikko is implemented with Dear ImGui. The con-
figuration tab and the result tab within the window are dockable so that the user can freely
configure the window layout. Portable File Dialogs® is used to open the file browser native
to the user’s operating system. Using Portable File Dialogs sets a slight limitation for usage
as it does not support all backends used by file browsers. However, it supports the most
common ones: Win32 API for Windows, Mac OS X for macOS, and Gnome desktop and
KDE desktop for Linux (Hocevar, 2024). The GUI is displayed in Figure 3. The Finnish
version of the GUI can be found in Appendix 1 Figure 25.

Feedback

The structure of a feedback message is showcased in Figure 4. The feedback message begins
with the location of the error or warning; the line and column of the issue. If the issue does
not have a row or a column associated with it, N/A notation is used. Next, the severity of
the issue is displayed in appropriately colored text. Error messages are shown as red and
warning messages are shown as yellow or orange. The severity level is followed with a brief
description of the issue. The description is a single complete sentence. After the description,
additional information can be displayed if the issue requires it. The information is denoted
with the word Info in blue text which is followed by some text. A single issue can have

multiple pieces of additional information, each of which has its own Info denominator.

Only the keywords, ErrorWarning and Info, are displayed in color while the rest of the
text is in the default font color. This design choice was made to help draw attention to each
issue and piece of important information without overwhelming the user. The colors were
chosen by checking the color contrast on dark and light backgrounds against Web Content
Accessibility Guidelines.

The complete analysis results consist of all the feedback messages produced by the analysis.
The results are grouped by file and ordered by location. Additionally, in GUI, the results
can be grouped by check. For each file with issues, the filename is printed followed by the
associated feedback messages. The structure of a feedback message is displayed in Figure 4.

The Finnish equivalent for it can be found in Appendix 1 Figure 26.

®https://github.com/samhocevar/portable-file-dialogs
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Figure 3: Screenshot of the GUI.

Line x, column y:
Error or Warning: brief description of the issue
Info: potentially some additional info

Info: potentially some more additional info

Figure 4: The structure of a feedback message.
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Configuration file

All analysis-related configuration of Koodikriitikko can also be made through a configura-
tion file. Figure 5 displays an example configuration file with all the supported configuration
options. All configuration options available in English have their Finnish counterparts, al-
lowing the configuration file to be defined completely in Finnish or English, or by mixing
both languages. If an option is defined in both Finnish and English, the English version will
take precedence. The Finnish version of the configuration file can be found in Appendix 1

Figure 27.
language: EN # or FI, not required (defaults to FI)
checks: # not required (defaults to all)

- all

- endless-loop

- file-handling

- function-return

- global-variable

- include-guard

- invalid-identifier

- struct-typedef
input-files:

- /path/to/project/*.c

- /path/to/project/*.h
output-file: results.yaml # not required
color-theme: dark # or light, not required (defaults to dark and has no

# effect in GUI)

Figure 5: Example configuration file in English.

Output file

The output file is initially set to contain two parts: the overview and the breakdown. The
overview contains information about the analysis: when was the analysis completed, what
checks were run, how many total tests were run and how many warnings and errors occurred.
The breakdown provides information about warnings and errors that occurred grouped by
file. Once the tool is tested by the course staff in checking students” work, more detailed

information can be gathered about what is useful to be included in the output file.

Due to time constraints of this thesis, only the initial version of the output file is presented as
the course is set to be held after this thesis is finished. A partial example of an output file is
shown in Figure 6. As with everything else in Koodikriitikko, the output file can be produced
in either Finnish or English, depending on how the user has configured the analysis. The

Finnish version of the example output file can be found in Appendix 1 Figure 28.
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overview:

tests-finished-at: '22-08-2024 19:56:55'
checks-run:

- include-guard

- endless-loop

- file-handling

- function-return

- global-variable

- invalid-identifier

- struct-typedef
total-tests: 422
total-warnings: 28
total-errors: 58

breakdown:
- file-path: /path/to/project/main.c
warnings:
- line: 1
column: 1

description: 'identifier ''pad&dohjelma'' contains characters that
should be avoided'
info:
- 'only use lowercase letters (a-z), uppercase letters (A-Z),
underscores (_) and digits (0-9, except as the first character of identifier)'
- file-path: /path/to/project/config.h
errors:
- line: N/A
column: N/A
description: 'header file is missing an include guard'
info:
- -
the expected structure of include guard:
#ifndef IDENTIFIER
#define IDENTIFIER
<header file content>
#endif

Figure 6: Beginning of an example output file.

Distributing Koodikriitikko

To make using Koodikriitikko as easy as possible for the students, the tool needs to be easy
to take into use. To help with this, Koodikriitikko is packaged into a distributable binary
where many of the required packages are linked statically. The static linking removes the
requirement from students to have the packages installed on their device. The libraries that
are linked statically are Clang, LLVM, SDL3, Rapid YAML, Dear ImGui and Portable File
Dialogs.

The students are still required to have some libraries installed. These packages are zlib,
zstd, glibe, libstdc++ and gecc-libs. Most of the packages are installed by default on most
Linux distributions. On macOS, only zlib is installed by default and on Windows none of

them are. However, all the packages should be pre-installed on Windows Subsystem for
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Linux (WSL), which is encouraged to be used on the course for Windows machines. If the
packages are not pre-installed, the students can easily install them for their machine and

installation instructions can be included alongside other instructions for Koodikriitikko.
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5 Artifact usage and evaluation

5.1 Analysis examples

This section provides example usages of each check. For each check, an example file and its
analysis are shown in accompanying figures. Additionally, the capabilities and limitations of
each check are discussed. Many of the limitations, if not all, could be mitigated with further

development and refinement of the analyzer.

Endless loop

The endless loop check detects loops that either have no condition or that have a condition
that is always true. If such loops lack control statements that can exit the loop (break,
return or exit ()), a warning is raised. However, the checker does not detect loops where
the loop condition is a variable, potentially leading to false negatives. Additionally, the
checker does not recognize cases where exit () is called within a function invoked inside

the loop, resulting in false positives. Figures 7 and 8 illustrate an example analysis scenario.
#include <stdlib.h>
int main() {
while (1) { break; }
while (1) { return O; }
while (1) { exit(0); }
while (1) {}
while (10) {}
while(1) {
while(1) { break; }
for (1;35) {}

do {} while (1);

return O;

Figure 7: Detection of endless loops: code.
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[1$ koodikriitikko --lang=en --checks=endless-loop /path/to/code.c

=== [ /path/to/code.c ] === e e
Line 8, column 5:

Warning: endless 'while' loop

Line 9, column 5:

Warning: endless 'while' loop

Line 10, column 5:

Warning: endless 'while' loop

Line 14, column 5:

Warning: endless 'for' loop

Line 16, column 5:

Warning: endless 'do-while' loop

Figure 8: Detection of endless loops: analysis.

File handling

The file handling analysis checks for several common mistakes. Firstly, it verifies whether
the result of fopen() is stored in a variable of type FILEx. If the result is not saved into
a variable or if the variable has a different type, an error is raised. Secondly, the checker
ensures that the result of fopen() is checked for NULL or 0. If no such check is found, an
error is raised. Lastly, the analyzer verifies that the opened file is closed within the same

function where it was opened in. If it cannot find the file closure, an error is raised.

File handling analysis has some limitations. It does not detect scenarios where the NULL
check for the fopen () result is implemented indirectly, such as storing NULL or O in a vari-
able and comparing the fopen() result with that variable. This results in false positives.
Additionally, the check for file closure only looks for fclose () calls made within the same
function where fopen() was called. If the file is closed in a different function, it results
in false positives. Although, in the Principles of C-Programming course this is the desired
behavior, the analyzer could be extended to verify whether the file is closed in a different

function. The application of file handling analysis is illustrated in Figures 9 and 10.



#include <stdio.h>
#include <stddef.h>
#include <stdlib.h>

int main() {
FILE *writeFile;
if ((writeFile = fopen("file.txt", "w")) == NULL) {
perror("Failed to open file for writing");
exit (0);
}

fclose(writeFile);

FILE *readFile;

readFile = fopen("file.txt", "r");

if (readFile == 0) {
perror("Failed to open file for reading");
exit(0);

}

fclose(readFile);

FILE *readWriteFile;

if (!(readWriteFile = fopen("file.txt", "rw"))) {
perror("Failed to open file for reading and writing");
exit(0);

}

fclose(readWriteFile);

FILE file;
fopen("file.txt", "w");

return O;

Figure 9: Detection of erroneous file handling: code.

[1$ koodikriitikko -L=en -C=file-handling /path/to/code.c

=== [ /path/to/code.c ] ===

Line 29, column 5:

Error: result of fopen() not stored in variable of type 'FILEx'

Line 29, column 5:

Error: result of fopen() is not checked for NULL

Line 29, column 5:

Error: opened file is not closed in the same function it was opened in

Figure 10: Detection of erroneous file handling: analysis results.

33
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Function return

The function return check is invoked for every function definition in the source code. The
check looks for a few common mistakes. Firstly, if the function has a forward declaration,
the return type in the forward declaration is verified to be the same as the return type in the
function definition. If there is a mismatch in types, an error is raised. Secondly, the checker
ensures that the function contains a return statement. If no return statement is found, an
error is raised. Due to the requirements of the Principles of C-Programming course, a return
statement is expected even in functions that return void. Lastly, the return type of each
return statement is verified against the function’s defined return type. Any type mismatch

results in an error.

One limitation of the function return analysis is that it does not verify that the function always
returns a value; it only checks that the function contains a return statement. If the return
statement is inside a conditional statement, the program control might not always reach the
return statement, potentially leading to a missing return value. The function return analysis

is illustrated in Figures 11 and 12.

#include <stdio.h>

int sum(int a, int b);
int sum(int a, int b) { return a + b; }

int printHello(Q);

char printHello();

void printHello();

void printHello() { printf("Hello!"); }

char getHello() { return "Hello!"; }

int main() {
return;

}

Figure 11: Detection of erroneous function returns: code.
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[1$ koodikriitikko -L=en -C=function-return /path/to/code.c

=== [ /path/to/code.c ] === e e

Line 9, column 1:

Error: definition for function 'printHello' has different return type
than its declaration

Info: defined type is 'void' and declared type is 'int'

Info: function declared at '/path/to/code.c:6:1'

Line 9, column 1:

Error: definition for function 'printHello' has different return type
than its declaration

Info: defined type is 'void' and declared type is 'char'

Info: function declared at '/path/to/code.c:7:1'

Line 9, column 1:
Error: function 'printHello' does not return anything

Info: function is expected to have a blank return statement

Line 11, column 19:

Error: type of returned value does not match the defined return type of
function 'getHello'

Info: type of returned value is 'const char[7]' and defined return type

is 'char'

Line 13, column 1:
Error: blank return statement used in function 'main', which is expected to

return a value (not 'void')

Figure 12: Detection of erroneous function returns: analysis results.

Global variable

The global variable checker inspects all variable declarations to determine if they are global
variables. First, it checks whether the declared variable has a global storage. If it does, the
checker verifies if the variable is declared as a constant. If the variable is identified to be

global, a warning is raised. The analysis is illustrated in Figures 13 and 14.
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int False = 0;
const int True = 1;
int main() {
int i = 0;

static char* helloStr = "Hello!";

static const char ¢ = 'c';

return O;

Figure 13: Detection of global variables: code.

[1$ koodikriitikko -L=en -C=global-variable /path/to/code.c

=== [ /path/to/code.c ]
Line 1, column 1:

Warning: global variable 'False'

Line 6, column 5:

Warning: global variable 'helloStr'

Figure 14: Detection of global variables: analysis results.

Struct typedef

The struct typedef checker visits all structures in the code to perform several checks on it.
The primary check ensures that each structure has been correctly type defined; if a typedef
is missing, the checker raises a warning. Additional checks focus on naming conventions.
According to the guidelines taught in the Principles of C-Programming course, structure
typedefs should be named using the structure’s name in uppercase letters. Violations of this
naming convention result in warnings or errors, depending on the severity. Specifically, a
missing typedef name raises an error, while other minor issues trigger warnings. The analysis

is illustrated in Figures 15 and 16.
typedef struct person {} PERSON;

struct vehicle {};
typedef struct vehicle Vehicle;

struct animal {} typedef animal;
typedef struct {} PLANT;

struct furniture {7};

Figure 15: Detection of typedefined structs: code.
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[1$ koodikriitikko -L=en -C=struct-typedef /path/to/code.h

=== [ /path/to/code.h ] === e e
Line 4, column 1:
Warning: all letters in the name of defined type should be uppercase
Info: recommended approach to naming:
typedef struct name {...} NAME;

Line 6, column 1:
Warning: name of the defined type should not be exactly the same as name
of the struct
Info: recommended approach to naming:
typedef struct name {...} NAME;

Line 6, column 1:
Warning: all letters in the name of defined type should be uppercase
Info: recommended approach to naming:
typedef struct name {...} NAME;

Line 8, column 9:

Warning: struct has not been named

Line 10, column 1:

Warning: struct 'furniture' has not been type defined

Figure 16: Detection of an include guard in a header file: analysis results.

Include guard

The include guard checker analyzes header files to ensure they contain proper include guards.
If a file lacks an include guard, the checker raises an error which is its primary function.
Additional checks verify the correct usage of include guards. Having any code before or after
the include guard in the include guard raises an error, excluding comments, whitespaces and
empty lines. This ensures that all code is contained within the include guard still allowing
for elements such as a header comment at the start of the file. Errors are also raised if the
#define or #endif directives are missing. Moreover, if the #define directive appears after
the #endif directive, the checker identifies this as a unique error. The checker does not
account for #pragma once directives, which serve the same purpose as include guards, as
these are not covered in the Principles of C-Programming course. The analysis is illustrated

in Figures 17 and 18.
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/% Author, date */
#define TRUE 1
#define FALSE 0

int mySum(Q) ;
void myPrint();

Figure 17: Detection of an include guard in a header file: code.

[1$ koodikriitikko -L=en -C=include-guard /path/to/code.h

=== [ /path/to/code.h ]
Line N/A, column N/A:
Error: header file is missing an include guard
Info: the expected structure of include guard:
#ifndef IDENTIFIER
#define IDENTIFIER
<header file content>
#endif

Figure 18: Detection of an include guard in a header file: analysis results.

Invalid identifier

The invalid identifier check inspects all declarations within the source code to ensure that
each identifier contains only specified characters: a-z, A-Z, 0-9, and _. Identifiers that
contain other characters trigger a warning. Clang cannot parse identifiers that it considers
too malformed, such as those starting with a digit or containing a hyphen. Consequently,
the invalid identifier check cannot provide feedback and all invalid identifiers, as it can only
inspect those that Clang is able to parse. However, users should receive feedback on these
identifiers when attempting to compile their code as compiler errors. Figures 19 and 20
illustrate the invalid identifier analysis.
union yhdistelmid {

int ika;

char* lempivéari;

};

int p&ddohjelma() {
return 0;

}

Figure 19: Detection of invalid identifiers: code.
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[1$ ./static-analyzer -L=en -C=invalid-identifier /path/to/code.c

=== [ /path/to/code.c ] === e e
Line 1, column 1:

Warning: identifier 'yhdistelm&' contains characters that should be
avoided

Info: only use lowercase letters (a-z), uppercase letters (A-Z),

underscores (_) and digits (0-9, except as the first character of identifier)

Line 2, column 5:
Warning: identifier 'ikd' contains characters that should be avoided
Info: only use lowercase letters (a-z), uppercase letters (A-Z),

underscores (_) and digits (0-9, except as the first character of identifier)

Line 3, column 5:

Warning: identifier 'lempivéri' contains characters that should be
avoided

Info: only use lowercase letters (a-z), uppercase letters (A-Z),

underscores (_) and digits (0-9, except as the first character of identifier)

Line 6, column 1:

Warning: identifier 'p&&ohjelma' contains characters that should be
avoided

Info: only use lowercase letters (a-z), uppercase letters (A-Z),

underscores (_) and digits (0-9, except as the first character of identifier)

Figure 20: Detection of invalid identifiers: analysis results.

5.2 Evaluation

The artifact is evaluated by analyzing 80 student projects from previous semesters of the
Principles of C-Programming course. The results of Koodikriitikko’s analysis are compared
to the feedback provided by teaching assistants (7As). The aim of the evaluation is to dis-
cover how the results of Koodikriitikko and TAs overlap, can Koodikriitikko detect errors
that TAs have missed and how valid Koodikriitikko’s results are. The evaluation is conducted
by manually reviewing the results of Koodikriitikko and TAs and gathering the necessary

data into a spreadsheet. This section provides the key findings of the evaluation.

As Koodikriitikko does not yet have support for running multiple student’s projects at once
while categorizing the results for each individual student, a Bash script was written and
used for running the tool. The script traverses through the directory structure containing
the student projects, and runs the analysis and writes the results for each student’s project

individually. The execution of the script for the 80 student projects took around six seconds
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indicating that the tool is scalable and can be used for large-scale analysis. The script used

for the evaluation can be found in Appendix 2.

The TAs detected 264 errors in the student projects. Table 4 displays the categories TAs use
for evaluation and how the errors are distributed between the categories. Koodikriitikko de-
tected 105 errors and warnings. Table 5 displays the categories of Koodikriitikko’s analysis
categories, their equivalent counterpart in the TAs’ categories, and how the errors and warn-

ings are distributed between them. Figure 21 displays results of both the TAs and Koodikri-
itikko in a bar chart.

Table 4: Errors detected by TAs per category.

Category \ No. of errors ‘
Exception handling 57
Analysis implementation 44
Functions 36
File structure 27
Parameters and return values 23
Dynamic memory management 23
Code style and good practices 14
Data structures 10
File handling 8
Basic commands 8
Author comments 7
Makefile 5
Functionality 2
Total 264

Table 5: Errors detected by Koodikriitikko per category.

Koodikriitikko category Equivalent category in TA error cat- | No. of errors &
egories warnings

Function return Parameters and return values 48

Struct typedef Code style and good practices 39

Global variable Parameters and return values 13

Include guard File structure 3

File handling File handling 2
Total 105

TAs’ detecting more errors than Koodikriitikko’s proof-of-concept version is to be expected.
Similarly, it is expected that the proof-of-concept version will not detect errors from all the
TAs’ categories due to the limited number of implemented checks. Additionally, not all
errors detected by the T'As are reasonable to implement programmatically. For example, the

error: “Function XX should be divided into several separate functions as XX and XX are
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Functionality pm
Makefile
Author COMMENtS  p—"
Basic commands
File handling e
—

Data structures

Code style and good practices |
Dynamic memory management
Parameters and return values | —
File structure | ——
Functions  p—
Analysis implementation .  — — ——
EKCL’PUOI’I handling [ e

0 10 20 30 40 20 60 70

m Koodikriitikko ~ m Teaching assistants

Figure 21: Errors detected by teaching assistants vs. Koodikriitikko per category, excluding
Koodikriitikko’s false positive results.

separate functionalities” would be difficult to implement reliably or at all. The “XX”s in
the error message functions as templates which the TA replaces with names of functions,

variables or other anything else depending on the context of the error.

One major finding of this evaluation is how inconsistent the TAs results are in two types of
errors. First of these errors is when a function with return type of void is missing the empty
return statement that the course guidelines demand. The second error is when the naming
of defined types of structs does not follow the guidelines of the course, where the name of
the defined type should be the name of the struct itself with all characters capitalized. The
two errors are not detected, or at least marked, by the 7As in nearly all cases. In contrast,
Koodikriitikko detects these errors reliably. The concistency of Koodikriitikko and lack of
consistency of TAs can be noticed from Figure 21 in the “Code style and good practices”
and “Parameters and return values” categories where Koodikriitikko has detected a lot more
errors than the TAs.

It needs to be noted that Koodikriitikko’s struct typedef -check raises two errors in a scenario
where the TAs only distinguish one error. This scenario is when the defined type of struct
is named the exact same as the struct itself. In this scenario Koodikriitikko warns the user

that the names should not be the exact same and that the name of the defined type should
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28

Detected by both
Detected only by TAs
= Detected only by Koodikriitikko

236

Figure 22: Commonality of errors found by TAs and Koodikriitikko.

be written with all characters capitalized. TAs only distinguish the latter error about the
capitalized letters. This behavior of Koodikriitikko is purposeful, but in the statistics the two

distinct warnings might be deceiving.

From the seven analysis categories implemented in Koodikriitikko, the course projects con-
tained errors on only five of them. The two categories, of which no errors were found in
the projects, were the endless loop and invalid identifier. Just because the students did not
make mistakes that could be detected with these checkers, does not mean they are useless.
They can be helpful when the student is developing the code. For example, the endless loop
checker can help the student in scenarios where their program does not work and they need
to find the cause. For example, when starting the course students are more likely to acciden-
tally create endless loops or name their variables in an invalid manner. Towards the end of
the course they start to learn how to do things properly and are less likely to make the same
mistakes in the project. Koodikriitikko is intended to be used throughout the course as an aid
for learning. It can help students find the common mistakes they are making early, and teach

them to avoid them in their later work.

Figure 22 displays the commonality of the errors detected by the TAs and Koodikriitikko. 28
of the errors are detected by both the TAs and Koodikriitikko, while 236 errors are detected
only by the TAs and 71 by only Koodikriitikko. Mostly, the errors detected only by Koodikri-
itikko are about the naming of defined types of structs or the missing empty return statements
of void functions. In three scenarios Koodikriitikko, however, detects more significant errors
that the TAs have missed.
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True positive

False positive

99

Figure 23: Validity of Koodikriitikko ’s results.

In one scenario, a header file was missing an include guard, which the course guidelines
require. In another scenario, a function with defined return type of int actually returned an
int pointer, causing a mismatch in types. Finally, in the last scenario, static variables are used
in a function which makes them global in the scope of the source file, while global variables

are not allowed in the course guidelines.

Additionally, in one scenario Koodikriitikko raised an error about a file not closed in the same
function it was opened in, that the TA did not give any error on. The particular function was
unused, which leads to speculation on the T'A disregarding the error due to the context. How-

ever, in this scenario, the TA should have at least given an error about the unused function.

Figure 23 displays the validity of Koodikriitikko’s analysis results. Out of the 105 errors
and warnings, 6 are false positives. All the false positives are the result of one scenario; the
struct tmfrom time.h library is used in the header file, while the library itself is included
in the source file before the inclusion of the header file. Additionally, the errors detected by
the TAs contain no errors that Koodikriitikko should have detected but did not. This means

that there are no false negatives that were detected in this evaluation.

As the last point of the evaluation, the errors detected by the TAs and missed by Koodikri-
itikko were analyzed. From the errors, several were considered as feasible to be implemented
for the future versions of Koodikriitikko. These errors, their description and the number of

occurrences of them in the students’ projects are displayed in Table 6.
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Table 6: Selection of errors detected by by T'As in the students’ projects missing from Kood-
ikriitikko that could be feasible to implement.

TA error cate- | Error description No. of
gory occur-
rences

Exception The program does not prevent errors by verifying the exis- | 24

handling tence of data required for analysis/writing.

Analysis im- | The data searched for in the analysis is not initialized with | 21

plementation | the value of the first element or the first element is not ac-
knowledged in any way.

Dynamic Pointer is not set to NULL after freeing it. 20

memory

management

Exception Missing exception handling in string tokenization. 19

handling

File handling | Header files (.h) have not been included in the source file. 12

Exception In exit-command, some other error code than 0 required by

handling the style guidelines, has been used.

Author com- | Missing an author comment in the Makefile. 6

ments

Functions The program has multiple definitions of function XX. /| 3
Missing the definition for function XX.

Data  struc- | Linked lists are not utilized in the program at all. 2

tures

Functions The program contains an unnecessary/unused function XX. | 1
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6 Results and discussion

This section presents the key findings of this work and outlines the potential directions for
future work. The key findings cover the technology choices, considerations in providing
feedback and the requirements, implementation and evaluation of Koodikriitikko. The tool’s

value is highlighted and opportunities of future development are presented.

6.1 Key findings

From the researched tools, Clang was considered the most suitable and promising, and was
chosen for the implementation of Koodikriitikko. Clang provides powerful and flexible li-
braries for inspecting the source code and traversing the abstract syntax trees, allowing for
detailed and highly configurable analysis with high level of control. The choice proved to be
viable, and implementing a variety of customized checks with Clang was achievable despite
the steep learning curve. The knowledge gained during the development process related to
the Clang libraries has established a foundation for further development, facilitating the im-
provement of existing checks and implementation of new, more sophisticated, checks in the

future.

The literature review on providing feedback to students or novice programmers uncovered
some principles for providing the feedback. Students seem to benefit from clear and concise
feedback that avoids jargon and uses simple vocabulary. These factors were considered when

formatting the feedback for Koodikriitikko to enhance its educational value.

The requirements for Koodikriitikko were categorized into eight distinct areas: user interface,
usage language, analysis checks, configurability of the tool, input, output and configuration

files, and feedback. Based on the requirements, Koodikriitikko was designed and developed.

Koodikriitikko was evaluated against 80 student’s course projects from previous semesters
and the feedback the teaching assistants provided on them. The key findings of the evaluation

included:
e Koodikriitikko is scalable and usable on large-scale analysis for the Principles of C-
Programming course.

e Koodikriitikko was significantly more consistent than the 7'As in finding two types of
errors; missing empty return statements of void functions and naming of defined types

of structs in a way that violates the course’s style guidelines.

e Koodikriitikko detected several significant errors that were overlooked by the T'As.
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e False positives were minimal, occurring in only one specific scenario.

e Several missing analysis checks were identified from which a selection was high-

lighted as feasible to be implemented in further iterations of Koodikriitikko.

6.2 Future work

If developed further, Koodikriitikko has the potential to become a valuable tool for the stu-

dents and course staff of the Principles of C-Programming course.

The tool’s ability to provide immediate and actionable feedback aligns with the principle
of learning from your mistakes and has the potential to make it a valuable learning aid for
students. Throughout the course, the tool can help students identify and correct their mis-
takes, which in turn creates constant opportunities for learning. Students could also get relief
from the cognitive load associated with concerns over coding style or convention violations
that could lead to a failing grade from the course project. However, it must be noted that
students should not rely on Koodikriitikko nor any other automated tool fully, as they are not

guaranteed, or even intended, to find all mistakes.

For the course staff, Koodikriitikko could offer relief on their workload. Integrating a tool that
can reliably find common mistakes into their workflow, frees up time and effort, allowing the
course staff to focus more on reviewing the aspects of the code requiring human judgment.
Additionally, the consistent and objective nature of the tool would promote fair treatment of
students by minimizing discrepancies in evaluation and grading caused by human oversight

and subjective interpretation of guidelines.

Before Koodikriitikko can be taken into real use on the Principles of C-Programming course,

some improvements and further evaluation are required:

e Usability and robustness improvements: The current command-line interface (CLI)
does not provide sufficient indication when errors occur during execution. Assuring
that the tool can handle erroneous scenarios gracefully and provide clear and user-

friendly error messages is critical for its usability.

e Cross-platform support: Koodikriitikko has only been built and tested on a limited
number of Linux machines with two different Linux distributions (Arch Linux and
NixOS). To ensure accessibility of the tool, the existing Linux support needs to be

further verified and support needs to be added for macOS and Windows.

e Additional analysis checks: Limited number of checks were implemented for the
proof-of-concept iteration of Koodikriitikko. The evaluation identified several miss-

ing checks that could be implemented in the future iterations. Future work should
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focus on identifying and implementing further checks to improve the usefulness and

comprehensiveness of the tool.

e Real-world evaluation: While the results of this thesis seem promising, Koodikri-

itikko must be tested in real-world conditions to verify and validate them. Specifically:

o Feedback validation: Does the feedback provided by Koodikriitikkoeffectively
support students’ learning? Do the students find the feedback beneficial?

o Requirement verification: Are the features and functionalities implemented
based on the requirements actually desirable to the user? What features might

be missing or require improvements?

By addressing these areas in future work, Koodikriitikko has the potential to become a valu-
able tool for the students and course staff of the Principles of C-Programming course. A
similar tool created for the introductory programming course at LUT University, ASPA,
has been recognized as beneficial, especially for the students (Luukkainen et al., 2022) and
it is hypothesized that Koodikriitikko could be similarly beneficial for the Principles of C-

Programming course. However, this hypothesis must be further researched.



48

7 Conclusions

This thesis investigated the feasibility of developing a static code analysis (SCA) tool to assist
the students and staff of LUT University’s Principles of C-Programming course. The work
included a comparison of existing SCA tool, a literature review on effective feedback for
novice programmers and students, and the formulation of specific requirement for such a
tool. A proof-of-concept implementation, Koodikriitikko, was subsequently developed and

evaluated.

Currently on the Principles of C-Programming course, coding conventions for the project
and exam are enforced manually by the course staff. Students do not receive feedback on
coding convention violations in their weekly assignments and may only become aware of
their mistakes after receiving failing grade on the project or exam. The current approach
is not ideal, as it requires significant time and effort of course staff and does not provide
students all the feedback they might require. To combat this, Koodikriitikko was created.

For students, Koodikriitikko serves as an aid for learning by providing continuous and ac-
tionable feedback on their work. For the course staff, Koodikriitikko is an aid to evaluate
students’ projects and exams by detecting common coding style and convention violations
reliably and consistently while allowing the course staff to focus their efforts on the aspects
of the evaluation that require human judgment. Koodikriitikko aims to complement the ex-

isting automated systems and the human evaluation.

Koodikriitikko is a static code analysis tool implemented as a C++ -program that utilizes
several libraries, most notable of which is Clang to which the analysis relies on. For this
thesis, only the proof-of-concept iteration of Koodikriitikko was created with limited number
of analysis checks and functionalities. The evaluation of the tool revealed promising results,

highlighting the value of pursuing further research and development.

The results of this thesis can be used as a basis for continuing the development of Koodikri-
itikko or to develop another similar tool. Further work is required to verify and validate the
results of this work in real-world conditions, and Koodikriitikko requires further development

before it can be taken into real use on the Principles of C-Programming course.
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Appendix 1  Koodikriitikko in Finnish

This appendix provides the Finnish equivalents of the Koodikriitikko features presented ear-

lier in this thesis in English.

[1$ koodikriitikko --help-hidden
USAGE: koodikriitikko [options] <source0> [...

OPTIONS:
Analyysiasetukset:

--tarkistukset
=kaikki
=ikisilmukka
=tiedostonkdsittely
=funktion-palautusarvo
=globaali-muuttuja
=ehdollinen-mé&rittely
ehdollisen mddrittelyn
=virheellinen-tunniste
=tietueen-tyyppiméérittely
--konfiguraatio=<merkkijono>
--kieli=<arvo>
=fi
=en
--tulos=<merkkijono>
--teema=<value>
palauteviestien luettavuuden
=tumma
=vaalea

Yleiset asetukset:
--help

piilotetut asetukset)

Esimerkkejd ohjelman kaytosta:

./koodikriitikko koodi.c

<sourceN>]

Ma&rittele ajettavat tarkistukset:

- Aja kaikki tarkistukset (oletus)

- Tarkista ikuiset silmukat

- Tarkista tiedoston k&sittelyvirheet

-  Tarkista funktioiden palautusarvot

- Tarkista globaalit muuttujat

- Tarkista, ettda otsikkotiedostot sisdltavat

- Tarkista virheelliset tunnisteet

- Tarkista, ettd tietueilla on tyyppimédadritys

- Ma&rittele tiedostopolku konfiguraatiotiedostoon
- Maarittele kieli:

- Suomi (oletus)

- Englanti

- M3drittele tulostiedoston nimi

- Maarittele terminaalisi variteema varmistaaksesi

- Tumma teema (oletus)
- Vaalea teema

- N&ytd saatavilla olevat asetukset (--help-hidden

./koodikriitikko --tarkistukset=tiedostonk&dsittely,ehdollinen-midrittely

*.c *.h

./koodikriitikko --konfiguraatio=konfiguraatio.yaml

Figure 24: Koodikriitikko’s help message in Finnish.
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tieli/Language
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Figure 25: Screenshot of the GU! in Finnish.

Rivi x, sarake y:
Virhe or Varoitus: lyhyt kuvaus ongelmasta
Info: mahdollisia lisdtietoja ongelmasta
Info: enemm&n mahdollisia lis&tietoja ongelmasta

Figure 26: The structure of a feedback message in Finnish.



kieli: FI # tat EN, ei vaadita (oletus: FI)
tarkistukset: # ei wvaadita (oletus: kaikki)
- kaikki
- ikisilmukka
- tiedostonkdsittely
- funktion-palautusarvo
- globaali-muuttuja
- ehdollinen-mé&rittely
- virheellinen-tunniste
- tietueen-tyyppimddrittely
syotetiedostot:
- /polku/projekti/*.c
- /polku/projekti/*.h
tulostiedosto: tulos.yaml # el wvaadita
variteema: tumma # tat vaalea, et vaadita (oletus: tumma,
# ei vaikutusta GUI:ssa)

Figure 27: Example configuration file in Finnish.

overview:
testit-valmiit-aikaan: '22-08-2024 19:56:55'
ajetut-tarkistukset:
- ehdollinen-méarittely
- ikisilmukka
- tiedostonkésittely
- funktion-palautusarvo
- globaali-muuttuja
- virheellinen-tunniste
- tietueen-tyyppimddrittely
testien-madra: 422
varoitusten-mddra: 28
virheiden-méd&ra: 58
erittely:
- tiedostopolku: /polku/prokti/main.c
varoitukset:
- rivi: 1
sarake: 1
kuvaus: 'tunniste ''pddohjelma'' sisdltdd merkkejd, joita tulisi valttaa'
info:
- 'kdytd vain pienid kirjaimia (a-z), isoja kirjaimia (A-Z), alaviivoja
(1) ja numeroita(0-9, paitsi ensimmiisend tunnisteen merkkini)'
- tiedostopolku: /polku/projekti/konfiguraatio.h

virheet:
- rivi: N/A
sarake: N/A
kuvaus: 'otsikkotiedostosta puuttuu ehdollinen m&&drittely'
info:

- -
ehdollisen médrittelyn odotettu rakenne:
#ifndef TUNNISTE
#define TUNNISTE
<otsikkotiedoston sis&lto>
#endif'

Figure 28: Beginning of an example output file in Finnish.



Appendix 2 Evaluation: Bash script

Koodikriitikko was evaluated by using it to analyze student projects. In practice, this was
achieved by using a Bash script to traverse the directory structure and running the tool on

each student’s project individually. The following is the Bash script used for this purpose.
#!/bin/bash
koodikriitikko=$1

checkMinimumLevel () {
DIR='Minimitaso palautus'
if [ ' -d "$DIR" ]; then
return
fi

echo -e "Analyzing minimum level submission.."

cd "$DIR" || return

mapfile -t students < <( find . -maxdepth 1 -type d | grep -G
'.*Q@student.lut.fi' )

echo "${student[@]}"
for student in "${students[@]}"
do
echo "Analyzing submission of student '$student'"
cd "$student" || exit
$koodikriitikko --out=result.yaml ./*.c ./*.h
cd ..

done

cd ..

checkBasicLevel () {
DIR='Perustaso palautus'
if [ ! -d "$DIR" ]; then
return
fi

echo -e "Analyzing basic level submissions..."
cd "$DIR" || return
mapfile -t students < <( find . -maxdepth 1 -type d | grep -G '.*@student.lut.fi' )

for student in "${students[@]}"
do



echo "Analyzing submission of student '$student'"

cd "$student" || exit
$koodikriitikko --out=results.yaml ./*.c ./*.h
cd ..

done

cd ..

checkTargetLevel () {
DIR='Tavoitetaso palautus'
if [ ' -d "$DIR" ]; then
return
fi

echo -e "Analyzing target level submissions...
cd "$DIR" || return

mapfile -t students < <( find . -maxdepth 1 -type d | grep -G
' .*Q@student.lut.fi' )

for student in "${students[@]}"

do
echo "Analyzing submission of student '$student'"
cd "$student" || exit
$koodikriitikko --out=results.yaml ./*.c ./*.h
cd ..

done

cd ..

checkGroups () {
groups=("$a")
for group in "${groups[@]}"
do

echo -e "Analyzing submissions of group: '$(basename "$group")'...

cd "$group" || exit
checkMinimumLevel
checkBasicLevel
checkTargetLevel

cd ..

done

checkSubmissions () {
mapfile -t groups < <( find . -maxdepth 1 -type d | grep -G
'"LUT_[[:digit:IN]"' )



checkGroups "${groups[@]}"
cd ..

if [ "$#" -ne 1 ]; then
echo "Provide the filepath to Koodikriitikko to run the script"
exit

fi

checkSubmissions
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