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The thesis evaluates the process of transforming performance critical systems of a released
early access game to use Unity’s new Data Oriented Technology Stack. It describes how
DOTS’s implementation of data-oriented design and the entity component system compares
to Unity’s traditional object-oriented programming. Previous examples of the use of DOTS
in released products is included.

To test the compatibility of the entity-component-system architecture with the case product,
a test project is created, where two main systems are recreated using DOTS and its
performance is compared with the same systems implemented in the traditional way.

In the end, while the raw performance results displayed improvements, difficulties in
implementing the systems and how interconnected the base systems are with each other, it
was ultimately deemed that the process would not be worth it to do for the full product.
DOTS is a great tool when its usage is planned from the start and the project architecture is
written to revolve around it.
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Tamai diplomityo arvioi suorituskykykriittisten pelimekaniikkojen kddntdmisen kayttimain
Unityn uutta datapohjaista arkkitehtuuria (Data Oriented Technology Stack), sen prosessia
ja kannattavuutta kohdistuen jo julkaistuun Early Access tietokonepeliin. Teoksessa
verrataan DOTS:ia ja entity-component-system arkkitehtuuria Unityn perinteiseen
oliopohjaiseen koodaamiseen. Aiempia esimerkkejd DOTS:ia kayttavistd peleistd
kisitellddn myos.

Testatakseen entity-component-systemin sopivuutta kohdeprojektiin, luodaan testiprojekti,
jossa kaksi tiarkedd systeemid luodaan uusiksi kdyttden sekd DOTS:ia, ettd perinteistd tapaa.
Naiiden suorituskykya ja kehitysvaatimuksia verrataan keskendén.

Loppujen lopuksi, vaikka itse suorituskykytulokset osoittivat positiivia merkkejd DOTSin
kannalta, kehitysvaikeudet nykyisen toteutusmetodien, heikohkon dokumentaation, seké
budjetin kannalta johtivat siithen, ettd kyseistd arkkitehtuuria ei otettaisi kiyttoon oikeassa
projektissa. DOTS on hyvé ty6kalu, kun sen kdyttd suunnitellaan projektin alussa ja koko
projekti kasataan sen ympdrille.



ACKNOWLEDGEMENTS

Thanks to my family and friends for giving me the support and encouragement to push

through and finish this thesis but also to also put too much pressure on the whole ordeal.

Thanks to Twoday for giving me enough time off to complete this work, not to mention

encouraging me.

And finally, thank you to all the players of Ages of Conflict, who have enabled me to live
my childhood dream of making a career out of game development, and being an amazing

community to interact with on a daily basis.



TABLE OF CONTENTS

DECLARATION OF ATUSAGE ....oootieiiieeeeeee ettt 3
ABBREVIATIONS ...ttt ettt sttt et seenteentesseenseensesneenees 4
1 INTRODUCTION ...ttt ettt ettt sttt et e sbeeteseeesbeenneas 5
1.1 Back@round...........cocuooiiiiiiiiie e e 5
1.2 Research Questions, Goals and Methods..............ccceeieeiiiiiiiciiiicieceeeeeeee, 6
1.3 TRESIS STIUCIUTE ...ueieiieeiie et ettt seee e 6

2 RELATED RESEARCH .....cccciiiiiiiiieeee ettt ettt st 8
2.1 Object-oriented Design and Memory Management.............cccveeveeeveerveenieenneennens 8
2.2 Data-oriented DESIZN .....c..eoiuiiiiieiieeieee et 9
23 Entity Component SYSEEM .......cc.cevuiriirienieniinieeieetene ettt 11

0 T B 2 1 513 [PPSR 12
2.3.2  COMPONENLS ...vieeiiiieeiieeeiieeeiteeeieeeeieeesteeesteeessseeessseeessseesnsseesnsseesnsseesnsseesnnes 12
2.3.3  SYSLBIMIS ettt ettt 13
234 ECS I UNILY ittt 13

2.4 UNIty JOD SYSTEM ...uiiiiiiiiieiiieieeciie ettt ettt sbe e e esbeessaeensaessae e 14
2.5 Unity Burst COMPILET.......cc.veieiiiieiiieeiieeeeceeee et 15
2.6 Data Structures 1N UNILY ..o.veeeiiieeiieeiieciieeeeeeeiee et 15
2.7 Unity DOTS Production Readiness .........c.ccecuereerieriieniinienienieienieneeiceveeeee 17
2.8 Unity DOTS Benchmarks.........coeovuiiiiiiiniiiiiiiececeeeceeee e 18
2.9 Conclusions from ReSearch ...........ccoceeiiiiiiiiiiniiiiiiceeeeeeeeeeee e 19

3  DOTS COMBATABILITY WITH CASE PROJECT ....cccooiiiiiiieieeeeeeee 20
3.1 UNIEY VETSION ...ttt ettt ettt ettt ettt 20
3.2 Current Game LOZIC .....ooveiiiriirieiieiieeeeetee ettt 20
33 Mixture of OOD and DOD ........cooiiiiiiiieee e 21

4 RESEARCH METHOD ....c..ooiiiiiiiieieeee ettt 23
5 BUILDING A TEST PROJECT ...ccetiiiiiiiiiieteeeseee ettt 25
5.1 Simplified EXpansion LOZIC .......cccccuiiiiiiiiiiniiiiiecie ettt 25
5.2 MapP RENAETING .....vveeiiiieiiiecie ettt et e e e e sareeeabeeeneeeens 26
53 LS ettt ettt 27
54 System Creation PrOCESS........cceviiiiieiieeiieie ettt ettt 28

55 Testing MEthOd ........oouiiiiiiieeie e 30



0 RESULTS ettt sttt et e b e bttt st e bt et it eees 32
6.1 Possible Further OptimizZations..........ceeeevieeiiieeiiiieeie e eeree e e e ens 33
7 DISCUSSION. ... .ottt ettt et et e e s stesseenbeeseesseensesneesseenseeneenes 34
7.1 ANALYSIS OF RESULLS ...eoviiiiieiiicieeie et et 34
7.2 Difficulties During Development .............ccceeviiiiiienieeniienie e 34
7.3 Untested Features and SyStemS.........cccuveeiiieriiiieeiieeciie e e 35
7.4 ChatGPT and DOTS Documentation ..........cocceeeeeerueerieenieenieeieesie e 36
7.5 How Well Can ECS Be Implemented to Existing Systems...........ccccceeeeveeennennn. 36
7.6 Relating Back to Previous Research...........cccooceveiiiniieiieniiiieeeece e 37
8 CONCLUSIONS ...ttt ettt sttt et be et st e sae e be et e eneenees 39
REFERENCES ...ttt ettt ettt ettt a et e s et e enaesseenseensessaenseensenns 40

F N o) 153116 1 . USSP 42



DECLARATION OF AI USAGE

I hereby declare that the study represented in this thesis was conducted with the help of

responsible and ethical utilization of artificial intelligence technologies.
OpenAl’s ChatGPT-40 was used to assist in the following tasks:

e Documentation explanation: In cases where Unity’s documentation was lacking or
confusing, Al was utilized to help determine how a problem was to be tackled with

existing DOTS tools.

e Code generation/validation: Error debugging, bug fixing, and boilerplate code was
in some points generated and my own code was validated and improved with the help

of AL

All the ideas, research design, results, discussions and conclusions are the result of my own
effort and no text for this study was produced or edited by Al tools. I take full responsibility

for the content of this thesis work.



ABBREVIATIONS

DOTS Data-Oriented Technology Stack
DOD Data Oriented Design

00D Object Oriented Design

oop Object Oriented Programming
ECS Entity Component System

RAM Random-Access Memory

PC Personal Computer

ms milliseconds



1 INTRODUCTION

1.1 Background

Unity DOTS is a new game development framework designed for the Unity Game Engine,
which is developed by Unity Technologies. The name DOTS means Data Oriented
Technology Stack. The Entity-Component-System architecture is the core of this
framework, which contrasts with Object-Oriented Design, which Unity uses as a default.
This new framework works together with the Unity Job System, which allows for highly

effective multithreaded code, with some limitations.

DOTS promises excellent performance improvements compared to the standard approach,
and the framework recently entered 1.0, and is considered production ready by Unity. The
framework has been in preview for multiple years and has already been tested on its
performance and approachability by many. These performance improvements especially
help with games with multiple entities doing advanced calculations in quick succession, or
games where multiple entities need to be rendered at the same time with animations or other
effects. Large performance improvements would obviously help games reach a larger market
of gamers who are not up to date with the most current tech or devices, especially on mobile

platforms.

This thesis examines the possibility and feasibility of implementing this new DOTS
framework into an already released game project. The case project is a map simulation game
called Ages of Conflict: World War Simulator, which is available on PC (Windows, MacOS
and Linux) and mobile (Android and iOS). The game features a map which is created from
image files, where each pixel corresponds to a simulated tile on the map. As such the map

sizes can consist of hundreds of thousands of tiles, which house their own logic.

If DOTS were to be implemented into the project, the places where it could help with
performance the most would be land ownership changes, where multiple checks need to be
made for hundreds of tiles within one frame. In addition, if the rendering time of the map
tiles can be boosted with DOTS, it could allow the game to support even larger maps.

Performance is also critical when examining the mobile version of the game.



This thesis will examine the benefits and risks of changing the framework after the game has
already been released. As the game is currently in its Early Access stage — a phase where
players expect regular updates to the game — would such a behind-the-scenes change cause
too few content updates to go out and negatively affect the popular opinion of the game?
How big is the risk of additional bugs and problems caused by the change in framework?
Are some current game features hard or impossible to do in the entity-component-system,

such as links to neighbouring tiles or event triggers?

1.2 Research Questions, Goals and Methods

The goal of this thesis is to examine and answer these questions:

1. What is Unity DOTS and how does it differ from classic Unity programming?

2. What is the tangible impact of this framework on the performance of a game?

3. Is implementing this framework after release worth it considering the development

time and other costs?

This will partially be done by analysing previous research done relating to Unity DOTS. A
sample project with a similar map mechanic will then be created to get more insight into
the framework and its limitations in a more specific use case. With these two methods,

conclusions will be made on the feasibility of the framework change.

1.3 Thesis Structure

Chapter 2 presents previous research relating to Unity DOTS. This will include viewpoints
relating to overall concepts or ECS, usability in specific circumstances, effects on

performance, and its readiness in production-ready projects.

Chapter 3 will focus on the compatibility and challenges related to the subject project Ages
of Conflict.



Chapter 4 will show how the test project was built using both standard Unity approach and

DOTS, and how its performance was tested.
Chapter 5 presents the performance results from both implementations.

Chapter 6 will discuss the performance results and challenges in building the project. It also
discusses the feasibility of actually implementing DOTS into the subject project based on

the experiment.

Chapter 7 features the conclusions that were gathered from this study.



2 RELATED RESEARCH

This chapter compiles previously done research on the topic, first on Data Oriented Design

as a whole, including the basics of the Entity-Component-System. While Unity DOTS is

relatively new, DOD and ECS have been used for a while longer, even in video games. Later,

more specific points about DOTS will also be discussed, especially any already existing

projects.

2.1 Object-oriented Design and Memory Management

OOD is, as the name implies, organized around objects, which are compiled from data fields

and logic in the form of procedures. Objects are most often instantiated through classes. This

method is popular due to some of its advantages:

Encapsulation: A class or struct can specify how accessible each of its members is
to code outside of the class or struct. Methods and variables that aren't intended to be
used from outside of the class or assembly can be hidden to limit the potential for
coding errors or malicious exploits. (Overview of object oriented techniques in CH#,

2022)

Inheritance: Sub-classes are objects that share parts of the parent data and
characteristics. This can speed up development time and keep similar classes more

uniform.

Polymorphism: Base classes can implement virtual methods, which derived classes
can then override with the logic that suits them specifically. Despite this invoking

these functions can be done in a uniform way.

Easy Distribution: Class definitions are reusable even outside the original

application if they use the same design principles.

User-defined data types: Data classes allow programmers to define their own data

types not already defined by the language itself.



e Higher level of abstraction: Classes can represent real-life components at a higher
level and modelling becomes easier than thinking about low-level properties of

hardware.

Still, OOD has several issues that affect performance, specifically dynamic object allocation.
The memory space of an application is mainly divided into two segments, the stack and the
heap. The stack implements data in a last-in, first-out order, meaning on data retrieval the
latest item stored will be is picked out first. Stack is used mainly for temporary variables and
arguments. The heap is a tree-based structure used for dynamic allocations during run-time.
Unlike the stack, heap memory allocation is not sequential. When an application needs to
instantiate a new object, it will look for free space anywhere in the heap and allocate it.
Objects instantiated after each other can be placed in completely different addresses on the

main memory. (Faryabi, 2018)

Performance will also be negatively affected, since the object will take more space on the
cache line and leave less space for other data. When an object gets allocated on the heap, the
complete object with all its data will be stored, and when any part of the object data is needed,
the entire object needs to be fetched from memory (Faryabi, 2018). This increases cache
pollution, which is the general term for loading unnecessary data into CPU cache and causing
possibly useful data to be evicted from the cache to lower levels of memory hierarchy and
degrading performance (Karami and Guerrero Zapata, 2015). Related data being stored into
different parts of memory also means operations won’t be able to take advantage of Single
Instruction / Multiple Data (SIMD) instructions (Marques de Carvalho de Oliveira and
Canal, 2022).

Parallelization is also an issue. Two threads can’t operate logic on the same object at the
same time without additional overhead, as that could cause race conditions or
unsynchronized alteration of data. Each thread must know if some other thread is working

on the same object.

2.2 Data-oriented Design

In the thesis by Faryabi, Data-oriented design is described as a programming paradigm

motivated by the performance gap between the processor and memory. In the recent decades
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memory access times and processing times have both increased, but not at the same rate.
Memory access speeds are increasing noticeably slower, which creates bottlenecks and
dampens the possibilities of better CPU performance. Data-oriented design itself became
very widely used during the PlayStation 3 and Xbox 360 era, where delays caused by cache

misses became too detrimental towards performance. (Faryabi, 2018)

A Cache Miss happens when the needed data isn’t available in the memory register or
cache and it must be retrieved from Random Access Memory (RAM), which is relatively
slow. Cache misses are drastically reduced as all needed data is contiguous in memory.

(Tarifa Mateo, 2024)

The optimization in DOD doesn’t come from advances algorithms or faster processors, but
from simply trying to reduce the number of times the processor must access the slower
memory units in a computer. This is especially efficient in application with large amounts
of data that must be processed in real time. The premise is to program around the data

structures. (Faryabi, 2018)

To fully take advantage of DOD, it is important to consider how data is placed into memory.
As mentioned in the previous sub-chapter, in OOD data for an object, for example a person,
would be encapsulated into one data type and stored as one. In DOD, the set of data
associated with a person is not encapsulated together in the same manner. These data types
could be stored in different parts of the memory, and they would not be referenced through
and object that collects them into one unit. Instead, there would need to be a separate
manager system that connects these data types that should belong together. (Faryabi, 2018)
The goal is to allow systems dedicated to working with specific data types to have the data
they need be bundled closely together in memory, without having to worry about other data
types relating to an “object”. This difference can be seen in Figure 1, which shows how
objects with different kinds of data are stored in memory as opposed to how it could be more
efficiently stored sequentially. If a system would only need access to person names, it’s easy

to see how the data-oriented approach would yield better performance.
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Person-objects located in various parts of memory

Mame Mame

Mational 1D Birth date Mational 1D Birth date

Address Occupation Address Occupation

Person data organized sequentially by data types
L
"‘-‘-‘-‘__

|rﬂ§me | Name | Name | mrmatinnallDlmatinnaIIM

|Natinna| ID |Natinna| ID | NatinnallDl Birth date | Birth date | Birth date |

Figure 1 - Memory Allocation between OOD and DOD

DOD optimization also focuses on cache utilization and parallelization. Parallelization of
code means that multiple tasks can be processed concurrently. With multicore processors,
this means processing the tasks on multiple cores at the same time. This way, the code
becomes multithreaded. As a result, the developer can access all the cores equally with
multithreading instead of loading most of the work onto the main thread. (Naykki, 2021)
With OOP, parallelization can be cumbersome as each object can act upon itself and might
affect the other objects simultaneously. With DOD, the data is processed sequentially in
groups. The grouping means that the order of the processes is known, and parallelization

becomes simpler than ungrouped data.

2.3 Entity Component System

ECS is the core of Unity DOTS. It is an architectural pattern based on a principle called

composition over inheritance, in which complex inheritance hierarchies are completely
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forgotten and the objects are split into three pieces; entities, components and systems
(Holopainen, 2016). This is because complex inheritance hierarchies can cause problems in
large and scalable projects, as game objects become more complex and diversify in their
functions. With inheritance, you define your objects with respect to what they are, while
with composition, you define your objects with respect to what they can do. In practice, this
means that you define new types of objects through inclusion of different data types instead

of inheriting from a base class. (Johansson, 2015)

Composition allows objects more flexibility as they can implement new features by
including them in their composition set. The family hierarchy becomes more flat and less
complex. There is no need to revise the parent classes, child classes and the interoperability
between them as much since the objects are no longer dependent on inheriting functionality
or data type through each other. There are some drawbacks such as having to write more

code to implement the same functionality multiple times compared to inheritance. (Faryabi,

2018)

2.3.1 Entities

Entities largely replace traditional game objects, but not completely, as they do differ
significantly. A game object has a state and behaviour and is referenced with a unique ID,
while an entity does not have any functionality. They instead function as containers for

components and system, and basically only work as IDs.

2.3.2 Components

Components are data storages which are attached to entities. Components also don’t provide
any functionality to their entity. Most components are made to be universally applicable so
they can be reused in different types of entities (Holopainen, 2016). This is supposed to help

with complex inheritance hierarchies.
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2.3.3 Systems

Systems use the components which are attached to entities to generate its functionality. In
the object-oriented approach, it is typical to let each object handle its logic. However, with
the data-oriented method, one system can handle the game logic of all the queried entities.
For instance, a system could handle the movement logic of all the entities with the Move

Tag data component.

2.3.4 ECS in Unity

When it comes to data allocation in memory, in C# which Unity uses, data can be managed
or unmanaged. Managed data refers to data handled by the .NET runtime and the C#
environment. Notably the .NET garbage collector will handle memory management by
tracking objects in memory and handling allocations and deallocations. Unmanaged data
operates outside the .NET runtime directly on the hardware. This data is not automatically
tracked by the garbage collector, which means that manual memory management is required
by the developer. This gives the developer more control and ability for effective performance
but also increases the risk of memory-related issues such as memory leaks, which happen
when memory is not adequately deallocated, leading to a gradual depletion of memory over

time. (Stefanescu, 2024)

Unity documentation also sometimes uses the words managed and unmanaged when
referring to data types, which can also be distinguished as value types (for example int, bool,
enum, struct) and reference types (for example class, object, array, string). Entity-
component-system works best with unmanaged data. Still, Unity also gives the option to use
managed data types in Components by having Unmanaged Components, which only use
value types and benefit from performance optimizations, and Managed Components, which
allow the use of reference types and other Unity’s built in data types, like Texture2D.
Managed components can’t be accessed in jobs, can’t utilize the Burst compiler, and require

garbage collection. (Unity Technologies, 2023)
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Unit Entity and a Movement System
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Figure 2 - GameObjects vs Entities in Unity

Entities and components can’t be created and modified in the editor in runtime like the usual
MonoBehaviour game objects, as entities need to be created in the code. To help with this,
a conversion workflow can be used, which is more user friendly for developers more familiar
with the classic object-oriented methods. The Game Objects are given authoring components
that the conversion system then converts into data components. The Game Object itself is

converted into the entity that holds these components. (CodeMonkey, 2024)

One of the drawbacks of ECS is that because its effectiveness comes from handling massive
quantities of data at once by reusing different elements, it struggles when handling a singular
entity. None of the code is designed around specific entities, and because the codebase of
ECS has to be as generic as possible, writing systems for trivial functions may not be as

trivial anymore. (Héarkonen, 2019)

2.4 Unity Job System

The job system allows the writing of multithreaded C# code (Unity 2021b). It exposes

Unity’s internal C++ job system, allowing C# scripts to run as jobs parallel to Unity
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components. Jobs are small workloads with specific tasks that can wait for other jobs to
complete or run parallel to them. Multithreaded code can provide high-performance benefits

in specific tasks.

The Job System works with multithread code using jobs, not threads directly. It uses worker
threads on multiple cores so that each logical CPU core works with one worker thread. This
helps to avoid context switching. Worker threads execute jobs from the job queue. The Job
system controls this entire process. The Job System also considers the possible occurrence
of a race condition when working with multithreaded code. For example, a copy of that data
is used instead of referring to data. This helps to avoid such errors since each job works with

data isolated from others. (Eyniyev, 2022)

The Job system can be used separately without converting the project to use ECS. It is
important to know that the logic that is used withing components still needs to be using
DOD. As such managed data types like classes that hold any references and such. Only value

type data structures can be given as data.

2.5 Unity Burst Compiler

Optimizing machine code has considerable potential for performance gains as it is the direct
way to control the CPU. The burst compiler translates .NET bytecode into highly optimized
native machine code. As with the job system, if code needs to be optimized, it requires the
usage of structs instead of classes. Again, structs are a value type stored on the stack and do
not need to be managed. Classes are a reference type that needs to be managed on the heap,
making them incompatible with burst. This limitation is often the reason normal Unity
projects often don’t implement Burst, even in small parts, because much of traditional Unity

programming is heavily reliant on class and object references.

2.6 Data Structures in Unity

Mateo explains how the structure of the stored data can heavily impact performance. One

way to look at it is the concept of Array of Structs vs Struct of Arrays. (Tarifa Mateo, 2024)
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For example, in a game with moving units where each unit has a position, velocity and

health, you could design the data by having one unit’s data in one struct like so:

Struct Unit {
float3 position;
float3 velocity
int hp;

}

Vector<Unit> allUnits;

UpdatePosition() x |y | z |dx|dy|dz 4’[ x [y

Units 2 = 3 .
Units 4 - 5 .

Figure 3 - Representation of 'Array of Structs'

L

Or you could have one unit struct where each data type is compiled into separate arrays.

Struct Units {
Vector<float3> positions;
Vector<float3> velocities;
Vector<int> hps;

}
Units allUnits;
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UpdatePosition() X ¥ z dx | dy | dz —_— ¥ z
Positions X | ¥ z x | ¥ z x | ¥ z x | vy | 2z | x| ¥y | 2
Velocities dx I dy | dz |dx |dy (dz |dx | dy | dz | dx | dy | dz | dx | dy | d2
Hit Points hp ‘ hp ‘ hp ‘ hp ‘ hp | hp ‘ hp . hp hp . hp | hp | hp  hp  hp . hp

Figure 4 - Representation of 'Struct of Arrays'

When assigning a new position for the unit, the first solution is not very cache-friendly, as
data relating to hp will be loaded while not needed. A Cache Miss happens when the
needed data isn’t available in the memory register or cache and it must be retrieved from
Random Access Memory (RAM), which is relatively slow. Cache misses are drastically

reduced as all needed data is contiguous in memory.

Data request could be optimized further by reading the position and velocity arrays in

parallel thanks to the Data Associativity of the cache (Tarifa Mateo, 2024)

Unlike object oriented designed (OOD), in which it is typical to try and create classes that
are generic so they can be used in many situations, in DOD only the data that is needed is
created and used. In OOD classes, the data and functionality come hand in hand, and the
data can manage and edit itself. This is not the case in DOD, as the data is handled by an

outside system. (Naykki, 2021)

2.7 Unity DOTS Production Readiness

As the 1.0 version of Unity DOTS is relatively new, there isn’t much research on this
version’s capabilities and usefulness in production level projects. However there has been
some research done of the preview version. This chapter introduces these works and what

they have to say and discusses if these are still relevant today.
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When looking at production readiness, cases where a product was released to the market
which used any version of Unity DOTS would be optimal. Due to DOTS being in preview
for multiple years, the number of projects released is most likely small. As such, prototypes

and minimal viable products should also be considered.

There are some examples of finished commercial projects that use DOTS partially or
completely. One is a real-time strategy game called Diplomacy is Not an Option by Door
407, which was released for Steam’s Early Access in February 2022. “We’re using DOTS
almost everywhere in our game, and we’re finding it especially useful for pathfinding and
optimizing our gameplay logic,” says lead developer Sergey Klimenko. (Unity

Technologies, 2024)

Another example, also a strategy game, is Vedelem: The Golden Horde by Breda University
of Applied Sciences, released for free on Steam in June 2021. The game uses DOTS’
navigation for unit movements and is a good showcase for DOTS even in its preview state.
(Naykki, 2021) Other notable examples are games such as V Rising by Stunlock Studios,
Hostile Mars by Big Rock Games and PlateUp! By Yogscast Games.

In the study by Naykki it was determined that DOTS should not be considered production
ready until Unity themselves determine it as such. The current development in DOTS is not
intuitive for someone from the object-oriented world. Biggest obstacles are the usage of data
components, limited datatypes, job scheduling and querying. Memory management skills
are also crucial for DOTS, which is not as expected in OOD. They also emphasize that the

time required for learning DOTS must be considered at the very start of the project.

2.8 Unity DOTS Benchmarks

In 2020, Minnisto tested game performance when spawning thousands of units based on
CPU response times. Test results showed that DOTS performed up to three times better. At
the time Ménnistd determined that DOTS was promising but was not recommended for

production due to limited documentation and complex code syntax.

Naykki did benchmarking tests for Burst compiled pathfinding code which was using ECS.
This was compared with the standard object-oriented approach. These tests were also done

to compare how running the code in parallel effected the performance. Not surprisingly,
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running ECS pathfinding on parallel allowed for the largest number of units on screen
without frame drops, and on average the Burst compiled code more than doubled the
performance. There were some differences in how much performance was gained with
parallel pathfinding on different devices due to differences in the number of cores.
Interestingly, while parallel ECS allowed for 13 times more units on screen compared to the
standard MonoBehaviour approach, in terms of animation, the object oriented approach was
3.5 times faster than the DOTS approach, which may point to the animation package not
being all that compatible with DOTS at the time. (Naykki, 2021)

Borufka also tested moving and rendering large amounts of ships autonomously and found
that the Entity Component System combined with the C# Job system and Burst compiler
resulted in performance which was 9 times better than the classic MonoBehaviour approach.
Combining the classic MonoBehaviour approach with the Job System also provided some

performance boosts. (Borufka, 2020)

2.9 Conclusions from Research

Multiple sources agree that the possibility for improved performance is certainly there and
1s measurably significant. It is also mandatory to acknowledge that Unity’s DOTS and ECS
system is very new and as such third-party documentation is very limited. While Entity
Component System as a concept has been around for a while, implementing it with Unity’s
own system and making it work with non ECS components and game systems isn’t very

straightforward.

The data structure being completely different is the biggest roadblock when implementing it
to a new project and some concepts might not even be feasible to add to the new syntax.
Some concepts like random lookup of specific data being difficult and not necessarily

designed to be done in ECS also complicates things significantly.
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3 DOTS COMBATABILITY WITH CASE PROJECT

The case project, Ages of Conflict, has been built with the standard approach in Unity, with

game objects, MonoBehaviour scripts and heavy object-oriented design.

The game features a map, consisting of a grid of tiles, each of which is a single non-
MonoBehaviour class, with data and methods that can are fired by other classes and game
managers. Land tiles don’t have an independently running Update-loop like

MonoBehaviours, but they do have subscription methods, which trigger logic very often.

3.1 Unity Version

As stated previously, version 1.0 of Unity DOTS is only compatible with Unity Editor
versions from 2022 onwards. The released version of Ages of Conflict is built with the 2021
version of Unity Editor. Upgrading the Editor version for a project is possible, but Unity and
other developers generally don’t recommend this, as the base systems may be different and
not work with your current project configurations. This could mean additional work just to

make the current version work in the new editor.

3.2 Current Game Logic

The largest roadblock when considering moving into an ECS workflow, is how much of the
game logic and data are currently tied to each other in the game, particularly in the map’s
land tiles. In addition, data is very often retrieved through class references, like retrieving
the current owner of tile through the tile’s owner-variable, which holds a class reference to

a Nation class.

When a tile is conquered in the game, the game simply sends a “tried-to-conquer-this-tile”-
event to a tile, and the tile itself determines if the tile should be conquered, changes its data
and fires any needed events that changing it data would cause to other classes, which it has

areference to in its data. If this were to be moved into and ECS-style workflow, the data and
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logic would need to be separated, and the data objects would not have an easy access to other

data objects. This management would need to be done by an outside system.

Simplified Conquest Flow between EventHandler, Nation and LandTiles
EventHandler NationLogic Nation LandTile (owned by Nation) LandTile (Neighbour)

Method

Method

Attack()

NationAttack()

Every owned landiile subscribes

Invokes to owner's attacks

Action o

onNationAttack €T > Subscribes to
Y
Method Method
Method | I Meth Df‘i OnMationAttack{owner) AttemptToTzkeTile{nation)
MakeMoves() Mowve()

If owner changes,
overnde atfack subscription

h

Figure 5 - Simplified Flow diagram of how occupation systems and data structures interact in Ages of Conflict

Parallelization and the Job system can offer good performance boosts through
multithreading, but this would be an issue if many things interact with same objects at the

same time.

3.3 Mixture of OOD and DOD

Like mentioned previously, the project doesn’t need to go all in with DOTS. It is possible to
pick a specific aspect or system to be implemented with DOTS. They can still work and
interact with regular game objects. As such a select number of features and systems should

be picked for testing.

The three most performance heavy aspects of the game logic are land tile occupation and

iteration, map rendering, and the UL

The UI will be left out of this test as its performance or lack thereof stems mostly from the

design and use of specific un-optimized components and the number of UI objects on screen.
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Rendering of the map should be the number one feature to be implemented into the test
project as it will also showcase how the new data using DOTS can work with the traditional
MonoBehaviour rendering logic for the map texture. Logic for tile data changes and possible
nation logic will be last and most difficult step to implement. Not all current logic will be
replicated in the test project. The logic will be stripped to its essentials, like ownership

change and border advancement.
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4 RESEARCH METHOD

As this thesis focuses on the possible changes to an existing project, while relating it to the
overall concept that is being researched, a case study seems like a fitting description for the

chosen research method.

According to Denzin et. al a case study can have many definitions, but the most basic one
refers to it as an analysis of an individual unit, which may be studied qualitatively,
quantitatively, analytically or hermeneutically. Case studies also compromise more detail,
variance and depth for the unit of study than cross-unit analysis. They also somewhat
disagree on the notion that case studies cannot provide reliable information about a broader
subject, only as preliminary stages of an investigation which may be tested with a larger

number of cases. (Denzin and Lincoln, 2011)

When looking at more specialized approaches to case studies, Ridder mentions four different

approaches (Ridder, 2017):
1. No Theory First

A template by Kathleen Eisenhardt (Eisenhardt, 1989) that focuses on capturing the richness
of observations without being limited by theory. Research questions may stem from a
research gap meaning that the research question is of relevance. Cases are sampled if they
provide an unusual phenomenon, replicate findings from other cases, use contrary replication
and eliminate alternative explanations. Qualitative data is the primary focus in data
collection. Data analysis is conducted via the search for within-case patterns and cross-case

patterns.
2. Gaps and Holes

A template by Yin (Yin, 2014), which focuses on identifying gaps in existing theories to
advance theoretical explanations. Research questions are often shaped using literature to
narrow the interest to a specific topic. A rationale for multiple case designs has its strength
in replication logic. For literal replication, cases are selected to predict similar results, and
for theoretical replication, cases are selected to predict contrasting results but for theoretical

réasons.
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3. Social Construct of Reality

A template by Stake (Stake, 1995) that is focused on the interest in the case. The researcher
is not looking for objective “facts”, nor does he aim at identifying patterns which can be
generalized. Instead, the results are highly specified to specific circumstances. This is
especially true in an intrinsic study, where the purpose is not theory-building but the case
itself. In intrinsic case studies the case is already selected. While understanding the case is
the focus, the researcher has to provide enough material to the reader so they can learn from
the case to draw their own conclusions and to make some generalizations based on the
specific circumstances. In an instrumental case study, the case is of secondary interest to

understanding the research issue.
4. Anomalies

According to Burawoy (Burawoy, 1998), case studies are guided by the anomalies that
previous research cannot explain. An anomaly doesn’t reject theory but rather demonstrates
that the theory is incomplete. Important data collection methods include theoretical sampling

and dialogue of observers and participants.

When looking at these categorizations, the research method for this thesis can be most
closely matched with Social Construct of Reality and No Theory First. Gaps and Holes also
has some similarities. The case project provides a unique situation when compared to
existing research and cases, as it is an already released product with its unique restrictions.
This creates a research gap and a possibility, while still making it possible to replicate the
success found in other previous projects when it comes to implementing DOTS. While the
test results will include quantitative data for the performance, qualitative data relating to the
development process will be more valuable in this specific case, and it will be compiled in

the Discussion chapter.

As mentioned in Social Construct of Reality section, the case for this study has been
preselected, making this an intrinsic study. The data and results collected for this specific
case should be useful for readers and future developers when determining the general

reliability of DOTS.
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5 BUILDING A TEST PROJECT

Before trying to implement DOTS into the released project, it is wise to attempt
implementing into a smaller Minimum Viable Product. Game mechanics and data types can

be simplified to more easily fit into the new framework.

As the structure of the project will heavily differ when using DOTS and not, two versions of

the same functionality will be required for most things.

5.1 Simplified Expansion Logic

For the first test, only tile state updates and map rendering will be tested. In the actual game,
tile state updates happen when a nation sends an event to specific tiles to for example expand
to neighbouring tiles. In this first test nations are excluded, and tiles will expand on their

own in all four directions on the very first frame they can.

A tile will have a simple life cycle. If it is active and occupied, it will its non-occupied
neighbours active and occupied, after which they will become non-active. The simulation
will start with a 500 by 500 map grid, where each four corners will have an active and
occupied lant tile. As the tiles expand in all four directions, the map will be filled with
occupied tiles in a reverse diamond shape. Because one expansion move will happen for all
active tiles during one frame, the map will get fully occupied in exactly 500 frames in both

scenarios.
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Image 1 - Map during expansion. Green: Active tiles. Red: Occupied tiles. Gray: Unclaimed tiles

5.2 Map Rendering

In both the DOTS and classic case, the map will be displayed using a basic Texture2D, which
will be updated during runtime when changes to individual tiles, represented by single pixels
happen. In both situations, the Map Renderer will be a Singleton-MonoBehaviour class. This

way it can be accessed easily without requiring references to it in each system.

While the map is set up in a similar way in both situations, updating the map is very different.
In the actual game, nations communicate with their tiles using Event triggers. When a nation
gains a tile, the tile subscribes to the nation’s own OnAttack event. So, when a nation attacks,
all of its active tiles automatically follow through with it. When a tile is lost or given to

another nation, the old event subscription is ended, and a possible new subscription is started.

On this test project though, the iteration speed of tiles and their logic should be compared,
so instead when using OOP, the MapRenderer goes through all tiles and for those marked as

active and occupied, the attack function is performed. When a tile becomes active, it is added



27

to the MapRenderer’s “tilesToUpdate” list. After all the tile statuses have been updated, the
renderer goes through the update list and updates those specific tile pixels on the map texture.
AmpRenderer’s update loop runs inside Unity’s LateUpdate, which automatically reassures

that tile status update has been done before it is rendered.

On the DOTS Scenario, tile updates and map updates are relegated to two individual
Systems, TileOccupationSystem and MapUpdateSystem. The TileOccupationSystem goes
through all occupied and active tiles and does the same expansion logic on them, and if a
neighbour tile gets occupied, its NeedsUpdating component will be enabled. More on this in
the next subchapter. The MapUpdateSystem will go over all tiles which have an enabled

NeedsUpdating component, and it will update its corresponding pixel.

5.3 Tiles

When using OOP, the individual tiles will be represented by a LandTile class, which will
contain the coordinate position and information on whether the tile is occupied, and whether
it is active. In this instance, the tiles themselves will be located in a SimpleGrid class which
has some additional helper functions. This class matches how the real game handles the map

grid.

public class LandTile {
public int x;
public int y;
public bool isOccupied;
public bool isActive;

With DOTS, each tile needs to be its own entity, and to avoid searching for unneeded data
when looping through tiles, its data will be stored in multiple components, represented by
structs. TilePosition will include its coordinate position, TileOccupied will include the
occupation and active status, and NeedsUpdating will be an EnableableComponent, and not

contain any other data otherwise.
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public struct TilePosition : IComponentData {
public int2 Position;

}
public struct TileOccupied: IComponentData {

public bool IsOccupied;
public bool IsActive;

}
public struct NeedsUpdating : IComponentData, IEnableableComponent {

}

5.4 System Creation Process

Both ECS Systems were created using the SystemBase class. For the MapUpdateSystem this
was necessary as it needed to access the MonoBehaviour MapRenderer. It was important to
get both systems working with the basic functionality on the main thread before attempting

any parallel running and jobs.

After both systems were working on the main thread, it was time to assign these systems and
especially their entity iterations onto Jobs, which would run in parallel. When running jobs
in parallel, it became mandatory that execution order was specifically set and structural

changes to entities would be applied at correct points.

During entity iteration, especially when it is done in parallel, it is not allowed to modify the
data that is also read during iteration. This means that when the TileOccupationSystem
iterates through all tiles on the grid, reads their occupation status and depending on it
modifies the occupation status of its neighbours and itself, you can’t do the modification

during the iteration. It needs to be done afterwards at a specified sync point.

Sync points are spots where all active jobs need to be finished before the frame process can
move to the next step. These are the spots where structural changes happen. To reach better
performance, it is advisable to have the least amount of sync points as possible. Unity has
some predefined sync points. The best order for our systems would be
TileOccupationSystem iteration -> tile changes are implemented -> MapUpdateSystem
iteration -> map changes are implemented. This can be achieved by running

TileOccupationSystem Update loop inside the Simulation System Group, and creating a
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CommandBuffer which will be populated with any changes deemed necessary by the

iteration loop.

Command buffers, as the name suggests, are buffers, which store commands, for example
structural changes to entities to be run in specific sync points (Turbo Makes Games, 2021).
TileOccupationSystem’s command buffer will be executed with the built in “End Simulation
Entity Command Buffer System”. MapUpdateSystem will execute inside the Presentation
System Group. At this point any tile status changes have been implemented. This system
also uses jobs and a command buffer, but it also needs to apply changes to the map texture
which can only be done on the main thread. As such a custom sync point will be needed.

System execution order can be seen in Image 2 below.

Mar

Lnity

Image 2 - System Execution Hierarchy in Unity
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5.5 Testing Method

As mentioned before, on a 500 x 500 grid, where all four corners are occupied at start, and
where a tile expands to all directions at once, the whole map will be filled in exactly 500
frames in both scenarios. As such we can test the performance by looking at the average or
specific frame times during the simulation. We can also look at how long specific functions

like map rendering or tile status updates took.

Clearon Play Deep Profile Ca

: MapRenderer.LateU

Timeli

Main Thread

Render Thread

Image 3 - Unity Profiler Interface

Unity Profiler is a valuable tool that grants a very detailed look into processing times of
frames and individual logic functions. It records every frame where it is active, in this case

every frame of the simulation. It can work when playing the game inside the editor, but it
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can also be used for completed builds. Running it inside the editor will mean performance
is affected by the regular editor functions that happen during playtime, which will affect the
overall frame time, but shouldn’t affect individual method execution times. The profiler only
keeps track of the data in the 100 latest frames, so in addition a Stopwatch component will

also be used to track execution times of update functions.
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6 RESULTS

Below are the results for the processing times for the 500 frames. Because on the first frame
every tile on the grid will be marked as needing to be updated, its time will be discarded
from the minimum and maximum and the average. Each test was run 10 times, and their

individual results were averaged for these tables.

For the object-oriented version, measuring execution time was easier since the entire process

is run in sequence on the main thread.

MonoBehaviour Average Min Max
TileOccupation 1.68ms 1.49ms | 2.74ms
MapRendering 1.06ms 1.00ms 1.52ms
Combined 2.74ms

Figure 6 - Execution times of MonoBehaviour classes

For the entity-component-system variant, Unity profiler was needed more to figure out and

confirm in what order did the systems actually run their code.

SystemBase Overall Main Thread Jobs
TileOccupationSystem 0.37ms 0.13ms 0.24ms
MapUpdateSystem 1.71ms 1.68ms 0.033ms
Combined 2.08ms

Figure 7 - Execution times of SystemBase classes

As can be seen from the results, tile occupation performed much better in ECS compared to
OOD. Both systems iterate over the 250 000 tiles every frame. On ECS the main thread was
only responsible for setting up and executing the entity command buffer, so the entire
iteration was done in only 0.24 milliseconds. According to the Profiler, the occupation job

was always divided between six or seven worker threads.

As for the map rendering, ECS at first seems to perform worse, mostly on the main thread.
Iteration job is very quick, since it only has between one and 1000 tiles to iterate depending
on the frame. The main thread is again responsible for creating and executing command
buffers, but in this case also retrieving the colour data from the map texture, copying the

colour data received from the job and applying it to the texture.
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If the actual texture change is cut out from the system, meaning only the NeedsUpdating
component data is updated, the main thread execution time is consistently shortened by 1.30
milliseconds. This points to the fact that there must be significant overhead and extra
processing when moving or retrieving this information to work with Unity Objects,

considering with OOD the entire process took less time.

6.1 Possible Further Optimizations

Currently the TileOccupationSystem iterates through every single tile every frame, even if
most of the iterations end immediately in the first check if the tiles aren’t active. One way
this could perhaps be improved is to change the TileOccupied component data structure into
two separate empty enableable components. This way they could automatically be left out
of the queries, similarly how in the MapUpdateSystem only entities with the NeedsUpdating
component enabled show up in its query. This would also not increase the amount of less
performant structural changes and toggling the enabled status of an enableable component

is not counted as such.

The Unity Burst compiler wasn’t utilized in the test project systems, as it can only be used
in [System systems. ISystems do have the restriction, that there can be no managed or native
Unity classes used, which basically prevents them from interacting with the rest of the
objects in Unity, or its data classes. As such these couldn’t be utilized in this project. If there
would be an attempt to implement ECS using [Systems, even partially, it would once again
require a heavy rework of data structures and logic interactions. Pure data management
should be possible, but there would need to be additional systems that would edit the data’s

presence in the game scene, like texts and graphics.
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7 DISCUSSION

7.1 Analysis of Results

The results ultimately ended up being somewhat mixed. The TileOccupationSystem, which
iterated over a very large number of objects was noticeably better performing compared to
its OOD-variant (0.37ms vs 1.68ms per frame). These results over the course of a multiple
frames would be very noticeable. However, this particular system was made so that it works
very much in isolation, and when compared to the MapUpdateSystem, which needs to be in
contact with Unity Objects, which work outside the ECS framework, the performance

actually suffered when compared to the OOD-variant (1.71ms vs 1.06ms).

7.2 Difficulties During Development

When it comes to starting or transferring existing systems to DOTS, it becomes immediately
evident that the learning curve of developing DOTS systems is steeper than normal. In many

points it feels like you need to learn an entirely new language within C#.

Developing the same mechanic multiple times also brought some complications, mainly due
to the fact that by default all ECS Systems are created and run automatically, as they are not
instantiated within the current scene in the editor, like normal MonoBehaviour logic scripts.
Because of this, there needed to be a way to disable either the default simulation logic or the
ECS logic. There were some possible methods, like using the DisableAutoCreation flag in
front of system scripts, which would not automatically create them, and they would need to
be created manually. You could have also inserted this flag into an AsseblyInfo.cs file, which
would automatically apply it to all system scripts (Turbo Makes Games, 2024). Due to some
non-ECS scripts also needing some changes depending on which method is used, this
approach wasn’t very easy to implement. A public “use ECS” Boolean variable was also
considered, but referencing this variable in system scripts, even if it was a static variable
would limit the system scripts to be SystemBase scripts instead of ISystems. In addition, it

would add too much reliance between different scripts. Ultimately a Scripting Define
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Symbol was used, which depending on if it is there, would change which parts of the code

would actually be compiled.

During development there was also a lot of trial and error when figuring out which values
and value types were ok to edit during entity queries and jobs. These errors don’t show up
as compilation errors, but only during execution. Unity also doesn’t point our exactly where
the problem is, for example which row, unlike most errors. With a small number of scripts
and possible variables finding the source of the problem is not too difficult, but with a larger

system it could become difficult quickly.

7.3 Untested Features and Systems

It's also important to note the things that weren’t tested during this thesis, or only partially.
Firstly, like mentioned in Chapter 6.1, not all Unity ECS class types were utilized, mainly
ISystems, and as such neither was the Burst Compiler, as they would have made interacting
with base Unity systems more difficult. Additionally, this project was only run inside the
Unity Editor on a Windows computer. Compared to a fully built executable, running the
game in the editor does have some extra overhead on processing, but since that happens
regardless of if DOD or OOD test is run, it ultimately doesn’t matter. In addition, many
methods of tracking entities and their performance work much better from inside the editor,
such as the Profiler. This is also why the tests weren’t run on mobile devices, as tracking
frame counts from across the test period would have been difficult. And there are so many
different configurations of phones with different components and performance levels, one

mobile test wouldn’t prove much regardless.

Finally, like mentioned before, only implementing one or two systems from across the game
might seem like it wouldn’t be enough to prove how much the game would benefit from this
architecture change, testing with just one system did show how much effort it would take for
only this one part to be translated, and how it would result in other mandatory system

translations.
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7.4 ChatGPT and DOTS Documentation

OpenAl’s ChatGPT-40 was used as a helping hand when developing the code for the test
project. It was surprisingly well versed in the DOTS documentation, though sometimes it
suggested deprecated methods and due to lacking much of the context for the project as a
whole, everything couldn’t be taken for granted, especially when asking if approach A would

perform better than B.

7.5 How Well Can ECS Be Implemented to Existing Systems

During the test project development, it was easily noticeable how difficult transitioning from
OOD to ECS was even for singular mechanics. It really is a completely different way to

structure logic and data and their interaction.

Here are the key points that would very likely drastically effect the feasibility to implement
ECS in post:

1. Interconnectedness of Data and Logic

As mentioned previously when going over the positives of object-oriented programming,
interactions between data and logic of different objects is very easy to code. Due to garbage
collection, taking note of memory management isn’t usually and issue, unless performance
is taking a noticeable dip. In the Ages of Conflict project systems and data structures are
heavily interconnected, which granted can produce code which may be hard to change
without the need to change everything else, but it does allow for fast iteration and data

management anywhere.

However, the high interconnectedness of scripts and data in the current game project does
make transitioning to ECS also harder since there aren’t many performance-critical systems
which work in isolation. Map rendering does work in somewhat isolation, with only the list
of'tiles needed to be updated being changed by outside systems. But since the Map Renderer
uses the same LandTile classes that every other system uses, and LandTiles having their
entire logic baked into them, transforming that logic into systems would also heavily impact

their use in other systems.
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2. Development Time

Learning the use of ECS is no simple matter, and while being familiar with the basics and
concepts shown in this paper isn’t extremely time consuming, implementing them into an
actual Unity project can be. Unity DOTS has been out for only a couple years and has mostly
stayed as a niche framework used majorly in only a handful of commercial projects, at least
publicly. While Unity has had over a decade of guides and tutorials made for developers in
many niche subjects, many of those can’t be applied to ECS. Most ECS tutorials focus on
controlling independent units, which ECS is indeed great for, using it for grid-based systems
where interactions between cells is happening constantly is — as far as this papers research

has found — relatively unknown territory.

Since Ages of Conflict is an Early Access product and players expect meaningful content
updates in a somewhat regular basis, dedicating time for this transition would most likely
halt progress on those content and feature updates, as the game is currently a one-man
project. In the study by Lin et al. it was determined that Early Access games on Steam
generally receiver a better than average review scores during their early access period. They
believed this was due to players who purchase Early Access games generally being more
friendly to developers (Lin, Bezemer and Hassan, 2018). This could mean that doing major
changes to the game, even if they took a while, could be worth it during the early access

period. But for this project it doesn’t seem like a worthy investment of time.

7.6 Relating Back to Previous Research

As described by Mateo, stripping complex data class structures into singular chunks of data,
which can be iterated over extremely quickly, when they are in memory in sequence, can be
understood as a struct of arrays. This method was used at least partially with the TilePosition,
and TileOccupied components. But in the actual game, land tiles have much more
information, and often when referring to one data type, you often need to reference another,
whether to calculate something or do some other logic. Splitting the class data into multiple
simple structs could quickly make the code harder to read and iteration code much more

complex.
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In research done my Turpeinen, while performance test was mostly favouring DOTS, it was
noticed that DOTS is performing better as the number of objects rise, but only when variation
between those objects is low. Object oriented systems do a better job at maintaining their
performance as variation increases. (Turpeinen, 2020) This points to a possible downside
with DOTS, which could also show up in implementing DOTS into this project, for
situations where tiles in different situations could require significantly different logic or

different references to other types of data.
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8 CONCLUSIONS

Data-oriented design in game development is a useful alternative to object-oriented design.
Not only does it provide beneficial performance improvements, but it also encourages and
requires proper memory management, composition over inheritance and separation of data

from logic.

On the other hand, these benefits do come with some limitations and pain points for
development, as especially in game design, there are less available resources and tutorials
for beginner developers struggling with some areas, and even for experienced developers,

not all OOD practices help in learning DOD.

Unity’s Data Oriented Design Stack has left its preview state and is more approachable than
before, but the library of tutorials is still small, and Unity’s documentation seemed quite
limited. Methods and concepts were explained in isolation, but there weren’t many examples

where they were used in conjunction with others.

Ultimately, due to the complexity of transitioning from OOD’s data and logic structures to
DOD, there would need to be a heavy rework of not only the data and logic that would be
transitioned to DOD, like for example map rendering and occupation status changes, but also
all the OOD-type classes and managers that interacted with these systems. As a whole, ECS
favours independent systems, which so far has been the opposite approach of the current
game design in Ages of Conflict. Whether the current structure is a good one or not can be

up for debate, but it does heavily impact the feasibility of this proposed change.

In conclusion, implementing Unity’s DOTS post release was not deemed to be worth the
effort and time needed. Implementing it would require a rework of too much of the current
systems and data structures. As a whole, Unity’s DOTS is a good framework for improving
performance, but its implementation should be decided before or very early in production,

to design data and systems specifically around that framework.
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Appendix 1

Unity Profiler during runtime,

representing one frame.

Bright green sections represent Jobs

on different Worker Threads.

Blue sections represent logic run on the

Main Thread.

Muddy green sections represent garbage

collection.
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