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This master’s thesis aimed to demonstrate how Artificial Intelligence (AI) can enhance
operational efficiency by improving task duration estimations and optimizing workforce
qualifications in the field service industry, where global adoption and investment trends
indicate that disruptive changes are well underway. The research followed a constructive
approach, first examining the broader Al landscape before focusing on a specific industry
application. The practical core of the study involved designing, training, and testing a
purpose-built Al model for estimating task durations and identifying details of relevant
individuals’ qualifications. Building on techniques from deep learning and natural language
processing, the model was trained with the aim of capturing complex patterns in both textual
descriptions and structured features. Special emphasis was placed on interpretability: a
“Confidence Score” mechanism was developed to gauge the reliability of the model’s
predictions and to provide insight on methods that have potential to be applied in practice.
The trained Al model was leveraged to reveal hidden correlations in the data, thereby
offering insights into workforce qualifications and alternative use cases.

Key findings suggest that Al-driven methods can outperform traditional estimates in
predicting individual task durations, lowering the risk of scheduling inefficiencies such as
idle time, overflow, or misallocated tasks. The model’s theoretical capability to flag
underutilized or misaligned skill sets highlights its potential for boosting workforce
productivity. While the results are promising, the intricate nature of real-world service
operations and the AI model’s decision-making process necessitate further research for
validation. This thesis underscores AI’s potential in field service management and offers a
compelling case for adopting targeted, well-designed Al tools over one-size-fits-all
solutions. The results provide a foundation for future research into Al-driven automated
resource allocation, adaptive scheduling, and intelligent qualification matching.
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Taman diplomityon tavoitteena oli osoittaa tekodlyn kyvykkyytta parantaa liiketoiminnan
tehokkuutta tarkentamalla tyotehtdvien keston arvioita ja optimoimalla tyGvoiman
kompetenssia kenttapalveluiden toimialalla, jossa maailmanlaajuinen teknologian
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1 Introduction

As Artificial Intelligence (Al) and its derivatives are proving their value, companies across
the industries have started shifting focus to preparing for the adoption of intelligent
technologies. 73% of companies globally and 78% of Nordic companies have adjusted their
cloud strategy for achieving Al success (Accenture 2023, p. 8). A survey of 1363 companies
by McKinsey & Company (2024) unveiled that 72% of companies have adopted Al in at
least one business function and 50% in at least two functions. A survey conducted by Menlo
Ventures (2024) of 600 enterprise IT decision-makers from companies with 50 or more
employees revealed a sixfold increase in spending on generative Al in 2024 compared to
2023. Companies worldwide are heavily investing in Al, and, as with any disruptive
technology, fundamentally transforming business operations is unavoidable to remain
competitive. The Al revolution is no longer a distant possibility but a rapidly unfolding

reality.

Generally, the focus has been on popular Large Language Models (LLMs) and generative
Al tools due to their versatility. However, as a new frontier, Al offers numerous
underexplored opportunities, and its applications extend far beyond these popular use cases.
This thesis adopts a constructive approach to explore the practical potential of artificial
intelligence in task duration estimation and workforce qualification optimization. It employs
the explicit strategy of developing an Al-based tool to gain the most valuable insights on the

practical capabilities of the technology.

1.1 Background

Field Service Management (FSM) is the backbone of maintaining operational efficiency and
ensuring customer satisfaction in the field service industry. Key challenges in FSM include
the ongoing difficulty of predicting how long service tasks will take and determining the
optimal person for handling them. On-site service tasks are also unpredictable and come in
a variety, as they range from urgent tasks to long-term project commitment (\V0ssing, 2017).
The sufficiently accurate estimation of task duration remains a significant challenge due to

the variability of service conditions. The nature of issues is often unknown until employees



arrive at the service site, making it difficult to predict task durations beforehand (Yu et al.,
2023). Predictive analytics has become a highly valuable tool for tasks such as resource
allocation, demand forecasting, and anomaly detection (Familoni 2024). Predictive analytics
is @ method for predicting future events or behaviours by analyzing historical data (Sarker
2022). In the next few years, it could become significantly more pivotal.

A report by PWC (2020) signals a trend of increasing reliance in mobile platforms in the
field service industry, for real-time communication and data access. Also, there is an increase
in importance of customer service in the field service industry, especially because the
ongoing digitalization and automation are, on their part, forming a trend of steady and
significant growth of field service industry in Europe. The newly formed emphasis on the
relevance of mobile platforms for real-time information flow is adding additional value to

any system capable of capitalizing on these opportunities. (PWC, 2020)

Artificial intelligence could offer the needed impact for aiding to resolve the FSM challenges
mentioned. As Ertel (2017) outlines, to achieve the best expected outcomes under
uncertainty, the heuristic process of an Al is paramount. In the context of FSM, this
rationality translates to balancing the trade-offs between predictive accuracy, computational
efficiency, and real-world constraints, such as employee availability and customer urgency.
This is of particular relevance in FSM, where Al can utilize historical data and machine
learning models to predict task durations and identify qualification gaps, or identify the most
suitable employees for specific tasks. According to Sarker (2022), three essential concepts,
Automation (reducing human interaction in operations), Intelligence (extracting insights or
usable knowledge from data), and Smart Computing (self-monitoring, analyzing, and
reporting, known as self-awareness), have become critical criteria in designing modern
applications and systems across all sectors. Undoubtedly due to the rapid development at the
frontier of Al, few existing cases with a purpose-built Al model approach can be found,
particularly for this specific use case in the field service industry. Thus, investigating how
Al's capabilities can address the challenges mentioned is of particular value.



1.2 Obijectives, research questions and limitations

The primary objective of this thesis is to investigate how Al-based methods can improve
task duration estimation and aid in optimizing workforce qualifications in the field service

industry. The research questions are:

1) “How can artificial intelligence be utilized to enhance task duration estimation and

optimize workforce qualifications in the field service industry?”’

2) “What is the impact of applied artificial intelligence on task duration estimation and

workforce qualification optimization in the field service industry?”.

In this thesis, due to confidentiality and information security reasons, only a higher-level
view in some parts is presented, and substantial proportion of the presented values are

anonymized and obfuscated while retaining their structural integrity.

1.3 Research method

To find the answer to the research question and achieve the objective, a constructive research
approach was applied. Instead of studying the usability of the commonly used, all-purpose
Large Language Model (LLM) tools, this thesis aims to showcase the potential of a purpose-
built Al model. The particular potential of Deep Neural Networks (DNNs) and Deep
Learning (DL) was noted early in the research process. By design, DNNs automatically
identify and optimize the most relevant features in a dataset, and they generally outperform

traditional models on complex data (Asudani et al., 2023; Montesinos Lopez et al., 2022).

The empirical part of the conducted research included training and fine-tuning an Al model,
analyzing its behavior from several perspectives, simulating its usage in practice, and
evaluating the results. The initial phase consisted of experimenting with numerous
configurations for the model to identify a viable setup. However, the model itself was
developed within an experimental Al framework and functions as a tool for the primary
research. The main focus of the research is on studying the practical applicability of an
advanced, specifically customized Al model for task duration estimation and on qualification

optimization.
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1.4 Structure

The structure of this thesis comprises eight main chapters. The first chapter, Introduction,
provides an overview of the thesis topic, background, objectives, and the research question.
In addition, it explains the relevance of the topic at present time. The second chapter,
Anrtificial Intelligence, introduces Al, including the history of Al's development, its general
concepts, and main classifications. Two more specific categories, natural language
processing (NLP) and neural networks, are also covered due to their particular importance
in relation to the topic. The third chapter, FSM overview and applied methods, provides
background of the topic and examples of existing Al-based approaches. The fourth chapter,
Constructive research implementation, provides details of the chosen research methodology
and the trained model. Chapter five, Task duration estimation, provides an analysis of the
results of the simulation that was conducted regarding estimation of task durations. The sixth
chapter, Workforce qualification optimization, introduces the second use case for Al
included in this thesis, and includes analyses of the secondary capabilities of the trained
model. And the final chapter, Conclusions, examines the results of the analyses conducted
and the implications of the assessed performance of the applied Al. It also discusses how
well the conducted research achieved its objectives, what the main findings were, and what

they mean for the future.
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2 Atrtificial Intelligence

This chapter provides a foundational understanding of Artificial Intelligence, covering its
definitions, historical evolution, and various relevant subcategories. Two particularly
relevant categories, Artificial Neural Networks (ANN) and Natural Language Processing

(NLP), are also reviewed.

2.1 Definition

Russell & Norvig (2020) highlight two primary interpretations of Al throughout history:
fidelity to human performance and the abstract notion of rationality, defined as "doing the
right thing." They describe Al as "the study of agents that receive percepts from the
environment and perform actions,”. The definition of an agent is something that acts, but in
the context of computers, they are expected to do more by perceiving their environment,
acting autonomously, pursuing goals, and adapting to change. The functions, implemented
by each agent, map percept sequences to actions and are represented by reactive agents,
planners, and learning systems, for example. (Russell & Norvig, 2020)

Encyclopaedia Britannica (2024) offer a broader definition, emphasizing Al as a computer's
ability to perform tasks associated with human intelligence, including reasoning, discovering
meaning, generalizing, and learning from past experiences. Sarker (2022) defines Al as the
capability to perform intelligent tasks such as reasoning, acquiring new skills, and adapting
to evolving contexts and he situates Al as a branch of science and engineering dedicated to
simulating human intellectual processes. Another author built on this definition, arguing that
almost every branch of Al focuses on replicating cognitive processes, whether through
logical reasoning or probabilistic analysis. (Ertel, 2017). Sarker’s emphasis on adaptability
is particularly significant to FSM, that benefits from systems learning from historical data
and adjusting to the dynamic nature of service demands and resource availability. Similarly,
Sheikh et al. (2023) emphasize the complexity of defining Al, noting that the term often
lacks precision and can be interpreted in various ways. They critique definitions that
narrowly describe Al as imitating human intelligence or performing complex tasks, arguing

for more specificity to avoid ambiguity. Their analysis highlights the importance of clearly
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defining Al in discussions and research to ensure meaningful applications. For instance, in
FSM, a vague definition of Al could lead to unclear system objectives, whereas a precise
framing ensures the alignment of Al capabilities with operational goals, such as improved

task duration estimations and the related effects.

2.2 Evolution of Artificial Intelligence

Al has an interesting history of cycles of innovation, optimism, and recalibration, which
reflects both technological advancements and the challenges related to replicating human
intelligence. Figure 1 outlines the history and prevalence of various Al methodologies over
time (Ertel 2017).
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Figure 1. History of the various Al areas. The width of the bars indicates the prevalence of
the method’s use (Ertel 2017, p. 8).

According to Sheikh et al. (2023) the conceptual roots of Al can be traced back to mythical

representations and philosophical inquiries that span centuries. They point out that it was not
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until the 1940s that the theoretical foundations for Al were established with the work of
British mathematician Alan Turing. Turing's exploration of machine intelligence and his
formulation of the Turing Test provided a critical framework for future Al research

(Encyclopaedia Britannica 2024).

Al as a practical science emerged along with programmable computers in the 1950s. The
historic Dartmouth Conference that took place in 1956 is often considered the birth of Al.
During this conference, pioneers Allen Newell and Herbert Simon introduced the first
automatic theorem prover called the Logic Theorist, demonstrating that computers could
process not only numbers but also symbols. Simultaneously, McCarthy developed LISP, a
programming language specifically designed for symbolic computation, which became
instrumental in Al research in the United States. This period of first beginnings of Al,
characterized by significant achievements in symbolic processing and a prevailing
"breakthrough spirit" among researchers. However, the combinatorial explosion of search
spaces soon revealed the limitations of these approaches, confining successes to relatively
small problems. The economic impact of Al did not meet expectations, which led to a
reduction in funding and the onset of the first so-called Al winter during the 1980s. (Ertel,
2017)

The second wave of Al emerged in the 1980s as international competition increased and
substantial investments followed, such as Japan's Fifth Generation Computer Systems
project. During this second wave of Al, the 1970s saw the rise of expert systems within the
realm of symbolic Al, supported by initiatives like the Alvey Programme. Expert systems
are a type of rule-based Al where human experts in a specific field define the rules for the
program. A notable example is MYCIN, a system developed with input from medical
professionals to assist doctors in diagnosing infectious diseases and prescribe suitable
medication. (Sheikh et al., 2023)

During the subsequent phase of disillusionment, the "new connectionism" movement gained
prominence, emphasizing neural networks capable of learning from data. Researchers
demonstrated that mathematically modelled neural networks could perform tasks such as

pattern recognition, including facial and handwriting recognition, which previously required
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extensive programming. Systems like Nettalk illustrated the potential of neural networks in
learning speech from text examples. However, challenges persisted in terms of capturing

learned concepts explicitly and structuring networks effectively. (Ertel, 2017)

The third wave of Al began in the 1990s, highlighted by IBM’s Deep Blue defeating chess
grandmaster Garry Kasparov in 1997, a major milestone in Al history. Advances in
computing power and access to large datasets moved Al from labs to real-world applications.
(Sheikh et al., 2023). This shift was reflected in the rapid rise of Al-related patents, with half
of all patents registered between 2013 and 2018. Deep learning, in particular, revolutionized
Al with high-accuracy image classification, essential for technologies like self-driving cars
and autonomous robots (Ertel, 2017). Tech companies began integrating Al into their
operations, while private investment in Al surged globally. The broad applicability of Al
promised economic benefits, creating demand for Al experts and reshaping job markets
worldwide. (Sheikh et al., 2023)

These developments demonstrate AI’s growing role in everyday life. Al's history reflects
cycles of optimism and skepticism, each advancing the field. Today’s progress, driven by
deep learning and big data, is fulfilling early promises while raising ethical and societal
questions. Al draws on insights from fields like statistics, linguistics, psychology, and
neurobiology. (Ertel, 2017). As Al becomes more integrated into society, addressing issues
like transparency and ethics is essential to ensure it aligns with human values (Sheikh et al.,
2023).

2.3 Classification of Artificial Intelligence

Al can be classified in various ways based on its applications, functionalities, and underlying
technologies. One way to classify Al is into “narrow” Al and “strong” Al. “Narrow”
referring to systems designed to perform specific tasks that require human intelligence and
often exceed human abilities by having the capability of handling thousands of variables at
once. These systems are dominant in the current Al landscape, supported by ongoing rapid
advancements in computing power and better understanding of human cognition. Most

current Al applications fall into the category of "narrow" or "weak" Al. These systems are
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built for specific tasks and lack the broad cognitive abilities associated with Artificial
General Intelligence (AGI). (Sheikh et al., 2023)

Another perspective involves the hierarchical structure of Al technologies, including
machine learning (ML) and its subset, deep learning (DL) Sarker (2022). As illustrated in
Figure 2, Al represents the overarching framework. ML focuses on methods to learn from
data or past experiences, while DL emphasizes computation through multi-layer neural
networks. Artificial neural networks (ANNSs), a component of DL, successively transform
input data into alternate representations to extract patterns effectively. This layered approach

is fundamental to complex applications such as image and speech recognition.

Artificial Intelligence
y = \

(A1)

\.To incorporate human behavior and
/" intelligence to machine or systems.

Machine Learning . Methods to learn from data or past

(ML) '3:'experience, which automates
A analytical model building.
Deep
Learning }Computation through multi-lgyer
(DL) " neural networks and processing.

Figure 2. An illustration of the position of machine learning (ML) and deep learning (DL)
within the area of artificial intelligence (Al). (Sarker, 2022, p. 4).

In the context of this thesis, the hierarchical framework of Al technologies is particularly
relevant. While machine learning approaches offer foundational predictive capabilities, deep
learning methods may unlock advanced insights into workforce performance and task

duration patterns through their layered representation learning.

Sarker (2022) also proposes a functional classification of Al into Analytical Al, Functional
Al, Interactive Al, Textual Al, and Visual Al (Figure 3).



Artificial Intelligence
(Al)

Analytical Al Functional Al Interactive Al Textual Al

Visual Al

Figure 3. Various types of artificial intelligence considering the variations of real-world

issues (Sarker, 2022, p. 3).
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This classification method emphasizes the diverse roles Al technologies play in addressing

real-world challenges.

2.4 Machine Learning

Machine learning (ML) aims to create algorithms that are both efficient and accurate in their

predictions (Mohri et al., 2012). Machine learning can be divided into four categories based

on the learning method: supervised, unsupervised, semi-supervised, and reinforcement

learning (Jo, 2021). For reference, a simple presentation of the training and testing phases of

a ML-based predictive model is depicted in Figure 4, before delving into the details of the

learning methods of ML.
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— Machine Learning Predictive
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Figure 4. A general structure of a machine learning based predictive model considering
both the training and testing phase (Sarker, 2022, p. 5).

In supervised learning, the model is trained using a dataset with manually labeled examples,
where each input has a corresponding output (Mohri et al., 2012). This means that for every
data point in the training dataset, there is a predefined “answer”, or label associated with it,
allowing the model to identify patterns within the data and create a relationship between
inputs and outputs. This allows predicting on unseen data (Sarker, 2022). Supervised
learning can perform, for example, classification tasks and regression tasks (Sarker, 2022).
Classification means categorizing items, whereas regression predicts continuous numerical
values, such as duration. Distinct from Classification, the error depends on how far the
prediction is from the actual value (Mohri et al., 2012). Contrary to supervised learning,
unsupervised learning works with unlabeled data, meaning there are no predefined outputs
or categories. The algorithm identifies patterns, structures, or relationships within the data
on its own. According to Sarker (2022), commonly used unsupervised learning techniques
are clustering, dimensionality reduction, and anomaly detection. However, without labeled
examples, evaluating the model’s performance quantitatively is often challenging (Mohri et
al., 2012). Semi-supervised learning combines aspects of supervised and unsupervised
learning by using both labeled and unlabeled data for training. This approach is beneficial

when labeled data is scarce or expensive to obtain, but abundant unlabeled data is available.



18

(Mohri et al., 2012) In Reinforcement Learning, optimal actions are learned through
interactions with an environment, guided by rewards or penalties. The learner is not provided
with specific instructions but must discover which actions yield the highest cumulative
reward through trial and error (Sutton & Barto, 2018).

2.5 Artificial neural networks and deep learning

Deep Learning (DL) is a sub-category of ML, referring to an Artificial Neural Network
(ANN) with a multi-layered structure. DL involves a Deep Neural Network (DNN), as
illustrated in Figure 5. DNNs use mathematical models inspired by the structure of a human
brain to process large amounts of data for analysis. DNNs typically have input layers, hidden

layers, and output layers. (Ertel, 2017).

Neural network Deep neural network
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Figure 5. ANN for deep learning (Akerkar, 2019, p. 35)

This formed structure of multiple layers and interconnected nodes is the key to creating a
system capable of more complex data processing and representation learning. By stacking
layers of neurons that successively distill relevant information, the network can tackle
complex tasks such as text classification and sentiment analysis. These interconnected layers
are the key to performance improvements over traditional shallow models. (Asudani et al.,
2023)
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For more perspective, an artificial deep neural network with a feedforward neural network

is illustrated in Figure 6.

Input Hidden Output
Layer Layer Layer
(Vo) W), V2)

D |

\ (

Z7

xg Ya

/
SN
K )
= =

Tg = 1
(1) (2) (3)
wji wkj 'wlk

Figure 6. Artificial deep neural network with a feedforward neural network with eight
input variables (x1, ... ,x8), four output variables (y1, y2, y3, y4), and two hidden layers
with three neurons each (Montesinos Lopez et al., 2022, p. 384)

A feedforward network is a type of ANN where information only flows in one direction,
from the input layer through any intermediate, or hidden, layers to the output layer. In a
recurrent network, information can also feed back into the preceding layer or within the same
layer. This design allows the network to retain short-term memory by leveraging auxiliary
input from the feedback loop, therefore being the favored option for tasks involving

sequential information, such as language modeling. (Montesinos Lopez et al., 2022)
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2.6 Natural Language Processing

Natural Language Processing is a subfield of Al and linguistics focusing on enabling
computers to comprehend, interpret, and generate human language meaningfully. By
bridging the gap between human communication and computational systems, it eliminates
the need for users to learn programming languages, allowing interaction with machines using
natural language instead of code. (Khurana et al., 2022) The interdisciplinary field brings
together computational linguistics, machine learning, and deep learning to analyze vast
amounts of natural language data, seeking patterns to decipher semantics, syntax, and intent
(Encyclopaedia Britannica 2024). From short messages to lengthy documents, NLP aims to
endow applications with human-like understanding to have natural conversations and
perform automated documentation tasks. However, accurately modeling language remains a
grand challenge due to its complexity, ambiguity, and context-dependence (Khurana et al.,
2022). These models are generally called Large Language Models (LLMs).

NLP is broadly divided into two primary components: Natural Language Understanding
(NLU) and Natural Language Generation (NLG). NLU emphasizes enabling machines to
comprehend human language through tasks like syntax analysis, semantics, and discourse.
NLG focuses on generating human-like text, which includes text planning, sentence

aggregation, lexical choice, and text realization. (Khurana et al., 2022)

In the context of NLP, the term “token” is used to describe a sequence of characters of
varying lengths, or when tokenizing text into tokens (Khurana et al., 2022). For example,
when a LLM is interpreting text input, it could tokenize the text in word-level tokens, or
subword-level tokens for more precise understanding of the meaning of the word. These
tokens can then be converted to text embeddings, which are numerical vectors that encode
the semantic meanings of the words. These vectors can then be used to compare similarity
with other vectors, as part of various tasks. (Asudani et al., 2023) Some typical tasks
associated with NLP’s include Text Classification, Text Summarization, and Answer
Relations (Khurana et al., 2022). However, there is a wide variety of tasks available, and

examples of these are presented in Table 1.
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Table 1. Examples of NLP tasks (Khurana et al., 2022)

Task Description
Automatic Summarization Generates concise summaries of text, providing key information or
details from a known type of content.
Co-Reference Resolution Identifies all words in a sentence or text that refer to the same object.
Discourse Analysis Examines the structure and social context of connected text.
Machine Translation Automatically translates text from one language to another.
Morphological Segmentation Breaks words into smaller units, or morphemes, that carry meaning.
Named Entity Recognition Extracts and classifies named entities into categories like names,
(NER) organizations, or locations.
Optical Character Recognition Converts printed or handwritten text into machine-readable format.
(OCR)
Part-of-Speech (POS) Tagging | Determines and labels the grammatical role of each word in a sentence.

Text classification is a task that involves organizing texts into predefined categories. While
text from various sources contains valuable information, extracting meaningful insights from
unstructured data is often challenging and time-consuming (Asudani et al., 2023). Task-
oriented word embeddings (TOWE), introduced by Liu et al. (2018), enhance classification
by integrating contextual and task-specific information. Figure 7 shows a set of example
sentences from the text classification dataset of Liu et al. (2018).

Text Classification Expected Distribution Word Embeddings Actual Distribution

Al: a ecombination of active learning and self learning for named entity distributional learning: teaching, education, educational,
recognition on twitter using conditional random fields {E"Q(-O O shock phonies, learner, study, cognition oA .

b, N ~Jearning
Sociology: this theory using harmonised mortality data by educational |egnf,;§§ (@] 5?”';; educational: education, academic, learning, > . ) ucational
level for 22 causes of death and 20 European populations from ... néural u social, institute, school, student, college O,\

z “~distributional

Business: this study measures the brand equity of Switzerland and VW%O law ( 283l legal: criminal, law, judicial, jurisdictions, OO
Austria as perceived by Hong Kong Chinese tourists O(rop O(%)BO o] equity, disbarment, constitutional, litigated O Q'egal
Law: we assess the relationship between legal origin and a range of | | educational Ojudge equity: corporate, firms, corporations, legal, Oe““"vo
correlated indicators of social responsibility arbitration, securities, courts, private

Figure 7. The example sentences from the text classification dataset. Words in bold are
salient words to distinguish the sentence category. Their most similar words in the
Word2Vec space are shown in the right-hand column. The word color indicates the

category, and the words in black are general words for the task (Liu et al., 2018, p. 2024).

As shown in Figure 7, TOWE clusters words more precisely than general embeddings,

enabling models to identify domain-specific terminology. This approach resolves challenges
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presented by general embeddings, and ultimately improves decision-making (Liu et al.,
2018). Domain-specific word embeddings and long short-term memory (LSTM) models can

be utilized to enhance the performance of text analytics tasks (Asudani et al., 2023).
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3 Field Service Management overview and applied methods

This chapter provides an overview and relevant background information of the field service
industry. First, typical challenges in FSM are discussed, providing clarification for the
significance of this research. Secondly, a brief introduction to the currently existing solutions
and methods for task duration estimation and qualification matching, as well as related use-
cases for Al, is provided.

3.1 Challenges

Vossing (2017) points out that service periods are regularly only approximable right before
task initiation, as the real nature of the task regularly remains unclear until diagnosis is
conducted. This uncertainty is worsened by differences between tasks that appear similar but
vary greatly in complexity and the time needed to complete them (Vdéssing, 2017).
Simeunovic et al. (2017) highlight that the unpredictable nature of service demand adds yet
another layer to the problem. Traditional scheduling models, which are often static, struggle
to handle real-time changes, leading to inefficiencies in the process of assigning tasks, as
well as using resources. These challenges are clear indications of the need for systems that
can use real-time data to adapt to changes in demand, allowing for more accurate and flexible
scheduling. The unpredictability of task durations and service needs creates significant
challenges for conventional scheduling methods, making dynamic and adaptable planning

approaches essential (V6ssing, 2017; Simeunovic et al., 2017).

Another major challenge in field service management is assigning the right employee to the
right task. VOssing (2017) points out that this process is complicated by factors such as the
skills required for a task, employee availability, and other considerations like employee leave
or training schedules. Failing to match the skills of the employee with task requirements of

the specific task at hand can cause delays, inefficiencies, and poor customer satisfaction.

This issue is particularly problematic in urgent tasks, where delays in identifying and
deploying a suitable employee can exacerbate downtime (Véssing, 2017). Simeunovic et al.
(2017) highlight that the unpredictive nature of service demand further complicates this

process, as long-term workforce planning methods often fail to adapt to real-time changes
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in operational needs. Scheduling inefficiencies are among the most persistent challenges in
field service management. Vossing (2017) notes that despite advancements in routing
algorithms, many organizations continue to rely on manual dispatching processes, which are
prone to errors and inefficiencies. These inefficiencies often result in misallocated resources

and delayed task completion.

In IT service desk operations, for instance, manual task classification frequently leads to
incorrect ticket routing and unnecessary reassignments, increasing resolution times
(Paramesh et al., 2018). While automation offers potential solutions, VVdssing (2017) argues
that scheduling systems must also consider soft factors such as workload balance, fairness,
and route attractiveness. These considerations are essential not only for optimizing resource
allocation but also for enhancing employee satisfaction and retention, especially in a
competitive labor market. Manual scheduling processes often fail to account for the dynamic
nature of field service operations, leading to resource misallocation and inefficiencies that
negatively impact both operational performance and employee satisfaction (Véssing, 2017,
Paramesh et al., 2018). The challenges regarding effective task duration estimation and
employee qualification matching in the field service industry arise from the inherent
complexity and uncertainty of field operations, with three critical issues standing out:
unpredictable service durations, hardships in skill-matching, and inefficiencies in

scheduling.

3.2 Task duration estimation

Accurate estimation of task duration is a pivotal factor in FSM. The ability to predict how
long a worker will spend on-site resolving an issue directly influences key performance
indicators, including resource allocation, operational costs, and customer satisfaction. When
task durations are estimated accurately, organizations can create more efficient schedules,
avoid over- or under-staffing, and ensure that customer needs are met promptly, as implied
by Li et al. (2024). Precise forecasts not only reduce overhead costs and logistical
complexities but also foster trust and reliability in customer relationships, as clients receive
service in a timely and predictable manner. In contrast, relying on imprecise estimates can
create a cascade of operational challenges. Underestimations may result in workers being
overbooked, forcing last-minute schedule changes and potential Service Level Agreement
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(SLA) violations. Overestimations, on the other hand, lead to underutilized personnel,
increased operational expenses, and lost opportunities to serve additional customers. These
inefficiencies collectively degrade service quality and competitiveness in a rapidly evolving
IT landscape (Wauters & Vanhoucke, 2017).

3.2.1 Traditional approach

Traditional approaches to task duration estimation generally rely on the insights of
experienced workers and managers who make decisions based on their professional
judgment and historical data patterns. As Paramesh et al. (2018) points out, manual methods
for decision-making based on human experience and perception are prone to misjudgments.
While such expertise is valuable, it is inherently subjective and may fail to generalize to new
and emerging instances. In today’s dynamic environments that are packed with novel
technologies, diverse customer needs, and continuous innovation, these conventional
methods often fall short. Human estimations can be affected by numerous factors that
artificially created models are not affected by, thereby causing biases and inconsistencies.
The challenge is universal in dynamic context, and as As Li & Lafond (2023) point out, there
is a need for more data-driven and adaptive methodologies that can handle complexity,

uncertainty, and change in such environments.

3.2.2 Artificial Intelligence approaches

Recent advances in artificial intelligence and machine learning have opened new
opportunities for addressing the challenges in Field Service Management. Al-driven models
excel at uncovering intricate patterns, correlations, and trends from large and heterogeneous
datasets, capabilities that demonstrate strong performance against the intuitive yet
constrained nature of human judgment (Wauters & Vanhoucke, 2017). By systematically
analyzing vast historical records, Al algorithms can detect subtle indicators and predictive
signals that might remain invisible to manual analysis, as demonstrated by Sheikh et al.
(2023). This enhanced pattern recognition allows for more accurate, consistent, and scalable

operational management, even under conditions of limited or evolving data.
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These Al and ML techniques offer more than just brute-force computational power, as
demonstrated by Wauters & Vanhoucke (2017). Li & Lafond (2023) show that they can
integrate seamlessly with human expertise, complementing qualitative insights with
quantitative precision. For instance, hybrid human-Al models combine the experiential
knowledge of humans, such as understanding unique customer issues or complex service
environments, with the computational capacity of ML algorithms. Ensemble classifiers have
been shown to refine the initial categorization and routing of service requests (Paramesh et
al., 2018), indirectly also improving duration estimates. Meanwhile, ANNs map nonlinear

and intricate relationships among numerous influencing factors (Li & Lafond, 2023).

3.2.3 Hybrid human-Al models

Hybrid human-Al models integrate the nuanced qualitative judgments of human experts with
the analytical capabilities of ML algorithms. Rather than relying solely on historical data,
these models tap into the expertise of individuals, contextual knowledge, insights into
customer environments, and the ability to evaluate complexity intuitively. This dual-input
paradigm produces richer inputs, as qualitative assessments are quantified and combined
with extensive quantitative data. Techniques such as the Delphi method and cross-impact
analysis ensure that multiple expert opinions are aggregated systematically, mitigating
individual biases and ensuring a more balanced perspective. (Li & Lafond, 2023)

A key strength of hybrid models is their resilience to data scarcity. In emerging IT service
scenarios, e.g., new technologies or unique customer requests, historical records may be
incomplete or non-existent. Hybrid models address this limitation by using synthetic data
generation techniques guided by expert insights, effectively "filling in the gaps" and
enriching training datasets. Additionally, by relying on structured methods for aggregating
expert judgments, these models can smooth out subjective human biases, leading to more
stable and reliable predictions. Experimental evidence suggests that hybrid models can yield
a 5-10% improvement in prediction accuracy compared to models reliant solely on historical
data. (Li & Lafond, 2023) For service management, hybrid models represent a powerful tool
to handle the growing complexity and variability of service requests. By blending employee
expertise with ML-generated insights, organizations can produce more accurate estimations

even when encountering unfamiliar tasks (Li et al., 2024).
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3.2.4 Ensemble classifiers

Ensemble classifiers leverage the strengths of multiple classification models to improve the
accuracy of ticket categorization and routing, a step which indirectly influences task duration
estimation. By evaluating incoming requests through an ensemble of models, each with
unique strengths and weaknesses, ensemble classifiers reduce the likelihood of
misclassification and ensure that service tickets are promptly channeled to the appropriate
resolution groups and that the entire resolution pipeline experiences fewer bottlenecks.
(Paramesh et al., 2018) This indirectly bolsters the reliability of duration estimates, as tasks

are initiated and concluded within the predicted timeframe more consistently.

Moreover, in complex service environments, ensuring that the right employee handles the
right task at the right time is critical. Paramesh et al. (2018) demonstrate that ensemble
classifiers are effective at streamlining the initial phase of assessing, categorizing, and
prioritizing of support requests, therefore demonstrating potential for aligning seamlessly
with established workflows. The result is a more efficient system that supports accurate task
duration estimation, as downstream processes depend less on reactive adjustments and more
on proactive, data-driven decision-making. Similarly, Qamili et al. (2018) demonstrate the

usability of ensemble classifiers for automating processes in FSM management.

3.2.5 Artificial Neural Networks for prediction

Even though the derivatives of ANNSs are a relatively recent occurrence, there is evidence of
them outperforming traditional linear regression models and other classical methods when
faced by multicollinear factors, as presented by Trijeti et al. (2023). They found that ANNs
deliver higher accuracy in predicting project costs and durations, surpassing the traditional,
multiple linear regression-based baselines. This enhanced performance stems from the
ANN’s capacity to capture subtle and non-linear patterns, enabled by its neural structure (Li
& Lafond, 2023).
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3.3 Workforce qualification matching

Effective employee qualification matching is critical in optimizing field service operations,
as assigning the right worker to the appropriate service ticket can significantly impact service
efficiency, operational costs, and customer satisfaction. Ensuring that workers’ skills and
experience aligning with task requirements not only improves resolution times but also
enhances overall service quality (Cao et al., 2023). Manual assignment methods, however,
are both time-consuming and prone to errors. Consequently, automated solutions that
leverage Al and ML have emerged as essential tools in IT service management, enabling
timely detection, accurate assignment, and efficient resolution of issues (Cao et al., 2023).

3.3.1 Traditional approach

Conventional methods for assigning employees to tasks often rely on manual evaluation of
qualifications and historical data. These approaches are subjective, time-intensive, and may
fail to adapt in dynamic or large-scale environments. Incorrect assignments, where the
chosen expert cannot resolve the issue, lead to delays, resource inefficiencies, and potential
service failures (Qamili et al., 2018; Feng et al., 2022). As field service operations grow in
complexity, the limitations of traditional manual assignment methods become increasingly
evident, underscoring the need for automated, Al-driven solutions (Qamili et al., 2018).
Matching employees to tasks based on their qualifications and experience has not only the
potential to improve resolution times but also to reduce operational costs and enhances
overall service quality, as shown by Paramesh et al. (2018). Manually assigning an expert to
address exceptions is both time-intensive and costly. To ensure timely detection and
resolution of issues, ticket automation has become a widely adopted solution in IT software
systems. (Cao et al., 2023)

3.3.2 Real-time ticket assignment systems

Real-time Al-driven ticket assignment systems significantly streamline the process of
identifying the most suitable employee for a given task, as shown by Feng et al. (2022). They
introduced "TaDaa," a deep learning-based system designed for organizations like customer
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support desks. A similar system by Cao et al. (2023) is presented in Figure 8 from the

workflow-perspective.
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Figure 8. The workflow of the ticket automation (Cao et al., 2023)

By analyzing ticket descriptions and system information, "TaDaa" efficiently assigns issues
to the correct group and resolver, reducing average resolution times and improving
assignment accuracy (Feng et al., 2022). Figure 8 from Cao et al. (2023) illustrates a similar
workflow in ticket automation, where a ticket generated upon detecting an exception is
routed by the ticket system to an appropriate expert, with reassignments occurring until the

issue is resolved (Cao et al., 2023).

3.3.3 Clustering and classification techniques

Clustering algorithms group similar tickets based on predetermined goals, thereby
potentially simplifying the identification of qualified individuals for a given task. Roy et al.
(2016) demonstrated how customized distance metrics and clustering methods can
categorize tickets according to their similarities, improving service efficiency and reducing
resolution times. Additionally, labelling clusters with meaningful descriptions assists in
identifying prevalent issues, informing training and development programs for employees

(Roy et al., 2016). Dlodlo & Sibanda (2023) compared various machine learning algorithms
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and found that hyperparameter-tuned support vector machines outperformed other
classifiers. These classifiers thereby demonstrate potential for more precise task allocation

based on the nuanced requirements of each ticket.

3.4 Artificial Intelligence and individual rights

The nature and popularity of Al has rightfully raised concerns about the ethical aspect. The
European Union has devised a comprehensive risk-based regulatory framework applicable
to Al systems utilized within the European Union, due to their significant implications for
individual rights (Regulation No 2024/1689). The framework improves awareness of the
potential risks of Al but mostly focuses on the aspect of risk-assessment and ethical
guidelines. Prabhakaran et al. (2022) points out that not only can Al applications be biased,
possibly leading to discrimination and violations of privacy, but also that the intrinsic
automation bias of humans might cause them to more likely agree with an error of a biased
system. Sheikh et al. (2023) emphasize the necessity of embedding human values into the
Al model because there is no inherent and automatic alignment between Al and generally

accepted values, such as fairness or transparency.
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4 Constructive research implementation

This chapter presents an overview of the Al model training process and the prediction
pipeline. For confidentiality reasons, the focus is on general methodology. Given the
estimated complexity of the training data, a deep neural network architecture was chosen as
the foundation, incorporating a state-of-the-art pre-trained Large Language Model to
comprehensively process textual input. LLM’s excel at processing natural language
descriptions, making them well-suited to interpret textual information that describes task

details or potential complicating factors.

4.1 Training the custom Artificial Intelligence model

For the training dataset, a pseudodata dataset was created, closely resembling actual task
records. Each instance in the dataset included two categorical attributes, and one text
attribute. The dataset was split into training and validation subsets, with a typical 80%
reserved for training the model and 20% to be used for guiding the training process. Strictly
from the Al model’s standpoint, the prediction pipeline mirrors the training preprocessing

steps to maintain consistency and for the model to generate reliable duration predictions.

To optimize model performance, both simpler and more complex model architectures were
studied and tested. This exploration involved varying the depth and width of neural network
layers, but also experimenting with several other configurations, and assessing their impact
on generalization performance. Moreover, a specialized mechanism was implemented with
the purpose of studying the capabilities of the Al model for assessing how different nuances
in the Task Descriptions affect the predicted task duration for each individual. The final
version of the developed application utilizes various methods and architectural design
choices (Figure 9). As Lishner & Shtub (2022) note, “While it seems that there are many
opinions on how to build an optimized ANN there is one consensus that no study has refuted
yet—ultimately, designing an appropriate ANN architecture for a specific dataset will come
down to trial and error.”. They also state that according to Zhong et al. (2018), the mentioned
“primitive” method is the most commonly used method for the design and optimization

process of ANN architectures.
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Figure 9. Core model architecture diagram

Each iteration of model refinement yielded feedback that was used to further tailor both the
network architecture and the data preprocessing procedures. The core model architecture
integrates a modified, fine-tuned pre-trained language model with additional neural network
layers (Figure 9) to predict durations more effectively. The aim of fine-tuning the language
model on domain-specific text was to recognize subtle task-related details that more
rudimentary models might overlook. This hybrid approach harnesses the linguistic
capabilities of the language model alongside specialized feature processing, aiming to ensure
capturing information relevant for the purposes of the research. The overall end-to-end

pipeline of the model is presented in Table 2.
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Table 2. End-to-end process

Step Description

1. Data Ingestion & | - Load data

Preprocessing - Validate data, remove implausible records
- Tokenize textual data

- Clean domain-specific jargon

2. Hybrid Model - Combine pre-trained language model for text with custom neural network layers
Definition - Introduce a mechanism to allow specialized attention scores

3. Training & - Split data into training and validation (80/20)

Validation - Use MSE and MAE to stabilize training

- Update the model in smaller batches
- Monitor MAE, RMSE

4. Prediction & - Apply identical preprocessing to new tasks
Reliability - Model outputs task duration predictions
Estimation - Custom mechanism for influencing final scores for person-related features

- Compute Confidence Scores

This Al-based tool was built to meet specific requirements defined by the core objectives.
Consequently, its specifications align with its intended use-cases better than generic Al-
tools. The practical performance of the model, its operational potential, and also its possible
limitations are discussed in more detail in the following chapters.

4.2 The prediction pipeline

After completing the model training, a post-training process was devised to prepare new data
for analyzing the model’s capabilities in task duration prediction and workforce qualification
optimization, therefore consisting of two separate data-preparation workflows aligned with

different objectives.

First, an adequate setup was created to analyze task duration predicting performance of the
model. Historical task data from selected task groups was used to derive task duration
estimates by averaging the values within specific and detailed sub-groups. These historical
average values serve as the baseline task duration estimates and the historical data is
comparable to what the Al model was trained with. This setup allows for valid comparison
of task estimation performance between a traditional method and an Al-based method. For
benchmarking purposes, a separate dataset comprising over a thousand tasks was used, each
with their actual realized duration. Instances with unrealistically high or low realized task

duration values were deemed outliers and excluded. The qualified tasks were randomly
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grouped into bundles that represent a set of tasks assigned to one individual for one workday.
The randomized grouping included setting a cap for the maximum combined realized task
durations to closely resemble real-world scheduling scenarios, each hypothetical individual
having multiple tasks per hypothetical workday and accounting for overhead time beyond
the tasks themselves. In actual environments, an individual might be allocated a series of
onsite tasks for a given day, with certain tasks taking significantly longer or shorter than
historical averages, even if the baseline task durations were calculated by averaging data
from the most detailed sub-groups practically possible. Thus, randomly bundling tasks with
their realized durations was chosen as the ideal method for a practical approximation of
typical day-to-day schedule planning and demonstrating the effects on the total prediction

error when grouping tasks.

Secondly, to study the model from a different perspective for assessing its potential for
qualification optimization, a Confidence Score metric was developed using a method
designed to evaluate the reliability of the predictions. As a result, the Confidence Score
offers an indicator of the model’s certainty about its output predictions. Then, a dataset with
a moderate amount of task instances was collected, containing various task categories. Each
task category highlights certain complexities and requirements, making them suitable for
evaluating the predictive reliability of the Confidence Score. The conducted preprocessing

involved removing tasks with unrealistically high or low durations from the dataset.

As the model was being trained to estimate task durations, the neural network inherently
learns latent correlations between the numerous raw input features. This theoretically
enables the model, in an abstract sense, to understand qualities of the data attributes, such as
details about the tasks and qualification levels of individuals, as any feature contributions to
the predicted durations are embedded in the neural network itself. There are more advanced
methods specifically designed to provide information about the contributions, but they are
excluded from the scope of this thesis to focus on demonstrating the manifestation and
implications of applied machine intelligence in practice.
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5 Task duration estimation

In this chapter, the process of estimating task durations and the empirical results obtained
from the developed model are explained in detail. To gain valid results to evaluate the
performance and applicability of the trained Al model for estimating task durations for the
purposes of this research, a realistic benchmark was conducted to showcase the potential of

applied Al from the task scheduling and allocation perspective.

5.1 Benchmark results

Mean Absolute Error (MAE), Median Absolute Error (MedAE), and Root Mean Squared
Error (RMSE) were computed on both individual tasks and on daily bundles of tasks, i.e.,
the total daily allocation assigned to one individual. Table 3 presents the primary comparison
of task duration estimates between historical average and Al-based values. Absolute values

are obfuscated for confidentiality reasons.

Table 3. Comparison of error metrics in task duration estimation

Metric Relative Difference of Estimation
Error, From Historical Baseline

Task Mean Absolute Error -29%
Task Median Absolute Error -45%
Task Root Mean Squared Error -17%
“Bundle” Mean Absolute Error -31%

“Bundle” Median Absolute Error -36%

“Bundle” Root Mean Squared Error | -28%

The results show that the trained Al model substantially outperforms the historical baseline
across all metrics. A 29% decrease in MAE alone indicates that, on average, individual task
durations are predicted more accurately. However, the 45% reduction in MedAE suggests
that typical tasks benefit even more from Al utilization compared to historical averages. On

the other hand, while the 17% decrease in RMSE can be considered significant, the relatively
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lower reduction suggests that the Al model performs comparably worse with outlier cases.
This might suggest that the model is missing on certain key details in the data, but another
explanation is that there is randomness in the data, caused by real-world factors. When tasks
are bundled to represent full workdays, the results show a 9 percentage points lower
advantage in MedAE, compared to single tasks. It’s expected that as the sample size
increases, historical baseline performance also increases in certain metrics because it relies
on the average historical values, giving a relative edge over Al-based estimations. In some
respects, the historical baseline provides a more static and safe estimation compared to the
more dynamic Al-based estimation. However, as one workday can realistically only contain
a very limited number of tasks and the dynamic nature of Al-based estimation allows for
adapting to varying real-world scenarios, the very significant 28% reduction in bundle

estimation error indeed demonstrates this particular strength of intelligent estimation.

5.2 Case example: Task bundle with the highest discrepancy

To further demonstrate how the Al-based approach handles atypical scenarios, the bundle
with the most extreme discrepancy in the dataset was analyzed. Table 4 presents the relative
error metrics of the bundle of tasks that collectively diverged the most substantially from the
historical average.

Table 4. Comparison of relative combined task duration estimation error metrics of the task
bundle with the highest discrepancy between historical baseline and Al-based estimations

Metric Historical Baseline Al-based
MAE 212% 65%
MedAE 115% 22%
RMSE 312% 102%

This simulates the individual having been allocated a sequence of tasks with a very high
historical average combined task duration. This is a perfectly realistic scenario as the actual
realized combined duration of the tasks fit within one workday. The unproportionally low
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MedAE value of Al-based prediction suggests that most task duration were predicted
relatively close to the realized durations. In the light of these results, even the trained Al
model showcases performance with room for improvement. However, it still remains vastly
more effective at predicting how the workday schedule will be realized in practice,
particularly in exceptional cases. The Al model, having recognized from textual descriptions
that the tasks were likely simpler than typical for that category, placed the total estimate
much closer to the true time. This instance underlines how textual cues, keywords that
describe the nature of the issue, can greatly inform the AI’s rationale for adjusting duration
estimates. In real applications, such gains in accuracy can minimize resource waste, reduce
scheduling conflicts, and heighten customer satisfaction by calibrating realistic arrival and

completion windows.

5.3 Operational impact analysis

A more revealing perspective on predictive capabilities is the distribution of bundle
prediction errors across the whole dataset. Figure 10 illustrates the distributions of absolute
task duration estimation errors for task bundles, for the historical average and for the Al-

based predictions.
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Figure 10. Distribution of bundle absolute errors
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Historical baseline errors are presented in red and Al-based errors are presented in blue.
Negative values reflect underutilization (overestimation of combined task durations),
whereas positive values reflect exceeding individual capacity (underestimation of combined
task durations). The Al-based error curve is generally narrower and more centered around
zero, illustrating fewer extreme underestimations or overestimations. Bundles that were
overestimated by the historical baseline estimation were significantly more accurately
represented by the Al predictions. Underutilization occurs when durations are overestimated,
and individuals are left with unused portions of their workday. Overestimation leads to
inefficiencies, as an organization may miss the opportunity to assign additional tasks or to
offer individuals tasks at a more convenient time for the client. Conversely, underestimation
can lead to an overflow of scheduled work, resulting in missed service level agreements
(SLAS) or rushed task completions that risk compromising service quality. The results have
highlighted that Al-based predictions reduce the frequency of severe overestimates and
underestimates of the combined task durations of a single workday, thereby stabilizing

operational planning.

To provide more concrete implications of the results and ensure robust empirical validation,
it’s essential to convert the theoretical time units or relative error reduction into measures of
direct operational value. Therefore, an analysis of the opportunity cost comparing the
historical baseline estimations and Al-based predictions was conducted. The opportunity
cost was quantified by determining how many additional tasks could be slotted into an
individual’s underutilized workday or, conversely, how many tasks risk SLA violations once
the individual’s daily capacity is reached. First, critical durations required to gain the benefit
of an additional task or to avoid the negative effects of SLA breach were calculated. Then,
from the pre-calculated per-bundle dataset, the number of potential extra tasks and SLA
breach that fit within the duration prediction errors of individual bundles was calculated for
historical baseline and Al-based predictions alike. The relative change when utilizing Al-

based prediction is presented in Table 5.
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Table 5. Relative change in opportunity cost outcomes with Al-based predictions

Type Relative Change
Additional Task -75%
SLA Breach -8%

The results of this analysis indicate that the practical opportunity cost is drastically reduced
when utilizing Al for predicting task durations. In operational settings, there are numerous
potential sources of value-added time. For demonstrative purposes, arguably the most
important and obvious ones, an additional task or SLA breach, were used. Most sources
require a certain duration threshold to be crossed to realize the value. For example, in this
case, to fit an additional task in an individual’s schedule, there needs to be enough time for
completing the task, as well as potential travel. When only the potential benefit of an
additional task is considered, any estimation error of combined task duration of the workday
that is smaller than the required duration yields no benefit. Therefore, even modest
improvements in typical error metrics such as MAE, MedAE, and RMSE can lead to a
disproportionately large increase in the number of cases in which the estimation error falls
below a critical duration threshold, ultimately resulting in correspondingly higher real-world

benefits.
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6 Workforce qualification optimization

This chapter analyses the capabilities of the trained Al model to be utilized for optimizing
workforce qualifications and to provide insight into factors contributing to individual
performance. The approach consists of determining if the Confidence Score and Token
Attention Score prove effective at identifying individuals who may require additional
training to improve their performance across different defined task categories. By reflecting
representative operational conditions, this approach aims to produce insights that could be
applied in practical workforce optimization scenarios. It’s worth noting that evaluation of
the AI model’s decision-making can be difficult using conventional methods, due to the very
nature of the developed model with its underlying architecture, and the prevalent non-linear
attribute correlations.

The initial phase of the process contains a simple aggregated statistical analysis, and it
incorporates multiple separate regression analyses and the calculation of partial correlation
coefficients to evaluate the relationships among Confidence Scores, task durations,
individual identifiers, and task categories. This aims to be a reference point for the
individual-specific analysis to be conducted after the aggregated analysis, and together they
aim to demonstrate the usability of Confidence Score for practical applications. Finally, the
trained Al model is utilized to provide a more direct and detailed indicator on individual
qualification level in the form of person-specific word token attention scores. The word
token attention scores can theoretically provide insight into what the model thinks are the
most influential terms for adjusting predictions, therefore having the capability of

pinpointing details of the individual’s level of qualification.

For the following regression analyses, individuals with the lowest Confidence Scores were
identified and selected for detailed analysis. Each selected individual had performed multiple
tasks across different task categories, and task categories that didn’t reach an acceptable
predetermined task count in the dataset were discarded. This comparison provides a clearer
understanding of how Confidence Scores relate to the key factors that can be meaningful for

qualification optimization.
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6.1 Aggregated multiple regression analysis

A linear regression model was fitted to assess how Confidence Scores, individual-specific
variables, and task category variables collectively explain variability in task durations. The

main focus is the Confidence Score. The linear regression formula is presented here:

Task Duration = By + ;- (Confidence Score)

+ Z B ;1(Individual Factor = j) + Z B3 1(Task Category = k) +e¢ (1)
7 K

where Task Duration is the dependent variable, 8, is the intercept, 3, is a coefficient for
the predictor, Confidence Score is the predictor and an independent variable
Yj B2, j1(Undividual Factor = j) and Y B3 x1(Task Category = k) represent sets of
dummy variables for each individual and task category. One individual and one category

serve as the baselines, and € is the residual.

The intercept represents the baseline value of Task Duration. The predictor is also an
independent variable, and it represents the amount by which Duration changes for a one-unit
increase in Confidence Score, assuming all other predictors remain constant. € is the residual,
the error term, representing the part of the Task Duration that the regression model cannot
explain, meaning that it accounts for randomness, noise, or any other factors not captured by

the predictor. Table 6 presents the results of the multiple regression analysis conducted.
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Table 6. Aggregated multiple regression analysis results

Variable Coefficient Std. Error t-Statistic P-Value 95% ClI
Constant 5164.660 183.54 28.139 0.000 [4804.68,
5524.64]
Confidence -51.880 1.99 -26.106 0.000 [-55.78, -
Score 47.98]
Combined 0.253 0.13 2.004 0.045 [0.01, 0.50]
Individual
Dummies
Combined -0.064 0.28 -0.228 0.819
Task Category [-0.61, 0.48]
Dummies
R-Squared Adjusted R-Squared F-Statistic
0.290 0.289 234.1 (Prob > F: 2.60e-127)

The individual dummy variables have been combined into a single row, Combined
Individual Dummies and Combined Task Category Dummies. Each factor has a baseline
level and multiple dummy variables for the level that remains, representing combined
significance of the dummy variables. Std. Error means standard error, which is essentially
the standard deviation of the sampling distribution. t-Statistic measures how far a sample
statistic is from its hypothesized value, scaled by its standard error. Cl stands for Confidence
Interval. Adjusted R-Squared is R-Squared that has been adjusted for the number of
predictors. P-Value indicates statistical significance. Only values below 0.05 are considered
statistically significant and the presented instances of 0.000 mean that, with the precision

used in the analysis, the P-Value is so small it rounds to 0.

The Confidence Score coefficient of -51.88 (p = 0) indicates that when Confidence Score
increases by a single unit, the Task Duration decreases by approximately 51.9 time units,
while holding all other variables constant. The p-value of the variable is 0, meaning that it
is considered statistically significant, therefore suggesting a very strong inverse relationship
between Confidence Score and Task Duration. In terms of differences between individuals,
the Combined Individual Dummies row shows a statistically significant overall effect on
Task Duration (p = 0.045). Conversely, the Task Category Dummies do not collectively
show a statistically significant effect (p = 0.819), suggesting that differences across
categories do not substantially influence task performance outcomes within the sample. The
R-Squared value of 0.290 means that this regression model explains 29% of the variation in

Task Duration. Furthermore, F-statistic of 234.1 and its F-test significance level of 2.60e-
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127 indicate that the predictors collectively have a statistically significant impact on the
dependent variable. The aggregated results provide a preliminary indication of the validity

of Confidence Score.

6.2 Individual multiple regression analyses

After establishing an aggregated reference, a multiple regression analysis was conducted at
the individual level. Focusing on individuals identified as having relatively low Confidence
Scores provides an opportunity to examine whether these low scores correspond to
suboptimal performance and to understand if certain task categories pose particular
challenges. Table 7 shows the three individuals chosen for the individual analysis. The

selection was based on the minimum Confidence Score value.

Table 7. Individual Confidence Score metrics

Individual Minimum Maximum Average Standard Deviation
Person 1 67.37 87.36 76.95 8.56
Person 2 68.93 91.21 80.87 6.58
Person 3 69.99 91.85 85.77 7.82

Analyzing the correlation between Confidence Score and Task Duration on an individual
level provides a basis for a more in-depth perspective on qualifications. In the following
individual analyses, the Relative Mean Duration values mean relative per-category average

task duration difference of the individual in question, compared to the whole dataset.



44

6.2.1 Person 1

Table 8. Person 1 task durations per category compared to others

Task Category | Person 1 Relative
Mean Duration

Category 1 +30%
Category 2 -6%
Category 3 +10%

Compared to others, Person 1 on average takes longer to complete tasks on Category 1 and
Category 3, as Table 8 displays. For Category 2 tasks, an even shorter average completion
time is indicated. This may point to personal variation in qualification levels across different

categories, with specific areas requiring further development.

Table 9. Person 1 multiple regression analysis

Variable Coefficient Std. Error t-Statistic P-Value 95%
Confidence
Interval
Constant 5067.196 2537.05 1.997 0.116 [-1976.79,
12111.18]
Confidence -56.428 37.73 -1.496 0.209 [-161.17,
Score 48.32]
Task 193.871 339.54 0.571 0.599 [-748.85,
Category 1136.60]
Encoded
R-Squared Adjusted R-Squared F-Statistic
0.402 0.104 1.347 (Prob > F: 0.357)

Individually, the coefficient of -56.428 for Confidence Score (Table 9) implies that higher
Confidence Scores might slightly reduce task duration, but the effect is not statistically
significant (p = 0.209) and the confidence interval [-161.17, 48.32] includes zero, which
implies lacking clear support. Similarly, the coefficient for Task Category Encoded
(193.871) suggests a weak and non-significant positive relationship (p = 0.599) with task

duration, to which also the wide confidence interval [-748.85, 1136.60] points. Moreover,
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the notable difference between R-Squared and Adjusted R-Squared indicates a particularly

poor fit of this applied linear regression model.

Table 10. Person 1 partial correlation analysis: Confidence Score and Task Duration,
controlling for Task Category

Coefficient P-Value

0.6139 0.1425

The partial correlation coefficient of 0.6139 suggests a strong positive relationship between
Confidence Score and Task Duration, implying that higher Confidence Scores are generally
associated with longer task durations. However, this relationship is not statistically
significant, as evidenced by a p-value of 0.1425. This indicates that while there may be a

meaningful relationship, it’s not considered statistically significant.

6.2.2 Person 2

Table 11. Person 2 task durations per category compared to others

Task Category | Person 2 Relative
Mean Duration
Category 4 +5%
Category 5 +1%
Category 6 +63%
Category 7 +6%

An examination of Person 2’s task durations across categories (Table 11) indicates longer

durations compared to others. Relative mean task duration in Category 6 with 63% is notably
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higher than in other categories for this individual. Category 4, Category 5, and Category 7

also show longer task durations but are more closely aligned with others.

Table 12. Person 2 multiple regression analysis

Variable Coefficient Std. Error t-Statistic P-Value 95%
Confidence
Interval
Constant 11629.177 3611.64 3.220 0.010 [3459.08,
19799.28]
Confidence -114.804 41.21 -2.786 0.021 [-208.02, -
Score 21.59]
Task -223.150 184.81 -1.207 0.258 [-641.22
Category 194 éz '
Encoded %]
R-Squared Adjusted R-Squared F-Statistic
0.463 0.344 3.885 (Prob > F: 0.0608)

The regression analysis for Person 2 (Table 12) reveals a statistically significant negative
relationship between Confidence Score and Task Duration, as indicated by the coefficient of
-114.804 (p = 0.021). This suggests that higher Confidence Scores are associated with
shorter Task Durations. The 95% confidence interval for the coefficient [-208.02, -21.59]
does not include zero, which supports the significance of this relation. Conversely, the
coefficient for Task Category Encoded is not statistically significant (p = 0.258), indicating

that variations in task category do not meaningfully predict task duration for Person 2.

Table 13. Person 2 partial correlation analysis: Confidence Score and Task Duration,
controlling for Task Category

Coefficient P-Value

0.4802 0.1141
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The partial correlation analysis (Table 13) shows a moderate positive relationship between
Confidence Score and Task Duration, with a coefficient of 0.4802. However, this
relationship is not statistically significant (p = 0.1141), suggesting that the observed
correlation may be due to insufficient evidence to establish a meaningful association based
on the sample data.

Although, based on the R-Squared value of 0.463 in Table 12, the regression model explains
approximately 46.3% of the variance in task duration, the overall model is not considered
statistically significant with the 5% threshold (p = 0.0608). This indicates that while there is
indication of Confidence Score having a significant impact on task duration, the model as a

whole is not considered statistically significant.

6.2.3 Person 3

Table 14. Person 3 task durations per category compared to others

Task Category Person 3 Relative
Mean Duration

Category 8 -41%
Category 9 -35%
Category 10 -39%

Within the categories chosen, Person 3 demonstrates faster task completion compared to
others (Table 14). At 85.77, Person 3 also has by far the highest average Confidence Score
of the three individuals. The results of the multiple regression analysis for Person 3 (Table

15), provide further insights into the factors influencing task duration.
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Table 15. Person 3 multiple regression analysis

Variable Coefficient Std. Error t-Statistic P-Value 95%
Confidence
Interval
Constant 4103.662 559.54 7.334 0.002 [2550.14
5657.19]
Confidence -47.558 6.79 -7.005 0.002 [-66.41
Score -28.71]
Task 380.905 76.89 4,954 0.008 [167.44
Category 594 é7
Encoded 371
R-Squared Adjusted R-Squared F-Statistic
0.934 0.900 28.11 (Prob > F: 0.00441)

The model explains a substantial portion of the variation in task duration, as indicated by an
R-Squared value of 0.934 and an Adjusted R-squared value of 0.900. The F-statistic of 28.11

(p = 0.00441) confirms the overall statistical significance of this regression model. The

regression results reveal a significant negative relationship between Confidence Score and
Task Duration, with a coefficient of -47.558 (p = 0.002). This indicates that higher
Confidence Score correspond to lower Task Durations. More specifically, the predicted Task

Duration decreases by approximately 47.6 time units per each unit increase in Confidence

Score. Zero is not included in the 95% confidence interval for this coefficient [-66.41, -

28.71], which supports its statistical significance. This outcome aligns with Person 3's

overall performance indicators, suggesting that higher confidence may enable more efficient

task completion.

Table 16. Person 3 partial correlation analysis: Confidence Score and Task Duration,

controlling for Task Category

Coefficien

t P-Value

0.1094

0.8154

The partial correlation coefficient turns out at 0.1094 (Table 16), indicating a weak positive

relationship between the two variables. However, this relationship has no statistical
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significance (p = 0.8154). The implication is that, after accounting for Task Category,

Confidence Score does not have a meaningful direct effect on Task Duration.

6.3 Implications of the regression findings

As previously assessed, the general correlation between Task Duration and Confidence

Score is significantly negative (Table 6), supported by findings presented in Figure 11 that

shows the absolute prediction errors of the trained Al model against the full dataset gathered

for the regression analyses. It shows absolute prediction error getting closer to 0 as
Confidence Score increases beyond 70.

Average Absolute Prediction Error

Number of Instances

1
] \
______ ¢ !
------- == ! T o----"" L l. Lo
0 T T T . . . : :
[50, 55) [55, 60) [60, 65) [65, 70) [70, 75) [75, 80) [80, 85) [85, 90)
Confidence Score

[90, 95) [95, 100)

Figure 11. Correlation between Confidence Score and Average Absolute Prediction Error.

Figure 11 illustrates the correlation between Confidence Score and Absolute Prediction
Errors that are in bins of 5 units on the Confidence Score scale. The red line graph portrays
the distribution of Confidence Score and the blue bars represent the Average Absolute

Prediction Error, delivering context to the aggregated multiple regression analysis. The per-

bin relative count of instances that have a Confidence Score of less than 85 is low,
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contributing to uncertainty of the analyses. However, the significant dip in average absolute
prediction errors around the Confidence Score bin of 60 to 65 can be explained by a few
individuals who lack the track record in the model training dataset, hence the trained model
simply being comparably uncertain about the performance of an individual, even if the
instance didn’t particularly differ from the cases in the higher Confidence Score bins. This
is emphasized by the fact that the instances around Confidence Score bin of 70 to 75 likely
included information in the Task Descriptions that the trained model interpreted to cause

instance-specific uncertainty for duration prediction.

Figure 12 is a quantile-quantile plot of the aggregated residuals from the linear regression.
On the x-axis are the theoretical quantiles of normal distribution, and on the y-axis are the
sorted sample residuals of the aggregated regression. A perfectly diagonal alignment with
the red line would indicate that the errors are normally distributed.
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Figure 12. Quantile-Quantile residual plot

Multiple linear regression models rely on certain assumptions, e.g. linearity between the

predictors and error independence. Due to these assumptions, the applied multiple regression



51

analyses are overall not expected to fully capture the complexities in the actual task data
patterns or variables, such as Confidence Score that are influenced by the neural network
model. The research approach in this thesis inherently contains explorative aspects, and the
baseline goal of the regression analyses was to show any level of significant measurable
correlation between Confidence Score and Task Duration, while also completely omitting

Task Descriptions from the approach.

Individuals picked for the individual analyses were based on low minimum individual
Confidence Scores. The analyses reveal clear statistical anomalies in individual per-category
task durations. The evidence points to Persons 1 and 2 having certain Task Categories where
they take longer to complete the tasks than the rest in this dataset. However, the data suggests
that Person 3 is significantly faster at completing tasks in all three categories that had enough
instances for the sample, despite the low minimum Confidence Score value. From the
practical perspective, this could be explained by this individual generally performing well,
yet there still being categories where they either lack the qualifications or track record from
the trained AI model’s perspective, correlating with the highest average Confidence Score
of the three individuals. Considering the substantially lower average task duration values,
another practical explanation is a novel method of this individual for completing certain
tasks exceptionally efficiently, causing uncertainty of the prediction from the perspective of

the trained Al model, therefore providing lower Confidence Scores.

A simple practical example is a task that requires replacing a mechanical component deep
in a car’s engine bay and instead of removing the whole front-end of the car to access the
part to be replaced, an individual has found a way to access the part from above in some
specific imported variant of that car that doesn’t have another component blocking it. This
theoretically enables the individual to complete certain tasks significantly faster than what
the available data or the records of that car model imply, which highlights the importance of

both high data quality and sufficient quantity. Al models can only learn what the data allows.

Of the individual multiple regression analyses, only for Person 3 a statistically significant
correlation between Confidence Score and Task Category was measured, and the limited
sample is likely contributing to the observed results. Interpretations of the analyses should
be made with caution when the results are based on a somewhat limited dataset. The size of
the available dataset limited the available choices for the analysis in this part of the research,
due to the amount of variability of task types in relation to the size of the dataset.
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Nevertheless, the results of the regression analyses show that higher Confidence Scores are
linked to lower task durations but also as presented in Figure 11, higher Confidence Scores
correlate to lower absolute prediction error. The implication is that across the dataset, high
Confidence Score predicts better absolute prediction accuracy and lower actual task
durations, but also in practice, reliability and consistency of work performance.

6.4 Person-specific attention-based interpretability analysis

This attention-based interpretability analysis involves using attention mechanisms and token
contributions of the trained model to provide understanding of the model’s prediction-
making process. Each token in the text inputs has a certain weight that varies from person to
person. This variance is evidence of how the model shifts its focus dynamically depending
on specific context. The tokens with the highest weight values for each person’s task instance
provide a glimpse into what the model sees as the most relevant contributor to the prediction,
potentially uncovering task attributes that have either a negative or a positive effect on the
task duration. The internal architecture of the trained model is complex. Therefore, a targeted
analysis with a narrow scope was chosen, as it provides insight into the potential of the model

for practical applicability.

6.4.1 Person-specific prediction residual assessment

Conducting manual prediction tests revealed significant variance in duration predictions
between individuals for comparable tasks. However, the measurable values that derive from
operational environments provide the most realistic indication of the accuracy of the model,
therefore the same collected dataset was used for further investigation. Due to the lack of
reliable reference points that would account for the variables at issue on an acceptable level,
the analysis utilized the prediction Mean Absolute Relative Errors (MARE) for selected
individuals to assess the model's certainty regarding the reliability of specific persons,
particularly in identifying details of tasks they might encounter difficulties with. Mean
Absolute Relative Error is defined as the average of absolute differences between the Actual
Duration and Predicted Duration. Considering the performance observed thus far for the

trained model, any instance of an abnormally high negative prediction error raises the
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question of what caused the task completion to take that long. Even though the model has
the capability of interpreting the textual task descriptions, the assumption is that if a person
has more challenges with certain specific parts of a task, there must be observable low
realized absolute prediction error values detected when making predictions. Consequently,
in general, individuals with indication of otherwise unexplained variance in task completion
duration, meaning their Mean Absolute Relative Error being higher, might struggle with
certain aspects of the tasks to be completed. The rich Task Descriptions, in combination with
an adequate context-understanding model, form the basis for conducting a deeper
investigation of potential challenges for the individuals. Mean Absolute Relative Errors of
the predictions for the seven persons with the highest values are presented in Figure 13.
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Figure 13. Mean Absolute Relative Errors of seven individuals with the highest values.

For the purposes of this analysis, Figure 13 can be considered to portray sufficient indication
of the individuals with potential areas for improvement. Specifically, by comparing the
MAREs across multiple tasks, the figure highlights individuals whose error values deviate
substantially from the group norm. Three individuals in this set evidently stand out from the
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rest, hinting potential underlying challenges, and were therefore chosen for the following
person-specific analysis. From each of the three individuals, the task instance with the
highest negative absolute prediction error was chosen for targeted investigation of what the

reason behind unexpected task duration might be.

6.4.2 Person-specific attention score and token contribution analysis

The trained Al model was evoked to provide further details on the three individuals selected
for this analysis. Attention scores were extracted from the trained model, and a customized
scale for the scores was applied. Based on these scores, the eight most influential tokens

were identified and collected for each individual (Table 17).

Table 17. Person-specific most influential Token Grammatical Categories and Token
Attention Scores

Person 1 Person 3 Person 7
Token Token Token Token Token Token
Grammatical Attention Grammatical Attention Grammatical Attention
Category Score Category Score Category Score
Verb 1.97 Negative 1.38 Thing 0.61
term
Negative 1.27 Thing 1.19 Thing 0.53
term
Negative 1.19 Verb 1.07 Negative 0.49
term term
Quality 1.01 Thing 1.03 Frequency 0.47
Action 0.98 Descriptive 0.93 Descriptive 0.43
noun noun
Quantifying 0.79 Descriptive 0.79 Thing 0.39
term noun
Pointer 0.57 Thing 0.75 Descriptive 0.37
noun
Frequency 0.43 Frequency 0.70 Pointer 0.37

Thing means any task-related physical or abstract element, Quality means any relevant
quality of a Thing, Action means a verb related to a Thing, Verb includes all other verbs,

Quantifying term means a quantity related to a Thing, Negative term stands for a term that
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negates or denies a noun or a phrase, Pointer is a Thing-related pronoun, Frequency points

to a Thing or a Quality, and Descriptive noun represents a state of a thing.

When reviewing the results in Table 17, it quickly becomes evident that the model’s focus
on certain token categories differs notably from person to person. Each individual displays
a distinct pattern of tokens that attract higher attention scores. Person 1’s most influential
tokens have a disproportional weight on a single specific verb, accompanied by two separate
negative terms. Person 3 has a negative term as the top-score token but otherwise is a
relatively mixed set. Person 7°s most influential token categories include two task-related
physical or abstract elements and a negative term. Compared to Person 1 and Person 3,

Person 7 has by far the lowest scores.

This variation suggests that the model did not merely learn a universal approach to
estimating task duration, instead refining its understanding of what constitutes complexity
or challenge on a per-person basis. A higher focus on negatively oriented terms for Person
1 could mean that when their assigned tasks contain hints of potential trouble, the model
anticipates a greater required time investment. The apparent absence of task-related physical
or abstract elements could imply that, in this particular case, the task description is either
lacking in specific information about the task, or that the description is informationally
vague. This would also make it logically valid for the model to assume a longer duration for
the task and could imply a higher qualification level requirement. The comparably high-
scale top influential attention scores could imply that there is a significant challenge ahead,
particularly related to the single verb and unique to this person. Person 3’s top list contains
three task-related physical or abstract elements and two descriptive terms of the elements.
Particularly in combination with the most influential one being the negative term, the
implication is that for this person the combination of several elements and especially with
the Thing with the highest score are estimated to be a time-consuming challenge. Person 7
has the smallest variance in the scores, suggesting that the model doesn’t consider these
terms to be as important a predicting factor as the task Category or the person themselves.
In practical terms, the person either has no experience with such tasks, the particular Task
Category causes prediction inaccuracies, or they generally have an unexplained variance in
task durations.
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7 Conclusions

The purpose of this thesis was to investigate how Avrtificial Intelligence could be applied to
improve task duration estimation and workforce qualification optimization in the field
service industry. The goal was to create and utilize an Al-based tool to assess the practical
usability of advanced Machine Learning methods. The purpose-built Al model demonstrated
promising performance for predicting task durations and potential for creative approaches
for the utilization of Al technology in practice. This thesis and the research were guided by

two research questions, and they are addressed here:

“How can artificial intelligence be utilized to enhance task duration estimation and optimize

workforce qualifications in the field service industry?”

As a broad concept, Al offers a wide variety of options for approaching the problem.
Harnessing the power of Al requires a precise definition of the requirements, meticulous
design of the model architecture, and a comprehensive setup of systems and processes. There
is no all-capable Al tool fit for every purpose. For the complex and multi-dimensional
operational requirements, a strong foundation in the form of an Artificial Neural Network
was warranted. Natural Language Processing was incorporated along with a mechanism for

detailed analysis of the model behavior itself, enabling targeted analysis on textual content.

The benchmark reported in chapter 5 confirms that a model trained on a combination of
textual descriptions and categorical features can outperform historical averages by a sizable
margin. This performance gap is especially valuable when tasks are randomly grouped in a
manner that mirrors real-world scheduling scenarios. While the Al-driven method still
produces some margin of error, its lower variability and closer adherence to actual durations

reduce the risk of both idle time and task overflow.

An essential aspect of evaluating the effectiveness of predictive models in operational
settings is understanding the relationship between the model’s confidence in its predictions
and the accuracy of those predictions. As part of the constructive research approach, an
additional indicator, the Confidence Score, was created. Based on the analyses in chapter 6,
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Confidence Score correlates remarkably well with the prediction error. The demonstration
that a variable, such as Confidence Score, which derives from the inner parts of an intelligent
model, is capable of pointing to nontrivial details in the data yields a valuable indication of

the potential of Al technology for practical applications.

The person-specific attention-based interpretability analysis in chapter 6 reveals that the
model does not treat all individuals uniformly. Instead, it captures subtle textual nuances that

vary from one person to another and aligns its predictive focus accordingly.

“What is the impact of applied artificial intelligence on task duration estimation and

workforce qualification optimization in the field service industry?”.

Artificial intelligence enables more accurate duration estimation for each individual task,
therefore more secure task scheduling for the personnel. This allows for pushing the
theoretical capacity limit of each individual without risking failing on SLA. In practice, this
results in less idling and more tasks completed per individual per workday, as shown by the
task duration estimation benchmark in chapter 5. The benchmark showcases not only
promising potential of applied Al technology, but more importantly promising indication of
applicable real-world performance for the specific purpose of operational planning with
improved accuracy. Furthermore, adapting the Al-predictions into operational settings, this
approach can be extended to adaptive or dynamic scheduling solutions, where last-minute
changes are quickly recalculated to maintain optimal usage of available resources. This is a
major benefit in an industry where resource planning is complex, time-sensitive, and

expensive.

When making a prediction using the trained Al model, Confidence Score is automatically
provided along with the task duration prediction. In practice, this means that Confidence
Score, together with the predicted task duration, showcases its potential as a valuable tool
for managing field services. By having an indicator of the Al-based assessment of each
individual case, the demonstrated predictive capabilities could be further utilized for
scheduling, SLA risk management, qualification-matching, and qualification optimization
as part of field service management. The Confidence Score also shows potential as an

indicator of unexpectedly strong performance, not only highlighting potential skill gaps.
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Another theoretically valid use-case for the Al model is to spot latent qualification details,
enabling software-aided and automated functionality for qualification optimization of the

workforce, including utilization of knowledge that resides only with certain individuals.

The results of the research are promising, although practical factors necessitated a
constrained approach in efforts to explore potential Al use cases. Several limitations must
be noted regarding the availability and depth of data used in the regression analyses in
chapter 6. The person-specific analyses were conducted with limited availability of
representative data which constrained the detail of potential findings on how individuals
might differ in skill or performance. Moreover, while the regression model analyses offered
initial insights on correlations between the model’s Confidence Score and realized task
durations, the regression models do not definitively capture how individual performance is
influenced by individual factors, despite the fact that statistical significance was observed.
Instead of a deep analysis of the instances in the sample, the chosen approach allowed for
clearer demonstrations of the capabilities of the trained Al model and the technology in
general. Assessing real-world applicability requires a larger sample size, further
customization of the model, as well as deeper analysis on alternative reasons for the observed
variation in the data. Regarding the attention score and token contribution analysis, although
attention scores are indicators that certain words or phrases may be correlated with more
time-consuming or intricate features of a given task, more research is needed to validate the

method’s practical utility.

The practical Al applications studied show early signs of meaningful impact for the field
service industry. However, an important practical consideration is that implementing Al into
the existing processes requires organizations to have a degree of flexibility for successful
adaptation. A misimplemented Al solution might not deliver the theoretical benefits but
instead, can cause secondary issues. The practical considerations also include the systems
and data availability perspectives. Al models rely on the data they have access to, and many
organizations might not have had the need to have enough data with sufficient quality to
satisfy the requirements of an Al solution to be implemented. Depending on needs, the
recommended practical approach can be a hybrid human-Al model that combines the
qualitative strength of human operators with the quantitative and analytical capacity of Al.
Having the Al solution managed by human operators allows for a smoother transition with

reduced risks. Furthermore, the human automation bias can cause over-reliance on even
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newly acquired solutions, requiring carefully considered implementation and use. Similarly
to any Al model’s output, Al-derived indicators of personal qualities cannot be considered
objective measures. Interpreting the reasoning process of a complex model can be difficult,
emphasizing the risk of potentially compromising on both operational and ethical aspects.
Real-world actions must be ultimately based on human decision-making.

Al utilization in the Field Service Industry demonstrated potential for practical viability, but
also inherently enables increased automation for improved efficiency and operational
resilience. As the variety of existing solutions and the increasing interest universally across
industries show, the potential of Al technology is not industry dependent. The human
necessity to simplify reality due to cognitive limitations inevitably manifests in practices that
introduce inherent inefficiencies through oversimplification. From an expansive viewpoint,
Al continues its course, rapidly developing and consistently demonstrating its value at every
step. Adapting to contemporary requirements on a personal, organizational, and societal

level is crucial for realizing the potential of emerging enablers for transformational change.
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