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This thesis presents a novel approach to developing a dynamic asset allocation strategy by 

integrating long short-term memory (LSTM) deep neural networks with the Black-Litterman 

model. The methodology involves forecasting the monthly performance of ten MSCI sector 

indices using sector-specific LSTM models and incorporating these return predictions as 

subjective forward-looking views into the Black-Litterman model for portfolio optimization. 

Optimal portfolios, rebalanced monthly based on out-of-sample forecasts, were constructed 

and evaluated over ten rolling 24-month holding periods. To ensure robustness, an 

expanding walk-forward cross-validation approach with grid search was employed for 

sector-specific LSTM hyperparameter tuning and model validation. Furthermore, various 

technical indicators derived through feature engineering were incorporated as multivariate 

inputs to enhance the predictive performance of the sector models. 

The empirical results reveal variability in the prediction accuracy of the LSTM sector models 

across sectors, with the overall out-of-sample predictability of monthly returns remaining 

strong. Prediction accuracy also varied between different model configurations within 

sectors, emphasizing the importance of parameter selection and model optimization. In terms 

of risk-adjusted performance, the proposed LSTM-Black-Litterman asset allocation strategy 

produced relatively stable yet dynamic portfolios that outperformed market-capitalization-

weighted and 1/N diversification benchmark allocation strategies in nine of the ten holding 

periods, even when accounting for transaction costs. These findings demonstrate the 

effectiveness and potential of integrating AI-based data-driven financial forecasting with an 

established portfolio optimization framework to guide and support enhanced investment 

decision-making.  
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Tässä tutkimuksessa esitetään uusi lähestymistapa dynaamisen allokointistrategian 

kehittämiseen yhdistämällä long short-term memory (LSTM) -neuroverkot ja Black-

Litterman-portfolio-optimointimalli. Menetelmä perustuu kymmenen MSCI-sektori-

indeksin kuukausituottojen ennustamiseen sektorikohtaisilla LSTM-syväoppimismalleilla, 

joiden tuottamat ennusteet sisällytetään Black-Litterman-malliin subjektiivisina 

tulevaisuuteen suuntautuvina näkemyksinä ohjaamaan allokaatiopäätöksiä. Kehitetyn 

yhdistelmämallin avulla rakennettiin kymmenen kuukausittain rebalansoituvaa optimaalista 

portfoliota liukuville 24 kuukauden tarkastelujaksoille. LSTM-sektorimallien validointi ja 

parametrien optimointi toteutettiin hyödyntämällä expanding walk-forward cross-validation 

-menetelmää. Lisäksi useita teknisen analyysin indikaattoreita sisällytettiin sektorimalleihin 

monimuuttujina ennustustarkkuuden parantamiseksi. 

Tutkimuksen empiiriset tulokset osoittavat, että LSTM-sektorimallien ennustustarkkuus 

vaihtelee sektoreittain, mutta otoksen ulkopuolisten kuukausituottojen ennustettavuus säilyi 

vahvana kaikilla sektoreilla. Sektorimallien ennustustarkkuuden havaittiin myös vaihtelevan 

huomattavasti eri konfiguraatioiden välillä sektoreiden sisällä, mikä korostaa parametrien 

valinnan ja optimoinnin merkitystä. Kehitetty LSTM-Black-Litterman allokointistrategia 

tuotti vakaita, mutta dynaamisia portfolioita, jotka suoriutuivat riskikorjatuilla mittareilla 

transaktiokustannukset huomioon ottaen yhdeksässä kymmenestä skenaariosta paremmin 

kuin sektoreiden markkina-arvoihin sidottu sekä tasajakoinen allokointistrategia. Tulokset 

osoittavat, että tekoälyyn pohjautuvien datalähtöisten ennustusmallien hyödyntäminen 

portfolio-optimoinnissa on tehokas lähestymistapa ohjaamaan ja tukemaan parempaa 

sijoituspäätösten tekemistä.  
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1  Introduction 

A fundamental decision for every investor is selecting which financial assets to invest in. 

However, with the continuously increasing number of available assets, the making of such 

investment decisions has become more challenging. Moreover, geopolitical conflicts in 

recent years have caused heightened volatility in the capital markets, increasing investment 

risk (Gao, Wang, Zhou, Lv, and Wei, 2024). These issues have highlighted the importance 

of utilizing quantitative portfolio optimization methods in constructing diversified 

portfolios, which is at the core of modern financial decision-making. Particularly, the aim to 

construct a portfolio consisting of a combination of assets to maximize returns while 

efficiently mitigating risk is a common and crucial goal for both retail and institutional 

investors globally (Markowitz, 1952). 

Another core concept in modern financial decision-making is time-series forecasting. It aids 

investors in identifying assets that depict potential for excess returns, and in turn, enables 

the making of informed decisions on which assets to include in their portfolios. In addition, 

it steers the development of efficient and resilient asset allocation strategies that enable 

dynamic adaptation to market fluctuations (Harris, Stoja, and Tan, 2017; Barua and Sharma, 

2022). Fama (1970) famously hypothesized market efficiency by proposing that under- and 

overvalued financial assets do not exist due to them reflecting all available information, 

implying that consistently and accurately predicting their future performance is not possible. 

This has, however, later been debunked by empirical evidence from several studies 

employing different forecasting methods (Poon and Granger, 2003; Fischer and Krauss, 

2018; Kara, Ulucan, and Atici, 2019; Nafia, Yousfi, and Echaoui, 2023). Moreover, the 

emergence and advancements in data-driven modelling techniques utilizing artificial 

intelligence (AI) have recently resulted in significant improvements in financial forecasting, 

and subsequently, created valuable implications for more efficient portfolio management. 

Building on the concepts of portfolio optimization and financial forecasting, this thesis 

investigates, develops, and evaluates a dynamic asset allocation strategy based on long short-

term memory (LSTM) neural networks and Black-Litterman model integration. To this end, 

LSTM is applied in predicting the monthly performance of ten MSCI GICS sector indices. 

These predictions are then incorporated as subjective view inputs into the Black-Litterman 

model to construct dynamically adjusting portfolios over several 24-month holding periods. 
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This approach aims to address the complex and dynamic nature of financial markets by 

capturing both historical trends and forward-looking market views. 

1.1  Background and motivation 

The foundations of portfolio optimization are rooted in modern portfolio theory (MPT) and 

the underlying mean-variance optimization framework introduced by Markowitz (1952). 

This widely used approach enables the construction of diversified portfolios that aim to 

maximize returns while minimizing risk according to investorsô risk tolerance. However, it 

does not come without limitations, the most critical of which are its sensitivity to input 

estimations and its tendency to produce highly concentrated and unstable portfolio weights 

(Michaud and Michaud, 2008, 5ï32; Hung, Hsia, Kuang, and Lin, 2024). To address and 

overcome these practical limitations, alternative portfolio optimization models, namely the 

Black-Litterman model, have been developed. Extending the mean-variance optimization by 

blending subjective investor views with objective historical market equilibrium data, the 

Black-Litterman model offers a flexible framework for portfolio optimization and asset 

allocation (Black and Litterman, 1990; Black and Litterman, 1991; Black and Litterman, 

1992). Consequently, the model has been widely adopted for its ability to mitigate estimation 

errors, enhance portfolio diversification, and generate stable optimal portfolios, all of which 

are of significant value for portfolio management. 

Financial forecasting, on the other hand, is often regarded as one of the most difficult yet 

essential tasks in financial analysis due to the inherently complex and unpredictable nature 

of the financial markets (Jin, Yang, and Liu, 2020; Li, Liao, Hu, Ni, and Lu, 2022; Zhao and 

Yang, 2023; Chandar, 2024). Recent advancements in data-driven machine and deep 

learning techniques, however, have enabled the successful development of increasingly 

accurate forecasting models. Deep learning networks that have sparked substantial interest 

among practitioners are LSTMs, particularly due to their ability to efficiently capture long-

term dependencies and temporal patterns in time-varying sequential data, even over long 

periods (Fischer and Krauss, 2018). As a result, they have become a widely applied method 

in financial forecasting, enhancing prediction accuracy, and consequently, financial 

decision-making. 



11 

 

 

Despite the growing interest in LSTM applications, particularly in stock price prediction, 

relatively few studies have utilized them in constructing optimal portfolios and developing 

asset allocation strategies (Rezaei, Faaljou, and Mansourfar, 2021; Nafia et al., 2023). 

Consequently, incorporating LSTM-generated predictions of future asset performance as 

views into the Black-Litterman model is a novel area of research that has been scarcely 

considered and explored. This thesis aims to fill this research gap by investigating the 

effectiveness of such model integration in creating an intelligent and dynamic asset 

allocation strategy. Hence, it contributes to an increasingly important and expanding field of 

research that connects data science and finance by integrating data-driven AI-based 

forecasting with an established portfolio optimization framework. 

Additionally, this thesis offers new insights into LSTM model configuration and validation 

for predicting sectoral performance, as well as the real-world applicability of utilizing 

financial forecasting in portfolio optimization and developing asset allocation strategies. 

Many prior LSTM applications in financial forecasting only consider historical prices or 

returns when predicting future asset performance. The present approach differs from them 

by incorporating various technical indicators derived through feature engineering as 

multivariate model inputs. Notably, it has been established by Neely, Rapach, Tu, and Zhou 

(2014), Barua and Sharma (2022), and Chandar (2024) that technical indicators as model 

inputs enhance prediction accuracy. Also, the scope of LSTM forecasting is often focused 

on predicting one trading day ahead. From the standpoint of a more long-term asset 

allocation strategy, however, this is not feasible, as daily rebalancing would be required to 

make use of the predictions in real-world investment scenarios, resulting in substantial 

transaction costs that decrease profits, as well as time-consuming active portfolio 

management. Thus, an approach for developing a more stable yet dynamic asset allocation 

strategy by aggregating data, predicting sectoral performance, and conducting portfolio 

rebalancing on a monthly frequency is proposed. While this limits the amount of data 

available for deep learning model training and might result in sacrifices related to prediction 

accuracy, it enables the efficient use of the predictions in the context of the Black-Litterman 

model. Finally, this research employs an expanding walk-forward cross-validation approach 

for sector-specific parameter selection and optimization to enhance model and strategy 

robustness. Interestingly, walk-forward validation, while an established cross-validation 

technique in financial time-series analysis, has not been widely employed in LSTM analysis. 
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1.2  Objective and research questions 

The objective of this thesis is to investigate, develop, and evaluate an intelligent asset 

allocation strategy by incorporating LSTM-generated predictions of sectoral performance as 

subjective forward-looking views into the Black-Litterman model. This integration aims to 

construct dynamically adjusting, optimal portfolios over several 24-month rolling holding 

periods. To achieve this, comprehensive parameter optimization is conducted to identify and 

validate the best-performing sector-specific models. The performance of these LSTM sector 

models is thoroughly evaluated across sectors on both the validation and test periods. 

Furthermore, the performance of the resulting LSTM-Black-Litterman strategy is 

comparatively evaluated against market-capitalization-weighted and 1/N diversification 

benchmark strategies. Notably, this evaluation is based on multiple portfolio performance 

metrics, reflecting the comprehensive risk-return profile of the resulting portfolios in 

changing market conditions. Based on this objective, the main research question to be 

addressed is: 

Is incorporating LSTM-generated sectoral return predictions as view inputs in the 

Black-Litterman model effective for developing a dynamic asset allocation strategy? 

Furthermore, the scope of this research enables addressing further questions regarding the 

sector-specific predictive performance of the LSTM models, as well as the performance of 

the LSTM-Black-Litterman portfolios in relation to the two benchmarks. Thus, the following 

two sub-questions supporting the main research question are also addressed: 

How do the LSTM models perform in terms of cross-sectoral prediction accuracy? 

How do the LSTM-Black-Litterman portfolios perform compared to market-

capitalization-weighted and 1/N diversification portfolios? 

However, some limitations related to the scope of the proposed research questions need to 

be acknowledged. First, only equity indices are considered, meaning that other asset classes, 

such as bonds, money market instruments, commodities, and real estate are excluded from 

the empirical analysis. Furthermore, the equity indices are based on sectoral allocations, and 

while they are global indices, they do not represent the entire global stock market 

holistically. Finally, the empirical analysis comprises 20 years of historical market data, 

meaning that preceding market conditions and trends are not captured. 
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1.3  Structure of the thesis 

The introduction chapter established the background and motivation for this research, also 

defining the research objectives, questions, and limitations. The structure of this thesis 

progresses from previous research and theoretical foundations to empirical analysis and 

discussion of gained insights in seven chapters. Chapter 2 provides a comprehensive review 

of relevant academic literature, examining previous research regarding the Black-Litterman 

model, applications of LSTM in financial forecasting, and the integration of the two 

methodologies. Chapter 3 presents the theoretical framework this thesis is grounded on. This 

includes portfolio optimization, the Black-Litterman model, deep learning and LSTM 

networks, technical indicators, and various model accuracy and portfolio performance 

evaluation metrics. Chapter 4 describes the data used in the empirical analysis in detail. 

Chapter 5 outlines the methodology of this thesis, explaining the approach used in LSTM 

and Black-Litterman model implementation and integration. Chapter 6 presents the 

empirical results, assessing the forecasting accuracy of the LSTM sector models and 

comparatively evaluating the performance of the constructed portfolios against the 

benchmarks. Chapter 7 addresses the research questions and discusses the findings, gained 

insight, and contributions, reflecting them on previous research. Furthermore, it discusses 

the related implications and limitations, as well as provides suggestions for further research. 

Finally, Chapter 8 concludes the outcomes of this research by summarizing the key findings 

and contributions relative to the research objectives. 
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2  Literature review 

This chapter provides a comprehensive review of previous research and academic literature 

in this domain by discussing the used methodologies, as well as the relevant findings, 

limitations, and implications. The chapter is structured thematically, focusing on three key 

concepts in the following order: Black-Litterman model in portfolio optimization, LSTM in 

financial time-series forecasting, and integration of deep learning and portfolio construction. 

2.1  Black-Litterman model in portfolio optimization 

The Black-Litterman model is an established and robust financial framework in MPT 

designed for asset allocation problems and portfolio optimization, extending the traditional 

mean-variance optimization by combining subjective investor-specific views with the 

market equilibrium (Black and Litterman, 1990; Black and Litterman, 1991; Black and 

Litterman, 1992). Since the seminal work of Black and Litterman, the model has been widely 

adopted in financial institutions and academic research. The initial model framework has 

been further discussed by Bevan and Winkelmann (1998), He and Litterman (1999), and 

Satchell and Scowcroft (2000), and extended by Qian and Gorman (2001), Meucci (2006; 

2008; 2009) and Mazzoni (2015). Furthermore, its effectiveness in constructing optimal 

portfolios and developing trading and allocation strategies has been empirically studied and 

evaluated in different contexts and diverse market environments. 

Black and Litterman (1992) described the use of their proposed model in global financial 

markets, focusing on a multi-asset portfolio that consisted of stocks, bonds, and currencies. 

Building on this, Bevan and Winkelmann (1998) applied the Black-Litterman model to a 

global fixed income portfolio in practice, finding it outperforming its benchmark over a 

three-year period. While the authors acknowledge that the outperformance is due to the 

accuracy of portfolio managersô views, they succeed in illustrating how the model can be 

utilized in developing investment strategies. He and Litterman (1999) and Satchell and 

Scowcroft (2000) later discussed the intuition behind the model, explaining the process of 

parameter selection and how different parameters influence the model. Moreover, they 

discussed the benefits of the model over traditional mean-variance optimization through 

numeric examples. 
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Qian and Gorman (2001) introduced a new method for allowing investor views on 

conditional mean returns, asset variances, and correlations in the Black-Litterman model. 

Extending its capabilities and increasing the flexibility of the model further, Meucci (2006) 

introduced a framework to account for view inputs from multiple users simultaneously. In 

addition, Meucci (2008) proposed an entropy-pooling approach that allows the consideration 

of non-linear investor views and non-normal return distributions. Later, Meucci (2009) also 

studied the use of the Black-Litterman model in complex derivatives market and stress 

testing. Leveraging Meucciôs comprehensive model research, Mazzoni (2015) explored the 

incorporation of non-linear investor views further, proposing a model extension through 

non-linear filtering schemes. 

While the discussed studies primarily focus on the underlying mathematical framework and 

parameter selection of the Black-Litterman model without explaining the process of 

obtaining accurate investor views, researchers in recent years have also investigated various 

approaches for deriving these views. Bessler, Opfer, and Wolff (2017) followed a simple 

approach using rolling 12-month mean historic returns as views in the Black-Litterman 

model. They found a multi-asset portfolio consisting of global stocks, bonds, and 

commodities outperforming naïve diversification, mean-variance, and minimum-variance 

strategies. Introducing a more dynamic approach, Harris et al. (2017) utilized a momentum 

strategy with time-varying conditional covariances as the basis for the investor views. By 

ranking the normalized 6-month asset returns, the developed model emphasized the best-

performing assets, hence prioritizing momentum. Considering 10 FTSE sector allocations, 

they too found the Black-Litterman portfolio outperforming the naïve diversification 

portfolio and traditional mean-variance optimization. 

Instead of using only historical data as view inputs, Beach and Orlov (2007) proposed a 

forward-looking approach using EGARCH-M forecasting results as investor views. The 

authors emphasized the potential of integrating forecasting methodologies with the Black-

Litterman framework, finding greater portfolio returns with predictions as inputs compared 

to just using historical market equilibrium weights. Extending this, Kara et al. (2019) 

proposed a hybrid approach by forecasting daily stock returns with support vector regression 

machine learning, which in turn was driven by technical indicators predicted through 

GARCH modelling. Using the return predictions as view inputs and evaluating the 

performance of the resulting Black-Litterman portfolio in both emerging and developed 
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markets, they found higher returns and Sharpe ratios compared to respective benchmark 

indices. In a more recent advancement, Li , Chen, Yang, Wang, Lu, and Chi (2022) employed 

a random forest machine learning algorithm in forecasting returns and producing the views. 

Applying the model to Chinese stock markets, the model similarly achieved higher portfolio 

returns and Sharpe ratios in comparison to mean-variance optimization. Due to 

advancements in AI-based techniques and financial forecasting, the research focus has since 

shifted from traditional econometric and predictive machine learning modelling to utilizing 

sophisticated deep learning networks in deriving investor views. This integration of deep 

learning networks and the Black-Litterman model is further explored and discussed in 

Chapter 2.3. 

2.2  LSTM in financial time-series forecasting 

Financial time-series forecasting is a critical yet one of the most difficult  tasks in financial 

analysis due to the inherently complex and unpredictable nature of the financial markets (Jin 

et al., 2020; Li et al., 2022; Zhao and Yang, 2023; Chandar, 2024). It is well-documented 

that financial data regularly exhibit non-linearity, high volatility, and significant levels of 

noise, which makes accurate predicting of future movements particularly challenging. 

Consequently, traditional statistical and econometric models long used in financial 

forecasting, such as ARIMA  and GARCH, often struggle to overcome issues related to such 

properties in financial data. This is mainly due to their assumptions of linearity and limited 

ability to capture complex and long-term dependencies and patterns in financial data (Li  et 

al., 2022). However, advancements in the use of AI-based modelling techniques have 

resulted in significant improvements in financial forecasting. Thus, the research focus has 

shifted from traditional statistical and econometric models and simple machine learning 

modelling techniques to the utilization of sophisticated deep learning networks. 

In particular, LSTM deep learning networks have gained significant attention in recent years, 

exhibiting high predictive accuracy in forecasting future price movements and asset 

performance (Fischer and Krauss, 2018). The architecture behind LSTM networks allows 

them to retain information across long sequences of data, capturing temporal dependencies 

and making them suitable for modelling the relationships between historical data and future 

outcomes. Furthermore, as LSTM networks manage to handle assumptions of non-linearity 
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and filter out noise, they have become one of the most promising and frequently used 

methods in financial time-series forecasting (Ozbayoglu, Gudelek, and Sezer, 2020). 

One of the earliest applications of LSTM in financial forecasting with empirical evidence 

was conducted by Giles, Lawrence, and Tsoi (2001). The study focused on forecasting five 

foreign daily exchange rates, finding significant predictability in the direction of movements 

with an error rate of 47.1%. Shifting the research focus to equities, Xiong, Nichols, and Shen 

(2015) predicted the volatility of the S&P 500, achieving a mean absolute percentage error 

of 24.2%. Moreover, the proposed LSTM model outperformed linear Ridge/Lasso 

regression and autoregressive GARCH benchmarks, showing the predictive potential of 

LSTM networks in stock markets. Extending this, Fischer and Krauss (2018) employed 

LSTM by extensively predicting directional movements of the stock constituents of the 

S&P500 index. The study compared the performance of the proposed model against a 

random forest, a standard deep learning network, and a simple logistic regression, finding 

LSTM outperforming them in terms of both prediction accuracy and returns. This influential 

study popularised the use of LSTMs in financial time-series forecasting and opened the field 

for further research. 

Baek and Kim (2018) aimed to tackle the issue of overfitting by combining two LSTM 

modules, one for predicting S&P500 and KOSPI200 day-ahead prices and the other for 

preventing overfitting through data augmentation. The proposed model achieved excellent 

forecasting accuracy, with the authors suggesting applying LSTM to financial problems 

more broadly, such as in portfolio optimization. Extending the use of LSTM, Mehtab, Sen, 

and Dutta (2021) developed four distinct LSTM models with varying architectures, 

achieving superior accuracy over various machine learning models in predicting the open 

prices of the NIFTY50 index. Importantly, the study focused on model validation by 

introducing a novel walk-forward validation approach with a grid search technique for 

parameter selection, further ensuring robustness in model development and predictions. Also 

demonstrating the range of LSTM applications, Zhao and Yang (2023) proposed a hybrid 

deep learning model incorporating sentiment analysis with LSTM to predict HSI stock index 

prices. The developed SA-DLSTM model combining investor sentiment from social media 

data with historical financial data resulted in lower error rates and higher returns compared 

to other related methods. In a recent study, Chandar (2024) developed an LSTM-based 

forecasting framework for accurately predicting the day-ahead closing price of selected 
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stocks from NASDAQ and NYSE. Moreover, the study investigated the impact of 

incorporating various technical indicators as LSTM model inputs, demonstrating its ability 

to handle and benefit from large-scale input data. 

2.3  Integration of deep learning neural networks and the Black-Litterman model 

The analytical and predictive power of deep learning networks has resulted in researchers 

employing them together with established financial frameworks. As suggested by Baek and 

Kim (2018), the application of LSTM in financial problems is not limited to just predicting 

day-ahead prices of assets but has implications for further portfolio optimization analysis. 

Although limited research has focused on portfolio construction and optimization based on 

LSTM-generated predictions, some studies have explored the emerging area. Moreover, a 

few recent studies have explored utilizing deep learning in generating investor view inputs 

for the Black-Litterman model to develop allocation and trading strategies, highlighting it as 

a novel and promising area of research. 

The work of Rezaei et al. (2021) is among the earliest known integration of LSTM and the 

Black-Litterman model. The authors introduced a novel hybrid deep learning model for stock 

return prediction and used the return predictions as investor views in the Black-Litterman 

model. The proposed model consists of three parts: CEEMD for time-series decomposition, 

CNN for pattern recognition, and LSTM for return predictions. Considering weekly 

historical returns of ten of the best-performing stocks from the Dow Jones Index, they found 

the CEEMD-CNN-LSTM outperforming simpler CNN-LSTM and LSTM models in terms 

of prediction accuracy, and traditional mean-variance and equal-weighted portfolios in terms 

of returns and risk efficiency. However, the study assumes no portfolio rebalancing or 

transaction costs, which are essential for developing dynamic asset allocation strategies. 

Furthermore, it does not consider issues related to look-ahead bias nor explore the real-time 

applicability of the hybrid model. 

Advancing this research domain, Barua and Sharma (2022) developed a hybrid multivariate 

deep learning model combining CNN and bidirectional LSTM for forecasting day-ahead 

prices of ten MSCI Asia Pacific sector indices and similarly used these return predictions as 

views in the Black-Litterman model. Additionally, they incorporated technical indicators 

together with historical prices as model inputs. While following a buy-and-hold strategy, 
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they introduced a more dynamic perspective for portfolio construction by emphasizing 

recent observations through time-varying weighting. Considering holding periods of 12 and 

24 months, the CNN-BiLSTM Black-Litterman portfolio outperformed three benchmarks in 

terms of returns and Sharpe ratio, even when accounting for transaction costs. For the 24-

month holding period, however, a risk-parity approach achieved better diversification 

measured by the Herfindahl index. Notably, the research does not conduct model validation 

or parameter optimization, limiting the robustness of the model and the resulting portfolios.  

Recently, Yao, Li, and Li (2024) also generated investor views for the Black-Litterman 

model using LSTM. Proposing an innovative approach, they ranked ten Dow Jones and 

CSI300 sector indices according to their growth potential based on month-ahead close price 

predictions. Utilizing a rolling window method to predict one month ahead at a time, 

conducting monthly portfolio rebalancing, and accounting for transaction costs, they 

managed to demonstrate real-world applicability when creating a dynamic asset allocation 

strategy. In both markets, the LSTM-Black-Litterman portfolio achieved higher returns, 

Sharpe ratio, and maximum drawdown compared to Black-Litterman models using historical 

mean returns as views. However, the study does not explore the architecture, parameter 

selection, or accuracy of the LSTM networks. 
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3  Theoretical framework 

This chapter provides detailed descriptions of the theoretical concepts relevant to this thesis. 

First, portfolio optimization and related concepts are presented, followed by a 

comprehensive review of the Black-Litterman model. Next, deep learning is explored with 

a focus on LSTM neural networks. Finally, selected technical indicators and the mathematics 

behind them, as well as various evaluation metrics for measuring both forecasting accuracy 

and portfolio performance, are described and examined. 

3.1  Portfolio optimization  

Portfolio optimization refers to the process of selecting and distributing capital among a 

combination of assets to construct a portfolio that achieves the best possible balance between 

returns and risk out of a set of considered portfolios. Its foundations are rooted in modern 

portfolio theory (MPT), a famous theoretical framework introduced by Harry Markowitz 

(1952) in his pioneering research article ñPortfolio Selectionò. MPT is based on the 

fundamental rationale that investors seek to maximize returns while efficiently managing 

risk according to their risk tolerance (Elton and Gruber, 2000). Accordingly, the objective 

of portfolio optimization is to maximize expected returns for a given level of risk or, vice 

versa, minimize risk for a given level of expected returns. It comprises three core concepts: 

diversification, efficient frontier, and mean-variance optimization, which are next described. 

3.1.1  Diversification 

Diversification suggests that in order to reduce the overall risk of a portfolio, capital should 

be distributed among assets with varying correlations (Fabozzi and Pachamanova, 2016, 

201ï206). Correlation, often measured by Pearsonôs correlation coefficient, represents the 

relationship between two variables, e.g., how the price movements of assets behave in 

relation to one another (Heumann, Schomaker, and Shalabh, 2023, 85ï87). Attaining values 

on a scale from -1 to 1, a correlation coefficient of 1 indicates that the assets move perfectly 

in the same direction, while -1 indicates perfect opposite movements. Consistently, a 
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correlation coefficient of 0 indicates no correlation between the assets, meaning the price 

movements of the two assets are fully independent. 

Investors can move towards efficient diversification through various investment strategies, 

the most common of which are diversification across asset classes, diversification across 

sectors or industries, and geographical diversification (James, Menzies, and Gottwald, 

2022). Diversification across asset classes refers to investing in assets constituent of different 

classifications, such as equities, bonds, cash equivalent money market instruments, 

commodities, and real estate. This approach aids in mitigating risk, as different asset classes 

tend to vary in terms of performance during changing market conditions and regime shifts 

(Bessler, Taushanov, and Wolff, 2021). Diversification across sectors, on the other hand, 

refers to the strategy of investing in assets related to companies that operate in different 

segments of the economy, which reduces sector-specific risks (James et al., 2022). Finally, 

geographical diversification involves investing in assets from various countries and regions. 

With this approach, the various risks related to a particular economic environment, such as 

economic or political instability, are reduced (Sharif, Aloui and Yarovaya, 2020). 

Diversification is crucial in terms of portfolio optimization, as it minimizes the risk 

associated with individual assets, known as unsystematic risk, by spreading exposure across 

diverse investments. It is to be noted, however, that even a perfectly diversified portfolio is 

subject to inherent market risk, known as systematic risk, which can not be reduced through 

diversification. 

3.1.2  Efficient frontier 

The concept of portfolio optimization is often illustrated with a risk-return graph known as 

the efficient frontier. First introduced by Markowitz (1952), the efficient frontier visualizes 

the set of feasible optimal portfolios as a function of risk and expected return. As shown in 

Figure 1, the portfolios on the arc of the hyperbola are considered optimal, achieving the 

highest returns for a given level of risk. Conversely, the portfolios located below the arc are 

considered suboptimal, as greater returns with the same level of risk are achievable. 



22 

 

 

 

Figure 1. Efficient frontier (dos Santos and Brandi, 2017) 

3.1.3  Mean-variance optimization 

The diversification of asset weights in an optimal portfolio is determined through a utility 

maximization problem subject to constraints, known as mean-variance optimization. This 

mathematical framework underlying the MPT measures the risk-return relationship of a 

portfolio as a function of expected returns and variance, aiming to find the most efficient 

asset weights in a way that results in a portfolio that lies on the efficient frontier (Fabozzi 

and Pachamanova, 2016, 206ï212). According to the foundations of MPT, it specifically 

enables the construction of an optimal portfolio that maximizes expected returns for a given 

level of risk or, alternatively, minimizes risk for a given level of expected returns. 

In mean-variance optimization, the expected returns are calculated as the weighted average 

returns of the individual assets, while risk is calculated as a function of variance and 

covariances of the asset returns. Therefore, it inherently emphasizes diversification by 

combining assets with low correlations, reducing the unsystematic risk, and consequently, 

the overall risk of the portfolio. Following Yew Low, Faff, and Aas (2016), mean-variance 

optimization can be expressed as a quadratic optimization problem: 

ÍÁØύὉὙ
‏

ς
ύɫ× ρ 

which results in the closed-form solution: 

ύ 
ρ

‏
 ɫ ὉὙ ς 
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where ύ is the weight vector, ɫ is the covariance matrix, ‏ is the risk aversion coefficient, 

and ὉὙ represents the expected returns. Solving this optimization problem results in a set of 

optimal portfolio weights. 

The mean-variance optimization is a widely applied framework in portfolio management. 

However, it does not come without practical limitations. The most prevalent issue is its 

sensitivity to input estimates, meaning that even small changes in expected returns or risk 

can lead to significantly different allocations (Michaud and Michaud, 2008, 5). If  there are 

no constraints for short selling, utility maximization typically results in large negative 

weights for some assets. On the other hand, when the non-negativity constraint (ύ  πȟᶅὭ) 

is applied, portfolio weights tend to become highly concentrated in a few assets, while others 

receive zero weight. Given that there is no uncertainty in the inputs, such allocation scenarios 

are theoretically optimal, yet unintuitive in practice (Michaud and Michaud, 2008, 31ï32). 

Furthermore, they rarely align with market conditions and the preferences of investors. 

Another drawback in mean-variance optimization is its reliance on the assumption of 

normality, which causes inadequate capturing of valuable risk-return characteristics, as in 

practice, financial data often exhibits non-normal return distributions (Michaud and 

Michaud, 2008, 20ï22). Also, investors may have other concerns outside the scope of just 

risk and return, such as liquidity or tax considerations, which are not accounted for in the 

mean-variance optimization framework. Subsequently, alternative portfolio optimization 

models have been developed to address and overcome such shortcomings and limitations. 

3.2  Black-Litterman model 

An established portfolio optimization framework, referred to as the Black-Litterman model, 

was first introduced at Goldman Sachs by Fischer Black and Robert Litterman (1990) in 

their research article ñAsset Allocation: Combining Investor Views with Market 

Equilibriumò. Since its introduction, the model has been widely adopted in solving various 

asset allocation and portfolio optimization problems, as discussed in Sections 2.1 and 2.3. 

Mainly, the reason behind its popularity is due to its ability to mitigate estimation errors and 

overcome issues related to input sensitivity and highly concentrated portfolio weights, all of 

which are well-documented problems in more traditional portfolio optimization methods, 

such as in mean-variance optimization (Idzorek, 2007). The foundations of the model are 



24 

 

 

rooted in a Bayesian statistics approach, which effectively blends market equilibrium returns 

with investor-specific views of the future performance of assets (Black and Litterman, 1990; 

Black and Litterman, 1991; Black and Litterman, 1992). 

3.2.1  Implied returns 

The starting point of the Black-Litterman model is the expected returns of the market 

equilibrium, also known as implied returns, where the assumption of the capital asset pricing 

model (CAPM) holds (Walters, 2014). These implied market returns serve as a neutral 

reference point for the model, where no biases are present. In the Bayesian context, they are 

considered as prior. 

According to CAPM, the expected returns of any asset can be estimated with a calculation 

that considers the risk-free rate, market risk premium, and the beta of the investment, i.e., its 

exposure to market risk (Sharpe, 1964). The CAPM formula is expressed as: 

ὉὙ Ὑ ‍ ὉὙ Ὑ σ 

where ὉὙ is the expected return of the asset, Ὑ is the risk-free rate, ‍ is the beta of the 

asset, ὉὙ is the expected return of the market, and ὉὙ Ὑ is the market risk premium. 

Extending the CAPM framework, the implied returns in the Black-Litterman model are 

derived using a reverse optimization method, where the market-capitalized weights of assets 

in the market portfolio are combined with the covariances of the asset returns and a risk 

aversion coefficient (Walters, 2014). Following Idzorek (2007), the risk aversion coefficient 

represents the market price of risk and is defined as a risk-adjusted measure of market 

returns: 

‏ 
ὉὙ Ὑ

„
τ 

Then, the formula for calculating the implied returns, expressed in matrix notation, is: 

ɩ ɫύ‏ υ 

where ɩ is the implied equilibrium return vector, ‏ is the risk aversion coefficient, ɫ is the 

covariance matrix of asset returns, and ύ  is the weight vector of the assets in the market 

portfolio (He and Litterman, 1999). 



25 

 

 

3.2.2  Investor views 

Typically, investors who strive to outperform the market have specific views, opinions, or 

beliefs concerning the expected returns of some assets, which may differ from the implied 

market returns (Idzorek, 2007). Importantly, the Black-Litterman model allows for such 

subjective views to be considered in the portfolio optimization process. Thus, after having 

obtained the implied returns, the next step in the model implementation is to define the return 

estimates, referred to as the investor views. 

The investor views are expressed as a column vector ὗ, where each element ή represents the 

estimated expected return associated with each view, and a matrix ὖ, where each element ὴ 

projects the given view to the corresponding asset. Specifying views for all assets in the 

portfolio is not required, meaning that the number of views does not necessarily match the 

number of assets. Thus, the length of the vector ὗ is equal to the number of views Ὧ, while 

the matrix ὖ is of size Ὧ  ὲ, where Ὧ is the number of views and ὲ is the number of assets 

(Idzorek, 2007; Hung et al., 2024). Consequently, ὗ and ὖ are defined as: 

ὗ

ή
ể
ή
 Ƞ ὖ

ὴȟ Ễ ὴȟ
ể Ệ ể
ὴȟ Ễ ὴȟ

φ 

The views can be expressed either in absolute or relative terms (Black and Litterman, 1992; 

Hung et al., 2024). For absolute views, the sum of the corresponding row in ὖ is equal to 1, 

while for relative views it is equal to 0. To illustrate, let us consider a portfolio consisting of 

three assets: A, B, and C. It is believed that the price of asset A will increase by 5%, while 

asset B will outperform asset C by 3%. Consequently, ὗ and ὖ are defined as: 

ὗ  
πȢπυ
πȢπσ

 Ƞ ὖ
ρ π π
π ρ ρ

χ 

In addition to ὗ and ὖ, for each given view a confidence level must be determined, 

representing the uncertainty associated with the view. This uncertainty is expressed with a 

matrix ɱ. The views are assumed to be uncorrelated, resulting in ɱ being a diagonal matrix 

of size Ὧ  Ὧ, where Ὧ is the number of views (Idzorek, 2007; Hung et al., 2024). Its 

diagonal elements ‫ȟ are the variances of the error terms that represent the confidence in 

each view, with larger variances indicating greater uncertainty. Consequently, ɱ is defined 

as: 
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ɱ

‫ȟ Ễ π
ể Ệ ể
π Ễ ‫ȟ

 ψ 

Determining the variances of the error terms is difficult and remains a complicated task in 

the Black-Litterman model implementation. Typically, as proposed by He and Litterman 

(1999), these variances are defined as: 

‫ȟ ὴɫὴ ω 

where ὴ is a row vector of ὖ corresponding to the Ὧth view, and ɫ is the covariance matrix 

of returns. However, alternative methods for estimating the uncertainty with varying degrees 

of freedom have been developed (Fuhrer and Hock, 2023). Notably, Scherer (2010) proposed 

an interesting alternative when utilizing quantitative forecasting for deriving views by setting 

.‫ȟ as the unexplained variances of the respective model 

3.2.3  Posterior returns 

After defining the implied returns and investor views, the next step in the Black-Litterman 

model implementation is to combine the two through a Bayesian updating method. This 

process adjusts the implied returns with the investor views weighted by the corresponding 

confidence levels (Black and Litterman, 1992). In the Bayesian context, the resulting model 

estimates for the expected returns are considered posterior. 

Crucial for calculating the posterior returns is parameter †, which is a scalar that represents 

the uncertainty of implied returns. When approaching zero, the posterior returns in the Black-

Litterman model converge toward implied returns, meaning that with close-to-zero † values 

the resulting optimal portfolio effectively represents the market portfolio, or the respective 

benchmark (Bessler et al., 2017). Conversely, when approaching infinity, the posterior 

returns converge toward investor views, meaning that the resulting optimal portfolio 

increasingly aligns with these return estimates (Bessler et al., 2017). 

Considering all this, the Black-Litterman posterior returns and covariances are calculated as: 

ὉὙ †ɫ ὖɱ ὖ †ɫ ɩ ὖɱ ὗ ρπ 

ɫ ɫ †ɫ ὖɱ ὖ ρρ 
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where ὉὙ  are the adjusted expected returns, † is the scalar for the uncertainty of implied 

returns, ɫ is the covariance matrix of asset returns, ɩ is the vector of the implied returns, ὖ 

defines the structure of investor views, ɱ denotes the confidence in each view, and ὗ 

represents the return estimates, i.e., investor views (He and Litterman, 1999). Based on the 

posterior return estimates, the optimal portfolio weights are then computed using the 

quadratic optimization function shown in equations (1) and (2). 

A visual representation of the Black-Litterman model framework is presented in Figure 2. It 

provides a comprehensive step-by-step illustration of the model implementation, depicting 

the combination of the implied returns and investor views to derive the posterior return 

distribution. This framework guides and is followed in the methodology and empirical 

analysis of this thesis. 

 

Figure 2. Black-Litterman model framework (Adapted from Idzorek, 2007) 
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3.3  Deep learning 

In recent years, machine learning has become one of the most important and fastest growing 

technologies, having seen successful applications across various fields of research. This has 

not only resulted in increased performance of existing technologies but paved the way for a 

wide array of new capabilities in machines (Lopez de Prado, 2018, 3ï4; Bishop and Bishop, 

2024, 1ï2). Furthermore, deep learning, a subset of machine learning, is a category of AI-

based techniques that has recently proven its effectiveness and analytical power in practical 

applications. Consequently, it has become the most important machine learning technology 

since its emergence (Bishop and Bishop, 2024, 171ï172). 

3.3.1  Artificial neural networks 

Deep learning comprises computational models that learn from and process complex data 

through multi-layered artificial neural networks (ANN), aiming to understand patterns in 

data and create predictions (LeCun, Bengio, and Hinton, 2015). Unlike traditional machine 

learning models, deep learning does not rely on manual feature extraction but is capable of 

automating this process through hidden layers. Furthermore, as they are inspired by the way 

that the human brain learns and processes information, they are also able to automate tasks 

that typically require human intelligence (Bishop and Bishop, 2024, 1ï2). The architecture 

behind ANNs was first introduced by Warren McCulloch and Walter Pitts (1943) in their 

research article ñA Logical Calculus of the Ideas Immanent in Nervous Activityò. 

ANNs are composed of neurons, also called nodes, which are interconnected and organized 

in multiple hierarchical layers that typically include an input layer, one or more hidden 

layers, and an output layer. During a process called forward propagation, each neuron in the 

network receives input signals from connected neurons, computes their weighted sum, adds 

a bias term, and processes the result through an activation function to determine an output 

to be forwarded to the connected neurons (Bishop and Bishop, 2024, 233ï238). Each of 

these components plays a crucial role in the network. The weights determine the significance 

of the signal, the bias term shifts the activation function to adjust the output, and the 

activation function introduces non-linearity to the network. After forward propagation, the 

network performs a process called backpropagation, where an optimizer algorithm adjusts 

the weights and biases to minimize the error between the actual values and the predicted 
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outputs (Joshi, 2023, 64; Bishop and Bishop, 2024, 233ï238). This error is measured by the 

gradient of a specified loss function with respect to the weights and bias terms. Iteratively 

applying forward- and backpropagation across multiple epochs allows the neural network to 

effectively learn from training data and generalize to unseen data. This layered and 

hierarchical architecture behind deep learning models, visualized in Figure 3, makes them 

particularly useful in time-series analysis, image and speech recognition, text and language 

processing, and autonomous systems, by allowing the network to capture intricate patterns 

and modelling complex relationships in data that are difficult to distinguish with simpler 

models (LeCun, Bengio, and Hinton, 2015). 

 

Figure 3. Architecture of an artificial neural network (Huang, Zhang, Sresakoolchai, and 

Kaewunruen, 2021) 
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Convolutional neural networks (CNN) are a type of ANN, originally developed for 

processing and analysing grid-structured data. Due to this foundation, CNNs are particularly 

useful in computer vision applications, such as image and video detection and classification, 

object recognition, and caption generation (Bishop and Bishop, 2024, 287ï289). However, 

they have also been successfully applied in other domains, such as financial time-series 

analysis and forecasting. CNNs consist of multiple layers, including convolutional layers, 

pooling layers, and fully connected layers, which allow for automatic feature extraction and 

learning from input data (LeCun, Bengio, and Hinton, 2015). Specifically, convolutional 

layers filter data to detect patterns, which are then passed through an activation function and 

pooling layers to reduce the dimensions of data, and finally through a fully connected layer 

to create predictions. 

Recurrent neural networks (RNN), on the other hand, are a type of ANN designed to process 

and analyse sequential data, which is particularly useful in time-series prediction, as well as 

in text and language processing (Bishop and Bishop, 2024, 380ï383). RNNs are based on a 

connected looping architecture that allows the network to memorise information and capture 

temporal dependencies over time. However, they tend to have difficulties with retaining 

information over long periods of time due to a well-documented issue of vanishing and 

exploding gradients (Baek and Kim, 2018; Bishop and Bishop, 2024, 382). 

3.3.2  Long short-term memory 

The long short-term memory (LSTM) networks are an advanced class of RNNs, specifically 

efficient in learning long-term dependencies and temporal patterns from sequential data via 

gradient descent (Fischer and Krauss, 2018). This innovative approach was developed by 

Hochreiter and Schmidhuber (1997) to provide a solution to the problem of vanishing and 

exploding gradients, which is a significant limitation in deep feedforward networks and 

RNNs. Consequently, LSTM has been widely applied across fields of research with time-

varying data, such as in financial time-series analysis and forecasting, speech recognition 

and classification, and DNA sequencing (Bao, Yue, Rao, and Podobnik, 2017). 

Similar to the discussed networks, LSTMs also comprise an input layer, one or more hidden 

layers, and an output layer. Contained in the hidden layer(s), however, is the distinctive and 

defining characteristic behind every LSTM network, known as the memory cell (Fischer and 
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Krauss, 2018). This memory cell is responsible for maintaining a cell state, which, 

essentially, is a conveyor belt for transferring the sequential information and signal flow 

between the nodes in the network (Olah, 2015). This key component in an LSTM unit 

enables the network to memorize information over long periods of time. In addition, each 

LSTM unit consists of three gates: forget gate, input gate, and output gate. These gates play 

a crucial role in adjusting the cell state by controlling the information flow in and out of the 

cell state (Olah, 2015). Specifically, each gate structure is responsible for an operation that 

either adds, removes, or updates information in the cell state to determine the signals to be 

forwarded to connected nodes. The architecture of an LSTM cell is visualized in Figure 4. 

 

Figure 4. Architecture of an LSTM cell (Ingolfsson 2021) 

 

At each timestep ὸ, an LSTM cell processes three components, which are the current input 

ὢ, the output of the previous cell Ὤ , and the previous cell state ὅ . These components 

are passed through the three gates to update the cell state, and subsequently, compute the 

output of the LSTM cell. In the following equations (12), (13), (14), (15), (16), and (17) 

representing the mechanism of the LSTM cell, ὢ denotes the input data, ὡȟὡȟὡ ȟὡ are 

the weight matrices, ὦȟὦȟὦȟὦ are the bias term vectors, Ὢ is the forget gate, Ὥ is the input 

gate, έ is the output gate, ὅ is the internal cell state, ὅ denotes the candidate values for the 

cell state, „ is the sigmoid activation function, ÔÁÎÈ is the hyperbolic tangent activation 
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function, Ὤ is the hidden state that serves as the output of the LSTM cell, and ṩ represents 

element-wise multiplication. 

First, the forget gate decides what information should be discarded from the previous cell 

state, acting as the main driver for LSTMs ability to avoid vanishing and exploding gradients 

(Joshi, 2023, 158ï160). As described in equation (12), a sigmoid activation function is 

applied to the weighted combination of the previous hidden state and the current input to 

generate an output on a scale from 0 to 1. In terms of interpretability, an output of 0 indicates 

that the previous cell state should be completely forgotten, while 1 indicates complete 

memorization. 

Ὢ „ὡ ẗὬ ȟὢ ὦ  ρς 

Then, the input gate determines the part of new information to be stored in the cell state 

(Joshi, 2023, 159). Similar to the forget gate, it uses a sigmoid activation function to obtain 

the scaling factor, as described in equation (13). Simultaneously, a candidate cell state is 

computed with the hyperbolic tangent activation function, as seen in equation (14). The 

candidate cell state represents the potential information to be added, while the input gate 

scales this contribution by deciding the influence of the candidate cell state on the new cell 

state. 

Ὥ „ὡ ẗὬ ȟὢ ὦ ρσ 

ὅ ÔÁÎÈὡ ẗὬ ȟὢ ὦ ρτ 

The current cell state is then updated according to the forget gate and the input gate (Olah, 

2015). The combination of the two, described by equation (15), results in a vector 

representing the new current cell state. 

ὅ Ὢṩὅ Ὥṩὅ ρυ 

Finally, the output gate produces the output of the LSTM cell (Joshi, 2023, 159). Using the 

sigmoid activation function, as shown in equation (16), the gate decides the contribution of 

the cell state to the output. The updated cell state is then passed through the hyperbolic 

tangent activation function to ensure appropriate scaling while retaining relevant information 

for sequential tasks. Consequently, the output is a filtered version of the final updated cell 

state, given by equation (17). 
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έ „ὡ ẗὬ ȟὢ ὦ ρφ 

Ὤ έṩὸὥὲὬὅ  ρχ 

Due to the distinctive memory mechanism, LSTM networks offer significant advantages for 

modelling complex non-linear relationships in long periods of time-varying data. In addition, 

their gated architecture allows for controlled information flow, making them robust to noise 

and irrelevant patterns. Not only do these capabilities enhance their performance in 

predicting, classifying, and generating outputs based on sequential data, but make them a 

versatile and flexible approach for various applications across fields (Fischer and Krauss, 

2018; Joshi, 2023, 160). However, there are limitations to LSTM that need to be considered. 

The most prominent limitations are related to extensive resource requirements, caused by 

demands in data amount and quality, computational complexity, and slow training times 

(Bishop and Bishop, 2024, 382; Waqas and Humphries, 2024). Furthermore, LSTM 

networks are prone to overfitting, meaning that an abundant amount of data and extensive 

hyperparameter tuning are typically required to achieve optimal performance (Baek and 

Kim, 2018). Finally, as LSTM networks are considered a black box approach, interpreting 

how they arrive at a specific decision may be challenging, which potentially limits the gained 

insight (Waqas and Humphries, 2024). Despite facing such challenges, LSTM remains a 

powerful tool for sequential data analysis. 

3.4  Technical indicators 

Technical indicators are mathematical calculations typically derived from historical market 

prices and trading volumes of financial assets. Their primary purpose is to translate historical 

market data into interpretable signals that provide an understanding of asset trends, 

momentum, and volatility (Yang, Wang, and Li, 2022). Moreover, as Lim (2015), Kaufman 

(2019), and Dumiter and Turcaĸ (2023) demonstrate through multiple examples, technical 

indicators aid in identifying and predicting reversals and breakouts in the markets. 

Technical indicators are typically divided into two categories: overlays and oscillators. 

Overlays are technical indicators that align with the scale of the market price data, and they 

are often visualized on top of the price chart to represent barriers that provide support and 

resistance at different price levels (Lim, 2015, 235ï236). For example, moving averages and 

Bollinger bands are considered overlays. Oscillators, on the other hand, are technical 
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indicators whose values fluctuate between a fixed minimum and maximum and are often 

visualized separately from the price chart. Principally, oscillators provide insight into 

relative levels that indicate overbought and oversold conditions for assets (Lim, 2015, 236ï

241; Kaufman, 2019, 345). For example, RSI and MACD are considered oscillators. 

Simple moving average (SMA) is a commonly used technical indicator that reduces noise 

caused by short-term fluctuations in price data by smoothing out the data over a specified 

period ὲ (Lim, 2015, 440). Moreover, it provides a clearer trend direction that aids investors 

in identifying potential support and resistance levels (Lim, 2015, 433). It is calculated as the 

arithmetic mean of close prices: 

Ὓὓὃ
ρ

ὲ
ὅὰέίὩ ὴὶὭὧὩ ρψ 

Similarly, exponential moving average (EMA) is a widely used moving average indicator, 

also used in reducing noise, smoothing out price data, and identifying trends. Unlike SMA, 

however, EMA emphasizes recent price changes by increasing their weight, making it 

particularly useful in dynamic market environments (Lim, 2015, 442ï445). EMA is 

calculated as: 

Ὁὓὃ ὯὅὰέίὩ ὴὶὭὧὩὉὓὃ Ὁὓὃ  ρω 

where parameter Ὧ representing the smoothing factor is: 

Ὧ
ς

ρ ὲ
 ςπ 

Momentum (MTM) and rate of change (ROC) are momentum-based indicators that measure 

the absolute and percentage change in asset price over a specified duration, respectively 

(Kaufman, 2019, 247). MTM calculates the raw difference between the current price and the 

price ὲ periods ago, whereas ROC expresses the same change as a percentage. Thus, MTM 

provides a straightforward view of price movement, while ROC scales the change relative 

to the price level. Both the MTM and ROC are useful in identifying bullish and bearish 

signals (Lim, 2015, 256ï257). They are calculated as: 

ὓὝὓ ὅὰέίὩ ὴὶὭὧὩὅὰέίὩ ὴὶὭὧὩ ςρ 

Ὑὕὅ
ὅὰέίὩ ὴὶὭὧὩὅὰέίὩ ὴὶὭὧὩ

ὅὰέίὩ ὴὶὭὧὩ
ρzππ ςς 
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Moving average convergence divergence (MACD) is a momentum-based technical indicator 

that represents the relationship between, typically, 12- and 26-day EMAs (Kaufman, 2019, 

337ï339). It consists of a MACD line and a signal line, which are visualized on top of each 

other in the same graph. The crossovers of these two lines then act as potential buy and sell 

signals. Also, a MACD histogram, obtained by detrending the MACD line against its 

corresponding signal line, is often used in identifying bullish and bearish changes in trend 

directions. MACD is based on the principle that the stronger the assetôs upward or downward 

price movement trend, the greater the divergence between the two EMAs (Lim, 2015, 453). 

The three components are calculated as: 

ὓὃὅὈὉὓὃ Ὁὓὃ ςσ 

ὛὭὫὲὥὰὉὓὃὓὃὅὈ ςτ 

ὌὭίὸέὫὶὥάὓὃὅὈὛὭὫὲὥὰ ςυ 

Relative strength index (RSI) is another widely used momentum-based technical indicator 

that measures the speed and magnitude of an assetôs price changes. It is used in detecting 

over- and undervalued price conditions, thus signalling bullish and bearish price momentum 

(Lim, 2015, 262). RSI obtains values from a zero to 100 scale. Typically, values over 70 

indicate that the asset is overbought, while values below 30 indicate overselling (Dumiter 

and Turcaĸ, 2023, 119ï120). The calculation of RSI is based on average gain and loss, which 

represent the mean of all upward and downward price movements during a specified period 

ὲ, respectively, thus calculated as: 

ὙὛὍρππ
ρππ

ρ
ὃὺὩὶὥὫὩ ὫὥὭὲ
ὃὺὩὶὥὫὩ ὰέίί

ςφ 

Bollinger bands are volatility-based technical indicators consisting of three distinct bands. 

The middle band represents SMA, while the surrounding upper and lower bands are typically 

calculated two standard deviations away from the middle band (Dumiter and Turcaĸ, 2023, 

120ï121). The distance between bands measures market volatility with wider bands 

indicating higher volatility, and vice versa. Prices approaching the upper band indicate 

overbuying, while prices approaching the lower band indicate overselling (Lim, 2015, 466ï

467). Thus, Bollinger bands can be used to identify trend reversals and overbought or 

oversold conditions. The three bands are calculated as: 
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ὟὴὴὩὶ ὦὥὲὨὛὓὃ ς„ ςχ 

ὓὭὨὨὰὩ ὦὥὲὨὛὓὃ ςψ 

ὒέύὩὶ ὦὥὲὨὛὓὃ ς„ ςω 

As discussed, technical indicators can be employed individually by interpreting them against 

specified thresholds to detect key support and resistance levels and to provide buy and sell 

signals. In the context of financial forecasting, however, multiple technical indicators are 

often simultaneously incorporated as model inputs to capture patterns in price movements. 

Furthermore, they aid forecasting models in detecting and understanding mean-reverting 

behaviour in asset prices through trends and volatility patterns. It has been established by 

multiple previous researchers that incorporating technical indicators as inputs in various 

forecasting models increases accuracy in predictions (Neely et al., 2014; Barua and Sharma, 

2022; Chandar, 2024). Thus, in the empirical analysis of this research, the presented 

technical indicators of each sector are used as multivariate inputs in their respective LSTM 

models to enhance forecasting capabilities. 

3.5  Evaluation metrics 

In the context of this thesis, evaluation metrics are essential for assessing different aspects 

of forecasting and portfolio performance. Specifically, they provide a basis for measuring 

the prediction accuracy of the sector-specific LSTM models, as well as the risk-return profile 

and performance of the constructed portfolios. Following the structure of this thesis, the 

evaluation metrics are divided into two groups: the ones measuring forecasting accuracy, 

and the ones measuring portfolio performance. The selected evaluation metrics and the 

underlying mathematics are presented next. 

3.5.1  Forecasting accuracy metrics 

Evaluating the performance of a forecasting model is crucial for understanding how well the 

model captures underlying patterns in data, generates accurate predictions, and generalizes 

to unseen scenarios. To this end, the following widely used metrics are considered for 

evaluating the LSTM sector models: mean squared error (MSE), root mean squared error 

(RMSE), mean absolute error (MAE), and mean absolute percentage error (MAPE). Each 
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metric is based on measuring error, i.e., the difference between predicted values and actual 

observations. In the below equations (30), (31), (32), and (33), ὲ is the number of 

observations, ώ denotes the predicted values, and ώ denotes the actual values. 

MSE, given by equation (30), is a measure of the average squared differences between actual 

and predicted values (Korstanje, 2021, 25). It is often used as a loss function in machine 

learning and regression analysis to minimize the variance of errors and parameter 

optimization. Due to squaring, it inherently penalizes larger deviations, making it sensitive 

to outliers. 

ὓὛὉ 
ρ

ὲ
ώ ώ σπ 

RMSE, on the other hand, is the square root of the average squared differences between the 

actual and predicted values, thus calculated simply by taking the square root of MSE, as 

shown in equation (31) (Korstanje, 2021, 26). Similar to MSE, RMSE also penalizes larger 

errors and is sensitive to outliers. 

ὙὓὛὉ 
ρ

ὲ
ώ ώ σρ 

MAE, given by equation (32), is an intuitive and straightforward measure of the magnitude 

of errors calculated as the arithmetic mean of the absolute difference between the actual and 

predicted values (Korstanje, 2021, 27). Unlike MSE and RMSE, MAE does not penalize 

larger deviations, and hence, is robust to outliers. 

ὓὃὉ  
ρ

ὲ
ȿώ ώȿ σς 

Finally, MAPE is a measure of the percentage error between the predicted and actual values, 

calculated by dividing the error of each prediction by the actual value, as described in 

equation (33) (Korstanje, 2021, 28). As it expresses errors in relative terms, it is easy and 

intuitive to understand and interpret, and therefore, often recommended for use. 

ὓὃὖὉ 
ρ

ὲ

ώ ώ

ώ
ρzππ σσ 
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3.5.2  Portfolio performance metrics 

Evaluating portfolio performance considers measuring the effectiveness of the used 

investment strategy and assessing the risk-return profile of a portfolio. This comprises 

computing and analysing different metrics that provide insight into how well the portfolio 

meets the objectives of MPT, i.e., maximizing returns and minimizing risk. Throughout the 

years, various metrics that provide distinct perspectives on portfolio performance by 

emphasizing different risk and return characteristics have been introduced. 

Portfolio return, as a straightforward measure of the change in portfolio value over time, is 

the most common metric used in assessing portfolio performance (Marty, 2015, 1ï2). 

Depending on the context, investors can use different return measures, such as average, 

cumulative, or annualized returns. While average and cumulative returns reflect aggregate 

portfolio performance, annualization transforms returns into an equivalent yearly rate, which 

enables better comparison across different time horizons. Annualized returns are calculated 

as a geometric average of portfolio returns over a year, taking the concept of compounding 

into consideration (Marty, 2015, 33). The formula for return annualization is: 

ὃὲὲόὥὰὭᾀὩὨ ὶὩὸόὶὲρ ὙὩὸόὶὲρ στ 

where ὲ is the number of periods. 

Volatility, on the other hand, is the most common measure of risk. It represents the degree 

of variation in portfolio returns over time and is calculated simply as the standard deviation 

of portfolio returns. Like returns, volatility can also be annualized to an equivalent yearly 

rate of risk by scaling it with the square root of time (Marty, 2015, 92ï93). The formula for 

volatility annualization is: 

ὃὲὲόὥὰὭᾀὩὨ ὺέὰὥὸὭὰὭὸώ „Ѝὲ συ 

where „ is the volatility over the observed period and ὲ is the number of periods in a year, 

depending on the frequency of observations. 

Sharpe ratio is a measure of risk-adjusted returns of an investment (Marty, 2015, 167). Since 

its introduction by William F. Sharpe (1964), it has secured its place among the most used 

performance measures in portfolio analysis, due to it considering both returns and volatility 

simultaneously. In terms of interpretability, a higher Sharpe ratio indicates greater returns 
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per unit of risk taken, while a lower or negative Sharpe ratio indicates underperformance. It 

is built on the assumption of CAPM, hence calculated as: 

ὛὬὥὶὴὩ ὙὥὸὭέ
ὉὙ ὶ

„
 σφ 

where ὉὙ are the expected portfolio returns, ὶ is the risk-free rate, and „ is the standard 

deviation, i.e., the total volatility of a portfolio. 

Sortino ratio is another commonly used risk-adjusted performance metric proposed by 

Sortino and Price (1994). Compared to the Sharpe ratio, however, it only considers downside 

volatility rather than total volatility (Marty, 2015, 176). Adjusting for downside risk, the 

Sortino ratio focuses on the volatility associated with negative returns, making it a relevant 

metric for investors emphasizing risk aversion. Moreover, it is effective in identifying and 

evaluating portfolios exhibiting asymmetric return distributions. It is calculated as: 

ὛέὶὸὭὲέ ὙὥὸὭέ
ὉὙ ὶ

„
 σχ 

where ὉὙ are the expected portfolio returns, ὶ is the risk-free rate, and „ is the downside 

standard deviation. 

Finally, maximum drawdown (MDD) is a widely used risk metric that measures the 

maximum loss of a portfolio from its highest (peak) to its lowest (trough) value over a 

specified period (Fabozzi and Pachamanova, 2016, 39ï40). By measuring the peak-to-

trough decline, it is considered an indicator of downside risk, and therefore, often used in 

evaluating portfolio resiliency in adverse market conditions. It is expressed as a percentage 

of the peak value and calculated as: 

ὓὈὈ
ὝὶέόὫὬ ὖὩὥὯ

ὖὩὥὯ
 σψ 

These performance metrics are comprehensively used in the empirical analysis of this 

research to evaluate the developed LSTM-Black-Litterman asset allocation strategy and the 

two benchmark strategies. Specifically, each metric is computed for all portfolios in each 

holding period and analysed comparatively to identify the best-performing strategy. By 

integrating measures of both risk and returns, this approach ensures a thorough assessment 

of portfolio performance that is consistent with the objectives of MPT. 
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4  Data description 

This chapter provides a detailed description of the data used in the empirical analysis of this 

research. First, it presents the datasets and discusses the process of data collection. Then, it 

explains the data preprocessing and feature engineering steps. Finally, it examines 

descriptive statistics and correlations of the sector prices and returns to gain insight into their 

distribution, central tendency, variability, and shape. 

4.1  Data 

The data used in this research considers historical market data of ten MSCI GICS sectors: 

communication services, consumer discretionary, consumer staples, energy, financials, 

health care, industrials, information technology, materials, and utilities. Sectoral allocations 

were selected, as they have been found to outperform geographic allocation during global 

economic crises and market regime shifts (Bessler et al., 2021). Accordingly, the MSCI 

World Index, representing the market-capitalization-weighted performance of the individual 

GICS sectors, is used as a market benchmark. Furthermore, yields of the 3-month US 

treasury bill are used as proxies for the risk-free rate. All data was collected as end-of-day 

data points from 30/09/2004 to 30/09/2024. The MSCI index data was obtained from the 

LSEG workspace, while the 3-month US treasury bill yields were obtained from the Federal 

Reserve Bank of St. Louis. Each initial index dataset consisted of distinct columns for 

exchange date, close, open, low, high, and net change. However, columns other than the 

exchange date and close price were dropped to only retain relevant features for the empirical 

analysis. 

Importantly, all the price data is denoted in USD, which minimizes currency discrepancies 

and ensures consistency in the analysis. It is to be noted, however, that the underlying stock 

constituents are from various developed countries, and therefore, are influenced by local 

currencies, meaning that some exposure to currency fluctuations remains. Furthermore, the 

close prices of each dataset are expressed as net total returns, meaning they reflect the price 

performance, dividends, and withholding taxes on the generated income. Since dividends 

and tax policies can vary across countries and sectors, this representation provides a 

conservative yet realistic basis for evaluating performance. Also, it offers an accurate 
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measure of the returns that an investor can realistically expect to receive. Finally, each price 

index is expressed in nominal terms, and due to the relatively short- to mid-term investment 

horizon of the empirical analysis in the context of inflation sensitivity, they were not adjusted 

for inflation. 

4.2  Preprocessing and feature engineering 

The exchange date of each observation was converted to datetime format and set as the index 

of each MSCI GICS sector dataset. Also, daily returns based on the close prices were 

calculated. In line with the research objective, the daily close prices and returns were then 

aggregated to a monthly frequency. After aggregation, each sector dataset consisted of 241 

end-of-month observations ranging from September 2004 to September 2024. The monthly 

close prices and the corresponding returns of the individual sectors are visualized in Figures 

5 and 6, respectively. 

 

Figure 5. Monthly close prices of the MSCI GICS sectors 
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Figure 6. Monthly returns of the MSCI GICS sectors 

 

To ensure consistency, the same preprocessing steps applied to the individual sector indices 

were also applied to the MSCI World Index. Moreover, the initially annualized yields of the 

3-month US treasury bill were converted to a monthly frequency. The resulting monthly 

close prices of the MSCI World Index and the yields of the 3-month US treasury bill are 

visualized in Figures 7 and 8, respectively. 

 

Figure 7. Monthly close prices of the MSCI World Index 
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Figure 8. Monthly yields of the 3-month US treasury bill 

 

The MSCI World Index is a global stock market index that tracks the performance of large 

and mid-cap companies across 23 developed markets (MSCI, 2024). Accordingly, the 

individual MSCI sector indices cover the risk-return dynamics of the same market segments. 

The initial market-capitalized sector weights of the MSCI World Index, representing the 

market equilibrium as of December 2021, were obtained from the MSCI (2024) website. 

This selection of historical weights prevents look-ahead bias in the Black-Litterman model 

implied returns calculations, and subsequently, in the portfolio performance evaluation. 

Furthermore, following Barua and Sharma (2022) and Yao et al. (2024), the real estate sector 

was excluded due to its distinctive risk-return profile to ensure consistency and 

interpretability in the analysis. Consequently, the initial sector weights were normalized by 

dividing each weight by the total sum to obtain adjusted allocations. These resulting sector 

weights in Table 1 represent the market-capitalized weights used in the Black-Litterman 

model implementation. 
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Table 1. Market-capitalized sector weights 

Sector Weight 

Communication Services 8.55% 

Consumer Discretionary 12.62% 

Consumer Staples 7.12% 

Energy 3.22% 

Financials 13.56% 

Health Care 13.00% 

Industrials 10.51% 

Information Technology 24.39% 

Materials 4.21% 

Utilities 2.82% 

 

Finally, the technical indicators presented in Section 3.4 were calculated for each individual 

sector using daily close prices. In line with the research objective and methodology, they 

were also aggregated to a monthly frequency after initial feature engineering. The technical 

indicators with the specified periods used are listed below in Table 2 and visualized by sector 

in Appendices 1 to 10. 

Table 2. Technical indicators 

Technical indicator Description Period ▪ 

SMA Measures average price over time 20 

EMA Measures weighted average price over time emphasizing recent prices 20 

MTM Measures the speed of price change over time 14 

ROC Measures percentage change in price over time 14 

MACD Tracks trend and momentum over time with EMAs and a signal line [12, 26, 9] 

RSI Measures the speed and magnitude of recent price changes over time 14 

BB Measures price volatility around a moving average over time 20 

4.3  Descriptive statistics and correlation analysis 

The scale of the close prices varies significantly across sectors, as presented in Table 3. 

Information technology prices range from 51.43 to 918.74, while communication services 

only covers prices from 54.45 to 234.93. In addition to having the widest price range, 

information technology also exhibits the highest variability with a standard deviation of 

213.14, while communication services has the lowest standard deviation of 43.26, indicating 

stability in price movements. Meanwhile, consumer discretionary, consumer staples, health 

care, industrials, and materials exhibit moderate variability with standard deviations of 
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150.82, 116.65, 142.98, 129.26, and 116.02, respectively. The highest mean and median 

prices are observed in materials and energy, with mean prices of 346.40 and 314.73 and 

median prices of 321.99 and 314.33, respectively, indicating higher price levels compared 

to other sectors. In addition, all  sectors depict right skewness in prices with positive values. 

Information technology has the highest positive skewness of 1.34, while consumer staples 

is the least skewed sector with a skewness of 0.22, reflecting a more balanced distribution 

of prices. Moreover, consumer discretionary, consumer staples, health care, industrials, 

materials and utilities with negative kurtosis depict more even distributions with less extreme 

tails compared to other sectors. 

Table 3. Descriptive statistics of sector close prices 

Sector Mean Std Dev Min  Median Max Skewness Kurtosis 

Communication Services 112.90 43.26 54.45 112.73 234.93 0.85 0.08 

Consumer Discretionary 256.05 150.82 65.41 222.38 598.29 0.77 -0.63 

Consumer Staples 266.50 116.65 96.53 269.00 504.16 0.22 -1.26 

Energy 314.73 74.47 163.76 314.33 507.63 0.51 0.14 

Financials 163.43 53.93 53.55 154.29 326.62 0.61 0.07 

Health Care 255.73 142.98 85.28 245.81 598.42 0.61 -0.91 

Industrials 280.20 129.26 89.78 256.77 644.78 0.76 -0.33 

Information Technology 245.08 214.14 51.43 151.58 918.73 1.34 0.77 

Materials 346.40 116.02 150.45 321.99 648.99 0.68 -0.21 

Utilities 209.76 63.90 99.57 196.01 384.06 0.54 -0.77 

 

The descriptive statistics of returns also reveal variations in levels of average performance 

and volatility across sectors, as shown in Table 4. Information technology stands out for 

having the highest mean and median returns of 1.23% and 1.70%, respectively, indicating 

strong overall performance. In contrast, financials has the lowest mean return of 0.60%, 

while utilities have the lowest median return of 0.92%. Energy, financials, and materials 

exhibit high volatility with standard deviations of 6.78%, 5.98%, and 6.16%, which are likely 

driven by their large drawdown minimums of -29.38%, -25.83%, and -26.66% and strong 

maximum gains of 29.07%, 22.55%, and 15.33%, respectively. On the other hand, defensive 

and more stable sectors, such as consumer staples, health care, and utilities exhibit low 

volatility with standard deviations of 3.36%, 3.73%, and 3.98%, respectively. Negative 

skewness across all sector returns is observed, indicating that extreme negative returns are 

more frequent than extreme positive ones. Furthermore, energy, financials, industrials, and 

materials with high kurtosis of 2.52, 2.97, 2.49, and 2.16, respectively, suggest heavier tails 
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in return distributions, which in turn, indicates that extreme positive and negative returns are 

more frequent in comparison to other sectors. Notably, these statistics highlight the distinct 

risk-return characteristics of each sector, also demonstrating that higher average returns are 

often coupled with increased volatility and downside risk. 

Table 4. Descriptive statistics of sector returns 

Sector Mean Std Dev Min  Median Max Skewness Kurtosis 

Communication Services 0.69% 4.45% -13.85% 0.97% 13.05% -0.44 0.76 

Consumer Discretionary 0.89% 5.20% -17.73% 1.12% 18.69% -0.06 1.55 

Consumer Staples 0.75% 3.36% -12.63% 0.97% 8.50% -0.59 0.93 

Energy 0.67% 6.78% -29.38% 1.03% 29.07% -0.10 2.52 

Financials 0.60% 5.98% -25.83% 1.38% 22.55% -0.59 2.97 

Health Care 0.82% 3.73% -11.98% 0.95% 11.61% -0.43 0.54 

Industrials 0.83% 5.16% -21.93% 1.57% 16.79% -0.69 2.49 

Information Technology 1.23% 5.38% -18.80% 1.70% 13.66% -0.44 0.55 

Materials 0.79% 6.16% -26.66% 1.06% 15.33% -0.64 2.16 

Utilities 0.64% 3.98% -13.35% 0.92% 8.29% -0.76 0.78 

 

In addition to the descriptive statistics, correlations were also computed to further examine 

the relationships between sector returns. The resulting correlation matrix is presented in 

Figure 9. Notably, industrials exhibit a strong positive correlation with consumer 

discretionary, financials, and materials, with coefficients of 0.90, 0.89, and 0.88, 

respectively, indicating a strong linear relationship in their returns. In contrast, the 

correlation of the energy sector with the other sectors is relatively low, meaning its 

performance is influenced by more unique drivers. Furthermore, defensive sectors, such as 

consumer staples, health care, and utilities exhibit relatively low correlation with more 

cyclical sectors, such as consumer discretionary and information technology, providing 

stability in cross-sectoral allocations. Overall, the correlation matrix highlights that the 

sector returns primarily exhibit a strong positive correlation with coefficients exceeding 0.7. 

This, however, is understandable, as the macroeconomic down- and upward trends of global 

equity markets are often strong and reflected across sectors. 
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Figure 9. Correlation matrix of sector returns 
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5  Methodology 

This chapter outlines the methodology used in the empirical analysis of this research. 

Following the structure of this thesis, the methodology is divided into two parts. First, it 

explains the LSTM forecasting approach, including the development, architecture, and 

parameter selection, as well as the process of training, validating, and testing the sector 

models. Then, the step-by-step implementation of the Black-Litterman model used to 

construct the optimal portfolios is discussed. All  programming and computations were 

carried out with Python 3.11.9 in Jupyter Notebooks, allowing for interactive and real-time 

execution and result monitoring. Moreover, the analysis utilized a variety of Python libraries, 

including NumPy, Pandas, Matplotlib, TA-Lib, VectorBT, Scikit-learn, TensorFlow, and 

Keras. 

5.1  LSTM model implementation 

In line with the research objective, past close prices and technical indicators were defined as 

the input features, while the close price of the subsequent timestep was defined as the target. 

As LSTM neural networks are specifically efficient in capturing temporal dependencies and 

patterns in sequential time-series data, a lookback window and lagged features were utilized 

in modelling. The lookback window specifies the number of past observations the model 

considers when making predictions, structuring the input data to fit the sequential nature of 

LSTM. Lagged features, on the other hand, represent individual variables used as input 

features at each timestep. Consequently, a lookback window of either 3 or 6 months was 

specified for each sector, and for each input feature, lagged variables were created based on 

the size of this lookback window. 

In machine learning, training, validating, and testing the models is crucial. Accordingly, the 

initial sector datasets were divided into three subsections: training data, validation data, and 

test data. The data split was conducted by defining a cut-off index for both the validation 

and test datasets. For validation data, a 24-month period was selected, corresponding to 10% 

of the complete dataset (Prater, Hanne, and Dornberger, 2024; Wang, Zend, and Yuan, 

2024). The test period, on the other hand, was selected to start after the price peak of the 

MSCI World Index observed in December 2021, as seen in Figure 7, resulting in a 33-month 
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period reserved for out-of-sample testing. This data split translates to a training period from 

September 2004 to December 2019, a validation period from January 2020 to December 

2021, and a test period from January 2022 to September 2024, which in turn corresponds to 

184, 24, and 33 observations, respectively. With this approach, the training period is 

characterized by multiple economic shocks, including the financial crises of 2008 and 2011, 

while the validation period covers the COVID-19 market crash and the early recovery 

(Mroua and Lamine, 2023). Importantly, this ensures the learning and capturing of both 

favourable and adverse market conditions. Moreover, the test set, marked by the 2022 market 

crash, covers both down- and upside market trends, which enables robust performance 

evaluation of the developed strategy in various market conditions. 

In addition to splitting the data, normalization is essential before feeding data into an LSTM 

network due to their inherent sensitivity to the scale of the input data (Baek and Kim, 2018; 

Wang et al., 2024). As observed in Section 4.3, the scale of close prices varies significantly 

across sectors. Thus, each dataset was normalized using min-max scaling, which transforms 

the observations of each feature in the series to a πȟρ scale (Baek and Kim, 2018; Mroua 

and Lamine, 2023; Chandar, 2024). The mathematical formula of the used scalers is 

ὼ
ὼ ÍÉÎὼ

ÍÁØὼ ÍÉÎὼ
 σω 

where ὼ is the original unscaled value, ὼ  is the normalized value of ὼ, and ÍÉÎὼ and 

ÍÁØὼ are the minimum and maximum values of a specific feature in the series, 

respectively. 

Importantly, the scalers were fitted only to the training data and later applied to the validation 

and test sets to prevent data leakage and look-ahead bias, ensuring that the models do not 

have access to future price distributions during training through scaling (Fischer and Krauss, 

2018; Cao, Li, and Li, 2019). However, this approach introduces a limitation related to price 

predictions. In financial markets, prices are generally expected to rise in the long term due 

to economic growth and inflation, as famously argued by Siegel (1998), meaning the price 

distribution of the training data used to derive the min-max range for the scaling likely differs 

from that of the validation and test data. Consequently, during inverse transformation, the 

price predictions reflect the range of the historical training data instead of the actual future 

price levels. Even if an unbounded activation function that allows LSTMs to generate 

predictions beyond the πȟρ range is used, this limitation remains, as the predictions outside 
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this range are extrapolated based on the historical price distribution. As a result, the ability 

of the models to reflect the true future price levels is constrained, which may lead to 

conservative, unrealistic, or inaccurate predictions, particularly if  the deviations between the 

past and future prices are significant (Passalis, Kanniainen, Gabbouj, Iosifidis, and Tefas, 

2020). Although some practitioners, such as Baek and Kim (2018) and Chandar (2024), 

prefer normalizing the full dataset before splitting the data to mitigate this issue, the 

normalization approach employed in this research was selected due to its ability to preserve 

the real-world applicability of the models. 

The target variable and input features were defined for each sector dataset, followed by 

consistent data splitting and normalization. Having prepared all the datasets for LSTM 

forecasting, distinct models for each sector were developed to enable the learning and 

capturing of sector-specific temporal dependencies and patterns. Specifically, ten batches of 

LSTM models with multiple model configurations in each batch were built for training and 

validation. 

5.1.1  Expanding walk-forward cross-validation 

An expanding walk-forward cross-validation approach was employed in conducting 

parameter selection and optimization to validate each LSTM model and ensure model 

robustness. According to Pardo (1992), this validation technique is particularly fitting for 

time-series analysis, as the sequential nature of data is preserved. Also, progressively 

expanding the training set with each iteration aligns with the objective of this research, as 

the initial training set is relatively small due to data aggregation. With this approach, the 

LSTM models are exposed to increasingly larger training data samples, which enhances the 

learning process. However, as Lopez de Prado (2018, 155) argued, this can lead to 

overfitting. Therefore, to avoid overtraining the models with repeated inputs a validation 

interval of 6 months was introduced, which reduces the number of iterations, and in turn, 

allows for better generalization on out-of-sample test data. 

As the validation data of each sector covers 24 months of data, the expanding walk-forward 

validation consisted of four folds, with each fold representing six months of data to be 

predicted and validated. Initially, each model was trained on all data up to the start of the 

validation set. The trained models were then used to generate predictions for the close prices 
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of the six months in the validation interval, one month at a time, which were validated against 

the actual values. After each fold, the actual close prices of the predicted months were 

included in the training set, expanding it, and the model was once again trained on all data 

up to the next validation interval to be predicted and validated. This process was iteratively 

executed across all four folds. Figure 10 illustrates the structure of the expanding walk-

forward validation approach. 

Fold 09/2004 ï 12/2019 01/2020 ï 06/2020 07/2020 ï 12/2020 01/2021 ï 06/2021 07/2021 ï 12/2021 01/2022 ï 09/2024 

1 Training Validation    

TEST 
2 Training Validation   

3 Training Validation  

4 Training Validation 

Figure 10. Expanding walk-forward validation approach 

5.1.2  Architectures and parameter optimization 

Each LSTM model consisted of two layers, with the second layer having half of the neurons 

of the first layer. Across the model configurations, either 16, 32, or 64 LSTM units were 

considered for the first layer, and consequently, the second layer had 8, 16, or 32 units, 

respectively. After each layer, a dropout layer with a dropout rate of 20% was introduced. 

This aids the model in avoiding becoming too dependent on specific neurons by randomly 

setting their input to zero, which prevents overfitting and increases model generalizability 

(Fischer and Krauss, 2018). Lastly, the final layer was defined as a fully connected Dense 

layer with a single neuron and a linear activation function that processes the output of the 

second layer and produces a single value output, which after inverse scaling, corresponds to 

the predicted close price (Baek and Kim, 2018). Importantly, the linear activation function 

in the Dense layer is unbounded, meaning that it does not restrict the output to a range of 0 

and 1, even in the case of min-max normalization of the input features. 

In model training, Adam optimizer, a common adaptive optimization algorithm for 

stochastic gradient descent in deep learning and LSTM analysis, was used (Mroua and 

Lamine, 2023). According to Keras Adam optimizer default, the learning rate, a critical 

tuning parameter that controls the optimization process by determining the step size during 

each iteration while aiming to minimize the loss function, was set to 0.001 across all models 

(Gao, Wang, Zhou, and Gupta, 2021; Prater et al., 2024). Furthermore, the loss function 
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measuring model error during backpropagation and guiding the selection of optimal model 

parameters was computed as MSE on normalized values, as shown in equation (30), and was 

monitored across all validation folds to assess model performance. 

Another key parameter in LSTM modelling is the batch size, which determines how many 

samples are processed in each iteration during training before updating the model weights. 

In this implementation, it was set to either 16 or 32 across all models to find a balance 

between performance and efficiency. Also, as mentioned earlier, the size of the lookback 

window was set to either 3 or 6 months across model configurations. Finally, early stopping 

was applied during training to further prevent overfitting. Early stopping is a mechanism that 

forces the training process to stop if  the validation loss does not improve after a selected 

number of consecutive epochs (Prater et al., 2024). In this case, the number of epochs across 

all models was 100, while the patience for early stopping was set to 10 epochs. 

The parameter selection and hyperparameter tuning were conducted via grid search, where 

the performance of each model configuration with a unique combination of parameters was 

evaluated during each iteration. Table 5, summarizing the considered model parameters, 

shows that there are σ ς ς ρς LSTM model configurations per sector. Subsequently, 

the model configuration achieving the lowest average validation loss was saved as the best 

model. 

Table 5. LSTM parameters 

Parameter Description Value 

Layers Number of stacked layers in the LSTM network 2 

Neurons Number of LSTM units in each layer [16, 32, 64] 

Dropout Rate Percentage of randomly dropped units 20% 

Optimizer Algorithm used to update the weights during training Adam 

Learning Rate Step size at which the optimizer updates weights during training 0.001 

Loss function Measure of the error between predictions and actual values MSE 

Batch Size Number of samples processed before updating model weights [16, 32] 

Lookback Window Number of previous timesteps used as model inputs [3, 6] 

Epochs Number of passes through the training dataset 100 

Early Stopping 

Patience 

Number of consecutive epochs with no improvement after which 

training is stopped 
10 

 

Having found the optimal parameters for each sector after training and validating the LSTM 

models, the best models were retrained with all available data up to the start of the test set. 

These final models were then used to generate price predictions for each sector over the 33-
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month test period, one month at a time. Finally, the predicted outputs were inverse 

transformed with the same scalers applied during normalization to obtain the predicted close 

prices used to derive the Black-Litterman model views. 

5.2  Black-Litterman model implementation 

The data split applied in LSTM forecasting was consistently used in the Black-Litterman 

model computations. Specifically, historical data prior to the test set was used for computing 

the implied market equilibrium returns, while the out-of-sample data was used for portfolio 

optimization and performance evaluation. Importantly, this approach ensures that the Black-

Litterman model does not have access to future information at the time of simulation, thus 

avoiding data leakage and look-ahead bias. 

Reflecting on the Black-Litterman model framework in Figure 2, similar steps were followed 

in this model implementation. The covariance matrix ɫ was first calculated to capture the 

risk-return relationships between the sectors. Then, the risk aversion coefficient ‏, defined 

as a risk-adjusted measure of the market return, was calculated using the equation (4) 

(Idzorek, 2007; Harris et al., 2017). Finally, the implied returns ɩ were derived using the 

market weights ύ  presented in Table 1, along with the covariance matrix and the risk 

aversion coefficient, as defined by equation (5). 

Having obtained the implied returns, the investor views were defined next. The view vector 

ὗ was constructed based on the returns calculated from the close price predictions of each 

LSTM sector model, and the matrix ὖ was specified to project these returns as absolute 

views for each sector. Since the views are based on forecasting, the matrix ɱ representing 

the uncertainty of these views was constructed based on the predictive accuracy of the LSTM 

models (Barua and Sharma, 2022). Specifically, the average MAPE of the past validation 

predictions was used to once again avoid data leakage and look-ahead bias. Then, in 

accordance with He and Litterman (1999) and Fuhrer and Hock (2023), the scalar †, 

representing the confidence in the market equilibrium returns, was set to 0.05. Finally, the 

adjusted posterior returns of the Black-Litterman model were calculated by combining the 

implied returns with the investor views, weighted by the corresponding uncertainty, as 

defined by equation (10). 
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5.2.1  Weight optimization 

Considering the objective of developing a relatively long-term yet dynamically adaptive 

asset allocation strategy, a holding period of 24 months was selected for the portfolio 

construction and performance evaluation (Barua and Sharma, 2022; Lepone and Yan, 2024). 

Consequently, the portfolio optimization was conducted by rolling a 24-month holding 

period window over the 33-month test set, which resulted in ten LSTM-Black-Litterman 

portfolios. In line with the LSTM forecasting approach, monthly predictions were 

incorporated into the Black-Litterman model as absolute views at the start of each month 

within a holding period to compute the updated posterior return estimates. The portfolios 

were then rebalanced based on these estimates using the closed-form quadratic optimization 

in equation (2) to determine the optimal weights for each month. This process was iteratively 

repeated for each rolling holding period. Importantly, short selling was not allowed, meaning 

the portfolio weights were constrained to range from 0 to 1. This approach ensures that the 

allocations remain non-negative and do not exceed the total capital invested. 

In terms of the MSCI World Index and 1/N diversification benchmark strategies, rebalancing 

was not required. The MSCI World Index dynamically adjusts the sector weights based on 

market capitalization, removing the need for rebalancing. The 1/N diversification, on the 

other hand, is a simple allocation strategy where weight is uniformly distributed between all 

considered assets, hence also known as equal-weighted or naïve diversification (DeMiguel, 

Garlappi, and Uppal, 2009; Allaj, 2020). As the analysis considers ten sector indices, the 

1/N diversification portfolio allocated 10% to each sector with the weights remaining stable 

over time regardless of the performance of the constituents. In light of this, transaction costs 

caused by rebalancing were accounted for in the LSTM-Black-Litterman return calculations 

to ensure a fair comparison between the strategies, and to further validate the applicability 

of the developed strategy in real-world investment scenarios. In accordance with Barua and 

Sharma (2022) and Yao et al. (2024), a transaction fee of 25 basis points per transaction was 

chosen. Finally, the portfolios of each strategy across all ten holding periods were 

comparatively evaluated using the performance metrics presented in Section 3.5.2 to identify 

the best-performing strategy. 

  



55 

 

 

6  Empirical results 

In this chapter, the results of the empirical analysis are presented. First, the performance of 

the LSTM sector models is examined focusing on both the expanding walk-forward cross-

validation and the out-of-sample test results. The validation and test results are also 

comparatively analysed to assess the generalizability of the models. Then, the resulting 

allocations of the LSTM-Black-Litterman portfolios are examined. Finally, the performance 

of the LSTM-Black-Litterman, MSCI World Index, and 1/N diversification portfolios are 

comparatively evaluated over the ten rolling 24-month holding periods to identify the best-

performing strategy. 

6.1   LSTM performance evaluation 

LSTM units, batch size, and lookback window are the parameters subject to change when 

finding the optimal sector models, as shown in the parameter grid in Table 5. Therefore, to 

ensure clarity and distinguish the models from each other within sectors, the expression 

ὒὛὝὓόὲὭὸίȟὦὥὸὧὬ ίὭᾀὩȟὰέέὯὦὥὧὯ ύὭὲὨέύ is used when referring to each configuration. 

To evaluate the results of the expanding walk-forward cross-validation, the average 

validation MSE and MAPE across folds was tracked for all sectors and model 

configurations. The validation results with the best-performing models highlighted, 

including the mean and standard deviation of the accuracy measures within each sector, are 

presented in Appendix 11. 

As shown in Appendix 11, as well as in Figures 11 and 12, the validation results reveal 

differences in prediction accuracies across model configurations between sectors, implying 

that some sectors are inherently more predictable than others with consistently lower losses. 

This is reflected in the lowest and highest mean MSEs of 0.01126 and 0.09380 and MAPEs 

of 5.42% and 12.34% observed in consumer staples and materials, respectively. The 

prediction accuracies also vary significantly across model configurations within each sector, 

suggesting that certain combinations of parameters consistently result in more accurate 

predictions and that some sectors are more sensitive to changes in parameters than others. 

This, on the other hand, is reflected in the lowest and highest standard deviations of MSEs 

of 0.00400 and 0.07555 and MAPEs of 1.39% and 5.76% in energy and materials, 
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respectively. By demonstrating how LSTM performs in predicting the monthly performance 

of different sectors and how the parameters impact this performance within these sectors, 

these results emphasize the importance of comprehensive model validation. 

 

Figure 11. Average validation MSE by sector and model configuration 

 

 

Figure 12. Average validation MAPE by sector and model configuration 
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In all the loss curves presented in Appendix 12, both the training and validation losses exhibit 

rapid decline during the initial epochs, before stabilizing at relatively low levels, indicating 

successful and efficient model training and convergence. Also, the loss curves show that 

early stopping was successfully employed, as the number of epochs did not reach the total 

of 100 in any of the sector models. As expected, training loss remains lower than validation 

loss for the most part, and while this gap varies across sectors, it is not excessively large in 

any instance. Furthermore, while some early fluctuations and occasional spikes in validation 

loss can be observed, particularly in financials and information technology, they quickly 

stabilize. Therefore, no clear signs of over- or underfitting can be detected from the loss 

curves. 

The best-performing models in validation, summarized in Table 6, demonstrate strong 

predictive accuracy in most of the sectors with MSEs below 0.01 and MAPEs below 5%. 

The highest predictability was found in consumer staples and communication services, 

which achieved the lowest MSE and MAPE values of 0.00553 and 3.84%, respectively. 

Also, health care exhibited comparably low MSE and MAPE values of 0.00560 and 3.95%. 

This indicates that the respective models efficiently learned the relatively consistent patterns 

and stable trends present in these defensive sectors, subsequently managing to replicate their 

behaviour in unseen scenarios accurately. In contrast, information technology and energy 

sector models exhibited the lowest prediction accuracy with MSE and MAPE of 0.01188 

and 6.62%, respectively. While these error measures indicate moderately strong 

predictability, they also reflect the increased difficulty of capturing the complexity and noise 

present in the data caused by sector-specific trends and volatility patterns. Overall, despite 

these variations, the models delivered relatively low losses, demonstrating strong predictive 

performance across all ten sectors. 
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Table 6. Summary of validation results by sector 

Sector Optimal model configuration Avg. MSE Avg. MAPE (%)  

Communication Services LSTM(64, 32, 3) 0.00896 3.84 

Consumer Discretionary LSTM(64, 16, 3) 0.00918 4.59 

Consumer Staples LSTM(32, 16, 3) 0.00553 3.95 

Energy LSTM(64, 16, 3) 0.00743 6.62 

Financials LSTM(64, 16, 3) 0.00664 4.61 

Health Care LSTM(64, 16, 3) 0.00560 3.95 

Industrials LSTM(64, 16, 3) 0.00645 4.38 

Information Technology LSTM(64, 32, 3) 0.01188 4.97 

Materials LSTM(64, 16, 3) 0.00882 4.19 

Utilities LSTM(64, 32, 3) 0.00815 4.28 

 

As seen in the optimal model configurations in Table 6, the use of LSTM units across sectors 

was heavily concentrated on larger models, with nine sectors using 64 units, one using 32 

units, and none using 16 units. Based on this result, it is evident that a higher number of units 

was preferred, implying that LSTM networks require more neurons to sufficiently capture 

the patterns and dynamics in financial data, even if the dataset is small. However, the strong 

performance of consumer staples with 32 units also demonstrates the ability of LSTM to 

perform well even with simpler architectures. These findings emphasize the importance of 

finding a balance between model performance and complexity. 

The use of batch size also varied across sectors with seven models using 16 and three models 

using 32. Smaller batch sizes allow for more frequent weight updates, introducing noise into 

the learning process that can improve generalization. In contrast, larger batch sizes process 

more training samples in one iteration, reducing the updates in model weights. While this 

can make the process of capturing patterns in dynamic and noisy financial data more 

difficult, especially with smaller datasets, it can lead to increased stability. In this case, a 

batch size of 16 was small enough to capture sector-specific temporal patterns in most 

sectors, while maintaining the stability of convergence and avoiding overly noisy gradient 

estimates, which resulted in improved learning. However, in the three other sectors where a 

batch size of 32 was used, increased stability of convergence was needed to capture broader 

trends and reduce the impact of volatility. These findings highlight the sensitivity of model 

performance to batch size and further emphasize the importance of finding a balance 

between model performance and complexity. 
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Interestingly, the best-performing models consistently used the shorter lookback window of 

three months, suggesting that the price movements across sectors were primarily influenced 

by short-term patterns. By focusing on recent trends, the models responded quickly to 

fluctuations in prices, and therefore, were able to adapt to changing market conditions. 

However, the lookback window was also long enough to capture trends that spanned 

multiple months. This finding of a preference for shorter lookback windows emphasizes the 

importance of capturing short-term dynamics in financial forecasting. 

The dominant model configuration across sectors was ὒὛὝὓφτȟρφȟσ, which achieved the 

best results in six out of the ten sectors. Notably, this indicates that such a configuration 

resulted in a robust model that was able to adapt to diverse sectoral data. The large number 

of LSTM units enabled the capturing of complex patterns and dependencies in data, the small 

batch size led to improved learning and generalization to unseen data, and the short lookback 

window allowed the models to focus on and quickly react to short-term market trends, 

momentum, and shocks in volatility. 

After comprehensive model validation, the optimal models were used to predict 33 months 

of out-of-sample data. To evaluate this test performance, MAPE was used as the primary 

accuracy metric, as it is also used to define the confidence in the Black-Litterman model 

view inputs. Additionally, MAE and RMSE were computed for a more comprehensive 

understanding of model accuracy and to complement the results indicated by MAPE. The 

test performance of each sector model is presented in Table 7. 

Although the market environment, i.e., trends, momentum, volatility, and sector-specific 

conditions, differs between the validation and test sets, the results showed consistency in 

model performance. Seven out of the ten sectors achieved impressive MAPEs below 6%, as 

shown in Table 7, indicating strong predictability of out-of-sample test data. Based on 

absolute measures, communication services was the most accurately predicted sector with 

the lowest MAE of 11.11 and RMSE of 13.74, while health care was the most accurately 

predicted sector in relative terms, achieving the lowest MAPE of 4.07%. On the contrary, 

information technology was the most challenging sector to predict based on all three error 

measures, obtaining the highest MAE of 51.71, RMSE of 61.48, and MAPE of 8.19%. 

Despite these variations, the test set predictions indicated considerable out-of-sample 

predictability across all sectors. 
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Interestingly, the results reveal that the sector models for communication services, consumer 

discretionary, and information technology struggled to generalize to unseen test data to some 

extent, as evidenced by the increased MAPEs of 6.72%, 7.37%, and 8.19%, respectively, in 

comparison to the validation results. For consumer discretionary and information 

technology, this is also reflected in the large MAE and RMSE values, suggesting difficulty  

in predicting cyclical sectors with shifting trends and greater volatility. However, this is not 

the case with communication services, as it obtained the lowest absolute errors, as 

mentioned. This discrepancy between the error measures is understandable since MAE and 

RMSE are not relative to the scale of close prices and inherently penalize larger errors, and 

as observed in Section 4.3, the communication services sector has the lowest mean of close 

prices out of all sectors. 

Table 7. Test results by sector 

Sector Optimal model configuration MAE  RMSE MAPE (%)  

Communication Services LSTM(64, 32, 3) 11.11 13.74 6.72 

Consumer Discretionary LSTM(64, 16, 3) 35.11 48.81 7.37 

Consumer Staples LSTM(32, 16, 3) 18.50 21.15 4.10 

Energy LSTM(64, 16, 3) 25.36 30.66 5.84 

Financials LSTM(64, 16, 3) 12.54 15.35 5.18 

Health Care LSTM(64, 16, 3) 20.11 23.67 4.07 

Industrials LSTM(64, 16, 3) 27.02 31.38 5.47 

Information Technology LSTM(64, 32, 3) 51.71 61.48 8.19 

Materials LSTM(64, 16, 3) 27.25 32.11 5.07 

Utilities LSTM(64, 32, 3) 15.00 19.07 4.90 

 

As discussed, and presented in Tables 6 and 7, the prediction accuracy varies between the 

validation and test sets. To further assess the generalizability of the LSTM sector models, 

the validation and test MAPEs were visualized together. In Figure 13, communication 

services, consumer discretionary, and information technology sectors show some 

discrepancy in the prediction accuracies between the two sets, indicating that the respective 

models do not generalize to and predict the unseen test data as accurately as other sector 

models. This implies slight overfitting, amplified by sector-specific conditions to which the 

models struggled to adapt during training and validation, such as unique trends, momentum, 

or volatility patterns. Supporting this, Appendices 1, 2, and 8 show a clear shift in the 

distribution of these sectorsô close prices between the validation and test periods, meaning 

the training and validation sets do not represent the test set sufficiently. This resulted in 
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inadequate capturing of such changes in price dynamics, and consequently, poorer 

generalization. However, the other seven sector models obtained similar test and validation 

MAPEs, suggesting that the respective models were efficient in learning the sector-specific 

patterns, and thus, generalized well to unseen scenarios. 

 

Figure 13. Validation and test MAPE by sector 

 

In Appendix 13, the predicted and actual out-of-sample close prices of each sector are 

visualized, providing insight into model performance by highlighting the price deviations. It 

is apparent that the predictions for certain months are exceptionally accurate, with the model 

being able to predict almost the exact price of the next month, while for some months the 

model struggles to predict both the direction and magnitude of the movement. Despite the 

poorer predictions and the occasional under- or overvaluing of future prices, the magnitude 

and direction of the predicted movements are, for the most part, accurately captured, 

meaning the predictions remain valuable for portfolio optimization. This visualization 

further validates the predictive capability of the LSTM models, providing a strong basis for 

the Black-Litterman portfolio optimization. 
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6.2   LSTM-Black-Litterman allocation analysis 

The out-of-sample predictions presented in the previous section were utilized together with 

the Black-Litterman model to construct portfolios that find an optimal balance between 

returns and risk. By rolling the 24-month holding period window over the test set, ten LSTM-

Black-Litterman portfolios with dynamically adjusting weight distributions were developed. 

Next, the weights of the portfolios of the first and last holding periods, corresponding to the 

worst- and best-performing portfolios, are taken for closer inspection to examine the 

resulting allocations and the behaviour of the integration model. 

The optimized weights of the first holding period in Table 8 reveal that information 

technology consistently dominated the portfolio with an average weight of 24.87%. Also, 

financials and health care showed significant contributions with average weights of 13.65% 

and 13.16%, respectively. While these average allocations are mainly due to the initial 

market-capitalized weights of the market equilibrium, they also indicate that these sector 

indices were identified as high-performing assets and key drivers for portfolio performance 

by consistently maintaining a high exposure. In contrast, energy, materials, and utilities with 

modest average weights of 3.52%, 3.93%, and 2.67%, respectively, suggested lower 

confidence in their return potential and limited contribution to overall portfolio performance.  

Table 8 also shows that the monthly weights remained relatively stable over the first holding 

period, which is reflected in the magnitude of the allocation adjustments. In absolute terms, 

around half of the adjustments were close to just 1% in size, which demonstrates the 

effectiveness of the Black-Litterman model in creating stable portfolios by avoiding heavily 

concentrated portfolio weights and overreacting to short-term predictions. Moreover, while 

occasional larger monthly adjustments of over 5% were observed in communication 

services, energy, health care, information technology, and materials, no strong seasonality 

or trends in any sector weights could be detected. Based on standard deviation, information 

technology weights fluctuated most with the highest standard deviation of 1.79%, while 

industrials was the most stable sector with a standard deviation of 0.64%. 
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Table 8. LSTM-Black-Litterman portfolio weights (Holding period 1) 

Date CS Cons. D Cons. S E F HC I  IT  M U 

31/01/2022 9.87% 14.14% 4.81% 2.54% 13.55% 12.77% 9.39% 24.93% 4.42% 3.59% 

28/02/2022 8.25% 10.42% 7.33% 6.97% 14.08% 12.99% 10.15% 24.70% 2.66% 2.44% 

31/03/2022 7.15% 10.56% 7.80% 4.95% 13.78% 13.73% 9.92% 24.62% 4.56% 2.94% 

30/04/2022 6.41% 13.17% 8.16% 3.93% 14.20% 12.47% 10.31% 22.67% 5.45% 3.24% 

31/05/2022 8.20% 14.86% 6.89% 3.58% 13.28% 11.93% 10.33% 26.07% 3.03% 1.83% 

30/06/2022 6.68% 12.12% 6.24% 4.89% 13.87% 14.72% 9.72% 24.59% 3.02% 4.13% 

31/07/2022 5.08% 9.83% 8.14% 2.13% 14.46% 18.39% 11.39% 26.99% 0.00% 3.59% 

31/08/2022 10.64% 12.25% 7.24% 1.29% 13.12% 12.48% 10.91% 26.72% 2.50% 2.84% 

30/09/2022 6.27% 11.87% 7.13% 6.99% 13.46% 11.23% 11.26% 25.08% 5.96% 0.75% 

31/10/2022 5.89% 13.88% 6.57% 2.51% 14.76% 15.19% 9.25% 28.66% 2.87% 0.41% 

30/11/2022 6.62% 11.36% 8.28% 4.41% 13.48% 14.00% 10.81% 22.96% 4.56% 3.52% 

31/12/2022 9.62% 12.58% 6.73% 3.86% 12.35% 11.52% 11.26% 21.70% 7.09% 3.28% 

31/01/2023 9.87% 12.06% 6.58% 2.43% 14.39% 12.75% 10.72% 24.18% 4.01% 3.00% 

28/02/2023 8.33% 11.00% 6.47% 3.58% 14.14% 12.28% 10.84% 24.18% 6.87% 2.31% 

31/03/2023 7.11% 13.58% 7.95% 2.46% 14.75% 13.46% 11.34% 25.06% 1.69% 2.61% 

30/04/2023 10.14% 13.85% 7.30% 1.95% 11.12% 13.17% 9.71% 25.14% 4.18% 3.43% 

31/05/2023 9.59% 12.27% 7.55% 3.69% 13.40% 12.52% 10.85% 23.99% 3.40% 2.74% 

30/06/2023 12.05% 14.04% 5.12% 1.54% 13.03% 12.01% 9.90% 29.02% 1.70% 1.59% 

31/07/2023 7.46% 12.05% 7.21% 3.64% 12.98% 13.10% 11.27% 22.89% 6.58% 2.83% 

31/08/2023 9.98% 12.57% 7.45% 4.14% 13.09% 12.53% 10.25% 22.85% 4.19% 2.95% 

30/09/2023 8.72% 13.37% 6.64% 3.68% 13.48% 13.22% 10.02% 24.92% 3.02% 2.93% 

31/10/2023 8.71% 10.98% 6.72% 3.88% 14.71% 13.38% 10.15% 26.51% 3.38% 1.56% 

30/11/2023 6.95% 13.26% 8.18% 2.68% 14.58% 13.18% 10.36% 25.64% 2.64% 2.53% 

31/12/2023 8.61% 11.85% 6.56% 2.78% 13.43% 12.90% 11.34% 22.91% 6.63% 2.98% 

Mean 8.26% 12.41% 7.04% 3.52% 13.65% 13.16% 10.48% 24.87% 3.93% 2.67% 

Std Dev 1.70% 1.29% 0.87% 1.42% 0.82% 1.40% 0.64% 1.79% 1.77% 0.88% 

 

Interestingly, the LSTM-Black-Litterman portfolio of the last holding period shared similar 

average allocations with the first portfolio, as seen in Table 9. Information technology yet 

again dominated the portfolio with an average weight of 24.45%, while financials and health 

care exhibited strong contributions with average weights of 13.59% and 12.98%, 

respectively. Moreover, energy, materials, and utilities again had the lowest average weights 

of 4.15%, 2.85%, and 3.73%, respectively. Monthly allocation adjustments exceeding 5% 

were observed only in information technology and materials, meaning the portfolio weights 

remained relatively stable over this holding period as well, with information technology 

varying the most with a standard deviation of 1.83% and industrials remaining the most 

stable sector with a standard deviation of 0.54%. 
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Table 9. LSTM-Black-Litterman portfolio weights (Holding period 10) 

Date CS Cons. D Cons. S E F HC I  IT  M U 

31/10/2022 5.89% 13.88% 6.57% 2.51% 14.76% 15.19% 9.25% 28.66% 2.87% 0.41% 

30/11/2022 6.62% 11.36% 8.28% 4.41% 13.48% 14.00% 10.81% 22.96% 4.56% 3.52% 

31/12/2022 9.62% 12.58% 6.73% 3.86% 12.35% 11.52% 11.26% 21.70% 7.09% 3.28% 

31/01/2023 9.87% 12.06% 6.58% 2.43% 14.39% 12.75% 10.72% 24.18% 4.01% 3.00% 

28/02/2023 8.33% 11.00% 6.47% 3.58% 14.14% 12.28% 10.84% 24.18% 6.87% 2.31% 

31/03/2023 7.11% 13.58% 7.95% 2.46% 14.75% 13.46% 11.34% 25.06% 1.69% 2.61% 

30/04/2023 10.14% 13.85% 7.30% 1.95% 11.12% 13.17% 9.71% 25.14% 4.18% 3.43% 

31/05/2023 9.59% 12.27% 7.55% 3.69% 13.40% 12.52% 10.85% 23.99% 3.40% 2.74% 

30/06/2023 12.05% 14.04% 5.12% 1.54% 13.03% 12.01% 9.90% 29.02% 1.70% 1.59% 

31/07/2023 7.46% 12.05% 7.21% 3.64% 12.98% 13.10% 11.27% 22.89% 6.58% 2.83% 

31/08/2023 9.98% 12.57% 7.45% 4.14% 13.09% 12.53% 10.25% 22.85% 4.19% 2.95% 

30/09/2023 8.72% 13.37% 6.64% 3.68% 13.48% 13.22% 10.02% 24.92% 3.02% 2.93% 

31/10/2023 8.71% 10.98% 6.72% 3.88% 14.71% 13.38% 10.15% 26.51% 3.38% 1.56% 

30/11/2023 6.95% 13.26% 8.18% 2.68% 14.58% 13.18% 10.36% 25.64% 2.64% 2.53% 

31/12/2023 8.61% 11.85% 6.56% 2.78% 13.43% 12.90% 11.34% 22.91% 6.63% 2.98% 

31/01/2024 10.69% 13.50% 6.37% 2.91% 13.16% 12.06% 10.82% 23.35% 4.68% 2.47% 

29/02/2024 11.31% 13.64% 5.82% 2.76% 13.37% 12.19% 10.27% 25.80% 2.91% 1.94% 

31/03/2024 8.65% 12.70% 6.91% 2.90% 13.93% 12.66% 11.12% 24.02% 4.33% 2.79% 

30/04/2024 8.71% 12.43% 6.85% 4.38% 13.29% 13.08% 10.31% 22.80% 4.85% 3.31% 

31/05/2024 8.06% 12.14% 8.20% 3.21% 13.93% 14.02% 10.13% 23.20% 3.51% 3.59% 

30/06/2024 9.20% 10.54% 6.98% 2.59% 13.66% 12.26% 10.40% 25.11% 5.58% 3.68% 

31/07/2024 9.01% 13.27% 6.80% 3.30% 13.63% 13.07% 10.01% 26.41% 2.04% 2.46% 

31/08/2024 8.11% 11.26% 7.32% 3.21% 13.54% 13.50% 10.75% 22.72% 5.32% 4.29% 

30/09/2024 7.60% 13.84% 7.81% 2.70% 13.98% 13.53% 10.56% 22.84% 3.52% 3.61% 

Mean 8.79% 12.58% 7.02% 3.13% 13.59% 12.98% 10.52% 24.45% 4.15% 2.78% 

Std Dev 1.45% 1.03% 0.74% 0.73% 0.80% 0.77% 0.54% 1.83% 1.55% 0.81% 

 

Overall, both portfolios are well-diversified with some exposure to each of the ten sectors.  

As observed in Tables 8 and 9 and further illustrated in Figure 14, the average allocations 

are highly consistent over the respective holding periods. However, as expected, the timing 

and magnitude of the weight adjustments driven by the LSTM-generated predictions varied 

due to monthly sector performance and changing sector-specific market conditions. Despite 

this, the dominance of information technology and the limited contributions of energy, 

materials, and utilities are evident in both portfolios, demonstrating the strong dependence 

of the approach to the market-capitalized equilibrium weights. 
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Figure 14. Sectoral allocations of LSTM-Black-Litterman portfolios (Holding periods 1 

and 10) 

6.3  Portfolio performance evaluation 

The performance of the LSTM-Black-Litterman, MSCI World Index, and 1/N 

diversification portfolios were comparatively evaluated over the ten 24-month holding 

periods to determine the best-performing strategy. The cumulative returns of each portfolio 

in each holding period, visualized in Appendix 14, provide an overview of the performance 

of the three strategies. However, as cumulative returns alone are not sufficient in providing 

the full picture of how well each portfolio meets the objectives of MPT, the evaluation 

metrics presented in Section 3.5.2 were also computed for each portfolio across all holding 

periods. These performance metrics, displayed in Appendix 15, provide a comprehensive 

understanding of the risk-return profile of the portfolios and the behaviour of the strategies. 

As expected, the global market environment heavily guided the overall portfolio 

performance. As the market environment moved towards more favourable conditions over 

time, the performance of all three strategies also improved significantly. Based on 

Appendices 14 and 15, the LSTM-Black-Litterman portfolios consistently outperformed the 

MSCI World Index across all the ten holding periods, while underperforming the 1/N 

diversification strategy in the first period and outperforming it in the nine subsequent 

periods. In line with the allocation analysis, the first and last holding periods are next 
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examined in greater detail, followed by an evaluation of the average performance of each 

strategy across all the holding periods. 

As shown in Table 10, the 1/N diversification outperformed the LSTM-Black-Litterman and 

MSCI World Index in the first holding period ranging from January 2022 to December 2023, 

achieving the highest monthly and annualized returns of 0.33% and 3.97%, respectively. It 

also obtained the lowest volatility and MDD, indicating relatively efficient risk mitigation 

and strong resiliency to downside risk and adverse market conditions. Consequently, the 1/N 

diversification was the only portfolio that obtained positive Sharpe and Sortino ratios. While 

the overall performance of all three strategies in the first holding period was poor, the clear 

outperformance of the 1/N diversification is reflected well in the portfolio performance 

metrics in Table 10 and cumulative returns in Figure 15. Considering that the LSTM-Black-

Litterman portfolio and the MSCI World Index share the same market equilibrium weights 

as the starting point, their similar performance over the first holding period is expected. 

Furthermore, the early weak performance of the LSTM-Black-Litterman portfolio is 

understandable, as it reflects the difficulty of the LSTM models to immediately adapt to such 

a significant market regime shift that marked the start of the first holding period. 

Table 10. Portfolio performance metrics (Holding period 1) 

Performance Metric LSTM -Black-Litterman  MSCI World Index  1/N Diversification 

Monthly Return (%) 0.25 0.21 0.33 

Annualized Return (%) 3.07 2.52 3.97 

Monthly Volatility (%) 5.76 5.64 5.32 

Annualized Volatility (%) 19.97 19.54 18.42 

MDD (%) -21.68 -21.37 -19.62 

Sharpe Ratio -0.03 -0.05 0.02 

Sortino Ratio -0.03 -0.06 0.02 
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Figure 15. Cumulative portfolio returns (Holding period 1) 

 

In contrast, as shown in Table 11 and Figure 16, the LSTM-Black-Litterman portfolio 

achieved the highest monthly and annualized returns of 2.17% and 29.36%, respectively, in 

the final holding period ranging from October 2022 to September 2024. Meanwhile, the 

MSCI World Index and 1/N diversification lagged behind with slightly reduced monthly 

returns of 2.09% and 1.91% and annualized returns of 28.18% and 25.45%, respectively. 

Although the LSTM-Black-Litterman portfolio was the riskiest of the three with the highest 

volatility and MDD, it also exhibited the strongest risk-adjusted performance with the 

highest Sharpe and Sortino ratios of 1.53 and 1.70, respectively. All three strategies 

performed exceptionally well during the last holding period due to the overall favourable 

market environment, meaning that any strategy is likely to have yielded significant positive 

returns. However, by gaining a competitive edge and outperforming both benchmark 

strategies, even when accounting for the increased risk and transaction costs caused by 

rebalancing, the LSTM-Black-Litterman portfolio of the last holding period demonstrates 

the effectiveness of the developed strategy. 
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Table 11. Portfolio performance metrics (Holding period 10) 

Performance Metric LSTM -Black-Litterman  MSCI World Index  1/N Diversification 

Monthly Return (%) 2.17 2.09 1.91 

Annualized Return (%) 29.36 28.18 25.45 

Monthly Volatility (%) 4.00 3.94 3.81 

Annualized Volatility (%) 13.85 13.63 13.19 

MDD (%) -9.35 -9.31 -8.84 

Sharpe Ratio 1.53 1.48 1.37 

Sortino Ratio 1.70 1.63 1.69 

 

 

Figure 16. Cumulative portfolio returns (Holding period 10) 

 

In terms of average portfolio performance across all holding periods presented in Table 12, 

the LSTM-Black-Litterman strategy generated the highest monthly and annualized portfolio 

returns of 1.17% and 15.18%, respectively, signalling outperformance over the two 

benchmark strategies. These improved returns, however, were associated with increased 

risk, which is reflected in the highest monthly and annualized volatilities of 5.20% and 

18.03%, as well as in the largest MDD of -14.89%. Despite this slight increase in risk, the 

LSTM-Black-Litterman exhibited the best risk-adjusted performance among the three 

strategies, achieving the highest average Sharpe and Sortino ratios of 0.58 and 0.60, further 

validating the outcome of outperformance. 
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The MSCI World Index, on the other hand, demonstrated comparatively solid average 

performance with similar risk levels yet slightly lower returns. Achieving Sharpe and Sortino 

ratios of 0.55 and 0.56, respectively, the strategy proved its ability to adapt to fluctuating 

market conditions by adjusting allocations according to changing market capitalization. 

However, the level of risk taken was not completely justified in comparison to the LSTM-

Black-Litterman portfolio, obtaining weaker returns across all the holding periods. 

Finally, the 1/N diversification stood out as the least risky strategy out of the three with the 

lowest average monthly and annualized volatilities of 4.88% and 16.92%, respectively. 

Furthermore, with an MDD of -13.96%, it demonstrated the lowest potential for losses 

during market downturns, and thus, exhibited relatively strong resiliency to downside risk. 

However, its performance considering the complete risk-return profile was suboptimal, as it 

generated notably lower returns than the other two strategies, obtaining the lowest Sharpe 

and Sortino ratios of 0.49 and 0.54, respectively. Given the simplicity of the strategy, this 

was expected, as the portfolio weights remain fixed and do not adapt to changing market 

conditions over time. 

Table 12. Average portfolio performance metrics across all holding periods 

Performance Metric LSTM -Black-Litterman  MSCI World Index  1/N Diversification 

Monthly Return (%) 1.17 1.10 0.99 

Annualized Return (%) 15.18 14.26 12.75 

Monthly Volatility (%) 5.20 5.10 4.88 

Annualized Volatility (%) 18.03 17.66 16.92 

MDD (%) -14.89 -14.69 -13.96 

Sharpe Ratio 0.58 0.55 0.49 

Sortino Ratio 0.60 0.56 0.54 

 

Overall, the LSTM-Black-Litterman emerged as the best-performing strategy, achieving 

improved performance over both benchmarks, even when accounting for risk and transaction 

costs. Although the magnitude of the outperformance is not substantial, it highlights the 

effectiveness of the strategy in generating higher returns with a relatively stable portfolio, 

all the while maintaining justifiable levels of risk. This finding suggests that LSTM-

generated predictions incorporated into the Black-Litterman model as subjective views can 

lead to improved portfolio management and be used in developing efficient and robust 

allocation and trading strategies for real-world applications. 
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7  Discussion 

This chapter discusses the empirical results in light of the existing literature, chosen 

methodology and proposed strategy. First, it provides answers to the research questions 

reflecting on the objective of this research, as well as assesses the impact of the related 

contributions and consequences. Then, it discusses the research implications and limitations 

in both theoretical and practical contexts. Finally, it provides suggestions for further research 

opportunities. 

 

Is incorporating LSTM-generated sectoral return predictions as view inputs in the 

Black-Litterman model effective for developing a dynamic asset allocation strategy? 

Directly addressing the main research question, the empirical evidence in favour of such 

effectiveness is considerable. Incorporating sectoral LSTM-generated return predictions into 

the Black-Litterman model as subjective forward-looking views resulted in the development 

of an intelligent and dynamic asset allocation strategy that demonstrated relatively strong 

performance across all the 24-month holding periods. Although any strategy would have 

likely yielded positive returns over the full evaluation period due to the overall favourable 

market environment, particularly in the later holding periods, the LSTM-Black-Litterman 

strategy managed to outperform the two benchmark strategies in nine out of the total ten 

holding periods based on multiple evaluation metrics. This improved performance, 

highlighted particularly well in the cumulative portfolio returns in Appendix 14, 

demonstrates the advantages of integrating data-driven machine learning with a robust 

portfolio optimization framework. Supporting conclusions have also been made by Kara et 

al. (2019), Rezaei et al. (2021), Barua and Sharma (2022), and Yao et al. (2024). However, 

it is to be noted that concentrating on just returns does not provide the full picture of the 

effectiveness of the strategy. Other equally important factors need to be considered in such 

applications of quantitative investing, including portfolio risks, transaction costs, short-

selling, look-ahead bias, selecting realistic yet representative training and validation periods 

for out-of-sample testing, and not ignoring hidden risks. Consequently, these aspects are 

further examined in the following discussion. 
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How do the LSTM models perform in terms of cross-sectoral prediction accuracy? 

The developed sector-specific LSTM models showed significant variability in prediction 

accuracy between sectors, which aligns with the findings of Barua and Sharma (2022). It 

was observed that defensive sectors, such as consumer staples, health care, and utilities 

consistently exhibited higher predictability in both validation and test periods in comparison 

to cyclical sectors, such as consumer discretionary and information technology. This is 

intuitive, as LSTM networks are better at learning and replicating stable trends and well-

defined temporal patterns. On the other hand, sectors that are more heavily influenced by 

external factors, such as market sentiment, consumer behaviour, and technological 

disruption caused the LSTM to struggle more when forecasting in the presence of high 

volatility and noise. These findings highlight the inherent challenges of financial forecasting 

in complex market environments, which have also been previously acknowledged in several 

studies (Jin et al., 2020; Li et al., 2022; Zhao and Yang, 2023; Chandar, 2024). Furthermore, 

communication services, consumer discretionary, and information technology sector models 

showed signs of slight overfitting. When the data fed into an LSTM network is limited, as 

in this case, it is due to the specified forecasting horizon and data aggregation, the model 

training and validation might not provide enough diversity to effectively capture the different 

market dynamics in out-of-sample scenarios, leading to reduced generalizability and 

prediction accuracy. Similar conclusions have been made by Baek and Kim (2018), who 

argued that LSTM is prone to overfitting in highly volatile markets, particularly when trained 

on limited data. This bias in training and validation data in relation to out-of-sample test 

data, in turn, raises the fundamental question in financial forecasting, whether future market 

conditions and asset performance will be sufficiently represented and predictable based on 

historical patterns. Despite such challenges, the LSTM models exhibited strong overall 

capability in predicting monthly sectoral performance. 

 

How do the LSTM-Black-Litterman portfolios perform compared to market-

capitalization-weighted and 1/N diversification portfolios? 

As discussed earlier when assessing the overall efficiency of the integration model and the 

resulting asset allocation strategy, it was specified that the LSTM-Black-Litterman 

portfolios generated higher returns in comparison to the MSCI World Index and the 1/N 
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diversification portfolios, yet with slightly increased volatility. This comes as no surprise, as 

it has been established that higher returns often come with increased risk (Markowitz, 1952; 

Sharpe, 1964). Moreover, this is in line with the chosen methodology of defining the risk 

aversion coefficient and the scaling factor for implied returns, resulting in the Black-

Litterman model converging towards riskier sectors with higher potential for returns 

(Idzorek, 2007; Bessler et al., 2017). Despite this increased risk, the Sharpe and Sortino 

ratios indicated sufficient reward for the risk taken, further strengthening the effectiveness 

of the LSTM-Black-Litterman strategy among the three, as it achieved improved risk-

adjusted performance. However, the magnitude of the outperformance raises questions on 

the marginal utility of employing such strategies that are expensive in terms of resources. 

The MSCI World Index offered competitive and comparatively solid risk-adjusted 

performance, and when considering the low cost and approachability of passive index 

investing, it may emerge as the preferred strategy for some investors. The 1/N diversification 

strategy, on the other hand, achieved the lowest volatility and maximum drawdown, 

suggesting that it mitigates risk through sufficient diversification and offers robust downside 

protection in adverse market scenarios. Given the inherent simplicity of the strategy, 

however, its overall underperformance reflected weaker adaptability to dynamic market 

conditions, challenging the argument made by DeMiguel et al. (2009) that it can outperform 

optimized diversification. In light of this, the 1/N diversification should not satisfy the 

requirements of rational investors. 

7.1  Research implications 

Theoretical and methodological considerations, contributions, and implications that are not 

directly covered by the scope of the three research questions were also brought up. The 

expanding walk-forward validation gave emphasis to hyperparameter tuning, as the optimal 

model parameters in LSTM networks varied across sectors. Sector-specific customization of 

models was found crucial, implying that general forecasting models with common 

parameters do not adapt as well to all sectors with inherently distinct price dynamics. 

However, larger models with more LSTM units, smaller batch sizes, and shorter lookback 

windows dominated the model configurations across sectors, resulting in improved training 

and generalizability, and subsequently, more accurate out-of-sample predictions. This, in 

turn, points out the importance of finding a balance between model performance and 
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complexity, as well as capturing short-term patterns, which is also in line with real-world 

scenarios and trading strategies that often rely on rapidly reacting to recent price movements, 

momentum, and market sentiment. 

Additionally, as argued by Mroua and Lamine (2023), exposure to extreme market 

conditions that introduce increased volatility and instability to LSTM networks is essential 

for ensuring model robustness and generalizability. In this research, each sector model was 

trained and validated under such global stress periods, namely, the subprime crisis of 2008 

and the COVID-19 pandemic. Not only did the model losses not spike during periods of 

heightened volatility, but the LSTM-Black-Litterman portfolios demonstrated relatively 

solid resiliency to downside volatility, as well as strong recovery from market downturns. 

This gives valuable insight into the behaviour of the developed strategy during adverse 

market conditions, which is essential for trusting in its ability to perform even in extreme 

and unexpected conditions. 

Finally, as observed in the allocations of the LSTM-Black-Litterman portfolios, the sector 

weights remained relatively stable over the holding periods. Even in cases of larger monthly 

return predictions, the Black-Litterman model did not excessively concentrate on a single 

sector. While this is mostly due to the chosen methodology of defining confidence in the 

given views, it also provides evidence that the Black-Litterman model is, in fact, efficient in 

avoiding unintuitive and highly concentrated portfolio weights, which has also been 

acknowledged by Idzorek (2007). Avoiding overconfidence and mitigating the impact of 

estimation error maximization, the integration model ensures that the allocations do not 

significantly deviate from the market equilibrium, which could increase overall investment 

risk to an undesirable level. However, this also limits the ability of the model to beat the 

market with unusually high returns, should such opportunities emerge. 

Beyond the discussed theoretical and methodological perspective, this research also offers 

practical implications for researchers, investors, and portfolio managers seeking to employ 

deep learning in constructing optimal portfolios and creating allocation and trading 

strategies. It provides a quantitative basis for more informed financial decision-making, 

which is particularly valuable for striving to outperform the market. Also, as global financial 

markets become increasingly complex, such AI-based investment strategies hold promise 

for achieving competitive advantages. For these practical implications to be meaningful in 

real-world investment scenarios, their applicability was carefully considered in the model 
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implementation and strategy development. Specifically, look-ahead bias, a routine error in 

financial forecasting, as noted by Lopez de Prado (2018), was avoided by ensuring that 

information that was not public at the time of simulation did not affect the predictions or 

optimization, and subsequently, did not have a biased impact on the decision-making. 

Additionally, net total return indices were used and transaction costs caused by rebalancing 

were considered to set a realistic basis for assessing the proposed strategy, ensuring that it 

reflects aspects of real-world investing and returns one can expect to receive. 

While the computational requirements for LSTM analysis of this extent are substantial, the 

model implementation remains relatively accessible for most practitioners. Building the 

strategy around monthly forecasting effectively balances adaptability and practicality 

without requiring constant monitoring and daily trading. Moreover, since the assets in 

question are widely recognized sector indices available for both retail and institutional 

investors, no specific investment background is needed to implement the strategy. Such 

considerations of usability and accessibility further reinforce the relevance of the findings in 

real-world financial decision-making applications. 

7.2  Research limitations 

Despite the valuable theoretical and practical insights and implications, there are limitations 

related to the proposed asset allocation strategy that need to be acknowledged. Notably, the 

scope of investments was limited to sector-specific equity indices, meaning that multi-asset 

portfolios with exposure to other asset classes, such as bonds, cash equivalent money market 

instruments, commodities, and real estate were not considered. Moreover, while sectoral 

allocations allow diverse investment opportunities with their broad representation of the 

overall market, this approach restricts investing beyond the ten GICS sectors, such as in 

individual stocks and other market indices. The monthly frequency of predictions and 

rebalancing also limits the adaptability of the strategy in practical applications with short-

term investment horizons. 

In addition, the data used in this research only comprised 20 years of close price data. This 

means that the LSTM models were not exposed to market conditions and events prior to 

September 2004, and the technical indicators were derived exclusively from close prices. 

This limitation restricts insight gained from earlier market behaviour and other market data, 
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such as trading volume, and open, high, and low prices, which are often used in technical 

analysis. 

Despite extensive model validation, the number of configurations, epochs, and validation 

iterations had to be restricted due to computational constraints. Thus, it is likely that 

parameter combinations yielding even better prediction results exist outside the scope of the 

considered parameter grid. Also, while the approach for normalization prevented data 

leakage and look-ahead bias, it limited the ability of the sector models to capture the true 

range of future price distributions. This may have led to more conservative return 

predictions, causing the Black-Litterman optimization to lean towards allocations that align 

with the market equilibrium, thereby limiting the potential performance of the proposed 

strategy. Moreover, a short-selling constraint was introduced to portfolio optimization, 

which may have further limited the potential of the strategy. Finally, liquidity concerns that 

may arise in cases of larger trades and market illiquidity  were not accounted for. 

7.3  Suggestions for further research 

Generating views for the Black-Litterman model utilizing AI-based modelling techniques is 

an attractive research domain with myriad opportunities. Moreover, the limitations discussed 

in the previous section provide promising avenues for further research. Utilizing similar 

methodologies, there is still room for expanding the scope of investments by exploring, for 

example, if allocations in a multi-asset portfolio optimization setting can improve portfolio 

and strategy performance. Additionally, experimenting with different prediction and 

rebalancing frequencies, such as daily, weekly, or quarterly, could lead to designing effective 

short- and long-term strategies suitable for varying practical applications. Future research 

could also investigate triggering rebalancing only if the allocation adjustments exceed a 

specified threshold, which could further improve the results, as transaction costs caused by 

minor adjustments may limit the return potential in the current setup. Finally, evaluating 

such allocation strategies over holding periods of different lengths could provide valuable 

insights into their effectiveness and behaviour across varying market conditions and 

investment scenarios. 

Another promising direction for further research in this domain is expanding the walk-

forward cross-validation grid search by considering a wider range of parameter 
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combinations, as well as experimenting with different lookback window sizes and validation 

intervals. In addition, incorporating additional technical indicators and qualitative reports or 

news as model inputs could be an interesting approach for generating even more accurate 

and realistic views for the Black-Litterman model. All t hese suggestions could also be 

investigated by employing alternative deep learning architectures, such as GRUs, 

transformers, or hybrid models, to see how they compare to LSTM applications. 
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8  Conclusions 

Heightened volatility in the financial markets has caused investment risk to increase in recent 

years (Gao et al., 2024). To a greater extent, investors globally recognize that concentrating 

all capital on one asset is an irrational decision that can lead to substantial losses. Hence, 

quantitative portfolio optimization along with subjective opinions and beliefs about the 

future performance of assets has become a core choice to guide investment decision-making 

related to asset selection and diversification. Moreover, the emergence and advancements in 

utilizing deep learning in financial forecasting, despite the common challenges, have drawn 

attention due to their potential to enhance portfolio management. To this end, this thesis 

proposes a novel approach to developing a dynamic asset allocation strategy by integrating 

LSTM neural networks with the Black-Litterman model, addressing a scarcely explored 

research domain. Specifically, monthly out-of-sample return predictions of ten MSCI GICS 

indices generated by sector-specific LSTM models were incorporated into the Black-

Litterman model as forward-looking views. Driven by these forecasts, optimal portfolios 

were then constructed over ten 24-month holding periods and rebalanced monthly to adapt 

to fluctuating market conditions. Furthermore, an expanding walk-forward cross-validation 

approach with a parameter grid search technique was employed to optimize and validate the 

models for each sector to ensure robustness, while technical indicators were incorporated as 

multivariate model inputs to further enhance the predictive capabilities of the sector models. 

This research makes several contributions to LSTM applications in financial forecasting by 

revealing variability in prediction accuracy both between sectors and different model 

configurations within these sectors. While volatility, noise, and discrepancies between in-

sample and out-of-sample price distributions complicated the forecasting, the overall 

predictability across all sectors remained strong, demonstrating the effectiveness of LSTM 

in predicting monthly sectoral performance. Moreover, the conducted model validation with 

the observed sensitivity of sectors to changes in parameters emphasizes the importance of 

tailoring LSTM to fit the naturally distinct sectoral dependencies. However, larger models 

with smaller batch sizes and shorter lookback windows were found to dominate the optimal 

model configurations by contributing significantly to model performance, signalling that 

such general direction in parameter selection may be a key driver for predicting monthly 

sectoral performance. 
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Furthermore, this research adds value to financial decision-making by developing an 

efficient dynamic asset allocation strategy that outperformed the market-capitalization-

weighted and 1/N diversification benchmark strategies in nine out of ten holding periods. 

With improved returns and justifiable risk levels, the LSTM-Black-Litterman strategy 

exhibited the strongest overall risk-adjusted performance by concentrating exposure in key 

sectors that positively contributed to portfolio performance. Additionally, it produced 

relatively stable and intuitive sectoral allocations, managing to avoid high concentrations on 

a single asset and deviating significantly from the market equilibrium. Although the 

magnitude of the outperformance is modest, this research demonstrates how developing such 

intelligent allocation strategies can lead to enhanced portfolio management. Moreover, the 

conclusion that data-driven deep learning techniques integrated with established portfolio 

optimization frameworks are efficient in improving financial decision-making is further 

supported in light of extensive model validation, including considerations of transaction 

costs, short-selling, and real-world applicability. 

In conclusion, the theoretical and practical implications of this research advance the growing 

field of research intersecting data science and finance. With the continuing development of 

the financial markets, utilizing such state-of-the-art deep learning techniques to guide 

financial decision-making holds potential and provides valuable insights for various 

practitioners seeking improved portfolio management. Nevertheless, limitations related to 

the scope of investments and the constraints in model development offer interesting avenues 

to be used as prospects for further research and improvements in this domain. 

  



79 

 

 

References 

Allaj, E. 2020. The BlackïLitterman model and views from a reverse optimization 

procedure: an out-of-sample performance evaluation. Computational management science. 

17(3), 465ï492. 

Baek, Y. & Kim, H. Y. 2018. ModAugNet: A new forecasting framework for stock market 

index value with an overfitting prevention LSTM module and a prediction LSTM module. 

Expert Systems with Applications. 113, 457ï480. 

Bao, W., Yue, J. & Rao, Y. 2017. A deep learning framework for financial time series using 

stacked autoencoders and long-short term memory. PLOS ONE. 12(7), e0180944. 

Barua, R. & Sharma, A. K. 2022. Dynamic Black-Litterman portfolios with views derived 

via CNN-BiLSTM predictions. Finance Research Letters. 49, 103ï111. 

Beach, S. L. & Orlov, A. G. 2007. An application of the BlackïLitterman model with 

EGARCH-M-derived views for international portfolio management. Financial Markets and 

Portfolio Management. 21(2), 147ï166. 

Bessler, W., Opfer, H. & Wolff, D. 2017. Multi -asset portfolio optimization and out-of-

sample performance: An evaluation of Black-Litterman, mean-variance, and naïve 

diversification approaches. The European Journal of Finance. 23(1), 1ï30. 

Bessler, W., Taushanov, G. & Wolff, D. 2021. Optimal asset allocation strategies for 

international equity portfolios: A comparison of country versus industry optimization. 

Journal of International Financial Markets, Institutions & Money. 72, 101343. 

Bevan, A. & Winkelmann, K. 1998. Using the Black-Litterman Global Asset Allocation 

Model: Three Years of Practical Experience. Fixed Income Research. Goldman, Sachs & 

Company. 

Bishop, C. M. & Bishop, H. 2024. Deep Learning: Foundations and Concepts. 1st edition. 

Cham: Springer International Publishing AG. 

Black, F. & Litterman, R. 1990. Asset allocation: Combining investor views with market 

equilibrium. Fixed Income Research. Goldman, Sachs & Company. 



80 

 

 

Black, F. & Litterman, R. 1991. Asset Allocation: Combining investor views with market 

equilibrium. Journal of Fixed Income. 1, 7ï18. 

Black, F. & Litterman, R. 1992. Global portfolio optimization. Financial Analysts Journal. 

48, 28ï43. 

Cao, J., Li, Z. & Li, J. 2019. Financial time series forecasting model based on CEEMDAN 

and LSTM. Physica A. 519, 127ï139. 

Chandar, S. K. 2024. Deep learning framework for stock price prediction using long short-

term memory. Soft Computing. 28(17ï18), 10557ï10567. 

DeMiguel, V., Garlappi, L. & Uppal, R. 2009. Optimal versus Naive Diversification: How 

Inefficient Is the 1/N Portfolio Strategy? The Review of financial studies. 22(5), 1915ï1953. 

dos Santos, S. F. & Brandi, H. S. 2017. Selecting portfolios for composite indexes: 

Application of Modern Portfolio Theory to competitiveness. Clean Technologies and 

Environmental Policy. 19(10), 2443ï2453. 

Dumiter, F. C. & Turcaĸ, F. M. 2023. Technical Analysis Applications: A Practical and 

Empirical Stock Market Guide. 1st edition. Cham: Springer International Publishing AG. 

Elton, E. J. & Gruber, M. J. 2000. The Rationality of Asset Allocation Recommendations. 

Journal of Financial and Quantitative Analysis. 35(1), 27ï41. 

Fabozzi, F. J. & Pachamanova, D. A. 2016. Portfolio Construction and Analytics. 1st edition. 

Newark: Wiley. 

Fama, E. F. 1970. Efficient capital markets: A review of theory and empirical work. The 

Journal of Finance. 25(2), 383ï417. 

Fischer, T. & Krauss, C. 2018. Deep learning with long short-term memory networks for 

financial market predictions. European Journal of Operational Research. 270(2), 654ï669. 

Fuhrer, A. & Hock, T. 2023. Uncertainty in the BlackïLitterman model: Empirical 

estimation of the equilibrium. Journal of empirical finance. 72, 251ï275. 

Gao, J., Wang, J., Zhou, Y., Lv, M. & Wei, D. 2024. Enhancing investment performance of 

Black-Litterman model with AI hybrid system: Can it be done? Expert Systems with 

Applications. 244, 122924. 



81 

 

 

Gao, Y., Wang, R., Zhou, E. & Gupta, P. 2021. Stock Prediction Based on Optimized LSTM 

and GRU Models. Scientific Programming. 2021, 1ï8. 

Giles, C. L., Lawrence, S. & Tsoi, A. C. 2001. Noisy time series prediction using recurrent 

neural networks and grammatical inference. Machine Learning. 44(1ï2), 161ï183. 

Harris, R. D. F., Stoja, E. & Tan, L. 2017. The dynamic BlackïLitterman approach to asset 

allocation. European Journal of Operational Research. 259(3), 1085ï1096. 

He, G. & Litterman, R. 1999. The intuition behind Black-Litterman model portfolios. 

Investment Management Research. Goldman, Sachs & Company. 

Heumann, C., Schomaker, M. & Shalabh. 2023. Introduction to Statistics and Data Analysis: 

With Exercises, Solutions and Applications in R. Second edition. Cham: Springer. 

Hochreiter, S. & Schmidhuber, J. 1997. Long Short-Term Memory. Neural Computation. 

9(8), 1735ï1780. 

Huang, J., Zhang, T., Sresakoolchai, J. & Kaewunruen, S. 2021. Machine Learning Aided 

Design and Prediction of Environmentally Friendly Rubberised Concrete. Sustainability. 

13(4), 1ï26. 

Hung, M.-C., Cheng, L.-T. & Yao, C.-H. 2024. Intelligent portfolio construction via news 

sentiment analysis. International Review of Economics & Finance. 89, 605ï617. 

Idzorek, T. 2007. ó2 - A step-by-step guide to the Black-Litterman model: Incorporating 

user-specified confidence levelsô, in Forecasting Expected Returns in the Financial Markets. 

Elsevier Ltd. pp. 17ï38. 

Ingolfsson, T. M. 2020. Insight into LSTM. Thorir Mar's Blog. Available at: 

https://thorirmar.com/post/insight_into_lstm/. 

James, N., Menzies, M. & Gottwald, G. A. 2022. On financial market correlation structures 

and diversification benefits across and within equity sectors. Physica A. 604, 127682. 

Jin, Z., Yang, Y. & Liu, Y. 2020. Stock closing price prediction based on sentiment analysis 

and LSTM. Neural Computing & Applications. 32(13), 9713ï9729. 

Joshi, A. V. 2023. Machine Learning and Artificial Intelligence. 2nd edition. Cham: Springer 

International Publishing AG. 

https://thorirmar.com/post/insight_into_lstm/


82 

 

 

Kara, M., Ulucan, A. & Atici, K.  B. 2019. A hybrid approach for generating investor views 

in BlackïLitterman model. Expert Systems with Applications. 128, 256ï270. 

Kaufman, P. J. 2019. Trading Systems and Methods. 6th Edition. Wiley. 

Korstanje, J. 2021. Advanced Forecasting with Python: With State-Of-the-Art Models 

Including LSTMs, Facebookôs Prophet, and Amazonôs DeepAR. 1st edition. Berkeley, CA: 

Apress. 

LeCun, Y., Bengio, Y. & Hinton, G. 2015. Deep learning. Nature. 521(7553), 436ï444. 

Lepone, A. & Yan, C. Y. 2024. When the tide wanes: A study of post systemic collapse 

portfolio management. International review of financial analysis. 96, 103675. 

Li, C., Chen, Y., Yang, X., Wang, Z., Lu, Z. & Chi, X. 2022. Intelligent BlackïLitterman 

portfolio optimization using a decomposition-based multi-objective DIRECT algorithm. 

Applied Sciences. 12(14), 7089. 

Li, Z., Liao, Y., Hu, B., Ni, L. & Lu, Y. 2022. A financial deep learning framework: 

Predicting the values of financial time series with ARIMA and LSTM. International Journal 

of Web Services Research. 19(1), 1ï15. 

Lim, M. A. 2015. The Handbook of Technical Analysis + Test Bank: The Practitionerôs 

Comprehensive Guide to Technical Analysis. 1st edition. Newark: Wiley. 

Lopez de Prado, M. 2018. Advances in Financial Machine Learning. 1st edition. Newark: 

Wiley. 

Markowitz, H. 1952. Portfolio Selection. The Journal of Finance. 7(1), 77ï91. 

Marty, W. 2015. Portfolio Analytics: An Introduction to Return and Risk Measurement. 2nd 

edition. Cham: Springer International Publishing AG. 

Mazzoni, T. 2015. Nonlinear portfolio views: An efficient extension to the Black-Litterman 

approach. Zeitschrift für Betriebswirtschaft. 85(6), 693ï717. 

McCulloch, W. S. & Pitts, W. 1943. A logical calculus of the ideas immanent in nervous 

activity. Journal of Symbolic Logic. 9(2), 49ï50. 



83 

 

 

Mehtab, S., Sen, J. & Dutta, A. 2020. óStock Price Prediction Using Machine Learning and 

LSTM-Based Deep Learning Modelsô, in Machine Learning and Metaheuristics Algorithms, 

and Applications. Singapore: Springer. pp. 88ï106. 

Meucci, A. 2006. Beyond Black-Litterman in practice: A Five-Step Recipe to Input Views 

on Non-Normal Markets. Risk. 19, 114ï119. 

Meucci, A. 2008. Fully flexible views: Theory and practice. Risk. 21(10), 97ï102. 

Meucci, A. 2009. Enhancing the Black-Litterman and related approaches: Views and stress-

test on risk factors. Journal of Asset Management. 10(2), 89ï96. 

Michaud, R. O. & Michaud, R. O. 2008. Efficient Asset Management: A Practical Guide to 

Stock Portfolio Optimization and Asset Allocation. 2nd edition. New York: Oxford 

University Press. 

Mroua, M. & Lamine, A. 2023. Financial time series prediction under Covid-19 pandemic 

crisis with Long Short-Term Memory (LSTM) network. Humanities & Social Sciences 

Communications. 10(1), 530ï15. 

MSCI. 2024. Sector performance and concentration. Available at: 

https://www.msci.com/research-and-insights/insights-gallery/sector-performance-and-

concentration. 

Nafia, A., Yousfi, A. & Echaoui, A. 2023. Equity-market-neutral strategy portfolio 

construction using LSTM-based stock prediction and selection: An application to S&P500 

consumer staples stocks. International Journal of Financial Studies. 11(2), 57. 

Neely, C. J., Rapach, D. E., Tu, J. & Zhou, G. 2014. Forecasting the equity risk premium: 

The role of technical indicators. Management Science. 60(7), 1772ï1791. 

Olah, C. 2015. Understanding LSTM networks. Colahôs Blog. GitHub. Available at: 

http://colah.github.io/posts/2015-08-Understanding-LSTMs/. 

Ozbayoglu, A. M., Gudelek, M. U. & Sezer, O. B. 2020. Deep learning for financial 

applications: A survey. Applied Soft Computing. 93, 106384. 

Pardo, R. E. 1992. Design, testing and optimization of trading systems. 1st edition. New 

York: Wiley. 

https://www.msci.com/research-and-insights/insights-gallery/sector-performance-and-concentration
https://www.msci.com/research-and-insights/insights-gallery/sector-performance-and-concentration
http://colah.github.io/posts/2015-08-Understanding-LSTMs/


84 

 

 

Passalis, N., Kanniainen, J., Gabbouj, M., Iosifidis, A. & Tefas, A. 2021. Forecasting 

Financial Time Series Using Robust Deep Adaptive Input Normalization. Journal of Signal 

Processing Systems. 93(10), 1235ï1251. 

Poon, S.-H. & Granger, C.W.J. 2003. Forecasting volatility in financial markets: A review. 

Journal of Economic Literature. 41(2), 478ï539. 

Prater, R., Hanne, T. & Dornberger, R. 2024. Generalized Performance of LSTM in Time-

Series Forecasting. Applied Artificial Intelligence. 38(1). 

Qian, E. & Gorman, S. 2001. Conditional distribution in portfolio theory. Financial Analysts 

Journal. 57(2), 44ï51. 

Rezaei, H., Faaljou, H. & Mansourfar, G. 2021. Stock price prediction using deep learning 

and frequency decomposition. Expert Systems with Applications. 169, 114332. 

Satchell, S. & Scowcroft, A. 2000. A demystification of the BlackïLitterman model: 

Managing quantitative and traditional portfolio construction. Journal of Asset Management. 

1(2), 138ï150. 

Scherer, B. 2010. Portfolio construction and risk budgeting. 4th edition. Risk Books. 

Sharif, A., Aloui, C. & Yarovaya, L.  2020. COVID-19 pandemic, oil prices, stock market, 

geopolitical risk and policy uncertainty nexus in the US economy: Fresh evidence from the 

wavelet-based approach. International Review of Financial Analysis. 70, 101496. 

Sharpe, W. F. 1964. Capital Asset Prices: A Theory of Market Equilibrium under Conditions 

of Risk. The Journal of Finance. 19(3), 425ï442. 

Siegel, J.J. 1998. Stocks for the Long Run: The Definitive Guide to Financial Market Returns 

and Long-Term Investment Strategies. 2nd edition. New York: McGraw-Hill.  

Sortino, F.A. & Price, L.N. 1994. Performance measurement in a downside risk framework. 

The Journal of Investing. 3(3), 59ï64. 

Wang, C.-H., Zeng, Y. & Yuan, J. 2024. Two-Stage Stock Portfolio Optimization Based on 

AI-Powered Price Prediction and Mean-CVaR Models. Expert systems with applications. 

255, 124555. 



85 

 

 

Waqas, M. & Humphries, U. W. 2024. A critical review of RNN and LSTM variants in 

hydrological time series predictions. MethodsX. 13, 102946. 

Walters, J. 2014. The Black-Litterman Model in Detail. Available at: 

http://ssrn.com/paper=1314585. 

Xiong, R., Nichols, E., Shen, Q. & Zhang, Y. 2016. Deep learning stock volatility with 

Google Domestic Trends. arXiv.org. 

Yang, J., Wang, Y. & Li, X. 2022. Prediction of stock price direction using the LASSO-

LSTM model combines technical indicators and financial sentiment analysis. PeerJ 

Computer Science. 8, e1148. 

Yao, H., Li, X. & Li, L. 2024. Asset allocation based on LSTM and the Black-Litterman 

model. Applied Economics Letters. 31(17), 1686ï1691. 

Yew Low, R. K., Faff, R. & Aas, K. 2016. Enhancing meanïvariance portfolio selection by 

modeling distributional asymmetries. Journal of Economics and Business. 85, 49ï72. 

Zhao, Y. & Yang, G. 2023. Deep learning-based integrated framework for stock price 

movement prediction. Applied Soft Computing. 133, 109921. 

 

http://ssrn.com/paper=1314585


 

 

 

Appendix 1. Technical indicators (Communication services) 

 



 

 

 

Appendix 2. Technical indicators (Consumer discretionary) 

 



 

 

 

Appendix 3. Technical indicators (Consumer staples) 

 



 

 

 

Appendix 4. Technical indicators (Energy) 

 



 

 

 

Appendix 5. Technical indicators (Financials) 

 



 

 

 

Appendix 6. Technical indicators (Health care) 

 



 

 

 

Appendix 7. Technical indicators (Industrials) 

 



 

 

 

Appendix 8. Technical indicators (Information Technology) 

 



 

 

 

Appendix 9. Technical indicators (Materials) 

 



 

 

 

Appendix 10. Technical indicators (Utilities) 

 


