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Due to the dynamic pricing strategy and market conditions, the price of airfare fluctuates
largely and is difficult to predict based on common knowledge by customers, making it
difficult for travelers to find the best time to order a flight ticket a challenge. This thesis
explores machine learning and deep learning approaches on airfare prediction to achieve
better performance. A real-world dataset consisting of Indian domestic flight data integrated
with extra external features such as fuel price and holiday flag in both tabular and time series
versions were utilized in the thesis. Machine learning and deep learning models including
Random Forest, XGBoost, GRU, LSTM and BiLSTM were evaluated based on MAE,
RMSE and R?. A hybrid GRU-XGBoost model and a meta-learning pipeline outperformed
others, with the best R? scores of 0.9469 (for tabular data) and 0.6938 (for time series data).
The results showed the effectiveness of applying hybrid-architecture and structured features

in airfare prediction.



SYMBOLS AND ABBREVIATIONS

Roman characters

p

t

Ticket price (target variable)
Time step in sequence models
Feature vector

Ground truth airfare price
Predicted airfare price

Price delta between days

3-day rolling mean of ticket prices

30-day rolling standard deviation

Greek characters

a learning rate (in ML/DL models)
A Regularization parameter

0 Model parameter vector
Abbreviations

Al Artificial Intelligence

API Application Programming Interface
DL Deep Learning

GRU Gated Recurrent Unit

LSTM Long Short-Term Memory
MAE Mean Absolute Error

ML Machine Learning

INR

INR

INR

INR

INR

days

INR



MSE

PLS

RNN

RMSE

XGBoost

Mean Square Error

Partial Least Squares
Recurrent Neural Network
Root Mean Squared Error

Extreme Gradient Boosting
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1 Introduction

With globalization and the development of the aircraft industry, plane is becoming a popular
way of traveling and irreplaceable for long-haul travel (IATA, 2023). However, the problem
of airline ticket prices being unstable exists and is still causing inconvenience in today’s
world. Due to the complexity of the pricing assignment by airlines companies, it is difficult
for customers to plan their desired trip with the lowest price. Some studies have suggested
that the price of an airline may change dozens of times even within a few days. Such
unpredictability has shown the importance of a prediction model to be responsive to the
changing factors in the real world in order to provide users with the optimal buying time

(Deng, 2024).

An effective airfare prediction can lead to impactful benefits. Consumers can save money
and avoid feeling regret by knowing the time when ticket price is likely to increase or
decrease. From aviation’s perspective, understanding customer’s buying behaviour based on
the price changing can be beneficial for making a pricing strategy (Zhou and Gu, 2015).
However, airfare forecasting is still challenging due to several reasons: prices depend on
many factors (e.g. demand, competition, seasonality) and airlines often guard their pricing

algorithms as trade secrets (Kumar et al., 2022).

The following research questions were posed to guide this research: 1. Which machine
learning and deep learning methods provide the best performance when predicting the prices
of flight tickets? 2. Can hybrid models or multi-stage models outperform traditional models
in both tabular and time series based prediction tasks? The goal of these questions is to close
the gap between theoretical understanding and practical implementation of flight ticket price

prediction systems.

This research is structured as follows: Chapter 2 introduces a literature review of prior
research related to flight ticket price prediction and prediction models. Chapter 3 addresses
data collection, data preparation, feature planning, and also introduces the methods and
models, including machine learning, deep learning approaches, and evaluation metrics.
Chapter 4 evaluates the performance of the models using different metrics and compares the
results. Chapter 5 provides the discussion based on the results along with final observations,

limitations, and possible directions for future work. Chapter 6 concludes the research.



2 Literature review

The accurate prediction of flight ticket prices has been a challenge for quite some time due
to the dynamic and complex nature of the aviation industry. Over the years researchers have
figured out different financial, temporal, and behavioural factors that affect the pricing of
flight tickets and have also developed prediction systems using statistical and computational
methods. This chapter considers existing literature on the topic of flight ticket price
determinants, traditional modelling methods like linear regression and decision trees, as well
as modern machine learning (ML) and deep learning (DL) techniques. Special attention is
paid to time series predictions, hybrid model architecture and feature design practices, which
are essential when handling flight ticket price data. By analysing the strengths and
limitations of prior research, this overview offers the required base and justification for the

method choices made in this research.

2.1 Airfare Price Determinants

The airfare pricing is affected by multiple factors. Major determinants include market
demand, competition, timing, and operational costs. The high demand for a specific airline
can usually push the price to go up, while low demand forces airline companies to lower the
price in order to fill seats (Bilotkach et al., 2015). Pressures from competitors is another key
factor. For example, if the rival airline lowers the price on the same route, an airline often
needs to adjust the ticket price accordingly to remain competitive. Operational expenses such
as fuel price and labour cost are also direct reasons for ticket pricing; while the expenses are
rising, airlines tend to increase the ticket price to pass on some of those costs to consumers
(Pal and Mitra, 2022). External elements such as seasonality and holidays also play a
significant role - during vacations or peak travel seasons, ticket prices usually go up and go
down in off-peak season. For example, flights during summer or around Christmas are likely
to be more expensive compared to travels during mid-winter. Due to this complexity of
influencing factors (many of which are not transparent to consumers), airfare prices can
fluctuate unpredictably from day to day. Thus, passengers will face the problem of booking

at the “right” time (Agrawal and Arora, no date). In fact, travellers tend to choose to buy



their tickets as early as possible to avoid potential price rising. Even though airline
companies would sometimes lower the price while approaching the flight time due to
competition, buying tickets early is still the common buying habit for most of the customers.
Indeed, it is this kind of unpredictability that has motivated people to conduct a variety of
research to understand the key factors that drive the airfare and therefore develop models to

predict the airfare fluctuation.

Few studies have analyzed specific factors to confirm their influence on airfare. Timing
factors show an exceptionally strong impact: the advance purchase period (how far in
advance a ticket is bought) has long been known to affect pricing due to airlines’ yield
management strategies (Hotle et al., 2015). Time of the day also plays an important role, as
one study has found that both the departure and arrival period contribute significantly to its
ticket price; if such feature is removed from prediction model, accuracy can drop up to
approximately 10%. As a comparison, the weekday of flight as an intuitive factor that
customers would expect to affect the price, however, shows a less impact than expectations.
Tziridis et al. (2017) observed that removing the day-of-week feature did not notably change
prediction result suggesting that the price difference between weekday to weekend could be
neglected. The specific features for the route (distance, popularity, the location of the airport)
as well as the competition between different companies on the same route are often
considered as the decisive reasons for the price level—the more competition, the lower fares,

whereas monopoly routes usually lead to higher prices.

Overall, the literature has shown that airfare pricing is contributed to by a combination of
comprehensive factors including dynamic supply-demand relationship, cost factors (like
fuel), and strategic considerations (Siddigha et al., 2023). Understanding these determinants

provides the features and context that lead to airfare prediction.

2.2 Existing Price Tracking Tools

With the development of machine learning techniques and improvement of big data
analytics, airfare prediction and price tracking tools have evolved noticeably. Farecast, a
pioneer in airfare prediction (now have integrated in Bing Travel), was known for its
insightful utilization of data mining and predictive modelling techniques to forecast price

fluctuations to provide best buying timing for users. According to the report by Etzioni et al.



(2013), Farecast has a prediction accuracy of around 75%, demonstrating an early piece of

evidence of the potential for machine learning in airfare prediction.

Kayak is another notable travel metasearch engine integrated with forecasting function on
airfare. It is worth mentioning that the prediction feature of it mainly replies on historical
airfare trends. Likewise, in more recent developments, Hopper has largely improved the
airfare prediction by utilizing more extensive datasets and applying more sophisticated
machine learning algorithms. Hopper successfully gains consumer trust by its alerting and
notifying function in which customers can know about recent deal and when prices drop on
flights (Huang et al., 2019). Skyscanner, on the other hand, takes a more straightforward
route, as its price alerts notify users when fares drop below a given threshold rather than

relying on complicated predictive analytics (Antonyuk, 2019).

Nevertheless, such prediction algorithms face challenges that they retain a high sensitivity
to external factors (e.g. weather), which can disrupt airfare prediction across platforms, as
the travel patterns and airline pricing strategies were fundamentally affected by it. Such case
demonstrates the importance of a strong, adjustable models that can incorporate real-time

external data (Zhao et al., 2022).

To sum up, existing price tracking tools such as Farecast, Kayak, Hopper, and Skyscanner
have demonstrated the effective predictive analytics with machine learning in the airline
industry. However, there still remains the need for improvements and adaptation,
particularly with real-time external data, to maintain reliability in the unpredictable pricing

environment.

2.3 Methods for Airfare Price Prediction

Given the complexity of airfare pricing, researchers have been dedicated to developing a
variety of methods to predict ticket prices or provide recommendations for when to buy.
Early techniques were based on rule-based systems or simple statistical models. Early work
such as the work of Etzioni et al. (2013) was the first to mine historical fare data to produce
“buy” or “wait” recommendations. Autoregressive Integrated Moving Average(ARIMA)
and other time-series forecasting techniques have been used to model fare trends (Enders,

2014), but its underlying logic restricts the usefulness, as they cannot adequately incorporate



external factors in pricing. Recently, however, focus has been shifted to data-driven machine

learning models that learn complex patterns from large datasets (Siddigha et al., 2023).

Regression models are a natural starting point for price prediction. Simple linear regression
can act as a baseline but is not very effective at capturing non-linear pricing dynamics. As
an example, a linear regression model achieved around 57% accuracy on airfare data, in one
comparative study; an indication of its ineffectuality in modelling the complex patterns
between features and fares (Tziridis et al., 2017). Therefore, in order to accommodate more
complexity, some researchers have used advanced regression techniques such as Partial
Least Squares (PLS) regression. An intelligent agent applied by Groves and Gini (2013) used
partial least squares (PLS) regression to determine when to buy a ticket. By training on
historic data and through domain-specific feature selection, they were able to predict price
movements with sufficient accuracy that they could retain about 75% of the optimal cost
savings. PLS regression was proved most effective (to varying degrees, more so than
decision trees and support vector regression, etc.) in the experiment. The authors attribute
the result to the robustness of PLS against collinearity and erroneous features in high-
dimensional airfare data; with enough data preprocessing, regression-based models,

especially those for multicollinearity issues, can be effective for the airfare prediction.

In addition to the basic regressions, there are various machine learning algorithms also being
used for airfare prediction. Models based on decision trees have shown special promise due
to its advantages on capturing the non-linear interaction between features. In 2017, Tziridis
et al. conducted a comprehensive evaluation on eight airfare prediction machine learning
techniques. According to their report, ensemble tree methods had the best performance at
about 87.4% accuracy, and then Random Forest was closely behind with 85.9% accuracy.
The study has shown that these ensemble models outperformed considerably other
approaches including Support Vector Machines and neural networks. Another notable issue
in the study was that Random Forest (an ensemble of decision) has achieved almost the same
accuracy as the bagged tree model, however, with far less training time; such result has made
it an attractive option. In the end of this study, authors have drawn the conclusion that models
like Random Forest and Bagged Trees retain the most stability and reliability. Indeed, there
are also studies that have suggested that boosting techniques can help improve results; for
instance, in another research conducted by Lu et al. (2018), AdaBoosted decision tree is

considered as the model with best performance across multiple flight routes. Wang et.al



(2019). suggested the use of machine learning development for predicting the average prices
of flight tickets using public datasets (DB1B and T-100) which were enriched with
macroeconomic variables, such as the price of oil and CPI. Their Random Forest model
achieved a corrected R*2 of 0.869, performing better than linear regression, SVM, and MLP.
This study emphasizes the value of feature planning in the context of flight price prediction

tasks by using easily available sources.

In recent years, deep learning has become one of the strongest methods in the prediction
domains, and there is no exception for airfare. Due to its ability to capture the complex non-
linear relationships in the pricing data and model the time-based patterns, more and more
studies have been conducted utilizing deep learning in airfare prediction. Among all the
models, Recurrent Neural Networks (RNNs), especially Gated Recurrent Units (GRUs) and
Long Short-Term Memory (LSTM) networks, have shown notable success. LSTM model is
known for its strength on predicting flight delay and track prediction, however, due to its
advantage on sequential data learning, it also suits airfare prediction (Yuan et al., 2025).
Additionally, a CNN-GRU combined hybrid model has been applied to aviation problems,
which suggests that forecasting ability can be enhanced by integrating spatial and temporal

features (Yuan and Liu, 2023).

In the end, a comparative matrix (Table 2.1) was constructed to evaluate relevant airfare

prediction studies across key dimensions.

Table 2.1 Comparison of Airfare Price Prediction Studies

Author Year A B C D E F G H 1

Etzioni et al. 2013 X X X X v X X v N
Groves & Gini | 2013 X X X X v v X v v
Tziridis et al. 2017 X 4 X X v v X v N
Lu 2018 X v X X v X X v
Wang et al. 2019 X v X v v X v v v
Yuan et al. 2025 X X v X X X X N4 X
Siddigha et al. | 2023 X N4 X v v X X v X
This Work 2025 v v v v v v v v v

A: Meta-learning; B: Ensemble; C: Deep Learning; D: External Features; E: Price Prediction; F: Feature
Suitability; G: Hybrid Data; H: Accuracy Focus; I: Novel Method



3 Methodology

This chapter discussed about the methodology on discovering machine learning (ML) and
deep learning (DL) in airfare prediction. Data collection, preprocessing, feature engineering,
different modelling approaches, and the evaluation metrics are detailed. The goal is to ensure

the methodological transparency and reproducibility of this research.

3.1 Data Collection and Preprocessing

In this study, a real-world airline ticket price dataset from Kaggle (an online data repository)
is utilized. This dataset contains the data scraped from the EaseMyTrip travel booking
website, which includes in total 452,088 records of flight covering the domestic Indian flight
from 2023 January to March. Each record represents a ticket pricing record for a specific
flight with various attributes. The raw data was provided in a CSV file (Dharme, 2023),

which contains the following data (see Table 3.1).

Table 3.1. Description of Features in the Original Scraped Dataset

Feature Name Description
Date of Booking The date on which the flight was searched/booked (the web-scraping date).
Date of Journey The scheduled departure date of the flight.
Airline-Class Contains the airline carrier name, flight number, and service class (e.g., Economy,
Business).
Departure Time Departure time of the flight along with the source city.
Arrival Time Arrival time of the flight along with the destination city.
Duration Total travel time between cities.
(HH:MM)
Total Stops Number of stops or layovers between the source and destination (e.g., Non-stop, 1
stop).
Price (INR) The total fare of the flight ticket, including all taxes. This is the dependent variable
used in model training and evaluation.

However, the raw dataset includes low-structed and inconsistent data, which requires
preprocessing for analyzing and modelling purposes. Several preprocessing steps were

applied to transform it into a clean and structured format, as summarized in Table 3.2.

To begin cleaning the dataset, composite fields like Airline-Class, Departure Time, and

Arrival Time were split into separate variables. After splitting the data, the variable specific



cleaning process could begin. Dates that were originally stored as strings were converted
into proper datetime formats as can be seen in the Date of Journey and Date of Booking
columns. This conversion allowed for the calculation of Days Left, which represents the
number of days between the initial booking of the flight and the flight departure date. Flight
duration was converted from the "HHh MMm" format to a numerical variable seen in the
column Duration_Hours. Additional data cleaning steps were applied to ensure consistency
and usability of the dataset. For instance, the “Total Stops” feature was converted from its
original string format into integer values. Price values were cleaned by removing commas,
and ambiguous price ranges (e.g., “5,801 to 6,200”) were either averaged or excluded to
maintain consistency. Rows containing missing or unclear values were carefully reviewed

and either corrected or removed from the final dataset

The jet fuel price (U.S. Energy Information Administration, 2025) and holiday data (India
Post, 2023) were merged from other datasets based on the booking date and included in the
final dataset as the Fuel Price column. Additionally, the Weekday column, Holiday Flag
(to indicate whether the travel date fell near a holiday), the Departure Period column for
categorizing departure times into Morning, Afternoon, Evening, or Night, and the Route
column (to represent the full flight path) were all added to the final dataset. These features

were all added to improve the model's ability to recognize underlying patterns.

Table 3.2. Description of Cleaned Dataset Features

Feature Name Description Units/Format
Airline Name of the airline operating the flight. Categorical
Class Travel class (e.g., Econf)my, Premium Economy, Categorical (0/1/2
Business). encoded)
Date_of Journey Scheduled flight date. Date (Ygg)Y_MM_
Dep_Time Time of departure from the source city. HH:MM
Source Source city of the flight. Categorical
Arrival_Time Time of arrival at the destination city. HH:MM
Destination Destination city of the flight. Categorical
Route Full route from source to destination. Text
Duration Total travel time. HHh MMm
Total _Stops Number of stops or layovers. Integer (e.g., 0, 1, 2)
Price Final ticket fare including taxes. INR
Holiday Flag Whether the journey date is near a holiday. Binary g({)e:)No, =
Weekday Day of the week for journey (e.g., Monday). Categorical
Duration_Hours Travel time in decimal hours. Float
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. Time of day for departure categorized into .
Departure_Period Morning/Afternoon/Evening/Night. Categorical
Days_Left Number of days between booking and journey. Integer
flight_date The date on which the booking was scraped. Date (Yg};{)Y—MM—
Fuel_Price Jet fuel price on the dg::aosi t‘t;ooklng (from external USD per gallon

3.2 Data Representation Formats

In order to support the application of both traditional machine learning and deep learning
models, the dataset is structured in two formats: tabular and time series. Each of the

structures is formatted to best adapt to different modelling paradigms.

In the tabular dataset, each row represents one unique flight ticket record. It contains features
including a mix of categorical variables (e.g., Airline, Source, Destination, Weekday),
numerical variables (e.g., Duration Hours, Days Left, Fuel Price), and engineered
indicators (e.g., Holiday Flag). Under such tabular data, records are assumed to be
independent of others. It is suitable for models like linear regression, decision trees, and
ensemble methods (e.g., Random Forest, XGBoost) as those methods cannot capture the

timeseries dependencies.

On the other hand, the time series format aims at capturing the temporal patterns of the
airfare trends. To construct a time series dataset for deep learning models, firstly, the cleaned
dataset was filtered to include the flight record with top 25% volatility. Each of these records

holds a unique flight id (a combination of Airline, Source, Destination, and flight date).

Additionally, time-based features were computed and added for each flight to support

prediction. These include:

The price delta (daily price change), to calculate the difference in price between two

consecutive days:
AP, =Py — Py
Where P, is the ticket price at time step t , and AP; represents the price change.

The 3-day rolling mean which calculates the average ticket price over the 3 days:
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2
1
#§3) = 52 Py
i=0

Where ,u§3) is the rolling mean at time ¢ .

And the 30-day rolling standard deviation, which calculates the variability in price over the

last 3 days:

2

o= %Z(Pt—i - #§3))2

i=0

These features were computed in reverse time order to maintain a correct time ordering. To
ensure consistent sequence lengths, the missing value at the beginning of the window will

be filled or set to zero if necessary.

Next, each volatile flight’s price history was segmented into fixed-length sequences of 30
days, and 15 features were included on each time step. As the final result, each feature vector
contains a length of 450 per sequence (i.e., 30 % 15). The target variable was the normalized

ticket price on the day following the 30-day window (i.e., day 31).

The train-test group was split based on the date of February 1, 2023. The sequences with
flight date before this date were used for training (X _train shape: (63,016, 450)), and those
on or after the date were used for testing (X _test shape: (131,679, 450)). In addition, all
features have been normalized by MinMaxScaler, and OneHotEncoder was used to one-hot

encode the categorical features with consistent fit across training and test sets.

Min-Max Normalization

¥ = (x B xmin)

(xmax - xmin)

Where x is the original value, x’ is the normalized value, Xx,,;,, and x are the minimum
B b min max

and maximum of the feature.
One-Hot Encoding

v, = [0,0,...,1,...,0] € {0,1}*
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where v, is the one-hot encoded vector for category c;, k Is the number of unique classes,

the 1 is placed at the. i th index.

By implementing the structured sequence format, deep learning models such as LSTM, GRU

and BiLSTM would be supported in the study.

3.3 Data Analysis

A descriptive analysis of the features used in this study after preprocessing can be found in
Table 3.3. At first, the dataset contained categorial variables including Airline, Source,
Destination, Departure Period, and Weekday, which needed to be shifted to allow for a
uniform statistical analysis across all features, so the categorial variables were transformed
using label encoding, in which each unique category was assigned an integer value. This
made the calculation of basic descriptive statistics such as mean, median, mode, standard

deviation, and variance possible for all variables.

Table 3.3. Descriptive Summary of Encoded Airfare Dataset

Variable Name Missing Unique Min Max Range Mean Median Mode Std Dev Variance
Airline 0 9 0 8 8 5.044 8 8 3.446 11.877
Class 0 4 0 3 3 0.724 0 0 0.873 0.763
Date_of_Journey 0 50 0 49 49 24.628 25 15 14.301 204.514
Dep_Time 0 257 0 256 256  131.795 126 216 66.007 4356.898
Source 0 7 0 6 6 3.151 3 3 1.973 3.893
Arrival _Time 0 266 0 265 265 161.294 179 215 73.348 5379.872
Destination 0 7 0 6 6 3.188 3 6 1.972 3.889
Route 0 42 0 41 41 21.584 21 23 11.951 142.836
Duration 0 482 0 481 481  140.155 128 19 89.149 7947.469
Total_Stops 0 3 0 3 3 1.021 1 1 0.621 0.386
Price 0 20781 1307 143019 141712 22840.101 13407 54879 20307.963 412413361.293
Holiday_Flag 0 2 0 1 1 0.021 0 0 0.142 0.02
Weekday 0 7 0 6 6 2.963 3 1 2.005 4.019
Duration_Hours 0 482 0.75 43.583 42.833 12.349 11.333 2.25 7.431 55.227
Departure_Period 0 4 0 3 3 1.473 2 2 0.924 0.854
Days_Left 0 50 1 50 49 25.628 26 16 14.301 204.514
flight_date 0 35 0 34 34 17.716 19 24 9.85 97.026
Fuel_Price 0 35 2.541 3.992 1.451 3.099 2.957 2.541 0.473 0.223

A correlation heatmap was then created to show the pairwise relationships between selected
numerical and encoded categorical features (see Figure 3.1). Time-related columns were
converted into continuous numerical values to represent hours before computing
correlations. The Pearson correlation coefficient was used to compute the correlation matrix,
as it is the default method in the pandas.DataFrame.corr()function. As can be seen from
Figure 3.1, the resulting heatmap displays correlation values on a scale from -1 to 1.

Date of Journey, and flight date are removed in the graphing as they were not directly used
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in the further predicting. This heatmap provided a structured view of the feature distributions

in this research.

Figure 3.1. Correlation Heatmap

Correlation Heatmap
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3.4 Modelling Approach

This study employs both machine learning (ML) and deep learning (DL) models, selected
and applied based on the nature of the problem and the structure of the input data. The
modelling process is divided into two parts: one focusing on tabular data and the other on

time series data.

3.4.1 Modelling with Tabular Data

In this section, modelling process focuses on handling tabular data including features that
are non-sequential and structured, such as airline, flight class, number of stops, departure

period, ticket price, and other engineered variables. The goal of this section is to evaluate
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different ML models for tabular data and discover approaches to improve performance for

airfare prediction. The ML models applied include:
Linear Regression

Linear regression is an ML model that assumes a linear relationship between the input X and

the target y.

n

9= Fo+ ) Bixe=XE + By

i=1

Where y is the predicted airfare, [, is the intercept, [5; are the model coefficients, and x;

are the input features.
Partial Least Squares (PLS) Regression

PLS is a ML model that is designed for finding a linear regression model by projecting both
the predicted and observable variables to a new space of maximum covariance. It can be

approximated as:
y=Tq

Where T are the latent variables, and q is the weight vector relating the latent components

to the target.
Random Forest Regressor

Random forest regressor is an ensemble learning method with multiple decision tress to

output the prediction. Its prediction is given by:
M
1
9 =25 hn()
m=1

Where M is the number of trees in the forest, and h,,(x) is the prediction of the m -th tree

by input x .
XGBoost Regressor

XGBoost (Extreme Gradient Boosting) is a tree-boosting systemlt can minimize a

regularized objective function by sequentially adding models:
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V= ka(xi)' fx €F
k=1

L= i i y) + i Q(fi)
i=1 k=1

Where F is the space of regression trees, [ is a loss function, and () is a regularization term

that penalizes model complexity.
Multi-layer and Hybrid modelling

To discover the prediction performance of traditional machine learning algorithms, multi-
layer and hybrid modelling are also discussed in the research. The implementations of the

multi-layer machine learning are as follows:

The dataset was first split into two feature groups (internal and external) based on their

attributes (see Table 3.4).

Table 3.4 Feature groups

Feature Group Variables

Internal Airline,Class,Duration_Hours,
Total Stops,Departure Period, Dep Hour,
Arrival Hour

External Fuel Price, Days Left, Holiday Flag,
Weekday

These subsets are used in constructing a two-stage modelling pipeline, in which the first
stage is responsible for predicting the intermediate values based on internal factors, and the
second stage utilized the external factors, and the prediction conducted in the first stage to

output final accurate predictions.
The two-stage model implementation can be expressed as (see Figure 3.2):

5} = f2 (fl (xint)' xext)

Where f; (x;,:) produces the intermedia prediction based on internal features and f,

combines this output with external features to achieve final prediction .
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Figure 3.2. Two-stage model workflow (OpenAl, 2025)

Stage 1
Lint 1 fi(zine)
[ A
z Yy
Stage 2
Teat [T falz, Teat)

Furthermore, based on meta-learning strategy, a hybrid model was implemented to improve
the performance of prediction, which combines the strength of multiple models by training
them on different feature groups and then entering the outputs to a higher-level model (meta-

model). This process can be expressed as follows:

Let Xine»Xroute and X,y represent the internal, route-based, and external feature vectors,

respectively. Each subset is used to train the base model: z; = fi:(Xine), 22 =

froute (xroute)' Z3 = fext(xext)

The intermediate predictions along with original features will be concatenated to form the

new feature vector Uy, et

Umeta = [Zl' Zy, Z3, Xints xroute, xext]

In the end, the meta-model f,,,.;, learns to map uy, ¢, to the final prediction:
y = fmeta(umeta)

In addition, several blended models were also tested for further model evaluation. The
blended models are constructed by testing the average prediction results from two or more
models.

3.4.2 Modelling with Time Series Data

Airfare prediction is not a task that only relies on tabular form datasets, time series also plays
an important role. In the section, the modelling and evaluation focus on handling time series
regression tasks. The time series version of the dataset is used in this part of the research, in
which historic price and the contextual data in the previous dataset were reorganized into

sequential window for the future pricing prediction.
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Dataset Preparation
Let the dataset be defined as:
D={Xy,yD} =17

Where X; is the input derived from a 30-day window W;, y; € R is the airfare price on the

next day, and N is the number of training samples.

The form of X; differs depending on the model. For deep learning models:
Xi = D), xi(2), ... x:(30)] € R39*F

Where )(i(t) € RFis the feature vector at day t, which includes:

e Numerical features: Price, Days Left, Fuel Price, Holiday Flag, Class, Price Delta,
Rolling Mean_3, Rolling Std 3

e One-hot encoded categorical features: Airline, Source, Destination, Weekday,

Departure Period
For XGBoost, the input th) € RP is a flattened summary vector, composed of:

e Aggregates over the 30-day window:

S; = |Uprice» Oprices Prrniicr}z zr)rrlzjac)e( ,Price, A(Price,), DaysLeft, up,e ,Class,, HolidayFlag,| € R?

¢ One-hot encoded context for the target day:
¢; = OHE (Airline, Source, Destination, Weekday, Departure Period),,, € {0,1}¢
The final input is then:
X; =s;®c; € RP, where D = dg + d,

Due to the structural requirements of different models, deep learning models used the
sequential 3D inputs to conduct learning, while XGBoost requires flax tabular input, which
was achieved by summarizing time series windows and keeping the full sequences of the
deep models. Both approaches have been optimized for the requirements of each, and

prediction task remains identical to ensure the comparing fairness.



18

The dataset configuration can be found in Table 3.5.

Table 3.5: Structure of the Time Series Dataset

Component Description
Prediction Target Deep Learning: (N, 30, F); XGBoost:(N, D), where D = dg + d,
Prediction Target y; =Price,,; ER
Numerical Features DL.: full sequences; XGB: aggregate over 30 days
Categorical Features One-hot encoded: Airline, Source, Destination, Weekday, Departure_Period
Sequence Length T = 30 days
Forecast Horizon One-step ahead
Data Format DL: 3D tensor RV*30%F; X GB:2D vector RV*P
Feature Scaling Min-Max scaling
Encoding Method One-hot encoding
Train/Test Split split at Febl, 2023
Model Selection

The core idea of this section of the study is to compare the performance of deep learning
models and traditional machine learning models in terms of predicting timeseries airfare
datasets. Therefore, in addition to the machine learning models described before (Linear
regression, PLS, Random Forest, and XGBoost), the following deep learning models are

also introduced in the research.

GRU (Gated Recurrent Unit).

The GRU model was utilized in the prediction. The model predicts the price for the next day
based on the function f;rywhich can map the input sequence to a predicted price (Dey and
Salem, 2017):
Y = feru

The GRU layer recursively processes the input by a hidden state h;. The gating mechanisms
for updating the state can be expressed as:
Update Gate:

ze=0(W, x+ U, hey +by)
Reset Gate:

re=0W, x; + U hey+Dby)

Candidate State:
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h; = tanh(Wy, - x, + Uy, - (r; © hy_y) + bp)
Final State Update:
hy = (1_Zt)Oht—1+Zt®f{t

Where o(*) represents the sigmoid function, © is Hadamard product and W,, U,, b, are
trainable parameters. By passing the final hidden state h3, to the dense layer, output y is

produced.

For GRU model, the following layers are included: GRU layers with 128units, a dropout
layer with rate of 0.3, a dense layer with 64 ReLU-activated neurons, another dropout layer
with rate of 0.2, and a final linear layer output neuron. The Adam optimizer and Mean
Squared Error (MSE) loss were used to train the model, with early stopping based on

validation loss with patience = 5.
LSTM

The LSTM model is designed to capture the temporal dependencies from the historical
airfare data sequences. The structure of each input was defined as X; € R3°*F, where F is
the number of the features per time step. The model predicts the price for the next day based

on the function which can map the input sequence to a predicted price:

Y= fLSTM(Xi)

The gating mechanisms for updating the state can be expressed as:

Forget Gate:

fe=0(W-x,+Us-h, — 1+ by)
Input Gate:

ii=0(W; x,+U;-h, —1+b;)
Candidate Cell State:

¢; =tanh(W, -x, + U h, — 1+ b,)
Cell State Upadate:
G=fiOQc—1+i,O¢
Output Gate:

0, =cW,x; +U,h, — 1+ b,)
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Hidden State Update:
h, = o, © tanh(c,)

Where o (+) is the sigmoid function, © is Hadamard product and are trainable parameters.

By passing the final hidden state hs, to the dense layer, output y is produced.

For the LSTM model, the following layers are included: a single LSTM layer with 128 units,
a dropout layer with a rate of 0.3, a dense layer with 64 ReLU-activated units, another
dropout layer with a rate of 0.2, and a final dense output layer with one neuron for regression.
The model was trained using the Adam optimizer and Mean Squared Error (MSE) loss, with

early stopping based on validation loss with a patience of 5.
BiLSTM

BiLSTM model is similar to the standard LSTM, however, consists of two parallel LSTM
layers to support prediction (see Figure 3.3.).

Figure 3.3. Architecture of Bidirectional LSTM Structure (Raihan and Ahmed 2023, arXiv)

Yt-1 Ve Yt+1

Forward

Layer |
— LSTM

LSTM &——
Backward

_______________________________________________________________________ Layer

Hybrid GRU + XGBoost

To discover the potential performance strength of combining deep learning and ensemble
learning, a hybrid architecture consists of GRU and XGBoost was implemented. The first
stage of the architecture is the model with GRU network which is trained based on the 30-
day sequence of normalized numerical and one-hot encoded categorical features. Once first-

stage training is finished, the prediction value by GRU will be concatenated with the final
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time step’s feature vector as the intermediate features. Next, it will be passed to an XGBoost

regressor, which serves as a meta-model to make the final prediction.

For all the deep learning models in this research, the optimizer applied are all Adam, which

is a widely used optimizer for its easy implementation and computational efficiency. It is

suitable for cases where a large amount of data or parameters are involved. Its hyper-

parameters have an intuitive interpretation and usually require little tuning (Kingma and Ba,

2017).
Table 3.6: Summary of Forecasting Models and Configuration
Model Type Input Format Key Parameters Framework
GRU Deep Learning 30-day sequence€ GRU(128), TensorFlow/Keras
(RNN) R30XF Dense(64),
Dropout (0.3/0.2),
MSE loss, Adam
optimier
LTSM Deep Learning 30-day sequence€ GRU(128), TensorFlow/Keras
(RNN) R30XF Dense(64),
Dropout (0.3/0.2),
MSE loss, Adam
optimier
BiLSTM Deep Learning 30-day sequence€ GRU(128), TensorFlow/Keras
(RNN) R30XF Dense(64), Scikit-learn
Dropout (0.3/0.2),
MSE loss, Adam
optimier
Linear Regrssion Machine Learning | Flattened summary Standard linear Scikit-learn
vector€ RP regression
Random Forest Machine Learning | Flattened summary 200 trees, max Scikit-learn
vector€ RP depth =10
XGBoost Machine Learning | Flattened summary 200 estimators, XGBoost
vector€ RP learning rate

=0.05, max depth
=6

3.5 Model Evaluation

In the model evaluation, three standard metrics were used:

Mean Absolute Error (MAE)

It measures the error between paired observations expressing the same phenomenon. It can

be computed as:
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n
1
MAE == Iy, = 3
i=1

Root Mean Squared Error (RMSE)

It measures the average difference between the predicated values and the actual values of a

statistical model. It can be computed as:

n
1
RMSE = |- (= 9.
i=1

R? Score (Coefficient or Determination)

It is the proportion of the variation in the dependent variable that is predictable from the

independent variable. It can be computed as:

Yici (i — 5’\1)2

R?=1- —
?:1(% —y)?

4 Results

In this chapter, the results from various machine learning and deep learning models are
presented and analyzed. The evaluation focuses on comparing model performance for both
static tabular dataset and time series dataset. Mean Absolute Error (MAE), Root Mean
Squared Error (RMAE), and the coefficient of determination (R?) were used to evaluate the
models presented in this chapter. The results are grouped by data type and modeling
approach for a structured comparison and to show both the strengths and limitations of each

method in different contexts.
4.1 Results on Tabular Data

In this section, the prediction result for different machine learning models with various
strategies for the tabular dataset are presented. In order to evaluate how different machine

learning models and strategies affect the prediction result, multiple models were tested
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including traditional single-stage model, stacked two-stage model, blended model, and a
hybrid meta-learning model. The performances are evaluated based on MAE, RMAE, and
RZ.

Table 4.1: Performance Comparison of Tabular Models (Ranked by R?)

Rank Model Type Stage 1 Stage 2 MAE RMSE R*2

1 Hybrid (Meta- Internal + Route + XGBoost Meta 2615.47  4664.42 0.9469
Model) External Learner

2 Two-Stage XGBoost Random Forest 3640.56  5850.60 0.9165
(Stacked)
Single-Stage XGBoost - 3640.97  5927.92 0.9142
Two-Stage XGBoost Linear 3900.25  6141.90 0.9079
(Stacked)

5 Two-Stage XGBoost PLS 3900.24  6141.93 0.9079
(Stacked)

6 Blended RF + XGB Blend 3853.23  6242.71 0.9049

7 Two-Stage Random Forest XGBoost 4012.38  6433.52  0.8990
(Stacked)

8 Blended RF + XGB + Blend 4072.28  6522.73  0.8962

PLS+XGB

9 Two-Stage Random Forest Linear 433986  6779.85 0.8878
(Stacked)

10 Two-Stage Random Forest PLS 433991  6779.89 0.8878
(Stacked)

11 Single-Stage Random Forest - 4261.46  6793.44 0.8874

12 Blended Linear + RF + XGB  Blend 446591  6882.02 0.8844

13 Blended Linear + XGB Blend 4876.83  7337.25 0.8686

14 Blended PLS + XGB Blend (single) 487291  7337.67 0.8686

15 Two-Stage PLS XGBoost 5007.91  7925.73 0.8467
(Stacked)

16 Two-Stage Linear XGBoost 5019.55  7948.13 0.8458
(Stacked)

17 Two-Stage PLS Random Forest 5043.81  7959.55 0.8454
(Stacked)

18 Two-Stage Linear Random Forest 5046.16 797036  0.8450
(Stacked)

19 Two-Stage Linear PLS 6970.85 10075.5 0.7523
(Stacked) 1

20 Two-Stage PLS Linear 6969.31 10075.5 0.7523
(Stacked) 5

21 Single-Stage Linear - 6975.13 10075.6  0.7523

2
22 Single-Stage PLS - 6968.69 100759 0.7522
7

According to the results gathered (see Table 4.1), it has been shown that the performance of
different model types is classified as a clear hierarchy. By combining hybrid modelling
across multiple base models covering internal, external, route features, the meta-model
achieved the best performance, gaining the highest R%score (0.9469) and lowest MAE
(2615.47) and RMSE (4664.42). Among the traditional models, XGBoost gained the best

result, Random Forest placed second, and Linear, PLS performed the 3" and 4" respectively.
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In addition, stacked two-stage models generally achieved better results, and the stacked
model XGBoost -> Random Forest achieved the second-best result among all the tested

models with an R%0f 0.9165.

To better demonstrate the distribution of the model performance, a scatter plot of RMSE vs
R? was made with different color representing different model types (see Figure 4.1).
Hybrid-model with meta-learning isolated on the left-top corner in the figure, outperformed
all other models showing its high predictive accuracy and low error rate. Whereas few single-
stage models only gained an R%around 0.750, which is very low compared to other models.
By model stacking, most of the models’ performance can be increased to a decent level with

R?not lower than 0.840.

Figure 4.1 Model Performance Scatter Plot on Tabular Data
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Additionally, in Figure 4.1, a visualization that compares the actual and predicted prices over
a subset of 300 samples is presented where hybrid model’s tracking is emphasized. As shown
in the figure, when prices are relatively low, predictions conducted were accurate with low

error rate. However, with the price went up, more outliers were detected.
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Figure 4.2 Hybrid Model Prediction Distribution Plot
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4.2 Results on Time Series Data

This section introduces the performances of both machine learning and deep learning models
for time. The data is in a time series format with 30-day sequences. The goal was to assess
how effectively each model can predict the prices of plane tickets based on a window of

historical successive features with time series data.

Multiple models were evaluated, including classic regression models (Linear Regression,
Random Forest, XGBoost), which were trained on timeseries statistical summaries, and deep
learning models (GRU, LSTM, BiLSTM), which were trained on successive inputs. The
results have been gathered in Table 4.2. Out of all regular models, BILSTM achieved the
highest R*2 value (0.6889). The second best model was LSTM (0.6885) and GRU (0.6873).
Even though XGBoost had a slightly better RMSE and MAE score than the deep learning
models, its R*2 score was significantly lower (0.6240), which would indicate a lower general
view explaining power. Linear regression and Random Forest also have a lower R*2 score.

However, in terms of MAE and RMSE A hybrid model that combines GRU and XGBoost
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was assessed as well, and this model achieved the highest R*2 value of 0.6938, as well as

the smallest RMSE (12411.02) and MAE(7300.60) values, surpassing both traditional

machine learning models as well as deep learning comparison models.

Model MAE (})
GRU-XGBoost 7300.60
BIiLSTM 7702.86
LSTM 7783.64
GRU 8470.00
XGBoost 7656.68
Random Forest 7717.69
Linear Regression 7592.50

Table 4.2: Performance of Models on Time Series Dataset

RMSE ;)

12411.02
13347.46
13357.43
13383.61
13193.59
13257.39
13360.15

0.6938
0.6889
0.6885
0.6873
0.6240
0.6203
0.6144

R? Type

Hybrid

Deep Learning
Deep Learning
Deep Learning
ML (Summary)
ML (Summary)
ML (Summary)

The difference in models' performance is further shown in Figure 4.3, where a performance

scatter plot is shown with RMSE and R”2 axis. Deep learning models are grouped closely

in the right upper corner, which indicates that they have consistently better adaptability

compared to non-sequential alternatives, however, showed weakness on RMSE and MAE

evaluation. This shortcoming is solved by applying hybrid model, as shown on the figure

4.3, GRU-XGBoost model is isolated on the left-top corner showing that it has not only

outperformed all other models on the R?, but also achieved the best RMSE score.
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Figure 4.3: Model Performance Scatter Plot on Timeseries Data
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5 Discussion

5.1 Research Goal and Hypothesis

The goal of this thesis was to research the predictive ability of machine learning (ML) and
deep learning (DL) approaches for predicting flight ticket prices, focusing especially on
improving performance with the help of hybrid models and multi-stage models. The core
hypothesis of the thesis was that decomposing feature spaces and tailoring models according
to statistical features could produce better results than the traditional single-model solutions.
The empirical results in both tabular and time-series datasets confirm this hypothesis and
indicate that hybrid models and staged architectures are efficient strategies for predicting

flight ticket prices.

5.2 Performance in the Tabular Format

In the tabular setting, the best-performing model was the hybrid model combining

specialized predictors for:

e Internal (e.g. Class and Duration_Housr),
e Route-based (e.g. Source and Destination), and
e [External features (e.g. Fuel Price)

These were then combined by a meta-learner using XGBoost. The model performed
consistently better than other machine learning models. It achieved the highest R*2 score

(0.9469) compared to other models, showing a strong ability to generalize on unseen data.

The flexible structure of this model is one of the key reasons for its success. By allowing
each basic model to focus on a semantically connected set of features, the model can make
use of the data's heterogeneous structures. Compared to the single-stage or even two-stage
stacking models, this modular combination model does not only have better accuracy, but

also offered better interpretability and robustness.
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5.3 Performance in the Time Series Format

The time series tests evaluated deep learning models such as GRU, LSTM and BiLSTM,
side by side with tree-based models that used engineered summary features. Although
BiLSTM achieved the best RZout of all the models (0.6889), machine learning models such
as XGBoost surpassed it slightly on the RMSE (13193.59) when given time-aggregated

statistics.

In the end, the final hybrid model, GRU-XGBoost yielded the best performance across all
metrics (R?=0.6938, RMSE=12411.02, MAE= 7300.68).

The superior performance can be attributed to its technical design, in which the strength of
deep learning on tree-based machine learning were both utilized and combined. The GRU
components allows the model to identify the temporal dependencies in the price sequence,
which includes the attributes that traditional machine learning models may neglect such as
the minor trending, fluctuation and the sequential context. Meanwhile, the XGBoost meta-
learning enables the combination of the GRU output and the contextual features such as
source, destination, and airline. Thus, the hybrid GRU-XGBoost model can learn efficiently

from both time-dependent and static features, and capture the interaction in between as well.

5.4 Trade-Offs Between Different Models

The results bring attention to the essential trade-off: while deep learning applies itself well
to modelling long-term dependencies, its benefit lessens when the input data is very
irregular, sparse, or lacking strong time signals. On the contrary, tree-based machine learning
models are able to utilize domain-engineered features to maintain a competitive performance

even without a temporal structure.

5.5 Key Takeaways

The study implies the following: First of all, the model architecture has a key role in complex
prediction tasks. Simply adding more depth or moving to a more complex algorithm is not

enough, unless the model's structure suits the semantics of the features. Secondly, combining
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models hierarchically or in an ensemble configuration (especially when driven by feature
groupings) offers a clear path to improving performance. Thirdly, a careful preparation and

statistical feature design are valuable, even in an era of end-to-end deep learning.
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6 Conclusions

This thesis studied the use of ML and DL for predicting flight ticket prices and focused
especially on the improving the performance of hybrid models and muti-stage models. The
research indicates that predicting the pricing of flight tickets is a complicated task, due to
airlines dynamic pricing strategies and the influence of external factors. By combining
domain knowledge with data-driven methods, the research aimed to close the gap between

theoretical modelling and practical prediction tools.

By making use of real-world data that has been enriched with flight specific features and
contextual features such as date, fuel price, and holidays, the study was able to evaluate a
large group of models. Traditional ML models like linear regression, Partial Least Squares,
Random Forest, and XGBoost were compared to DL models like GRU, LSTM, and
BiLSTM. Additionally, hybrid models that combined GRU outputs with XGBoost meta-

learners were implemented to test the performance of multi-stage models.

The results show that the hybrid models performed substantially better than single models
in both tabular and time series dataset prediction tasks. The model that combined GRU and
XGBoost performed especially well, achieving the best prediction accuracy when tested on
the time-series dataset, while the staged meta-learning model achieved the best performance
when tested on the tabular form data. These observations support the hypothesis that
decomposing feature spaces and combining specialized models with modular architecture

can considerably improve prediction accuracy.

Finally, the research confirms that no single model is the best for all cases, the key to efficient
flight ticket price predicting is in the models’ structure, feature planning, and combining
methods that support each other. Future works could explore real-time model adaptation,
add new external variables such as weather and demand to the model, and deploy the system

in real travel applications.
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