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This undergraduate thesis presents a comparative analysis of community energy
management (CEM) methods based on non-reinforcement learning (non-RL) algorithms
and various reinforcement learning (RL) algorithms. The non-RL method examined is
baseline control (BLC) and rule-based control (RBC). RL algorithms explored in this study
encompass deep deterministic policy gradient (DDPG), soft actor-critic (SAC) algorithm,
SAC based on RBC algorithm (SAC-RBC), decentralized-coordinated multi-agent
reinforcement learning with iterative sequential action selection (MARLISA), and SAC
with Stable-Baselines3 (SB3-SAC). To enhance KPIs performance of different algorithms,
new reward functions are designed for SAC and MARLISA, and compared with the
default functions provided by the Python library CityLearn. The study employs CityLearn
for simulation experiments and utilizes the dataset from the CityLearn Challenge 2023 to
evaluate and compare the effectiveness and key performance indicators (KPIs)
performance of different methods. The findings demonstrate that RL-based CEM,
including SAC, SAC-RBC, and DDPG, achieve superior optimization of KPIs compared to
MARLISA and non-RL-based methods. In addition, the study validates through CityLearn
that algorithms incorporating designed reward functions present enhanced KPI
optimization compared to those utilizing the default reward function
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SYMBOLS AND ABBREVIATIONS

Symbols

A, a set of actions, action
S, s set of states, state
Q Q value
r, expected immediate reward

from state s after action a
t time step

learning speed
discount-rate parameter

o current observation
policy and optimal policy
probability of taking action a
in state s under stochastic
policy

D relay buffer
parameter vector of target
policy
parameter vector of the critic

J performance measure for the
policy
action taken in state s under
deterministic policy
value of taking action a in
state s under the optimal
policy.
value of state s under policy

 a random process
temporal difference error at
time step t.
soft update parameter
entropy regularization term
critic network parameter for
SAC

M number of agents
Ax each agent

reward set for MARLISA
lagrange multiplier
standard deviation of actor
probability of taking a random
action in an greedy policy

Abbreviations

CEM community energy management
RL reinforcement learning
BLC baseline control
RBC rule-based control
DDPG deep deterministic policy

gradient
SAC soft actor-critic
SAC-RBC SAC based on RBC algorithm
MARLISA multi-agent reinforcement

learning with iterative
sequential action selection

SB3-SAC SAC with Stable-Baselines3
KPIs key performance indicators
RESs renewable energy sources
RECs renewable energy communities
EVs electric vehicles
DERs distributed energy resources
ESSs energy storage systems
G2V Grid-to-Vehicle
V2G Vehicle-to-Grid
MPC model predictive control
MDP Markov decision process
AC actor-critic
DNNs deep neural networks
SARSA state-action-reward-state-action
DQN deep Q-network
SARL single-agent RL
MARL multi-agent RL
HVAC heating ventilation and air

conditioning
DHW domestic hot water
BESS battery energy storage system
PV photovoltaic
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1 Introduction

In recent years, reinforcement learning (RL)-based community energy management (CEM)

has emerged as a self-learning and adaptive intelligent decision-making method,

progressively evolving into a prominent research frontier in the field of CEM [1], [2], [3].

RL has obtained significant relevance in various energy management applications

including microgrid energy management, renewable energy integration, and building

energy management systems [4], [5], [6]. Therefore, it is essential to find an optimized

RL-based management method for a specific energy system.

This section primarily introduces CEM, RL, and the Python library CityLearn. Subsections

1.1, 1.2, and 1.3 present an overview of CEM and RL. Subsection 1.4 introduces CityLearn.

Subsection 1.5 outlines the research contributions and thesis structure.

1.1 Community energy management

Driven by ecological transition objectives, such as those outlined in the European Agenda

2030, renewable energy has garnered significant attention as a sustainable alternative to

conventional fossil fuels [7]. Consequently, sustainable energy communities are emerging

and recognized as key agents of change that offer substantial benefits to their participants

[8]. This growing trend has motivated researchers to investigate rational CEM methods

aimed at improving the efficient integration of renewable energy sources (RESs) into the

power grid.

Renewable energy communities (RECs) are coalitions of individuals and entities that

advocate for and utilize renewable energy, including solar, wind, and hydroelectric power

[9]. There are many forms of RECs, including resident-led REC, enterprise-led REC,

government-led REC, and cooperative-led REC [10]. In the necessary infrastructure of

RECs, battery storage systems, electric vehicles (EVs) and their charging systems,

renewable energy generation systems, energy trading platforms, and energy management

systems are key components [11]. Figure 1 from [12] presents the infrastructure of RECs

and the methodology flowchart of the energy community modelling.

https://energsustainsoc.biomedcentral.com/articles/10.1186/s13705-023-00397-1
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Figure 1. Methodology flowchart of the energy community modelling [12]

Distributed energy resources (DERs) including RESs, energy storage systems (ESSs), heat

pumps, EVs and their charging system, and microgrids refer to small-scale, decentralized

energy resources that can be independently integrated into the grid to improve energy

efficiency, reduce carbon emissions, and enhance the stability and flexibility of the grid

[13]. In addition, EVs can also enhance energy agility through Grid-to-Vehicle (G2V) and

Vehicle-to-Grid (V2G) mechanisms [3]. RECs rely on DERs to achieve their renewable

energy goals, and DERs are optimally dispatched through RECs.

CEM serves as a comprehensive management platform for DERs and RECs, designed to

enhance energy utilization efficiency, reduce operational costs, minimize carbon emissions,

and improve the sustainability and reliability of energy systems. This is achieved through

intelligent scheduling and optimization control, enabling seamless coordination among

distributed energy assets and facilitating the integration of renewable energy sources.

With the increasing integration of DERs into demand-side infrastructure, it is imperative to

rigorously quantify their energy flexibility at the urban scale. Additionally, identifying

optimal control strategies is essential to enhancing the effectiveness and expediting the

development and deployment of demand response (DR) initiatives. A comprehensive

understanding of variations in geographical location, climatic conditions, and user behavior
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is crucial in assessing the energy flexibility provided by DERs [3]. However, conducting

city-level energy resilience analysis requires the development of a robust database of

existing building stocks, such as the U.S. Building Stock dataset [14], which serves as a

foundational resource for modelling and evaluation.

Coordinating diverse DERs across individual buildings or multiple structures within RECs

presents a significant challenge in ensuring efficient and flexible operation while

maintaining user comfort. The integration of DERs can lead to deviations from the

conventional "business-as-usual" (BAU) load curve, potentially introducing new peak

loads [15]. Moreover, conventional demand response programs may exhibit the

phenomenon of "peak rebound" [16], further complicating grid management. Beyond the

risk of power outages due to supply-demand imbalances, external factors such as wildfires

[17] and extreme weather events can amplify the likelihood of grid failures, exacerbating

unmet energy demands and user discomfort.

Therefore, CEM control methods for DERs in RECs are designed with resilience in mind,

ensuring robust operation under conditions of constrained power supply or severe outages.

Enhancing the adaptability of these systems is essential for mitigating user vulnerability

during disasters and maintaining energy security in critical scenarios.

To address this technical challenge, researchers proposed various technical methods,

including traditional optimization methods, heuristic algorithms, and rule-based control

(RBC) [18], [19]. Mixed-integer linear programming (MILP) achieved significant success

in [20], [21]. However, the inherent intermittency of renewable energy sources and the

stochastic variability of electricity demand pose substantial challenges in formulating an

optimal ESS charging and discharging strategy [20]. To address these uncertainties,

machine learning algorithms have been increasingly employed to forecast these

unpredictable variables, thereby enhancing the accuracy and efficiency of ESS operation

[21], [22]. Furthermore, various optimization techniques that explicitly account for

uncertainty were proposed, including stochastic programming (SP) and robust optimization

(RO), which aim to enhance the resilience and adaptability of decision-making under

uncertain conditions [23]. Model predictive control (MPC) was proposed in [24] as an

effective real-time scheduling strategy, enabling continuous dynamic adjustments to

decision-making. While MPC offers several advantages, its performance is highly

dependent on the accuracy of forecasts. In large-scale systems, the computational
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complexity associated with long-horizon MPC can be substantial, potentially limiting its

real-time execution capability [25]. Consequently, research efforts have increasingly

shifted towards methodologies based on Deep RL.

1.2 Reinforcement learning

RL is a mathematical modeling based on the Markov Decision Process (MDP), used to

describe the decision-making process of an agent in an environment [26]. As one of the

paradigms of machine learning, RL focuses on the actions taken by the decision-maker to

maximize cumulative rewards [27]. The illustration of MDP is presented in Figure 2.

In RL, an agent interacts dynamically with the environment by selecting actions in

different states and receiving rewards as feedback. Through this iterative process, the agent

continuously refines its policy, ultimately learning to make optimal decisions across

various scenarios. The typical RL interactions between an environment and an agent are

shown in Figure 3.

Figure 2. Illustration diagram of MDP [1]

Figure 3. Interaction of RL between agent and the environment
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In RL, an agent interacts dynamically with the environment by selecting actions in

different states and receiving rewards as feedback. Through this iterative process, the agent

continuously refines its policy, ultimately learning to make optimal decisions across

various scenarios. The typical RL interactions between an environment and an agent are

shown in Figure 3.

The representative traditional RL algorithms include Q-learning, proximal policy

optimization (PPO), and actor-critic (AC) Method. The advantage of these algorithms lies

in their adaptability to complex and uncertain environments. However, traditional RL

methods struggle to store and update the Q-values of all possible state-action pairs when

faced with high-dimensional state spaces.

Figure 4. Taxonomy of RL algorithms

To address complex, high-dimensional sequential decision-making problems such as

autonomous driving, robotic control, financial trading, and smart grid optimization, deep

RL has been proposed. Deep RL is an intelligent learning method that combines RL with

deep learning. It utilizes deep neural networks (DNNs) to approximate the value function
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or policy in RL, thereby enabling intelligent decision-making and control in high-

dimensional environments. There are two classical DNN models, including the

convolutional neural network (CNN) [28] and recurrent neural network (RNN) [29]. A

detailed taxonomy of RL algorithms is shown in Figure 4.

1.2.1 Model-based reinforcement learning

When a model of the environment or a planning module is incorporated into the learning

process, it is referred to as model-based RL. The primary advantage of utilizing an

environment model is that the agent can simulate and predict future states before taking

action, allowing it to anticipate the outcomes of different action choices. Based on these

predictions, the agent can refine its decision-making process and develop a more informed

learning strategy.

A notable example of model-based RL is AlphaZero, developed by DeepMind, which

leverages environment modelling for strategic decision-making. When effectively applied,

model-based RL can significantly enhance sample efficiency compared to model-free RL

by reducing the need for extensive real-world interactions. However, its primary drawback

lies in the challenge of accurately learning an environment model that faithfully represents

the actual system. In many cases, discrepancies or biases between the learned model and

the real environment can degrade the overall performance and reliability of the agent's

decision-making process.

1.2.2 Model-free reinforcement learning

Model-Free RL does not explicitly model the state transitions of the environment and the

agent learns the optimal policy directly by interacting with the environment to obtain

rewards. In this paper, model-free RL algorithms can be divided into two categories based

on different learning objects, which are Q-learning class algorithms and strategy

optimization from figure 4.

The Q-learning algorithm is considered an early breakthrough in RL, as it identifies the

optimal method for maximizing the expected value of total rewards across all successive

steps [30]. Particularly, the action-value function Q(s, a) is updated by Eq. 1.
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where is the reward when the state s moving to the next state , represents the

learning rate, and denotes the discount-rate parameter. The framework of Q-learning

algorithm is presented in Algorithm 1.

The other classic Q-learning class algorithms include state-action-reward-state-action

(SARSA), deep Q-network (DQN), deep deterministic policy gradient (DDPG), and soft

actor-critic (SAC) [1]. Additionally, SARSA, DDPG and SAC are also policy-based RL

algorithms [1].

In SARSA, is selected according to the current policy like ε-greedy, rather than directly

selecting the action with the optimal Q value. the action-value function Q(s, a) is updated

by Eq. 2.

 ),(),( ),( 111 asQasQrasQQ ttttt   

DQN as a fundamental deep RL utilizes DNN as a function approximator to estimate the

optimal action-value function Q*(s, a) instead of the Q-table. The framework of DQN is

shown in figure 5 and the framework of DQN algorithm is presented in Algorithm 2.

1tr s 



a

(1)

(2)
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Figure 5. Structure diagram of DQN [1]

Based on the DQN algorithm, double DQN and duelling DQN were proposed in [31], and

[32]. Although Q-learning class algorithms have many important applications, particularly

performing well in discrete action spaces such as Atari games, it is challenging to handle



13

high-dimensional continuous control tasks such as autonomous driving and robotic motion

control.

Figure 6. Structure diagram of AC [1]
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Policy-based algorithms were proposed to handle the control tasks mentioned above. There

are two classic policies including the stochastic policy and the deterministic policy. The

classic algorithms implementing the stochastic policy are AC and SAC. DDPG algorithm

implements the deterministic policy. AC is an RL algorithm that combines policy-based

and value-based methods, and it learns together through actors (policy networks) and

critics (value networks) to improve training stability. Therefore, AC can be regarded as the

basic framework of DDPG and SAC. The structure diagram of AC is shown in Figure 6

and the framework of AC algorithm is presented in Algorithm 3.

1.3 Reinforcement learning for community energy management

Compared to MPC, RL possesses robustness, adaptability, rapid response capability, and

foresight, enabling it to optimize decision-making processes in the highly complex and

uncertain environment of community energy systems, thereby better adapting to the

dynamically changing demands of the energy landscape. RL algorithms can utilize single-

agent or multi-agents to manage energy across several buildings.

DQN and DDPG are considered in [33], and [34] to optimize microgrids and energy

systems. The AC-based algorithm is considered in [35] for building energy optimization.

In [36], a centralized SAC deep RL method for district demand side management through

CityLearn is proposed. Current community energy management methods mainly focus on

control strategies based on single-agent RL (SARL). However, SARL methods often

perform poorly in scenarios that require complex coordination among agents and may

encounter significant scalability challenges when dealing with high-dimensional action

spaces [37], [38]. In this context, multi-agent RL (MARL) has become a promising

research direction, which can efficiently deal with decision-making problems in a multi-

agent environment with uncertainty and complexity. Classical MARL includes MARL

with iterative sequential action selection (MARLISA) and multi-agent SAC RL [39], [40].

1.4 CityLearn

To benchmark the performance of control algorithms in precise building energy system

(BES) models, building simulators such as Energym [41] and BOPTEST [42] were
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designed. They provide high-precision BES models. However, the entry threshold for users

is significantly raised, and they are tailored for specific building energy systems (BES) or

building environments. To address these issues, the DOPTEST framework [43] and the

OCHRE framework [44] were developed. However, simulations based on the DOPTEST

framework are still limited to the building and regional environments provided within the

framework. In addition, the OCHRE framework does not adhere to standardized RL

environment protocols and is also not directly compatible with standardized control

libraries, including Stable-Baselines3 (SB3) [45] and RLlib [46].

Figure 7. CityLearn v2 environment [3]

CityLearn is an open-source Gymnasium simulation environment designed to reshape the

aggregated power load distribution by controlling the DER in different building areas

based on SARL and MARL control, and evaluate key performance indicators (KPIs) in

CEM [3], [40], [47].

The version used in this thesis is CityLearn v2. The version utilized in the thesis represents

an enhanced iteration of the framework, incorporating thermodynamic modelling [48], an

electric vehicle (EV) module, user behavior modelling, and integration with EULP for the

U.S. Building Stock dataset based on the work by Nweye et al. [49]. Additionally, it

features a stochastic grid failure model [50] based on distribution system reliability metrics.

To be compatible with standardized control interfaces, CityLearn v2 follows the latest

Gymnasium control protocol and provides encapsulated interfaces for SB3 and RLlib

single-agent and multi-agent algorithms.
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CityLearn includes simplified building energy models. As shown in Figure 7, it

encompasses heating ventilation and air conditioning (HVAC) systems and ESSs.

1.5 Research contributions and thesis structure

The motivation of this thesis is to compare CEM based on non-RL methods and various

RL algorithms using the CityLearn environment. Additionally, the thesis aims to identify

and verify optimized algorithms and optimized reward functions. To achieve the

motivation and target, the thesis focuses on the non-RL method including BLC and RBC,

and RL algorithm including DDPG, centralized SAC, SAC based on RBC (SAC-RBC),

decentralized-coordinated MARLISA, and SAC with SB3 (SB3-SAC). To identify and

verify optimized reward functions, the thesis utilizes KPIs to compare the default reward

function from CityLearn to the proposed reward functions. The main contributions of the

thesis are summarized as follows:

(1) Different CEM methods including non-RL methods and RL algorithms are analyzed

and compared. SARL and MARL algorithms are both considered in pursuit of more

comprehensive recognition-optimized algorithms.

(2) Optimized reward functions of SAC and MARLISA are designed and compared to the

default reward functions in CityLearn. The thesis verifies the superior performance of the

optimized reward functions.

(3) The dataset provided by the CityLearn Challenge 2023 is used to evaluate the

performance of different RL algorithms based on KPIs under a unified environment setting

and CityLearn real-world scenario data. In addition, this study combines CityLearn with

the SB3 framework to compare the control performance of the SAC algorithm under the

two frameworks.

The rest of this thesis is organized as follows. Models in CityLearn and different CEM

methods are denoted in Sec. 2. The simulation results of KPIs evaluation for different

CEM methods and comparison results are presented in Sec. 3. Eventually, Sec. 4 concludes

the thesis. An Appendix section provides codes in simulation.
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2 Methods

This section provides a detailed explanation of the research methodology, including the

modeling and control mechanisms within the CityLearn environment, and the different

methods employed in CEM.

2.1 Models

Models in CityLearn include loads, electric devices, ESSs, electricity sources, thermal

dynamics model, occupant-thermostat override model, and power outage model.

2.1.1 Loads

There are five loads in CityLearn models including the space cooling, the space heating,

the domestic hot water (DHW) heating, the electric devices, and EV loads. Not all

buildings possess all of the aforementioned loads. Additionally, all or part of the loads can

be simulated through building energy performance simulation (BEPS) or measured in

practice. Whether it is ideal loads or loads driven by control methods, the system relies on

the HVAC system, or load shifting through ESSs. The power supply for these systems is

provided by the electricity resources mentioned in the subsection 2.1.4.

2.1.2 Electric devices

In the thesis, this version of CityLearn can control the cooling_device and heating_device.

In addition, the HVAC system is powered directly by one or more electricity sources and

can be used to charge the thermal energy storage (TES) system within buildings.
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2.1.3 Energy storage systems

A building can be equipped with up to five optional and controllable ESSs. Among these,

cooling_storage, heating_storage, and dhw_storage are TES types of DERs, which offer

flexibility in meeting space cooling, space heating, and DHW heating demands,

respectively. electrical_storage functions as a BESS and can discharge power to support all

associated electric devices or be charged by one or more electricity sources. The

electric_vehicle also serves as a DER and operates in three possible modes including G2V,

V2G, or no control.

2.1.4 Electricity sources

The electric device is primarily powered by the electric grid. The buildings in CityLearn

have no restrictions on the electricity drawn from the grid at any time step, unless a power

outage occurs. Buildings selectively install photovoltaic (PV) systems and draw power

from the grid only when the PV supply is insufficient.

Based on electric devices, ESSs and electricity sources, the net electricity consumption of

the building is presented by Eq. 3.

pvrgerehicle_chaelectric_v_storageelectrical

ble_loadnon_shiftadhw_deviceviceheating_devicecooling_denet ,building
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ttttt
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The district-level net electricity consumption is defined as follows.
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
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b
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2.1.5 Thermal dynamics model

The thermal dynamics of the building are modeled as a long short-term memory (LSTM)

network, which predicts the indoor dry bulb temperature based on the observation data

from the past l time steps as input [48]. The function of this model is defined in Eq. 5.

(3)

(4)
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where is the indoor dry-bulb temperature, is the outdoor dry bulb temperature,

cooling or heating load is represented by , denotes the direct solar

irradiance, is diffuse solar irradiance, and U, m, d, h represent the occupant

count, month, day of week, hour, respectively.

2.1.6 Occupant-thermostat override model

The occupant-thermostat override model quantifies and predicts users' temperature control

adjustment behaviors through data analysis, clustering methods, and Markov logic

regression, providing data support for intelligent HVAC operation and building energy

management. The model utilizes local or regional thermostat data, including air

temperature, HVAC system status, solar radiation data, and others. The modeling methods

include establishing models seasonally, data filtering, clustering analysis, and predicting

the probability of setpoint overrides.

2.1.7 Power outage model

The power outage model randomly generates power outage events using Bernoulli

distribution, uniform distribution, and exponential distribution, while considering the

power supply capabilities of PV, energy storage, and EVs during outages. The occurrence

of a power outage is determined by sampling from the Bernoulli distribution, the start time

of the outage is randomly sampled from a uniform distribution, and the duration of each

outage follows an exponential distribution. During a power outage, the available electricity

for the building is calculated as follows.

pv electrical_storage electric_vehicle_cha rger cooling_device

available heating_device dhw_device non_shi ftable_load

(

)                   , if 0
,                                     

t t t t

t t t t t

E E E E

E E E E O

  

    

                                            otherwise
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
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2.1.8 Key performance indicators and datasets

The KPIs used in CityLearn to evaluate thermal-comfort, energy cost, environmental

impact, energy efficiency, and system resilience are summarized in [3]. These KPIs are

calculated by default at the building level and district level. KPIs at the district level can be

derived from the average values of KPIs at the building level. In addition, the objective of

the optimization control method is to minimize KPIs.

Built-in datasets in CityLearn are summarized in [3]. The datasets are designed for

different control problems, including specific issues involved in the CityLearn Challenge

[51], [52], [53]. Each dataset represents a unique environmental configuration. These

different configurations include different weather files, building characteristics, time series

date range, building count, building loads, ESSs, PV, and model availability.

2.2 Control in CityLearn

Figure 8 illustrates three types of control configurations available in CityLearn including

single-agent, independent multi-agent, and coordinated multi-agent. In the single-agent

setup, a centralized agent gathers observation data from all buildings and determines

actions for all DERs across the entire district, receiving a single global reward at each time

step to learn a unified control policy. In contrast, the independent multi-agent configuration

assigns an individual agent to each building, with each agent learning and operating based

on its own control policy independently. The coordinated multi-agent configuration also

maintains a one-to-one mapping between agents and buildings, similar to the independent

setup. However, agents in this configuration are capable of sharing information, enabling

collaborative decision-making to achieve shared objectives.
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2.3 BLC

Single-agent (left), independent multi-agent (middle), and coordinated multi-
agent (right) control configurations

Figure 8. Control framework in CityLearn

Figure 9. The code snippet for implementing BLC
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BLC in CityLearn refers to the method of self-generation using the PV without the

flexibility of energy provided by batteries. In addition, The agent will provide results in the

absence of load shifting storage and heat pump partial load.

BLC is considered to compare to other control methods including RBC and reinforcement

learning control (RLC). To achieve BLC, the following steps are carried out. The BLC

agent BaselineAgent is defined as a class at first. Then, BaselineAgent is initialized. The

third step involves setting the attribute env. Subsequently, the control actions for the

storage system and heat pump of all buildings are disabled. Finally, the method predict() is

utilized to avoid executing any control actions, instead returning an empty action list. The

code for implementing BLC is shown in Figure 9.

The KPIs for RBC and RLC presents standardized values relative to BLC results, where

the BLC results are defined as the scenario when the building is not equipped with

batteries. Therefore, a KPI less than 1 is likely the result of including batteries or advanced

control methods.

2.4 Centralized RBC

A hour-of-use RBC for heat-pump charged thermal energy storage systems is proposed.

The design of this control method is denoted as follows.

Table 1. The design of actions

Device Time interval Action (percentage of the nominal
power/maximum capacity)

Cooling device Between 10:00 PM and 08:00 AM

Other time

Set to 40% in every hour

Set to 80% in every hour
Heating device Between 10:00 PM and 08:00 AM

Other time

Set to 40% in every hour

Set to 80% in every hour
Storage system Between 10:00 PM and 08:00 AM

Other time

Charge to 9.1% in every hour

Discharge to 8% in every hour

RBC in CEM does not require training models. Its rules are clear and interpretable, making

it well-suited for real-time control. However, the formulation of these rules relies on expert

experience and lacks adaptability.
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2.5 DDPG

DDPG is a RL algorithm based on the AC framework, which integrates deterministic

policy gradient with experience replay and target network from DQN, aiming to address

the continuous action space problem that DQN cannot handle. In addition, the introduction

of the replay buffer can reduce the correlation between samples to make the learning

process more robust, and the proposal of the soft target update technique smooths the

network training process. However, DDPG is sensitive to hyperparameter selection, lacks

sufficient flexibility in its noise policy, and is susceptible to convergence in local optima.

The framework of DDPG algorithm is presented in Algorithm 4.
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To achieve the implementation of DDPG in CityLearn, the module stable_

baselines3.ddpg.ddpg is also introduced.

2.6 Centralized SAC

The SAC algorithm is an off-policy AC RL algorithm. The most notable feature of the

SAC algorithm is entropy regularization, where entropy is used to measure the randomness

of the policy. In SAC, the objective of the actor policy network is to maximize the
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cumulative reward while also maximizing entropy. The purpose of maximizing entropy is

to select actions as randomly as possible, thereby enhancing exploration capabilities and

the robustness of the policy. Furthermore, the twin Q network in critic network is also

adopted. Compared to DDPG, SAC has significant advantages in handling large-scale

randomness issues. Therefore, considering the discretized decision characteristics and

strong randomness states in the residential DR bidding process, the SAC algorithm is

adopted to optimize the DR strategy. The framework of SAC algorithm is shown in

Algorithm 5.

The selection of the coefficient for the entropy regularization term in the SAC algorithm is

very important, as the algorithm not only aims to maximize cumulative rewards but also to

make the policy more stochastic. To automatically adjust the entropy regularization term,

SAC reformulates the RL objective as a constrained optimization problem:

     ))(log(Ξ     s.t.      ),(Ξmax 0~),( Hsaasr tttas
t

tt tt
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Then, the loss function for the coefficient of the entropy regularization term is obtained.
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On this basis, can be updated as

)(  L

When the entropy of the current strategy is lower than the target entropy , the

optimization process will increase , encouraging the strategy to become more random to

enhance exploration capability. When the entropy of the current strategy is higher than the

target entropy , the optimization process will decrease , reducing the randomness of

the strategy to make it more stable.

In CityLearn, the default reward function is written as

)0,min( eDRF 

where DRF is the default reward function and e is a building’s net electricity consumption.

The default reward function simply restricts e to non-positive values without considering

global energy consumption. Furthermore, the reward signal is overly simplistic, resulting

(7)

(8)

(9)

(10)
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in the agent's inability to perceive the impact of different error magnitudes. To amplify the

impact of serious errors and prevent overfitting, the designed reward function for SAC is

proposed as follows:

)0,min( 3eSACRF 

where SACRF represents the reward function for SAC.

2.7 Decentralized-coordinated MARLISA and SAC-RBC

This subsection provides a comprehensive explanation of the design for the two SAC-

based RL algorithms including decentralized-coordinated MARLISA and SAC-RBC.

2.7.1 MARLISA

MARLISA is a development of SAC, optimizing multi-agent control strategies through

decentralization, coordination, and iterative sequential action selection (ISAS). ISAS refers

to the sequential decision-making of agents, where subsequent agents consider the actions

of preceding agents. To achieve coordination, each agent only needs to share three

variables with another agent, a mechanism that provides MARLISA with good scalability,

and the number of shared variables required by each agent does not increase with the total

number of agents. Therefore, MARLISA can be applied to coordinated load control in

RECs.

In addition, a gradient boosting decision tree (GBDT) model is trained to predict the net

electricity consumption of the building on the next time step [39]. The code for the GBDT

model is presented in Figure 10. Therefore, the rewards obtained by each agent depend not

only on its own net power consumption but also on the total net power demand of the

entire district. The framework of the MARLISA algorithm is denoted in Algorithm 6.

To enhance the nonlinear representation of the reward signal in multi-agent collaborative

tasks, a new reward function is designed as

),0max(01.0)(sign 2 EeeMARLISARF 

(11)

(12)
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where MARLISARF represents the designed reward function and E is the district’s net

electricity consumption.
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Figure 10. The code snippet for implementing GBDT model

2.7.2 SAC-RBC

SAC-RBC is a hybrid method that combines the SAC algorithm with the RBC method.

During the exploration phase, the agent uses RBC for decision-making, ensuring that the

agent's initial strategy is reasonable. In the training phase, the agent switches to SAC

algorithm, allowing the agent to optimize its decisions.

The design of RBC in SAC-RBC is derived from Table 1. To compare different RL

algorithms in CEM, the designed reward function for SAC is also applied to this hybrid

method.

The code for SAC-RBC in CityLearn is shown in Figure 11. To implement the hybrid

method, the SACRBC(SAC) class is defined at first. This means that SAC-RBC possesses

all the functionalities of SAC and adds RBC on this basis. Then, the __init__ method and

__set_rbc are implemented to initialize SAC-RBC and set the controller for the RBC.

Finally, get_exploration_prediction() method is adopted to utilize RBC selection actions

during the exploration phase.
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Figure 11. The code snippet for implementing SAC-RBC

2.8 Centralized SB3-SAC

SB3 is a standard RL library that can provides an efficient implementation of SAC.

Compared to CityLearn, SB3 has a single-agent training environment, typically used for

standard Gym environments. SB3-SAC can utilize the CityLearn environment to optimize

energy management. However, using SAC from SB3 results in a fixed observation space

and action space, which are independent of the physical characteristics of the environment.

CityLearn provides various default KPIs, but SB3-SAC does not specifically optimize

these metrics by default. Instead, it performs RL solely based on CityLearn's reward

function. Furthermore, SB3-SAC only optimizes the energy consumption of a single

building without considering the collaborative control between buildings. In this study,

SB3-SAC is implemented and compared to SAC and MARLISA algorithms in CityLearn

environment.

Before the CityLearn environment is ready for use in SB3, it needs to be wrapped. Firstly,

wrapping the environment using the NormalizedObservationWrapper is to ensure that

observations served to the agent are min-max normalized between 0 and 1, and cyclical

observations are encoded using the cosine transformation. Then, the environment wraps

with the StableBaselines3Wrapper that ensures observations, actions and rewards are

served in manner that is compatible with SB3 interface.
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The code for wrapping the environment is presented in Figure 12.

Figure 12. The code snippet for wrapping the environment
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3 Simulation results and analysis

In this section, the simulation experiment of CEM based on non-RL and RL algorithms

through CityLearn is implemented to illustrate and compare KPIs performance under

different methods and reward functions. The simulation platform used in the study is

Google Colab, selected for its seamless integration with CityLearn and its efficient

environment for code development and execution.

3.1 Parameters and data previews

In what follows, the parameters of RL algorithms used in the study are given. The

parameters for RLC training in CityLearn are listed in Table 2. Apart from D and , the

RLC training parameters in SB3 are the same as those in CityLearn. The value of D and

in SB3 are 1e6 and 1, respectively.

Table 2. RLC training parameters in CityLearn

Parameters Values
 0.99
 3e-4
D 1e5
 5e-3
 0.2

sb 256

sr 5

dh [400,300]

su 2

, , , and represent batch size, reward scaling, hidden dimension, and number of

updates per time step, respectively. In addition, the parameters of the environment and

building models take the default value in CityLearn.

The dataset citylearn_challenge_2023_phase_2_local_evaluation is implemented in the

study. The time step in the dataset represents the hour and the total number of time steps in



sudhsrsb


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the simulation is 720. The number of buildings in the dataset is 3. The building data

including non-shiftable load and solar generation in the dataset is previewed in Figure 13,

Figure 14, and Figure 15.

Figure 13. Non-shiftable load and solar generation of building 1

Figure 14. Non-shiftable load and solar generation of building 2
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Figure 15. Non-shiftable load and solar generation of building 3

Figure 16. Previews of weather data

Figure 17. Previews of carbon intensity data
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Figure 18. Previews of electricity pricing and its prediction values

Figure 16 presents the weather data including outdoor dry-bulb temperature, relative

humidity, diffuse and direct solar radiation. Figure 17 describes the carbon intensity based

on time series. The carbon intensity in the study refers to the CO2 equivalent of greenhouse

gases emitted for each unit kWh of energy consumption. Additionally, electricity pricing

and its prediction values are presented in Figure 18. The dataset provides electricity pricing

forecasts for 6 hours, 12 hours, and 24 hours. The code of displaying simulation results is

shown in A.1.

3.2 Results under BLC

To compare the results of CEM based on different methods, this subsection presents the

results of KPIs of CEM under BLC. The simulation setup process is denoted as follows.

Figure 19. Simulation setup process of BLC

Figure 20 shows the results of KPIs of CEM under BLC. The KPIs values of the total

carbon emission, the total cost, average ramping, and the zero net energy in this scenario

are 1.
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Figure 20. KPIs results of CEM under BLC

3.3 Results under RBC

Figure 21. Simulation setup process of RBC

The simulation setup process and the KPIs results under RBC are demonstrated in Figure

21 and Figure 22, respectively. The district KPIs values of the total carbon emission, the
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total cost, average ramping, and the zero net energy in this scenario are 1.891, 1.841, 0.959,

and 1.942, respectively. The values of KPIs in carbon emission, the total cost, and the zero

net energy under RBC is greater than those under BLC. However, in terms of other KPIs

including average ramping and 1-load factor, the KPIs under RBC perform better

compared to those under BLC.

Figure 22. KPIs results of CEM under RBC

3.4 Results under DDPG

Figure 23 and Figure 24 present the simulation setup process and the KPIs results under

DDPG, respectively. The simulation adopts the library SB3 and the designed reward

function for SAC. In this scenario, the district KPIs values of the total carbon emission, the

total cost, average ramping, and the zero net energy are 0.453, 0.428, 0.953, and 0.403,
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respectively. The building and district KPIs of the aforementioned indicators under DDPG

are smaller than those under BLC and RBC.

Figure 23. Simulation setup process of DDPG

Figure 24. KPIs results of CEM under DDPG
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3.5 Results under SAC

Since the simulation setup process of this algorithm is similar to the previous process, this

simulation code is only presented in A.4. The values of KPIs under SAC are denoted in

Figure 25. The simulation results indicate that the KPIs values for the total carbon

emission, the total cost, average ramping, and zero net energy of the district are 0.517,

0.490, 0.859, and 0.479, respectively. Therefore, the four aforementioned KPIs of the

independent buildings and district perform better than those under BLC and RBC.

Figure 25. KPIs results of CEM under SAC

3.6 Results under SAC-RBC and MARLISA

The simulation setup processes of SAC-RBC and MARLISA are presented in A.2. Figure

26 and Figure 27 demonstrate the values of KPIs under SAC-RBC and the values of KPIs

under MARLISA, respectively.
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Figure 26. KPIs results of CEM under SAC-RBC

Figure 27. KPIs results of CEM under MARLISA
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The simulation results under the SAC-RBC method shows that the district KPIs values of

the total carbon emission, the total cost, average ramping, and zero net energy of the

district are 0.515, 0.487, 0.898, and 0.485, respectively. Additionally, the district KPIs

values of the total carbon emission, the total cost, average ramping, and the zero net energy

under MARLISA are 0.636, 0.612, 0.901, and 0.631, respectively. The four

aforementioned KPIs of the independent buildings and district under SAC-RBC and

MARLISA perform better than those under BLC and RBC.

3.7 Results under SB3-SAC

Figure 28. KPIs results of CEM under SB3-SAC

To compare the SAC implementation in different libraries, the simulation under SB3-SAC

is implemented. The simulation setup process is presented in A.4 and the simulation results

under this scenario are shown in Figure 28.
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The aforementioned district KPIs values under SB3-SAC are 0.823, 0.784, 1.024, and

0.818, respectively. The KPIs values of the total carbon emission, the total cost, and the

zero net energy are smaller than those under BLC and RBC, but they are greater than those

under SAC implemented by the agent in CityLearn.

3.8 Comparison and analysis

This subsection demonstrates the comparison results and analysis. When comparing the

building-level KPIs values of different CEM methods, the study selects the total carbon

emission, the total cost, and the zero net energy as the research subjects. As comparing the

district-level KPIs values of different CEM methods, this study not only considers the three

aforementioned KPIs but incorporates average ramping, 1-load factor, and the daily

average value of peak load as additional research subjects.

3.8.1 Reward curves

Figure 29. Reward curves of SAC and MARLISA with the default function

The training episodes are set to 10 to compare the values of KPIs under the same standard.

To demonstrate that the agents implementing different algorithms and different reward

functions have been trained completely, the reward curves are presented in the thesis. The

reward curves of the default reward function related to SAC and MARLISA are shown in
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Figure 29. From Figure 29, SAC obtains higher rewards and more stable learning than

MARLISA. The reward curves of the designed reward functions involving SAC,

MARLISA, and SAC-RBC are presented in Figure 30. MARLISA with the designed

reward function obtains much more rewards and faster convergence but less stable learning

than SAC and SAC-RBC. Figure 31 denotes the reward curves of the designed reward

function related to SB3-SAC and DDPG. The curves indicate that both algorithms obtain

slower convergence and less stable learning than the aforementioned algorithms.

Figure 30. Reward curves of SAC, MARLISA, and SAC-RBC with designed functions

Figure 31. Reward curves of SB3-SAC and DDPG with the designed function
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3.8.2 KPIs and load profiles under different methods

The building-level KPIs values under different CEM methods are presented in Figure 32.

The reward functions used by the algorithms participating in the comparison are proposed

rather than the default function in CityLearn. From Figure 32, the results demonstrate that

RL-based CEM achieve superior optimization of KPIs in terms of the three buildings

compared to non-RL-based methods. The KPIs of the total cost, the total carbon emissions,

and zero net energy under SAC, SAC-RBC, and DDPG perform better than those under

MARLISA and SB3-SAC. Additionally, the KPIs values of the three indicator under SB3-

SAC differ significantly between building 1 and the other two buildings. Therefore, the

algorithm encounters challenges in the joint optimization of KPIs across several buildings.

On the contrary, the value differences of the KPIs for the three independent buildings are

all less than 0.1 under MARLISA.

Figure 32. KPIs values of the independent buildings under different CEM methods

Figure 33 presents district-level KPIs values under different CEM methods. The district

KPIs values of the three aforementioned indicators in the three independent buildings

under RL-based CEM are smaller than those under non-RL-based CEM methods as well.

Though the KPIs performance of the three aforementioned indicators under DDPG is better

than those under SAC, SAC-RBC, and MARLISA, the KPIs values of 1-load factor and

average ramping under DDPG are higher than those under SAC, SAC-RBC, and
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MARLISA. Thus, DDPG can cause greater volatility in the power and load of the electrical

grid compared to other algorithms. In addition, the building-level and district-level KPIs

values under SAC and SAC-RBC are very close.

Figure 33. KPIs values of the district under different CEM methods
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This thesis showcases the load profile during the simulation process to demonstrate the

effectiveness of RL algorithms and the performance of different CEM methods over time.

Building-level simulation period load profiles and building-level daily-average load

profiles are shown in Figure 34 and Figure 35, respectively. The simulation results indicate

that the load using the RL algorithm is lower than that of the non-RL method. During the

simulation period, the load volatility of DDPG is greater than that of other CEM methods.

However, the daily-average load based on DDPG is smaller than that based on BLC and

RBC.

Figure 34. Building-level simulation period load profiles

Figure 35. Building-level daily-average load profiles
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Figure 36 demonstrates the battery state of charge (SoC) under different CEM methods.

Compared to RBC, the battery charge and discharge cycles using the RL algorithm are

fewer, and the amount of energy stored in the battery is lower. The battery usage intensity

under SB3-SAC is greater than under other RL algorithms.

Figure 36. Battery SoC profiles

District-level simulation period load profiles and district-level daily-average load profiles

are presented in Figure 37 and Figure 38, respectively. The district load under RL

algorithm is smaller and more stable but DDPG cause a greater load volatility during the

simulation period.

Figure 37. District-level simulation period load profiles
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Figure 38. District-level daily-average load profiles

In summary, if the optimization of KPIs performance including the total cost, the total

carbon emissions, and zero net energy is the primary objective in CEM, DDPG emerges as

the most suitable choice. If the learning efficiency and stability of the agent, as well as the

stability of the load, are considered alongside the performance optimization of the

aforementioned three KPIs, SAC and SAC-RBC are the optimal options among these CEM

methods. In cases where CEM prioritizes the balance of KPIs across several buildings and

emphasizes load stability as well as user comfort, MARLISA proves to be particularly

effective. Furthermore, SAC-RBC can provide better user comfort than SAC. Additionally,

SB3-SAC is capable of optimizing the specified KPIs. However, it compromises load

stability and exhibits suboptimal performance in cooperative KPI optimization across

several buildings compared to other RL algorithms. Consequently, SB3-SAC is not

recommended for use in RL-based CEM. Based on the above simulation results, SAC,

SAC-RBC, DDPG, and MARLISA optimize CEM effectively, but the selection of the

most appropriate method ultimately depends on the specific practical requirements and

operational priorities of the energy management system.

3.8.3 KPIs under different reward functions

KPIs under the default reward function and designed reward functions are denoted in the

thesis to compare the performance of reward functions. Figure 39 shows the KPIs
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comparison involving the total carbon emissions, the total cost, and zero net energy under

the default reward function and designed reward functions in SAC and MARLISA. The

results indicate that KPIs values in CEM using the designed reward functions are smaller

than those in CEM using the default reward function. Therefore, the performance of the

designed reward functions is superior to that of the default reward function.

Figure 39. KPIs comparison under default & designed reward functions
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4 Conclusions and future prospects

CEM based on RL has gradually become a means to improve energy utilization efficiency

and optimize energy consumption management. RL includes model-free RL and model-

based RL, with CEM being suitable for the application of model-free RL algorithms. This

study introduces several different CEM methods including BLC, RBC, DDPG, SAC,

MARLISA, SAC-RBC, and SB3-SAC, along with the CityLearn simulation environment.

The comparison between RL algorithms and non-RL algorithms, as well as the comparison

between SARL and MARL, is elaborated in the article. Additionally, this study designed

two reward functions for SAC and MARLISA to explore the performance of the reward

functions and their impact on KPIs. Furthermore, the use of the CityLearn environment

and the CityLearn Challenge 2023 dataset facilitates the comparison of different CEM

methods and provides a platform for comparing the control performance of the SAC

algorithm within the SB3 and CityLearn frameworks.

The comparison results indicate that the CEM based on RL performs better in terms of

KPIs than the non-RL CEM. The KPIs of the CEM based on DDPG, SAC, and SAC-RBC

algorithms outperform those of MARLISA. However, the MARLISA algorithm is more

suitable for balancing the KPIs of multiple buildings, emphasizing the stability of the load

and the comfort of users in CEM. DDPG does not take into account the learning efficiency

and stability of agents, the volatility of grid load, and user comfort. Furthermore, SB3-SAC

is not recommended for use in CEM in this study. Overall, the choice of RL algorithms for

CEM depends on the specific requirements of the energy system. Regarding the

comparison of KPIs under different reward functions, the designed reward functions

demonstrate better performance in KPIs than the default reward function.

The future work includes exploring reward functions that better optimize KPIs

performance, simulating CEM based on different RL algorithms using the RLlib

framework and the CityLearn environment, and conducting simulation experiments using

different datasets and the decentralized-independent SAC-based CEM method.
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