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Face image super-resolution (FISR) technology enhances image quality and detail, improv-
ing the performance and reliability of facial recognition tasks. It is widely utilized in vari-
ous fields, such as video surveillance systems, biometrics, film and digital media. Existing
CNN-based and Transformer-based methods have problems of difficulty in co-optimizing
detail recovery and global structure preservation in FISR tasks, as well as imbalance be-
tween computational efficiency and reconstruction accuracy. In this thesis, a real-time FISR
model named CNN-T is introduced, which leverages a hybrid architecture combining CNN
and Transformer. The goal of this thesis is to maintain the consistency of facial anatom-
ical structure while enhancing local high-frequency details, and to optimize the real-time
performance of FISR.

The proposed CNN-T introduces Local-Global Feature Cooperation Module (LGCM) to ex-
tract multi-level features in a coordinated manner: Facial Structure Attention Unit (FSAU)
is used to focus on the details of the facial features, and the Transformer is used to estab-
lish long-distance dependencies. The combination of the two realizes the coordination and
unification of local details and global structures. Multi-Dconv Head Transposed Attention
(MDTA) is introduced into the Transformer, combining depthwise separable convolution
and point-by-point convolution to reduce computational complexity and achieve real-time
effects. To access the performance of CNN-T, extensive experiments are carried out on
CelebA and Helen datasets. It is benchmarked against several previous methods using both
quantitative metrics and visual effects.



Acknowledgements

Looking back on this journey, it is like searching for directions in the fog, and every step
is condensed with countless invisible supports. Those codes jumping in the middle of the
night, the model architecture that was repeatedly overturned and restarted, the anxiety and
epiphany of the game with the unknown, are now transformed into rewards and results.

Thanks to this open academic soil, the seeds of thought can be broken through the collision.
Those fellow travelers who have never met have communicated with me through the words
in the literature. Their work is like a signpost, allowing me to find the direction in the maze
of cross-validation.

I am also grateful to my companions who have supported me - the lights that are always on
in front of the windows of my family, the concerns of friends who occasionally ask “how are
the recent progress”, the communication and guidance of the supervisor in the conference
room, and even the sunlight that shines in from the window on a tired afternoon. These
fragmented warmth gave me the courage to keep going when I want to give up.

Along this path, I have also come to deeply appreciate the value of persistence, reflection,
and quiet growth. Each challenge, no matter how daunting, shaped my understanding and
strengthened my resilience. Through failed experiments and unexpected breakthroughs, I
gained not only technical knowledge but also the patience and humility essential to research.

I am grateful for all of it, the struggles, the small victories, the late night questions, and the
early morning inquiries. They have given me insights because they have made this journey
so much more than an academic exploration. It has become a meaningful chapter in my
life, where every setback holds the potential for growth, and every milestone marks not just
progress, but transformation.

This journey is not over, it is just the beginning. While the road ahead may still be shrouded
in uncertainty, I now walk it with firmer steps, guided by the lessons I’ve learned. Every
challenge that came before me was like a stepping stone, and with each step I took, I became
more resilient and more aware of my potential. I always keep in mind: every step toward the
future counts, no matter how small it may be.



4

Table of contents

Abstract

Acknowledgements

Table of contents 4

Lists of figures and tables 6

1 Introduction 7

1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.2 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Related work 9

2.1 Traditional methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2 Deep learning-based methods . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.2.1 Diffusion model-based . . . . . . . . . . . . . . . . . . . . . . . . 10

2.2.2 CNN-based . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2.2.3 GAN-based . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.2.4 Transformer-based . . . . . . . . . . . . . . . . . . . . . . . . . . 12

3 Method 14

3.1 Encoding stage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.1.1 Facial Structure Attention Unit . . . . . . . . . . . . . . . . . . . . 15

3.1.2 Transformer . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.2 Bottleneck stage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

3.3 Decoding stage . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

4 Experiments 20

4.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.2 Details of implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.3 Performance comparison with recent methods . . . . . . . . . . . . . . . . 20

4.4 Ablation experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

4.4.1 Local-Global Feature Cooperation Module . . . . . . . . . . . . . . 22

4.4.2 Feature Refinement Module . . . . . . . . . . . . . . . . . . . . . 23



5

4.4.3 Multi-scale Feature Fusion Unit . . . . . . . . . . . . . . . . . . . 24

5 Discussion 26

6 Conclusions 29

References 30



6

List of Figures

1 Structure of CNN-T.
2 Architecture of (a) LGCM (b) Downsampling.
3 Architecture of FSAU.
4 Architecture of (a) Transformer (b) MDTA (c) GDFN.
5 Architecture of (a) FRM (b) FEU.
6 Procedure for achieving cross-level feature collaboration and aggregation us-

ing MFFU.
7 Scatter plot of Execution Time vs PSNR on CelebA test set.
8 Super-resolution visual results on CelebA across methods (×8).
9 Super-resolution visual results on Helen across methods (×8).
10 Visual validation of LGCM’s effectiveness on CelebA (×8).
11 Visual validation of FRM’s effectiveness on CelebA (×8).
12 Visual validation of MFFU’s effectiveness on CelebA (×8).

List of Tables

1 Comparison of different methods on CelebA and Helen (×8).
2 Numerical validation of LGCM’s effectiveness on CelebA (×8).
3 Numerical validation of FRM’s effectiveness on CelebA (×8).
4 Numerical validation of MFFU’s effectiveness on CelebA (×8).



7

1 Introduction

With the growing demand for high-quality facial images in diverse practical applications,
FISR has emerged as an essential research focus. This section outlines the background of
FISR technologies and highlights the motivation for proposing an improved super-resolution
method in this thesis.

1.1 Background

FISR is a technique that improves image quality and detail, thereby enhancing the accu-
racy of facial recognition systems. Its applications span a wide range of areas, including
video surveillance systems, biometrics, film and digital media. In video surveillance sys-
tems, surveillance cameras are often limited by distance, light or equipment, resulting in low
resolution of captured face images. The application of super-resolution technology can effec-
tively improve image clarity and enhance recognition and tracking capabilities. In biometric
systems, such as access control and facial payment scenarios, enhancing image quality helps
improve recognition accuracy and security. In the fields of film and digital media, this tech-
nology can be used to repair and clarify old image materials, as well as for facial animation
enhancement or virtual character modeling. Specifically, FISR refers to the use of computer
vision techniques to reconstruct high-resolution (HR) face images from low-resolution (LR)
inputs, with the goal of enhancing the sharpness and detail accuracy of face images.

Traditional FISR methods mainly rely on interpolation and example-based methods. Among
them, the interpolation is the simplest FISR method, which works by generating new pixel
values through interpolation of existing ones to achieve image enlargement. The interpola-
tion method has the advantages of simple implementation and high computational efficiency
in image super-resolution tasks. However, its limitation is that it can only enlarge the image,
but cannot add new detail information to the original details, which leads to limited effect
in FISR tasks. The example-based method relies on training datasets consisting of paired
LR-HR face images to learn a mapping function. This method relies on training data, has
limited generalization ability, and high computational complexity. It may perform well on
small-scale datasets but struggle to handle complex real-world scenes. The above traditional
methods have poor super-resolution effects when dealing with complex facial structures and
lighting changes, usually leading to unnatural artifacts in the output super-resolution face
images.

Deep learning methods for implementing FISR tasks are mainly CNNs, generative adversar-
ial networks (GANs), and Transformers. CNN, with its local receptive field and parameter
sharing mechanism, can effectively extract local features from LR images, offering high re-
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construction accuracy and low computational complexity. However, CNNs are difficult to
effectively capture the spatial coordination relationship between eyes, eyebrows, and mouth
in face images, which easily leads to locally realistic but globally distorted reconstructions.
GANs introduce an adversarial training mechanism that enhances texture restoration, result-
ing in more realistic face images. However, GAN-based methods are often unstable during
training and prone to generating artifacts. Transformers, which leverage self-attention mech-
anisms to model global dependencies, offer significant advantages in capturing long-distance
features in face images. Nevertheless, their main limitation lies in the high computational
complexity.

To obtain superior-resolution facial images, CNN-T is proposed in this thesis. In the CNN-T
method, CNN is used to extract local details (such as skin textures and hair), while Trans-
former is employed to model global structure. To solve the issue that interpolation method
cannot supplement high-frequency details, a deep neural network is used by CNN-T to learn
nonlinear mapping relationship from LR to HR space, reconstructing subtle textures that
conform to the anatomical features of the face while enlarging the image size. To mitigate
CNN’s limitations in modeling distant contextual relationships, Transformer is introduced
to capture cross-region structural features in the image. Transformer considers the connec-
tion between various regions in the image during the feature extraction process, thus better
restoring facial symmetry and structural consistency, and improving the model’s accuracy in
overall face reconstruction. For the computational load problem of the Transformer architec-
ture, MDTA is introduced to helps reduce time and memory complexity to achieve real-time
effects.

1.2 Motivation

The motivation of this thesis is to solve the following problems:
(1) Improve the accuracy of image super-resolution: maintain the authenticity of facial struc-
ture while restoring details.
(2) Guarantee the efficiency of CNN-T: achieve real-time processing capability of super-
resolution of facial images without compromising model performance.
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2 Related work

This section offers a summary of several existing methods to FISR, highlighting key ad-
vancements, representative techniques, and their respective strengths and limitations. By
tracing the evolution of these methods, a comprehensive understanding of the field’s pro-
gression is provided, laying a solid foundation for the proposed study.

2.1 Traditional methods

Chang et al. introduced an approach for single image super-resolution that leverages mani-
fold learning techniques (Chang, Yeung & Xiong, 2004). The method is based on assump-
tion that LR and HR image patches share comparable local geometric properties within the
feature space, and it reconstructs HR images by applying neighborhood-based weighting
from training data. Yang et al. introduced a two-step approach that integrates non-negative
matrix factorization (NMF) with sparse representation techniques (J. Yang et al., 2008). The
global structure is restored by learning a low-dimensional sparse subspace of local facial fea-
tures through NMF, and the local image patches are sparsely encoded using an overcomplete
dictionary to optimize high-frequency details. A FISR restoration technique that integrates
wavelet transform with bicubic interpolation is introduced, which decomposes the LR image
into the wavelet domain, then uses interpolation correction to process the high-frequency
subbands, and uses bicubic interpolation to process low-frequency subbands to reconstruct
HR image (Xiuyun, Huacai & Chenyan, 2020). Khaledyan et al. presented a low-cost ar-
chitecture based on FPGA (Khaledyan et al., 2020). The performance of interpolation algo-
rithms in FISR is improved by optimizing bilinear and bicubic interpolation through sliding
window pipeline and approximate coefficient calculation. Traditional super-resolution meth-
ods perform poorly in terms of high-frequency recovery, computational efficiency, and data
dependency. Although these problems have been partially alleviated through hardware op-
timization (FPGA) and hybrid strategies (wavelet + interpolation), the main problem is that
they rely on manually designed prior assumptions and are difficult to model complex image
semantics.

2.2 Deep learning-based methods

In recent years, researchers have proposed various deep learning methods for FISR tasks
based on different model architectures. According to the type of core model employed,
existing methods can be broadly categorized into four groups: diffusion model-based, CNN-
based, GAN-based, and Transformer-based methods.
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2.2.1 Diffusion model-based

Wang et al. proposed a robust degradation removal method (DR2) based on a diffusion model
for blind face restoration (Wang et al., 2023). By utilizing a pre-trained diffusion model to
diffuse low-quality images into a noisy state, DR2 can generate degradation-invariant rough
faces during the denoising process, and then restore high-quality details in combination with
an enhancement module. Some people proposed an implicit diffusion model (IDM) for high-
quality continuous images upscaling (Gao et al., 2023). By combining implicit neural repre-
sentation with a denoising diffusion model, IDM can produce images of arbitrary resolution
in a single end-to-end framework, and a scale-adaptive adjustment mechanism is designed to
dynamically balance the ratio of LR information to generated details. Zhao et al. proposed
a realistic face restoration system based on an iterative denoising diffusion model (Zhao et
al., 2023). Through intrinsic iterative refinement (gradually optimizing details) and extrinsic
iterative enhancement (automatically cleaning training data), the system can effectively re-
move degradation while retaining the original content. The high-quality data restored by this
system can effectively enhance training stability and generation quality of generative model.
Suin et al. proposed a regional adaptive diffusion model to solve problem of balancing iden-
tity preservation and detail restoration (Suin et al., 2024). The key facial region features are
restored through the identity preserving conditional network, and the gradient update of the
diffusion process is guided by a learnable mask. Hsiao et al. designed a reference-based face
restoration techniques based on latent diffusion model (Hsiao et al., 2024). The CacheKV
mechanism is introduced to efficiently integrate multiple reference images, and the identity
verification loss with time-step scaling is designed to enhance identity feature learning. This
reference-based face image restoration method effectively retains image details and authen-
ticity without relying on error-prone facial key point detection. The diffusion model shows
strong generative ability and robustness in image restoration, especially in dealing with com-
plex degradation, multi-conditional input and identity preservation. Although the diffusion
model shows significant advantages in these aspects, it also has many challenges, such as
high computational cost, over-reliance on data quality, and limitations in extreme scenes
(ultra-low resolution, large area occlusion).

2.2.2 CNN-based

Due to its powerful nonlinear representation ability, CNN-based methods have become com-
monly adopted in super-resolution tasks. Most existing CNN-based methods usually design
deeper or wider network structures. Dong et al. designed a single image super-resolution
method based on deep CNN by learning mapping from LR to HR end-to-end (Dong et al.,
2016). This method verifies effectiveness of deep learning in super-resolution. Later, Kim
et al. proposed an image super-resolution method based on very deep CNN (VDSR) (Kim,
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J. K. Lee & K. M. Lee, 2016). This method introduces residual learning and adjustable
gradient clipping to solve problem of slow training of traditional deep networks, and uses a
20-layer network structure to expand the receptive field to capture larger image context. This
method verifies the effectiveness of very deep networks and residual strategies in recovering
high-frequency details. Inspired by general image super-resolution, some researchers ap-
plied CNN to FISR tasks. In the early years, face images were globally restored as a whole.
As an illustration, Zhou et al. developed a bi-channel CNN to directly model the transforma-
tion from LR to HR images (Zhou et al., 2015). In addition, cascade models have also been
introduced into FISR tasks. Nie et al. proposed a FISR method based on cascaded CNNs
(Nie, Y. Lu & Ikram, 2016). This method combines prior knowledge of face domain and
characteristics of the deep network to achieve multi-step magnification of LR face images.
Later, considering that global restoration cannot restore facial details well, people proposed
a block-based method to divide face image into multiple blocks and train the model to re-
store the corresponding blocks. For instance, Lu et al. demonstrated a method based on
regional deep convolutional networks (T. Lu et al., 2017). This method utilizes structural
prior information by dividing the facial region and training parallel subnetworks to achieve
more accurate HR detail reconstruction. Subsequently, the integration of channel and spatial
attention mechanisms greatly enhanced general image super-resolution techniques, prompt-
ing researchers to investigate their potential for improving FISR. A representative example
is SPARNet, which introduces a spatial attention mechanism specifically tailored for FISR
tasks (C. Chen et al., 2021). Later, researchers combined global and local methods to cap-
ture global structure and restore local details at the same time. For example, Jiang et al.
proposed a dual-path deep fusion network consisting of a global memory sub-network and a
local enhancement sub-network, and finally generated an super-resolution image by fusing
the results of the two branches (Jiang et al., 2022).

2.2.3 GAN-based

In contrast to CNN methods, GANs are capable of producing higher detailed and realistic
facial images. Earlier, Yu et al. proposed a FISR method based on discriminative generative
network (Yu & Porikli, 2016). This method combines the pixel-level L2 regularization con-
straint of the generative network and the adversarial feedback of the discriminative network
to produce detailed and realistic HR images without the need for precise alignment or fixed
pose training data. Later, a GAN model based on incremental orthogonal projection dis-
crimination of principal component analysis (PCA-SRGAN) is designed, which optimizes
adversarial training by gradually increasing the dimension of PCA subspace. The gener-
ated image is projected into the PCA subspace constructed by HR data, and the principal
components from structure to detail are discriminated in stages to reduce the learning dif-
ficulty (Dou et al., 2020). The methods mentioned above rely on LR-HR pairs generated
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with known degradation. However, real-world LR images are influenced by various factors,
and their degradation is often unknown. To address this challenge, the concept of learning
the degradation from unpaired data prior to performing super-resolution was introduced by
LRGAN (Bulat, J. Yang & Tzimiropoulos, 2018). HR face images are used as input, and the
high-to-low GAN generates LR face images (GLR) that align with real LR distribution and
closely resemble the downsampled HR face images. These GLR images are then fed into
the generator of the high-to-low GAN for super-resolution. Due to the difference between
GLR in training stage and LR in test stage, Cheng et al. introduced feature regularization,
which transforms real LR images into synthetic LR face images and applies super-resolution
to these synthetic images (Cheng, Zhu & Gong, 2020). The framework utilizes CycleGAN
to map real LR facial images to their synthetically degraded counterparts. These generated
synthetic LR images are subsequently employed to fine-tune a super-resolution model pre-
trained on artificially constructed LR-HR pairs.

Due to the introduction of face generation models, researchers began to study the genera-
tive priors of pre-trained GANs. Menon et al. proposed the Photo Upsampling via Latent
Space Exploration (PULSE) method, which achieves self-supervised image super-resolution
through latent space exploration of the generative model (StyleGAN) without relying on
paired LR-HR training data (Menon et al., 2020). Due to the low dimensionality of PULSE,
generated images lose important spatial information. As a result, researchers developed
GLEAN, CFP-GAN and GPEN. They constructed their own network and embedded Style
GAN into their own network. They also extracted multi-scale features from LR face images
and fused them into generative network, which solved previously mentioned problems well
(T. Yang et al., 2021).

GAN has shown excellent generation ability and adaptability to complex conditions in FISR
tasks. However, GAN still faces challenges such as training complexity, sensitivity to ex-
treme inputs, and limitations of evaluation indicators. While GANs are capable of producing
highly realistic and detail-rich images, their training often suffers from instability and the
risk of mode collapse.

2.2.4 Transformer-based

The integration of channel attention into a deep residual framework led to an effective super-
resolution approach (RCAN), which enhances the expressiveness of learned features while
alleviating training difficulties commonly encountered in deep networks (Zhang et al., 2018).
This method uses the residual structure in the residual to build an ultra-deep network through
long/short skip connections, allowing low-frequency information to be directly transmitted,
and backbone network focuses on learning high-frequency details. It employs a channel
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attention mechanism that adaptively adjusts channel weights through global pooling and a
gating mechanism, thereby enhancing the discriminative power of key features. However,
this method has high training difficulty and computational cost, and has limited performance
improvement for extreme super-resolution tasks (more than 8 times). To better learn correla-
tion between features, Dai et al. further designed a second-order channel attention module. It
uses second-order feature statistics to adaptively readjust channel features and extract more
informative and discriminative representations (Dai et al., 2019). Later, Liang et al. designed
SwinIR-a new image restoration model based on Swin Transformer (J. Liang et al., 2021). A
three-stage architecture consisting of shallow feature extraction, deep feature extraction, and
high-quality reconstruction is adopted by model, in which the global modeling capability
of Transformers is integrated with the local processing advantages of CNNs. SwinIR per-
forms well in classic/lightweight/real super-resolution, grayscale/color denoising, and JPEG
restoration. Although SwinIR is not a super-resolution method specifically for faces, it in-
troduces the SwinIR Transformer to the image restoration task for the first time. Its hierar-
chical window attention mechanism reduces the computational complexity while capturing
global dependencies, which provides a reference basis for FISR. Liang and Kambhamettu
designed a Transformer-based edge-guided image restoration method (H. Liang & Kamb-
hamettu, 2023). This method first uses Transformer to capture long-distance dependencies
to generate a complete edge structure, and then combines edge information to guide im-
age restoration, effectively maintaining the coherence of the image structure and reducing
artifacts. It provides a new idea for HR image restoration. Huang et al. presented a Trans-
former network Spa-former based on sparse self-attention mechanism (Huang et al., 2024).
This method reduces the computational complexity to linear through the channel attention
approximation algorithm, uses ReLU instead of softmax to generate sparse attention maps,
effectively filters irrelevant features and focuses on key context. The Spa-former channel
attention module and dynamic gating mechanism enable it to significantly reduce compu-
tational resource consumption while maintaining global modeling capabilities. However,
this model is still limited by computational resources when processing ultra-high resolu-
tion images. The fundamental concept of Transformer lies in leveraging the self-attention
mechanism to capture long-distance dependencies between words or pixels. Although pure
Transformers exhibit significant advantages in extracting global representations of images,
relying solely on image-level self-attention may lead to loss of local information.
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3 Method

This section describes overall architecture of CNN-T approach for implementing FISR, and
then introduces each module in the architecture in detail.

Figure 1. Structure of CNN-T.

As shown in Figure 1, a U-shaped symmetrical structure is proposed by CNN-T. CNN-T
uses an encoder-decoder structure. Encoding module enables network to extract local and
global features across multiple levels. Decoding module is responsible for integrating these
features and completing the task of reconstructing HR images. To enhance effective fusion
of features, encoding module and the decoding module achieve full information interaction
through a multi-scale connection mechanism. In general, CNN-T is mainly composed of
three parts: encoding module, bottleneck module and decoding module. The following is a
detailed explanation of the three modules.

3.1 Encoding stage

Feature extraction is regarded as the core task of this stage. When a degraded image is input,
a 3×3 convolutional layer is first utilized to obtain shallow features. Subsequently, these
features are processed in three encoding sub-stages in sequence. Each sub-stage contains
a LGCM and a downsampling unit. As shown in Figure 2, the LGCM module cleverly
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Figure 2. Architecture of (a) LGCM (b) Downsampling.

combines the FSAU with the Transformer block to capture feature information at different
levels. The downsampling unit is composed of a 3×3 convolutional layer using a stride of 2,
followed by a LeakyReLU activation function, and another 3×3 convolutional layer using a
stride of 1. The first convolutional layer uses a stride of 2 to reduce the size of feature map
while extracting features. As a result, each encoding sub-stage halves the spatial resolution
of the feature map while doubling the number of channels.

LGCM is one of the core modules in CNN-T, which is dedicated to extracting local and
global features. As mentioned earlier, this module consists of FSAU and Transformer blocks,
responsible for extracting local and global features, respectively.
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Figure 3. Architecture of FSAU.

3.1.1 Facial Structure Attention Unit

In FISR, one of the main challenges is to accurately extract essential facial components (e.g.,
eyes and mouth) and steer the network’s attention toward these crucial areas. As a result,
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FSAU is designed, which aims to maximize the extraction of useful information, improving
the ability to restore details. Figure 3 illustrates that FSAU is primarily composed of an
attention unit and two Adaptive Feature Distillation Units (AFDUs). By combining channel
attention with spatial attention, the attention unit enhances the extraction of spatial features
and promotes effective information flow across channels. This combination of dual attention
mechanisms substantially enhances representational capacity of the features. Specifically, an
hourglass structure is first designed to obtain multi-scale facial landmark features. Then, to
further emphasize key facial regions, a channel attention mechanism is employed to enhance
channels associated with landmark features. Subsequently, a spatial attention map of the
key facial regions is generated through an additional 3×3 convolutional layer and a sigmoid
function. To alleviate gradient vanishing problem, a residual connection is added between
hourglass input and channel attention output. In addition, AFDUs are introduced at both
ends of the attention unit for the acquisition of local features.

3.1.2 Transformer

To compensate for the global structural information (such as facial contours) that FSAU may
ignore in local feature extraction, the Transformer module is introduced to establish long-
distance dependencies. The architecture of Transformer can be seen in Figure 4.

Inspired by other researchers, MDTA is introduced in this module to optimize computational
efficiency (Zamir et al., 2022). Specifically, cross-channel context is aggregated using 1×1
convolutions, while spatial context is encoded through 3×3 depthwise convolutions. These
are jointly used to generate the query (Q), key (K), and value (V ) tensors. It is mathematically
expressed by the following equation:

Q = H3×3
dconv(H

1×1
pconv(X

′)) (1)

K = H3×3
dconv(H

1×1
pconv(X

′)) (2)

V = H3×3
dconv(H

1×1
pconv(X

′)) (3)

with X representing the input feature, its tensor after layer normalization is X ′. The dimen-
sions of the two are consistent, both C×H×W. H3×3

dconv is a depthwise separable convolution,
and H1×1

pconv is a point-by-point convolution. By computing correlation between Q and K,
global attention weights are obtained from different spatial positions, enabling the capture of
long-range dependencies and global contextual information. Then, by reshaping the dimen-
sions of Q and K to C×HW and HW×C, their dot product generates a C×C transposed atten-
tion map, significantly reducing the computational complexity of the traditional HW×HW
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matrix. The weighted features are output through point-by-point convolution:

XW = Softmax(Q′×K′/
√

d)×V ′ (4)

YMDTA = H1×1
pconv(R(XW)) (5)

among them, YMDTA represents output features after MDTA processing, and the
√

d is used
as a scaling factor, which is employed to numerically scale dot product result of Q and K

before Softmax weighting to prevent unstable gradient calculation. At the same time, the
Gated-Dconv Feedforward Network (GDFN) enhances local modeling by encoding spatial
neighborhood information:

x′ = H3×3
dconv(H

1×1
pconv(x)) (6)

YG = H1×1
pconv(x

′×σ(x′)) (7)

where σ represents the nonlinear activation function designed based on Gaussian Error Lin-
ear Unit (GELU), and YG corresponds to the final output features of GDFN.

This design retains the advantages of the global attention mechanism while strengthening
local feature interactions through deep convolution. By combining local refinement power
of FSAU with global modeling capacity of Transformer, LGCM enables multi-scale collab-
orative extraction of key facial features, thereby effectively enhancing the performance of
high-quality face image reconstruction tasks.
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Figure 4. Architecture of (a) Transformer (b) MDTA (c) GDFN.

3.2 Bottleneck stage

Feature integration between the encoder and decoder is performed through the bottleneck
stage. In this stage, the Feature Refinement Module (FRM) focuses on optimizing and en-
hancing multi-level coding features to improve utilization of key information in decoding
stage. Feature optimization in FRM is achieved through a cascaded structure of FSAU and
the Feature Enhancement Unit (FEU), as illustrated in Figure 5. The FEU is designed with
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a dual-branch architecture to ensure both computational efficiency and feature expressive-
ness: the main branch specializes in extracting original-scale features through AFDU, while
auxiliary branch processes downsampled features through compression and expansion, and
finally integrates them with the main branch via upsampling.
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Figure 5. Architecture of (a) FRM (b) FEU.

3.3 Decoding stage

In this module, CNN-T focuses on achieving high-quality facial image reconstruction thro-
ugh multi-scale feature fusion. In decoding stage, latent features from encoder are used as
input, and semantic information at multiple levels is gradually integrated via Multi-scale
Feature Fusion Unit (MFFU). Each decoding module consists of three main components:
(1) an upsampling block that expands the feature map size via a 6×6 transposed convolution
using a stride of 2, followed by LeakyReLU activation function and a 3×3 convolution for
refinement; (2) the MFFU, which performs cross-scale feature fusion between encoder and
decoder layers; and (3) the LGCM, which enhances the consistency between local informa-
tion and global structure. Throughout decoding stage, the feature channel count is gradually
halved, while the spatial resolution is correspondingly doubled. Finally, the learned features
are mapped to the super-resolution space through a 3×3 convolution and combined with the
LR input via residual superposition to produce final HR output:

ISR = ILR +Conv3×3(Ydecoded) (8)

The core of MFFU design lies in the dynamic aggregation of multi-resolution features (such
as 128×128, 64×64, 32×32) in the encoding stage and the intermediate features of the de-
coder. The HR features are downsampled to the target scale via a 3×3 convolution with a
stride of 2, while the LR features are upsampled to the same resolution using a 6×6 trans-
posed convolution (stride 2, padding 2). Then, the aligned encoder features, original encoded
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features, and decoded features are concatenated along the channel dimension, followed by a
1×1 convolution to compress channel count and produce a preliminary fusion result. In or-
der to further enhance the feature expression capability, the channel attention mechanism is
introduced to adaptively weight fused features, highlighting key channel information. Take
Figure 6 (a) as an example for formula expression:

E128_32 = Hk3s2
conv (E128) (9)

E64_32 = Hk3s2
conv (E64) (10)

De′32 = Hk1s1
conv (Hcat(E128_32,E64_32,E32,D32)) (11)

De32 =CA(De′32) (12)
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Figure 6. Procedure for achieving cross-level feature collaboration and aggregation using
MFFU.

Using the L1 loss function, the network is trained in an end-to-end fashion to minimize pixel-
level differences between predicted outputs and ground-truth HR images. This loss function
encourages the reconstruction of sharper and more accurate facial details by penalizing large
deviations, thereby promoting the efficient and stable learning of model parameters through-
out the training process.

L(Θ) =
1
N

N

∑
i=1

|FCNN−T (Ii
LR,Θ)− Ii

HR| (13)

By integrating cross-scale feature complementarity with attention-driven feature selection,
this solution improves the accuracy of facial detail reconstruction while maintaining low
computational complexity. It enables the effective coordination of multi-level information,
contributing to the generation of realistic super-resolution images.
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4 Experiments

This section provides an overview of dataset utilized in this study, including its source, char-
acteristics, and preparation process. It also outlines the details of implementation. Finally, it
presents the experimental results, analyzing performance of CNN-T and comparing it against
existing methods to highlight its effectiveness.

4.1 Datasets

The dataset utilized in this thesis is CelebA (Liu et al., 2015). It consists of celebrity face
images exhibiting substantial diversity in age, gender, race, and pose. Specifically, 18,000
images are allocated for training, with 200 reserved for validation and 1,000 for testing. To
solve issue of inconsistent image sizes, the preprocessing pipeline includes the following
steps: images are first center-cropped and then uniformly resized to 128×128 pixels to serve
as the HR reference. Bicubic interpolation is utilized to downsample the HR images by
a factor of 8, generating corresponding LR inputs. Furthermore, to evaluate the model’s
generalization, Helen (Le et al., 2012) dataset is used without additional adjustment, utilizing
pre-trained weights from CelebA.

4.2 Details of implementation

CNN-T is developed using PyTorch deep learning framework and optimized with Adam
algorithm, where the momentum parameters are set to β1 = 0.9 and β2 = 0.99 to balance
the stability and adaptability in gradient estimate. During the training process, initial learn-
ing rate is set to 2 × 10−4, as verified by preliminary experiments to effectively balance
the convergence speed and optimization accuracy. To systematically access the quality of
super-resolution reconstruction, two widely adopted quantitative indicators are utilized: Peak
Signal-to-Noise Ratio (PSNR) for assessing pixel-level reconstruction accuracy, Structural
Similarity Index Measure (SSIM) for evaluating structural fidelity. During the experiment,
all indicators are computed on Y (luminance) channel of the YCbCr color space to empha-
size brightness information—most sensitive to human visual perception—while reducing
computational complexity.

4.3 Performance comparison with recent methods

This section evaluates performance of CNN-T against recent super-resolution methods, in-
cluding generic image super-resolution framework RCAN, facial-specific super-resolution
model FSRNet (Y. Chen et al., 2018), CNN-based restoration architecture SPARNet, and
the Transformer-based restoration architecture SwinIR. All methods are trained under the
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same conditions on the CelebA dataset to maintain consistency and eliminate the influence
of external factors.

Table 1. Comparison of different methods on CelebA and Helen (×8).

Methods CelebA PSNR (dB) CelebA SSIM Helen PSNR (dB) Helen SSIM

Bicubic 24.52 0.675 22.95 0.676
FSRNet 26.66 0.771 25.45 0.736
RCAN 27.30 0.782 25.50 0.738
SPARNet 27.44 0.804 26.43 0.784
SwinIR 27.88 0.797 26.53 0.786
CNN-T 28.37 0.812 26.95 0.805
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Figure 7. Scatter plot of Execution Time vs PSNR on CelebA test set.

Quantitative results on CelebA (Table 1) highlight CNN-T’s superior performance, achiev-
ing the highest PSNR and SSIM values across all methods tested. This validates the model’s
efficacy in facial detail reconstruction. Qualitative comparisons (Figure 8) further reveal
that conventional approaches struggle to recover fine facial features such as eyes and noses,
whereas CNN-T produces structurally coherent outputs with enhanced precision. The recon-
structed HR images are more similar to real HR images in fidelity, highlighting robustness
of the model. Furthermore, the comparison of different methods on CelebA test set in terms
of execution time and PSNR demonstrates that CNN-T obtains a better balance between
reconstruction accuracy and real-time capability (see Figure 7).

To assess CNN-T’s generalizability, the CelebA-trained model is directly applied to the He-
len test set without fine-tuning. As summarized in Table 1 for ×8 SR tasks, CNN-T maintains
its performance dominance, surpassing other methods in quantitative metrics. Visual results
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(Figure 9) demonstrate significant degradation in competing approaches, which fail to pre-
serve facial contours and texture details. In contrast, CNN-T consistently generates realistic
facial geometries and sharp features, confirming its adaptability and generalization capacity
across diverse datasets.

Bicubic FSRNet RCAN SwinIR CNN-T (Ours) HRSPARNet

Figure 8. Super-resolution visual results on CelebA across methods (×8).

Bicubic FSRNet RCAN SwinIR CNN-T (Ours) HRSPARNet

Figure 9. Super-resolution visual results on Helen across methods (×8).

4.4 Ablation experiment

CelebA dataset is used as an example to conduct an ablation experiment on the model, re-
moving the FSAU, Transformer, FRM, and MFFU modules respectively to verify the effec-
tiveness of each module.

4.4.1 Local-Global Feature Cooperation Module

To verify the independent contributions and synergistic effects of CNN (FSAU) and Trans-
former components in LGCM, this study conducts a comparative analysis based on two
architectures: one in which FSAU is removed and Transformer is retained, and the other
in which Transformer is removed and FSAU is retained. The experimental data in Table 2
shows that: (a) the single component architecture (FSAU or Transformer) is significantly
weaker than the complete LGCM, proving the irreplaceability of the two - FSAU focuses
on facial features (such as pupil texture and lip wrinkles) through channel-spatial attention,
while Transformer uses multi-head transposed attention to model facial contours and sym-
metry; (b) Heterogeneous synergy advantage: the PSNR of the complete LGCM is improved
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compared with the single component, indicating that the cross-scale fusion of local features (
eyelash edges) and global structures (face shape ratio) can suppress artifact generation (such
as skin tone banding), and their complementarity provides multi-granularity priors for re-
construction; (c) Architectural feasibility: even if FSAU or Transformer is used alone, the
model is still better than the traditional pure CNN or Transformer baseline, verifying the
balance advantage of the hybrid design between computational efficiency and feature ex-
pression ability. The above conclusions are also reflected in the visual effect. As shown in
Figure 10, after removing the FSAU module, eye texture of generated image is blurred and
the lip details are lost. The facial contours of the image generated without the Transformer
architecture are distorted, and it is evident from Figure 10 that eyes of generated image are
inconsistent. Both the experimental data and the visual effects fully demonstrate LGCM
module’s effectiveness and confirm feasibility of combining CNN with the transformer.

Table 2. Numerical validation of LGCM’s effectiveness on CelebA (×8).

FSAU Transformer PSNR (dB) SSIM

× ✓ 27.68 0.790
✓ × 27.46 0.782
✓ ✓ 28.37 0.812

LGCMLGCM  w/o FSAU LGCM  w/o TB HR

Figure 10. Visual validation of LGCM’s effectiveness on CelebA (×8).

4.4.2 Feature Refinement Module

To verify the core role of FRM in the bottleneck stage, this study constructs two comparative
models: one without FRM and one with FRM. The experimental results illustrate that: (a)
Removing FRM causes a drop of 0.87 dB in PSNR and 0.028 in SSIM (see Table 3), and the
facial contour of reconstructed image is blurred and the details are seriously lost (such as the
missing eye texture and blurred nose bridge details in Figure 11), proving that FRM signifi-
cantly improves the ability to repair degraded features through cross-scale feature calibration
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and residual enhancement mechanism; (b) After introducing FRM, PSNR is increased from
27.50 dB to 28.37 dB, the clarity of the eye contour and nose is significantly improved, and
the degree of skin texture restoration is closer to the real image; (c) The visual effect com-
parison further shows that FRM can effectively suppress color block artifacts and structural
distortion, and its multi-level feature fusion mechanism provides a key guarantee for image
reconstruction. This experiment verifies the necessity of FRM from the dual perspectives of
performance gain and visual quality.

Table 3. Numerical validation of FRM’s effectiveness on CelebA (×8).

Configuration PSNR (dB) SSIM ∆ (vs. w/o FRM)

w/o FRM 27.50 0.784 -
FRM 28.37 0.812 +0.87 dB / +0.028

w/o FRM FRM HR

Figure 11. Visual validation of FRM’s effectiveness on CelebA (×8).

4.4.3 Multi-scale Feature Fusion Unit

To verify MFFU’s effectiveness, this study conducts comparative experiments based on two
architectures: one incorporating the MFFU module, and the other with the MFFU module
removed. The quantitative evaluation in Table 4 shows that the MFFU scheme achieves
28.37dB in PSNR, which is 0.72dB higher than the single-scale scheme (27.65dB); and
0.812 in SSIM, which is 0.022 higher. This performance improvement stems from the fact
that MFFU can effectively integrate feature information at different levels and improve fea-
ture expression capabilities. In terms of visual effects, the MFFU scheme performs better
in texture and edge clarity, and its reconstruction results are more similar to real images. In
contrast, the single-scale scheme (removing feature splicing and channel attention mecha-
nism) performs poorly in maintaining image details and global structures due to the lack of
cross-level feature interactions, as shown in Figure 12. The experimental outcomes clearly
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validate the importance of the MFFU module in improving image reconstruction perfor-
mance, highlighting its ability to integrate hierarchical feature representations and contribute
to more accurate and visually faithful restoration results.

Table 4. Numerical validation of MFFU’s effectiveness on CelebA (×8).

Configuration PSNR (dB) SSIM ∆ (vs. w/o MFFU)

w/o MFFU 27.65 0.790 -
MFFU 28.37 0.812 +0.72dB / 0.022

w/o MFFU MFFU HR

Figure 12. Visual validation of MFFU’s effectiveness on CelebA (×8).

The above results show that each module plays an important role in improving detail re-
covery, structure preservation and visual quality, verifying the rationality and performance
advantages of the proposed hybrid architecture.
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5 Discussion

The experimental results of this study demonstrate that CNN-T achieves significant perfor-
mance improvement in FISR tasks. In terms of quantitative indicators, visual effect, and the
balance between reconstruction accuracy and real-time capability, CNN-T outperforms tra-
ditional interpolation methods, CNN-based models, and general Transformer architectures.
This result verifies the core hypothesis: the collaborative modeling of local details and global
structures is the key to high-quality face reconstruction. Specifically, CNN is used to extract
high-frequency components (skin texture and hair) through convolution operations, while
Transformer is designed to guarantee geometric consistency in facial features and contours
through the self-attention mechanism. The combination of the two effectively solves the
problems of “local distortion” and “global misalignment” in existing methods. Ablation ex-
periments show that removing any module (FSAU or Transformer) will cause eye blur or
facial disproportion. This shows that FISR not only requires strong local feature extraction
capabilities, but also relies on global semantic constraints to maintain identity consistency.

This study inherits and innovates existing work. For example, similar to SwinIR, CNN-T
fuses local and global features through a layered architecture, but its customized design for
face tasks (such as facial structure attention in FSAU) significantly improves the recovery
accuracy of key areas (eyes, lips). Compared with GAN-based methods (such as PULSE),
CNN-T does not need to rely on generative priors or adversarial training, avoiding the risk
of mode collapse. In addition, compared with traditional CNN models (such as VDSR), the
Transformer module of CNN-T introduces long-range dependency modeling, which solves
the problem of limited receptive field of deep CNN. Furthermore, generalization experiments
on the Helen dataset show that CNN-T is more robust to unseen facial poses and illumina-
tion changes, which is consistent with the concept of degradation robustness emphasized by
recent diffusion models (such as DR², IDM), but CNN-T achieves comparable performance
through a lighter architecture.

The following are the reflections of problems studied in this thesis:

(1) Has CNN-T led to improved accuracy in FISR?

FISR needs to take into account both detail fidelity (such as wrinkles and pores) and struc-
tural rationality (such as the proportion of facial features). CNN-T achieves performance
improvement through multi-module collaborative design: In the encoding stage, the FSAU
module is used in LGCM to focus on local details of key areas such as eyes and lips (such as
eyelash texture) through the channel-space dual attention mechanism. At the same time, the
Transformer module is used to model the long-distance dependencies between facial features
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(such as symmetry of two eyes), solving the global structural distortion caused by the lim-
ited receptive field of traditional CNN. In the bottleneck stage, FRM compresses redundant
noise and strengthens cross-scale semantic information through the dual-branch FEU, sup-
pressing the loss of high-frequency features caused by downsampling. In the decoding stage,
MFFU is designed to dynamically aggregate the encoder multi-resolution features (128×128
to 32×32) and the decoder upsampled features, highlighting key scale information (such as
the nose wing contour at a scale of 64×64) through channel attention weighting. Through
the mutual cooperation of various modules, CNN-T takes into account both local details
(skin pores) and global structures (facial proportions) in task of super-resolution of facial
images. The experimental results illustrate that compared with other methods (Bicubic, FS-
RNet, RCAN, SPARNet, SwinIR), the images reconstructed by CNN-T are closer to real
HR face images in terms of numerical indicators and visual effects. In summary, CNN-T has
indeed achieved an improvement in the accuracy of super-resolution of face images.

(2) Has CNN-T achieved real-time FISR?

CNN-T achieves real-time processing of FISR through the collaborative design of efficient
attention mechanism and lightweight modules: MDTA is proposed in core Transformer mod-
ule to compress the spatial dimension calculation (HW×HW) of traditional self-attention to
the channel dimension (C×C). This is achieved by generating Q/K/V tensors using a com-
bination of depthwise separable convolution (DWConv 3×3) and 1×1 convolution, signif-
icantly reducing computational complexity. Meanwhile, GDFN enhances spatial modeling
through local neighborhood convolutions and a nonlinear gating mechanism, mitigating the
weakening of local details caused by global attention. Additionally, hierarchical feature
compression (such as dynamic adjustment of the number of channels) and multi-scale jump
connections also reduce redundant calculations. Experimental results present that CNN-T
has successfully balanced high performance with real-time capability.

CNN-T has achieved significant performance improvement in FISR tasks, but it still has
limitations:

Although the computational complexity of Transformer is optimized through the MDTA
mechanism and achieves real-time effect, CNN-T’s parameter count is still significantly
higher than that of pure CNN architectures (such as VDSR), and its inference speed is slow,
which may face deployment challenges in mobile terminals or real-time systems. In addition,
although the cascade design of FSAU and Transformer in the LGCM module enhances the
feature expression capability, it also introduces additional memory usage, limiting the appli-
cation of the model in low-memory devices. Future research needs to explore lightweight
designs (such as dynamic convolution or knowledge distillation) to achieve better real-time
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performance on par with pure CNN models based on existing models.

The LR images in experiment are generated by bicubic downsampling, but real low-quality
images are commonly accompanied by complex degradations, including motion blur and
noise compression. When faced with unknown degradation types (such as low-light faces
taken by mobile phones), the model may generate artifacts or over-smoothed results. This
problem stems from domain difference between training data and the real scene. Future
research needs to optimize the model through blind super-resolution technology or domain
adaptation strategies.
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6 Conclusions

This study improves the accuracy and real-time performance of FISR through a hybrid
architecture combining CNN and Transformer. The proposed method integrates local de-
tail refinement via CNN-based modules with global structure modeling using Transformer
blocks, solving the dual problems of texture fidelity and geometric consistency in facial re-
construction. To reduce computational complexity of Transformer, MDTA is introduced,
which compresses the traditional self-attention computation from spatial dimension (HW ×
HW) to channel dimension (C × C). This is achieved through the joint use of 3×3 depthwise
separable convolutions and 1×1 pointwise convolutions, significantly lowering the compu-
tational burden. In order to further optimize the feature representation, FRM is introduced in
bottleneck stage, and MFFU is introduced in decoding stage. This modular design guaran-
tees the collaborative integration of local context refinement, global dependency modeling,
and cross-scale feature fusion, enabling a balanced restoration of high-frequency details and
facial structural consistency.

CNN-T obtains a PSNR of 28.37 dB and an SSIM of 0.812 on CelebA dataset, which is 0.5-
1.7 dB higher than pure CNN or Transformer models. Visual results present clearer textures
(e.g., eye details) and anatomically plausible facial structures (e.g., relative positions of facial
features). Comparison of CNN-T with other methods on CelebA shows its better balance
between model performance and real-time performance. Cross-dataset validation on Helen
confirms robust generalization capabilities.

From an application perspective, CNN-T’s high-fidelity reconstruction capability signifi-
cantly enhances the performance of face recognition systems, especially when dealing with
low-quality inputs such as surveillance footage, biometric scans, and historical photographs.
Through the effective restoration of fine facial details and real-time performance, CNN-
T helps improve both the accuracy and efficiency of face recognition. This advancement
holds substantial value in various real-world scenarios, including public security and law en-
forcement, digital archiving and restoration of historical records, forensic investigations, and
identity verification in constrained environments.
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