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Effective demand classification of aviation spare parts is essential for enhancing the
scientific basis of inventory planning and improving operational efficiency. Traditional
classification methods, such as those adopted by Boeing, typically rely on short-term
observation cycles. However, this study finds that such approaches tend to produce unstable
classification results, posing challenges to inventory consistency. To address this issue, this
paper introduces a new metric called Number of Months with Issues (NMWI), which is
derived from historical replacement data and used to quantify demand frequency across
different observation cycles. Classification consistency is evaluated under one-year, two-
year, and three-year periods. The findings suggest that extending the observation cycle
improves classification stability, with the two-year cycle offering a more balanced trade-off
between responsiveness and consistency. Furthermore, the original classification thresholds
are optimized to reduce fluctuations caused by borderline cases. The optimized method
significantly enhances classification stability while maintaining interpretability for practical
applications. This study proposes a structured, data-driven approach to demand classification
and offers a feasible solution for managing spare parts with intermittent demand patterns.
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Superscripts
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1 Introduction

As the aviation industry continues to grow, spare parts inventory management is facing great
challenges. This chapter focuses on the problem of aviation spare parts demand classification,
pointing out that the traditional method is unstable under short-term observation cycles,
which makes it difficult to meet the requirements of efficient inventory planning. The study
introduces new cycle assessment methods and indicators, aiming to improve the stability and

practical applicability of the classification.

1.1 Background

Against the backdrop of the rapid development of the global air transportation industry,
airlines and maintenance companies are facing increasingly stringent pressure to control
costs and improve operational efficiency. Inventory management of aviation spare parts has
emerged as a critical area of research. Aviation spare parts are characterized by high value,
long life cycle, random demand and so on. Traditional inventory management methods are
difficult to accurately predict the actual demand, resulting in irrational inventory allocation,
shortage or backlog of spare parts. This not only increases operating costs, but can also
significantly impact aircraft efficiency and safety, resulting in additional economic losses.
Therefore, exploring a more scientific and effective spare parts demand classification
method is of great significance to improve the accuracy and reliability of inventory

management.

In recent years, more and more airlines have begun to focus on data-driven inventory
management strategies with a view to optimizing inventory allocation through accurate
demand forecasting and classification. How to effectively utilize historical replacement data
for spare parts demand classification, so as to improve the science and accuracy of inventory

management, has become an important issue to be solved in the aviation maintenance field.

The spare parts demand classification method proposed by Boeing is a standardized method
widely used in the industry. Boeing divides the demand frequency of spare parts into five
classes, with the highest demand frequency being Demand Class 1 and the lowest being
Demand Class 5. This division is based on the proportion of months of use of an airplane



part in a specific observation cycle. However, in practice, the selection of different
observation cycles (one year, two years or three years) has an obvious impact on the stability
of the demand classification. To address this issue, it is necessary to explore the stability and

validity of different cycles on the results of demand classification through empirical research.

1.2 Goals and Methods

The main objective of this study is to evaluate the impact of different data cycles (1, 2, and
3 years) on aviation spare parts demand classification by analyzing historical maintenance
data, so as to find a more stable and scientific demand classification cycle. Specifically, this
study analyzes Boeing's spare parts replacement data for the three-year period from 2012 to
2014 to explore which cycle can provide a more stable and reasonable demand classification
to improve the efficiency of inventory management and reduce the gap between inventory

planning and actual demand.

The research methodology is as follows: Historical spare parts replacement data are
calculated and analyzed to calculate the Number of Months with Issues (NMWI) of each
part in different observation cycles of 1 year (12 months), 2 years (24 months), and 3 years
(36 months). Specifically, as long as a certain part has been replaced at least once in a certain
month, it is regarded as having a demand in that month. For example, if a part is replaced in
January, April, July, September, and December in a year, its corresponding Number of
Months with Issues is 5. Subsequently, based on the above methodology, this study counts
and visualizes the distribution of the months of replacement of all spare parts in different
cycles to demonstrate the specific characteristics and differences in the demand for spare

parts.

Next, the demand is categorized based on the existing Boeing demand categorization criteria,

which are defined as follows:

Demand Class 1: NMW!1 of 10-12 months per year (demand frequency above 83.33%)
Demand Class 2: NMW!1 of 6-9 months per year (demand frequency above 50%)
Demand Class 3: NMW!1 of 3-5 months per year (demand frequency above 25%)

Demand Class 4: NMW!1 of 1-2 months per year (demand frequency above 8.33%)



Demand Class 5: NMW!1 of 0 months per year (demand frequency below 8.33%)

We extend these standards to different observation periods and analyze the changes in
demand categories of spare parts across the years 2012, 2013, and 2014. Special attention is
paid to spare parts with consistent classifications and those that exhibit substantial
fluctuations (dropping suddenly from Demand Class 1 to Demand Class 4), as such
variability could lead to frequent adjustments in inventory planning, thus reducing

management efficiency.

In the third step, we further investigate whether a two-year observation period (24 months)
produces more stable classification results compared to a one-year period. Specifically, the
Boeing-defined demand category ratios are multiplied by 24 months to reclassify the parts,
and the fluctuations in demand categories within each two-year observation cycle are
examined to determine whether a longer observation period enhances classification stability.
In the fourth step, the stability of each part's demand category is further examined under a
three-year observation period (36 months). Specifically, the demand category ratios defined
by Boeing are multiplied by 36 months to determine the demand classification results for
each part over the entire three-year period (2012 to 2014). These results are then compared
with those obtained from one-year observation cycles. By analyzing the differences between
the two-year classifications and the overall three-year classification for each part, the study
assesses whether the three-year observation period can significantly reduce fluctuations in
demand classification. This helps evaluate the stability advantage of the three-year cycle in
practical inventory management. By comparing the stability of spare parts demand
categories across one-year, two-year, and three-year cycles, the most reasonable observation
period for analysis is identified. In step five, after determining the optimal observation cycle,
further evaluate the reasonableness of Boeing's existing requirements categorization criteria
(percentage definition) under this cycle. If the current definition criteria result in frequent
changes in parts demand categories during the identified cycle, this study will re-explore and
determine a more stable and reasonable percentage of new demand classifications based on
a data-driven approach to achieve accuracy and effectiveness in inventory management. In
addition, this study will fully apply computer science data analysis methods, such as data
mining, statistical analysis, and visualization tools, in the data analysis process to ensure a

more scientific and rigorous analysis process.
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In conclusion, this study clarifies the stability performance of demand classification under
different observation cycles through the systematic comparison of three analysis cycles, and
further optimizes the existing demand classification standards of Boeing in order to improve

the accuracy and management efficiency of inventory planning.

1.3 Thesis Strcuture

This thesis is organized into six chapters, each serving a specific purpose in the research

framework:

Chapter 1 introduces the background, objectives, and significance of the study. It also
outlines current problems in spare parts classification and highlights the need for a more

stable, optimized method.

Chapter 2 reviews literature on spare parts inventory management, classification techniques,
and the impact of observation periods on stability, identifying limitations in traditional

methods.

Chapter 3 describes the data source, preprocessing, NMWI calculation, and classification
logic across different observation periods. It also explains how to assess classification

stability and optimise demand classification methods.

Chapter 4 presents demand distribution patterns, evaluates classification stability across

cycles, and compares original versus optimized standards through quantitative analysis.

Chapter 5 compares the study’s findings with existing research, discusses the advantages of
the proposed standard, and reflects on the limitations of the data and method. It also outlines
the potential benefits of applying the improved classification in real-world inventory

management.

Chapter 6 concludes the study, confirms the advantages of the two-year cycle, and proposes

future directions such as using longer datasets and advanced predictive techniques.
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2 Related work

Improving spare parts inventory classification requires not only empirical analysis but also
a deep understanding of existing classification strategies, demand forecasting models, and
the factors affecting classification stability. This chapter summarizes traditional inventory
segmentation techniques, outlines the challenges posed by intermittent demand in the
aviation sector, and highlights the role of observation period length in influencing

classification outcomes.

2.1 Spare parts inventory management method

Effective spare parts inventory management has long been a critical concern for industry,
particularly in asset-intensive sectors like aviation. Classical approaches often begin with
selective inventory control techniques that categorize items to prioritize management effort.
The most well-known is the ABC analysis, based on the Pareto principle, which classifies
inventory items into three categories (A, B, C) according to their annual usage value or
importance. Category A typically comprises the ~20% of parts accounting for ~80% of value
and thus warrants tight control, B items receive moderate control, and C items (high in count
but low in value) get more relaxed policies. This simple scheme is popular for its ease of use
in practice. However, aviation spare parts often exhibit highly variable and intermittent
demand, and relying on a one-dimensional criterion like usage value can be insufficient.
Researchers have noted that traditional ABC classification may fail to capture important
differences in parts’ criticality and demand patterns. For example, Huiskonen (2001)
emphasizes that spare parts have special characteristics, such as criticality, specificity,
demand intermittency, and high value, which make sole reliance on ABC suboptimal. In
practice, other simple classifications are also used: FSN analysis (Fast, Slow, Non-moving)
categorizes parts by usage rate to identify slow-moving or inactive items, and VED analysis
(Vital, Essential, Desirable) ranks parts by criticality to operations. These classical methods
provide initial segmentation but often need augmentation to handle multi-faceted criteria.
To address the limitations of single-criterion ABC, researchers have developed multi-criteria

inventory classification methods that combine several factors. Early work by Gajpal et al.
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(1994) applied the Analytic Hierarchy Process (AHP) to incorporate expert judgment of part
criticality into classification. In their approach, spare parts are ranked not only by cost but
also by factors like downtime impact and lead time, producing a criticality-based ranking.
Similarly, Flores and Whybark (1985) and later Botter and Fortuin (2000) proposed multi-
factor extensions of ABC (e.g. a two-criteria matrix) to capture dimensions such as lead time,
criticality, and commonality. Partovi and Anandarajan (2002) introduced an artificial neural
network model for ABC classification, using historical data of multiple criteria to train an
ANN that classifies items more adaptively than fixed thresholds. This demonstrated the
potential of machine learning even in early 2000s to improve inventory classification.
Around the same time, genetic algorithms and other heuristics were also explored for multi-
criteria inventory segmentation. A notable advance was the use of weighted linear
optimization for multi-criteria ABC by Ramanathan (2006). In this method, multiple criteria
are normalized and weighted to produce a single score for ranking items. Ramanathan’s
model finds weights that optimize an objective (like minimizing inventory cost), effectively
extending ABC to consider more than just annual usage value. This approach showed
improved classification effectiveness over naive ABC, as it could, for instance, promote a
low-value but highly critical part to a higher class. Likewise, analytical hierarchy process
and fuzzy logic have been combined for spare parts classification. Braglia et al. (2004)
developed a multi-attribute spare parts tree (MASTA) analysis using AHP to systematically
break down criteria and assign parts to categories. The MASTA framework allowed
maintenance planners to simultaneously consider criticality, usage rate, and unit cost,
yielding a more nuanced policy matrix for parts management. In a similar vein, Cavalieri et
al. (2008) proposed a comprehensive decision-making framework for maintenance spares
management that proceeds in steps: part coding, multi-criteria classification, demand
forecasting, inventory policy selection, and policy evaluation. Their framework integrated
criteria like replacement frequency, maintenance cost, and part criticality into the
classification step. By doing so, they reported significantly improved decisions, aligning
inventory control policies with the true importance and characteristics of each part. Case
studies conducted in the petrochemical sector by Molenaers et al. (2012) have shown that
such multi-criteria approaches, often combining AHP with scoring models, lead to tangible
improvements. For instance, identifying “critical few” parts that were overlooked by ABC
and reducing stockouts for those items. Beyond classification, traditional inventory control

models like the Economic Order Quantity (EOQ) formula remain foundational. EOQ
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provides an optimal order size by balancing holding and ordering costs. In spare parts
contexts, EOQ is often used after classification to set order policies for each class, Emar et
al. (2021) combined ABC analysis with EOQ for slow-moving aviation spares, finding that
while ABC identified which parts to focus on, EOQ optimized the order quantities for those
parts, yielding cost savings. This combined approach is pragmatic. High-value A parts are
managed using an EOQ-based policy with tight control, while B and C parts may follow
simpler review policies. This strategy was shown to improve inventory cost efficiency in a
case study. However, classical EOQ assumes steady demand, which is rarely true for aircraft
parts. Thus, extensions like (s,Q) policies or service level-driven models are often applied
for spares, and multi-echelon models are employed when parts are stocked at various
maintenance locations. It is worth noting the multi-echelon aspect: Sherbrooke’s METRIC
model (1968) was an early breakthrough for optimizing stock levels of repairable spares
across bases and depots. Many airlines and militaries have since used multi-echelon
optimization to ensure spare availability while minimizing total system inventory. These
models, however, require demand characterization as input. This highlights the importance
of accurate demand classification and forecasting, which we discuss next. In summary,
traditional methods set the stage by segmenting inventory and optimizing policies per
segment. They evolved from simple single-factor rankings (ABC, FSN) to sophisticated
multi-criteria frameworks that better capture the diverse drivers of spare parts importance
(value, criticality, usage rate, lead time). Studies have consistently shown that multi-criteria
classification outperforms one-size-fits-all approaches, leading to more balanced inventory
control strategies. Nonetheless, these methods largely assume that demand for parts can be
forecast or managed with basic models. Aviation spare parts challenge these assumptions

with their erratic demand behavior, prompting specialized analysis as outlined below.

2.2 Aeronautical Spare Parts Requirement Classification Methods and

Challenges

Spare parts demand, especially in the aviation industry, is often intermittent (irregular with
many zero-demand periods) or even lumpy (large demands occurring infrequently). This
irregularity violates the smooth consumption assumptions of traditional inventory models,

making demand forecasting particularly challenging.
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Croston (1972) was among the first to address this issue, proposing a classic method for
intermittent demand forecasting. His approach separately estimates the average demand size
and the average interval between demands, updating them only when non-zero demand
occurs. This two-part estimation makes Croston’s method more responsive to sporadic
demand than standard exponential smoothing. However, it was later found to be biased, as
it often overestimating the true mean demand. To address this, Syntetos and Boylan (2005)
proposed the Syntetos-Boylan Approximation, which adjusts Croston’s forecasts downward
using a correction factor based on smoothing parameters. This significantly improved

forecast accuracy under various conditions.

Teunter et al. (2011) further extended Croston’s work by introducing the TSB method
(Teunter-Syntetos-Babai), which incorporates a demand occurrence probability to handle
cases where items become obsolete or enter permanent zero-demand phases. Prestwich et al.
(2014) introduced hyperbolic-exponential smoothing, which gradually reduces forecasts for
long periods of zero demand, offering another approach to managing obsolescence. Together,
Croston, SBA, TSB, and hyperbolic smoothing represent a progression of models tailored to
intermittent demand, all emphasizing the need to account for the “zero-one” pattern of

demand rather than relying on conventional time series techniques.

In addition to forecasting models, researchers have stressed the importance of demand
pattern classification as a prerequisite for method selection. Syntetos, Boylan, and Croston
(2005) proposed a widely adopted scheme that categorizes demand into four types: smooth,
intermittent, erratic, and lumpy. The classification uses two indicators: Average Demand
Interval (ADI) and the squared coefficient of variation (CV?). For example, frequent and
stable demand (ADI < 1.32 and CV2 < 0.49) is classified as "smooth,"” while infrequent and
highly variable demand (ADI = 1.32 and CV2 = 0.49) is labeled as "lumpy," the most

challenging type to forecast. This Syntetos-Boylan classification has been validated in
industry, such as in military spare parts forecasting (Heinecke et al., 2013), and helps guide
the selection of appropriate forecasting methods: simple smoothing for smooth or erratic

demand, and Croston-type or bootstrapping methods for intermittent or lumpy patterns.

Bootstrapping methods have also gained attention. Willemain et al. (2004) proposed a
bootstrapping approach that resamples non-zero historical demands and intervals to generate
empirical lead-time demand distributions. This technique, applied successfully in contexts

like U.S. Navy spare parts, helps define safety stock levels and forecast uncertainty more
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effectively than fitting theoretical distributions. Unlike traditional error metrics such as MSE,
bootstrapping emphasizes understanding the distribution of demand to set appropriate
inventory levels. Syntetos and Boylan (2005) also argued that for intermittent demand,
forecast quality should be measured by stock control performance, such as avoiding
stockouts, rather than just statistical error.

In summary, forecasting spare parts demand has evolved into a specialized field. Traditional
models like ARIMA or exponential smoothing often underperform on intermittent series.
Researchers have developed targeted models and stressed the importance of demand
classification to match forecasting methods with demand behavior. These advancements
directly support better inventory optimization by reducing excess stock and minimizing the

risk of stockouts for critical items.

2.3 Impact of data period on demand classification stability

The choice of data observation period is crucial for the stability of demand classification of
spare parts in actual inventory management decisions, but relatively little attention has been
paid to this point in existing studies. Different observation cycles may significantly affect
the stability of demand classification, which in turn affects the development of inventory

plans and the control of actual operating costs (Bhandari, 2014).

A study by Williams and Tokar (2008) pointed out that the length of the observation cycle
has a direct impact on the effectiveness of inventory management strategies, and that short
cycles may cause frequent changes in demand classification, leading to increased volatility
in inventory decisions. Therefore, a rational choice of observation period is important to
improve the stability of demand classification and reduce the economic losses caused by

inventory volatility.

In view of the above issues, based on the existing demand classification criteria of Boeing,
this study will verify the impact of different cycles on the stability of demand classification
by comparing and analyzing the historical spare parts replacement records of different data
cycles (1 year, 2 years, and 3 years) and further propose the optimized demand classification

criteria suitable for a two-year data cycle.
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3 Methodology

This chapter outlines the methodology adopted to investigate the impact of observation
periods on the stability of aviation spare parts demand classification. It describes the data
source and preprocessing steps, introduces the NMW!|1 metric, explains the classification and
stability evaluation process, and details how the original classification criteria were
optimized.

3.1 Data Collection and Preprocessing

The dataset used in this study is sourced from Boeing and contains records of spare parts
replacements across multiple aircraft models and airlines. It covers the replacement statistics
of spare parts from January 2012 to December 2014, reflecting demand across various
aircraft types and customers (airlines). Each record in the dataset corresponds to the number
of times a specific spare part was replaced in a given month. The header fields include:
Part_No, ModelSeries (757-200), Customer, Mon_Year (month and year of replacement,
such as "Jan-2014"), Shrt_Nm (abbreviated part name), UnSch_Cnt (number of unscheduled
replacements), Sch_Cnt (number of scheduled replacements), Oth Cnt (number of
replacements for other reasons), and Total Cnt (total number of replacements). Here,
Total_Cnt = UnSch_Cnt + Sch_Cnt + Oth_Cnt, indicating the total demand for the part in
that month. For example, one record states: “Part No: 0091520200-2, ModelSeries: 737-
300, Customer: SWA, Mon_Year: Apr-2012, Total Cnt: 2,” which means that part
0091520200-2 was replaced twice in April 2012 on SWA’s 737-300 aircraft.

First, the raw data was cleaned by removing records with obvious errors or missing values.
We then aggregated replacement data by part number. To facilitate analysis across different
time periods, the data was reorganized by year and year combinations. For instance, all
replacement records from 2012 were grouped into a “2012” dataset, those from 2012-2013
were combined into a ‘“2012-2013” dataset, and so on, with the 2012-2014 dataset
combining all three years. We then grouped the data by part number and determined whether
a replacement occurred in each month: if a part was replaced at least once in a given month,

the month was marked as having demand. otherwise, it was marked as 0. Through this
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preprocessing, the raw replacement records were transformed into a matrix form indicating
whether each part had demand in each month, laying the foundation for subsequent

calculation of monthly replacement metrics.

To carry out the data preprocessing and analysis in this study, I chose Python as the main
programming language because of its simple syntax, powerful functions, and ease of use. It
also offers a wide range of tools for data processing. For example, 1 used libraries like Pandas
and NumPYy to clean, organize, and transform the data, and Matplotlib and Seaborn to create
visualizations that clearly show the results. All the analysis was done on Google Colab, a
cloud-based Jupyter Notebook environment. Colab doesn’t require any local software
installation and lets you run code directly in the browser. It also connects easily with Google
Drive to save and access data. The platform is simple to use, free of charge, and supports
teamwork and reproducibility, which made it a great fit for a data-heavy project like this one.

3.2 Method for Calculating NMW!I (Number of Months with Issues)

After organizing the data, we defined and calculated the Number of Months with Issues
(NMWI) for each spare part over a given observation period. NMW]I refers to the number of
months during which a part was replaced at least once. In other words, if a part was used at
any point during a particular month, that month is considered as having demand, and the
total number of such months within the observation window is the part's NMWI1 value. For
example, in a one-year period (12 months), if a part was replaced at least once in January,
April, July, September, and December, its NMW!1 for that year would be 5. The same logic
applies to longer time frames, for a two-year period (24 months), NMWI is calculated based
on how many of those 24 months show demand. for a three-year period (36 months), the
total number of months in which demand occurs during the 36-month period is counted.. By
calculating NMWI values across different observation windows, we can quantitatively

capture how frequently a part is needed and how its demand pattern evolves over time.

3.3 Demand Classification Across Observation Cycles

For each observation period (1-year, 2-year, and 3-year), we first performed a statistical

analysis of the NMWI values for all spare parts to understand their distribution
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characteristics. Specifically, we calculated the frequency distribution of NMW!1 values for
each period, indicating how many parts have an NMWI of 0, 1, 2, and so on, up to the
maximum value. Since the maximum possible NMW1 is 12 for a one-year period, 24 for a
two-year period, and 36 for a three-year period, we obtained three distributions across
different ranges. We visualized these distributions using bar charts to enable easier
comparison. By examining these charts, we could intuitively observe how the frequency of
part replacements varies across different time windows. For example, whether the
distribution shifts to the right as the observation period increases (indicating higher demand
spread across more months), or whether a larger proportion of parts appear at the higher-
frequency end. This distributional comparison serves as background for subsequent
classification analysis. If the NMWI distributions differ significantly across timeframes, it

suggests that the choice of observation period may influence classification outcomes.

Table 1: Boeing Spare Parts Demand Classification Criteria by Observation Period

1 year 2 year
Demand Class NMWI Demand Class NMWI
Demand Class 1 NMWI > 10 Demand Class 1 NMWI > 20
Demand Class 2 NMWI > 6 Demand Class 2 NMWI > 12
Demand Class 3 NMWI=>3 Demand Class 3 NMWI > 6
Demand Class 4 NMWI>1 Demand Class 4 NMWI>2
Demand Class 5 NMWI =0 Demand Class 5 NMWI <2

After computing the NMW!1 values, we categorized the demand frequency of each spare part
based on Boeing’s existing spare parts classification framework. This framework defines
five demand classes (with Class 1 indicating the highest frequency and Class 5 the lowest),
using predefined thresholds based on the proportion of months with observed demand within
a given observation period. The specific NMWI thresholds for each class vary depending on
the length of the observation period. These thresholds are derived by scaling the original
monthly demand proportions to match the total number of months in each period. The
classification criteria for the one-year and two-year periods are summarized in Table 1. The
same principle is applied to the three-year period (36 months), where the thresholds are
scaled accordingly. For the three-year period (36 months), Demand Class 1 requires NMWI
= 30; Demand Class 2: NMWI = 18; Demand Class 3: NMWI = 9; Demand Class 4:

NMWI = 3; and NMWI < 3 is assigned to Demand Class 5. Based on the above demand

categorisation criteria, we determine the demand category for the one-year, two-year and
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three-year data respectively, and obtain the demand category for each spare part under

different cycles.

One-Year Classification: We independently classified the data for the years 2012, 2013, and
2014 using the one-year thresholds to examine how each part's demand category changes
over time. This year-by-year classification allowed us to track whether a part maintained a
stable category across different years or experienced significant shifts. For instance, if a part
fell from Class 1 in 2012 to Class 4 in 2013, it would indicate a sharp decline in demand
frequency. Such changes could affect inventory planning and increase operational
uncertainty. The results from the annual classification serve as a baseline for identifying

instability in short-term demand categorization.

Two-Year Classification: To address the volatility observed in annual classifications, we
further explored whether a longer observation window would improve classification stability.
We extended the period to two years (24 months), recalculated the NMWI values, and
applied the corresponding thresholds. Specifically, we used two non-overlapping time
windows 2012-2013 and 2013-2014 as samples. For each part, we computed its NMWI
value over each 24-month period, assigned demand classes accordingly, and then compared
whether the part retained the same category across the two periods. By examining how part
categories change from one two-year period to the next, we evaluated the classification
stability for the two-year window, defined as the proportion of parts that remain in the same
demand class. If the two-year classification proves significantly more stable than the one-
year approach (most parts show little or no category change), it would suggest that the two-

year window is a more suitable option

Three-Year Classification: Lastly, we extended the observation window to three years (36
months) and classified each part based on the NMWI values from the entire 2012-2014
period. Due to data limitations, we only have one complete three-year window, which
prevents us from directly evaluating temporal classification stability using consecutive three-
year blocks. Instead, we adopted an indirect comparison approach: for each part, we
compared its classification result under the three-year period with those obtained from the
two-year periods (2012-2013 and 2013-2014). If a part was assigned the same demand class
in all three windows, we considered its classification result consistent. Otherwise, it was
marked as inconsistent. We then calculated the proportion of parts with consistent

classifications to assess the degree of alignment between the three-year and two-year
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classifications, thereby indirectly evaluating the stability of the three-year classification. By
comparing the three-year results with annual classifications as well, we also investigated
whether the longer window significantly reduces the fluctuations observed in shorter-term
classifications. If the three-year window does not offer a substantial improvement in
classification stability over the two-year window, then using an overly long observation

period may not be necessary.

3.4 Classification Stability Evaluation Metric

To quantitatively evaluate the consistency of demand classification results across different
observation periods, we introduce the concept of demand class stability rate. This metric is
defined as the percentage of parts that maintain the same demand class between two
consecutive or comparable observation windows. In other words, it measures how many

parts remain in the same category over time.

For observation periods with consecutive time spans, such as individual years or back-to-
back two-year periods, we directly compare each part’s demand class across adjacent
windows and calculate the proportion of parts whose classification does not change. For
example, under the one-year observation period, we compare the classification results from
2012 to those from 2013, and then from 2013 to 2014. The average of these gives us the
overall stability rate for the one-year period. Similarly, for the two-year period, we compare
the classifications from 20122013 with those from 2013-2014. For the three-year period,
since we only have one complete three-year window and no independent comparison group,
we use the indirect method described earlier. That is, we compare each part’s three-year
classification with its classifications in the two shorter two-year windows to approximate the

classification consistency for the three-year period.

The stability rate ranges from 0% to 100%. A higher percentage indicates that most parts
remain in the same class over time, suggesting that the classification method is stable. A
lower percentage, on the other hand, means that many parts change categories when the
observation period shifts, pointing to less reliable classification.

To better illustrate how classifications change, we also identify and review a few typical

cases. For instance, parts whose demand class fluctuates significantly across individual years
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but becomes more stable in the two-year classification. We also take note of exceptions that
remain unstable even under the two-year period, and explore potential reasons behind such
behavior. In our evaluation of stability, we also consider the magnitude of class changes and
the proportion of parts affected. If most parts stay in the same category or only shift slightly,
the classification is considered stable. But if a significant number of parts experience large
jumps between categories, it suggests a need for refining the method to improve reliability.
This stability metric will be applied in Chapter 4 as part of the results analysis, where we
compare the reliability of classifications across the one-year, two-year, and three-year

periods.

In summary, by assessing how consistent the demand classifications are across different time
windows, we can more objectively determine which observation period has the most stable

results, which provides useful insights for improving future classification criteria.

3.5 Optimization of the Classification Criteria

After identifying the most suitable observation period, we proceed to optimize the demand
classification criteria in order to further improve the stability of classification results. The
core idea is to retain the chosen optimal observation window, and then re-evaluate the
thresholds defined in Boeing’s original demand classification, with a particular focus on
parts that fall near the threshold boundaries. By slightly adjusting the threshold percentages,
we aim to reduce the chances of parts frequently switching categories due to minor

fluctuations in demand across different time windows.

Assuming that the two-year observation window provides the most reasonable and stable
classification results, we begin by analyzing the distribution of NMW!1 values within this
window and their relationship to Boeing’s original thresholds. Special attention is given to
clusters of parts whose NMW!1 values fall close to category boundaries. For instance, in
Boeing’s original scheme, the boundary between Demand Class 2 and Demand Class 3 is
set at 12 months (50%). We examine how many parts have NMWI values around 11-13
months, and whether their classifications remain stable across the two consecutive periods
(2012-2013 and 2013-2014). If we observe a large number of parts fluctuating just around

the threshold, such as having NMWI values of 12 in one window and 11 or 13 in the next,
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leading to category shifts, we consider adjusting the threshold to reduce this boundary

sensitivity.

Based on this boundary analysis, we propose new threshold percentages aimed at improving
classification stability, that is, increasing the proportion of parts that remain in the same
category across rolling periods. One initial approach is to slightly relax the criteria for
higher-frequency categories and narrow the range of mid-frequency categories, so that small
fluctuations in NMWI values won’t result in classification changes. For example, under
Boeing’s original rule, Demand Class 1 requires NMWI > 20 months (i.e., 83.33%). We
observed many parts with NMWI values of 18 (75%) or 19 in one period and 21 in another.
If the original threshold is strictly maintained at 83.33%, such parts might be classified as
Class 2 in one period and Class 1 in the next. By lowering the threshold for Class 1 to 75%,
parts with NMWI1 > 18 would be consistently classified as Demand Class 1 in both periods,

improving stability.

Similarly, we consider adjusting the boundary between Demand Class 3 and Demand Class
4 from 25% to 33.3%, and the boundary between Demand Class 4 and Demand Class 5 from
8.33% to approximately 20.8%. The intention here is to widen the range for the lowest
demand class, so that parts with extremely low demand are consistently placed into Demand
Class 5, rather than bouncing between Demand Class 4 and Demand Class 5 across different
periods. Our analysis shows that these adjustments can lead to a notable improvement in

classification stability.

We then apply the revised thresholds to reclassify the two two-year periods (2012-2013 and
2013-2014), recalculate the stability rate, and compare it to the results from the Boeing's
original classification. If the new stability rate is higher, it indicates that the revised
classification scheme is more effective. In addition, we examined which parts had changed
categories as a result of the new criteria, particularly those parts that frequently crossed
categories under the original scheme, to see if they were now consistently classified in one
category. For example, a part that was previously classified in Demand Class 4 in one period
and in Demand Class 5 in the next period may now be consistently classified in the new

Demand Class 5 under the optimised rules.

Finally, the revised thresholds form a new two-year demand classification scheme, with

clearly defined NMWI ranges for each class. Through this optimization process, we aim to



23

demonstrate that minor adjustments, particularly to the boundaries of the highest and lowest
demand classes, can significantly enhance classification consistency without sacrificing the
ability to distinguish between different demand levels. The optimized criteria will be
evaluated in the next chapter and further discussed in Chapter 5 in terms of their practical

value.

4 Results

This chapter presents the analysis results of spare parts demand classification across different
observation cycles. It includes the distribution characteristics of demand frequency, the
stability evaluation of classification results, and the effectiveness of the optimized

classification criteria.

4.1 Demand Classification Outcomes under Different Observation Cycles

To better understand the demand frequency of spare parts, we analyzed the distribution of
NMW!I (Number of Months with Issues) values across different observation periods. Figures
1 and 2 illustrate the distribution patterns for the years 2012 and 2013, respectively.
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Figure 1. Annual Parts Replacement Distribution (2012)



24

As shown in Figures 1-3, the annual NMWI distributions for 2012, 2013, and 2014 display
a remarkably consistent U-shaped pattern. Two peaks are particularly noticeable: one at
NMWI = 1, indicating a large number of parts that were only replaced in a single month
during the entire year, these are likely low-usage or condition-specific durable components.
The other peak occurs at NMWI = 12, representing high-frequency parts that were replaced
in every month of the year. In contrast, the number of parts with NMWI values between 3
and 10 is significantly lower, forming a distinct trough in the middle range. This bimodal
distribution pattern remained stable across the three different years, suggesting that the
polarisation of demand for spare parts is not an accidental phenomenon but a structural
feature of the replacement system itself.
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Figures 4 and 5 present the NMWI distributions for the two-year periods 2012-2013 and

2013-2014, respectively. The bimodal trend remains clearly visible, with pronounced peaks

at Month 1 and Month 24. This indicates that many parts were either used only once during

the entire period or were replaced consistently every month, while the number of parts with

intermediate NMW!1 values is noticeably lower.
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Figure 4. Biennial Parts Replacement Distribution (2012-2013)
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A similar pattern is also evident in the three-year dataset shown in Figure 6. In this case, the peaks occur

at Month 1 and Month 36, further confirming the polarized nature of part replacement frequency.

Although the range of NMWI values naturally expands with the longer observation period, the overall
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shape of the distribution remains largely unchanged. This suggests a consistent underlying pattern of
demand frequency across different time spans. Interestingly, the mid-range zone (NMW!I = 6 to 20)
appears slightly more filled out in the longer observation period, compared to the sharp U-shaped dips
observed in the annual datasets.

Distribution of the number of parts corresponding to the number of replacements(2012-2014)
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Figure 6. Triennial Parts Replacement Distribution (2012-2014)

This flattening effect indicates that parts with moderate demand frequencies have more
opportunities to be captured over longer periods, which helps smooth the transition between
extremely high and extremely low-frequency items. While the specific distribution of
NMWI values varies with the length of the observation period, the general structural features
remain stable. This highlights the importance of considering the persistence and
representativeness of this distribution shape in subsequent classification and strategy
development. Classification criteria should be designed to reflect this real and consistent

demand behavior as accurately as possible.

4.2 Stability Analysis of the Classification

To evaluate the reliability of demand classification over different time periods, we calculated
the classification stability rates for each cycle length. The results reveal that classifications
based on a one-year cycle are highly unstable, with a stability rate of only 36.12% (Figure
7). This means that only about one-third of the spare parts retained the same demand class

in consecutive years, while the remaining two-thirds shifted categories. Such low stability
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indicates that annual demand classification may lead to frequent category switches, making
inventory planning more uncertain. In some extreme cases, parts experienced sharp shifts,
for example, a part classified in the highest-frequency category (Demand Class 1) in one
year dropped all the way to Demand Class 4 in the following year due to a sudden demand
drop. This level of volatility seriously impacts inventory strategy, suggesting that annual

classification may not be reliable enough to guide stable decision-making.
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Figure 7. Annual Demand Class Stability Comparison (Original Boeing Standard)

In contrast, using a two-year cycle significantly improves classification stability. When
comparing demand classes between the 2012-2013 and 2013-2014 two-year windows, the
stability rate increases to 70.32% using Boeing’s original classification standards (Figure 8).
This means that over 70% of the parts remained in the same class across two consecutive
two-year periods, a notable improvement from the 36% seen with one-year cycles.
Extending the cycle to two years appears to smooth out random yearly fluctuations, resulting
in more stable classifications. Category changes are less frequent and typically smaller in
magnitude. For instance, it is rare for a part to drop from the highest to the lowest class
within a two-year span; most changes occur between adjacent classes, such as from Demand
Class 2 to Demand Class 3 or Demand Class 5 to Demand Class 4. Some parts that fluctuated
wildly in the annual classification are seen to stabilize in a middle or lower class when
observed over two years. One example is part 0801801-12, which jumped between Demand
Classes 2 and 5 annually, but stayed in Demand Class 3 in both the 2012-2013 and 2013-
2014 periods. Overall, the two-year classification provides a more reliable representation of

demand by minimizing the influence of temporary spikes or drops.
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A Kkey benefit of the two-year cycle is the reduction in misclassification, especially for the
lowest and highest classes. For instance, in the one-year classification, a part may have had
demand in only one or two months of a given year, placing it in Demand Class 4, but a lack
of demand the following year would drop it to Demand Class 5. With a two-year perspective,
the part could stay in Demand Class 4 as long as there were at least three months of demand
across both years. Similarly, a part might be misclassified as Demand Class 2 in a single
year due to a short-term demand peak, while the two-year average would smooth it down to
Demand Class 3, better reflecting its actual demand pattern. According to our calculations,
the two-year cycle improves classification stability by over 30 percentage points compared

to the one-year cycle when using Boeing’s original classification rules.
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Figure 8. Two-Year Demand Class Stability Comparison (Original Boeing Standard)
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Figure 9. Three-Year Demand Class Stability Analysis (Original Boeing Standard)

Regarding the three-year cycle, we could not calculate the stability rate directly due to the
lack of two independent three-year windows. Instead, we compared the overall three-year

classification (2012-2014) with the corresponding two-year classifications. We found that
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in most cases, the three-year classification represents an average tendency of the parts. For
example, if a part was classified as Class 5 in one year and Class 4 in another, the three-year
result would often be Class 4. This averaging effect helps reduce year-to-year volatility,
offering a relatively stable classification. However, it also introduces the risk of masking
recent changes. About 67% of parts had a single-year class that matched their three-year
class (Figure 9), but the remaining 33% differed significantly. These discrepancies typically
reflect parts with notable demand trends. For example, a part with little to no demand in
2012-2013 but increased demand in 2013-2014 would still be placed in the lowest class in
the three-year classification, because the earlier years pulled the average down. In such cases,
the two-year classification is more responsive to recent demand shifts and better captures

upward trends.

In summary, while the three-year cycle offers greater stability, it may overlook emerging
changes in demand. The two-year cycle, on the other hand, strikes a better balance between
stability and responsiveness, capturing both long-term trends and recent developments.
Based on our analyses, we conclude that the two-year cycle demonstrated the best balance
in this study and therefore became the appropriate choice for judging the parts demand
category. In our subsequent work, we will use the analysis of the two-year cycle as a basis

for optimally adjusting the demand categories.

4.3 Evaluation of the Optimized Classification Standard

Based on the above analysis, we decided to adopt a two-year observation cycle to optimize
the demand classification criteria. While the two-year cycle yields more stable results than
the annual cycle under Boeing’s original classification standards, approximately 30% of
spare parts still change categories between adjacent two-year periods. To improve this
stability rate, we explored the distribution of borderline cases and conducted several rounds
of testing. As a result, we proposed a new set of demand classification thresholds for the
two-year cycle and evaluated their effectiveness. Table 2 presents the optimized
classification thresholds for a two-year (24-month) period. These thresholds are defined
based on the number of months with recorded demand and their corresponding percentage

values.
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Table 2: Optimized Spare Parts Demand Classification Standard for Two-Year Period

Demand Class NMWI percentage
Demand Class 1 NMWI > 18 75%
Demand Class 2 NMWI > 12 50%
Demand Class 3 NMWI > 8 33.3%
Demand Class 4 NMWI > 5 20.8%
Demand Class 5 NMWI <5 <20.8%

Demand Class 1 (Very High Demand) includes parts with demand in 18 or more months out
of 24, equivalent to at least 75% of the cycle. This new standard relaxes the previous
threshold of more than 83.33%, allowing parts with consistent but slightly less frequent

usage (18 or 19 months) to be classified as Demand Class 1.

Demand Class 2 (High Demand) covers parts with demand in 12 to 17 months, which is
more than 50% but less than 75% of the cycle. The lower bound remains unchanged, but the
upper bound now aligns with the revised threshold for Demand Class 1. This way, parts with

solid but not top-tier usage fall into a more appropriate category.

Demand Class 3 (Moderate Demand) includes parts with demand in 8 to 11 months,
representing more than 33.3% but less than 50% of the period. Compared to the original
threshold (above 25%), this adjustment raises the bar for what qualifies as “moderate,”
ensuring that only parts with consistent usage in at least one-third of the period are included.

Parts with demand in only 6 or 7 months are now classified lower.

Demand Class 4 (Low Demand) is defined by demand in 5 to 7 months, or between 20.8%
and 33.3% of the cycle. The original cutoff was more lenient (>8.33%), so this change
tightens the range significantly. As a result, many parts that had demand in only 2 to 4

months will now fall into the lowest category.

Demand Class 5 (Very Low Demand) includes all parts with less than 5 months of demand,
or under 20.8%. This group typically includes parts with very limited or no demand over the

two-year period.

The optimized demand classification criteria were developed based on a comprehensive
consideration of both classification stability and business relevance. Our goal was to expand
the coverage of the lowest and highest demand categories, while shifting the more volatile
boundaries away from areas where spare parts are densely concentrated. For instance, by

raising the lower limit of Demand Class 4 to 5 months, we ensure that a large number of
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parts with demand in only 1 to 4 months over the two-year period are consistently classified
as Class 5, preventing them from frequently switching categories across different time
windows due to a difference of just one or two months. Similarly, by lowering the threshold
for Class 1 to 18 months, we allow parts with consistently high demand (demand in 18 or 19
months) to remain in the highest category, even if they experience a slight drop in frequency
in a given cycle. These adjustments are based on the assumption that the most critical
inventory decisions depend on the extremely high-frequency parts (Demand Class 1) and the
majority of low-demand parts (Demand Class 5). In contrast, the distinctions between the

middle categories are relatively less significant and more susceptible to fluctuation.
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Figure 10. Optimized Two-Year Classification Stability Results
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Figure 11. Optimized annual Classification Stability Results

After reclassifying using the new criteria, we recalculated the stability rates for the two-year
periods of 2012-2013 and 2013-2014. As shown in Figure 10, the stability rate improved

from around 70% to 75.4%. In other words, over three-quarters of the spare parts stayed in
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the same demand category across two consecutive periods, showing a clear improvement in
classification stability. The figure shows that the new classification method increased the
proportion of stable items by about 5 percentage points compared to the old one. This
improvement mainly comes from adjusting the category boundaries. Many parts that used to
bounce between categories, especially those on the edge between category 4 and 5, or 2 and
3, are now more consistently placed in a lower category. For example, a part that had five
requests over two years might have sometimes been placed in category 4 and other times
dropped into category 5 under the old rules. The new system sets five requests as the lower
limit for category 4, so as long as the part has five or more requests, it stays in category 4. If
it has fewer, it goes to category 5. Similarly, parts with around 18 to 20 requests, such as 21
in one period and 19 in another, used to be placed in different categories under the old rules,
namely category 1 and category 2. The new classification sets the threshold for category 1
at 18, so now both periods count as category 1, eliminating inconsistency. It’s worth noting
that this reclassification also changed the size of each category. Compared to the old system,
category 5 now covers a broader range, so more parts fall into it, while category 4 has fewer
items. Category 1 also includes more parts, while category 2 shrinks slightly. This results in
a more polarized distribution, with more parts classified into either the lowest or highest
categories. From a management perspective, this is acceptable. Most parts are already in the
lowest category, and they don’t require much attention anyway (usually we just don’t stock
them or keep minimal inventory). The increase in category 1 parts, on the other hand, helps
us better identify critical items, even those with slightly lower frequency but still high

importance.

We didn’t find any counterintuitive results in the new classification. Most spare parts are
still categorized in a reasonable way. For example, parts that were downgraded after
adjusting the category thresholds were found, upon closer inspection, to have relatively
unstable demand, so placing them in a lower category helps avoid overstocking. Meanwhile,
the parts that were moved up to a higher category generally showed consistently high
demand across both time periods. This shows that the new classification standard not only
improves stability but also maintains sound logic in how parts are categorized. With the
stability rate now over 75%, managers can have more confidence in the assigned demand
categories, knowing that most parts are unlikely to shift categories frequently. This allows
for more consistent and effective inventory strategies. For example, parts that consistently

fall into the lowest demand category can continue to be managed with minimal or even no
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stock. On the other hand, high-demand parts can reliably receive the inventory support they
need. As for the less than 25% of parts whose categories did change, we noticed most of
those shifts occurred between the middle categories (2, 3, and 4). These parts tend to be on
the borderline of different demand levels, so a more flexible management approach can be
taken. This is in contrast to the previous situation, where large numbers of parts required
constant strategy changes. We also recalculated the classification stability over a one-year
period using the new standard. As shown in Figure 11, the one-year stability rate improved
from 36.12% to 53.84%.

In short, the new classification standard makes demand categorization for spare parts more
stable, reducing the need to worry about large numbers of parts shifting between categories
each year and causing inventory strategies to become ineffective. This study analyzed two-
year period data and proposed an optimized demand classification standard for aviation spare
parts. Compared to Boeing’s original standard, the new approach significantly improves the
consistency of classification results over different time periods. This outcome holds

important practical value for real-world applications.

5 Discussion

This chapter provides an in-depth discussion of the study’s findings in relation to existing
literature, highlighting how the proposed two-year classification cycle and optimized
thresholds contribute to the field. It also reflects on the limitations of the current
methodology and explores the potential of integrating machine learning into future demand

forecasting and inventory management strategies.

5.1 Comparison with Existing Literature

This study focuses on the classification cycle and standards for aviation spare parts demand,
a topic that has received limited attention in the literature. Nevertheless, relevant findings

from related fields offer valuable comparisons and support.
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First, our research shows that a two-year observation period outperforms a single-year period
in terms of classification stability, and in some cases, even performs better than a three-year
period. This finding highlights the benefit of moderately extending the historical data
window when analyzing intermittent demand. Previous studies in demand forecasting have
repeatedly emphasized that longer historical data should be used for intermittent demand to
obtain more reliable average demand estimates. For instance, the Croston method and its
improved versions use average inter-demand intervals across multiple periods to predict
future demand. This aligns with our approach, as one year of data is often insufficient to
reveal consistent patterns, whereas data from two or more years can better distinguish
between genuinely high-frequency demand and one-off events. Our study validates this point
by evaluating classification stability and provides quantitative evidence to support it. Boylan
and Syntetos (2010) also pointed out that aviation spare parts typically exhibit intermittent
demand patterns and require specific handling methods. Our study takes this further by
applying such thinking to classification practices, adjusting the observation cycle to ensure
that the classification reflects the true nature of demand patterns rather than being driven by
randomness. This complements the existing literature on intermittent demand management
by emphasizing the importance of sufficient data and smoothing in the classification stage

as well.

Second, we proposed and implemented a minor optimization of the existing Boeing
classification standard. This practice-oriented improvement aligns with the growing trend in
recent research advocating for better integration between academic theory and industrial
application. As noted in the review by Bacchetti and Saccani (2012), many advanced
inventory methods developed in academia are still underutilized in industry, and a significant
gap remains between the two. Our study does not introduce a new model; instead, it makes
a “micro-innovation” to the widely used Boeing classification method, enhancing its
scientific basis and stability. This kind of improvement is highly practical, as it does not
require companies to abandon their existing system, minor adjustments lead to noticeable
benefits. Compared to introducing complex academic models such as MCDM or statistical

classification techniques, our approach is more readily accepted by industry.

There are similar examples in the literature. Some studies have enhanced the traditional ABC
classification by adding secondary ranking factors, while others have modified the EOQ

model to improve robustness under uncertain demand. Our adjustment to the classification
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thresholds can be viewed as an effort to account for demand variability within Boeing’s five-
level framework. The original fixed threshold values were revised based on the
characteristics of two-year data. Essentially, this is a data-driven calibration of experience-
based thresholds, aiming to enhance decision-making stability. This approach aligns well
with recent trends in inventory management research, which emphasize data-driven

parameter optimization.

Comparing our optimized classification scheme with other methods also reveals different
areas of focus. For example, compared to FSN classification, our new standard offers a finer
granularity with five levels. Like FSN, it focuses on demand frequency, but while FSN is
usually assessed annually and uses subjectively set thresholds, our approach determines
thresholds based on two-year data and statistical analysis. Our method can be seen as an
extension and refinement of FSN. Results show that the two-year period performs better than
the one-year approach, which may offer insights for improving FSN classification in practice.
Companies might consider using rolling two-year data instead of annual snapshots to reduce

the frequent switching between “fast” and “slow” labels.

In contrast to the Syntetos-Boylan classification based on ADI and CV2, our method is much
simpler and more straightforward, though the objectives differ. Syntetos-Boylan
classification aims to select appropriate forecasting models, while our classification directly
supports inventory strategy decisions, such as how much stock to maintain. By categorizing
parts based on demand frequency, we implicitly assume that each category corresponds to a
different level of inventory protection. The Syntetos-Boylan method, on the other hand,
highlights items with highly erratic demand to suggest specific forecasting techniques. It is
also worth noting that in our new standard, we expanded the scope of the lowest category by
defining parts with 0—4 months of demand over two years as the lowest class. This allows
for a clearer distinction of parts with “virtually no demand.” This idea aligns with the “lumpy”
category proposed by Syntetos and colleagues, who focused on parts with rare and irregular
demand, where the main concern should be obsolescence rather than stock availability.
Overall, our classification refinement is simple and practical, yet achieves improved stability

and rationality.
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5.2 Limitations of Data Analysis Methods and Experimental Design

Although this study presents several meaningful findings, there are still limitations in both
data and methodology that should be taken into account when interpreting the results and

considering practical applications.

Our dataset covers a limited time span; it includes only spare parts replacement data from
2012 to 2014. For aviation spare parts, which typically have long lifecycles and low demand
frequency, three years is still a relatively short observation period. On one hand, this limits
our ability to assess classification stability over longer cycles, such as four or five years. On
the other hand, it also means we cannot confirm whether our proposed method remains
effective over the long term. Demand for spare parts may follow cyclical trends, for instance,
increasing as aircraft age and then declining as the model is phased out. A three-year period
may not be long enough to capture such patterns. Therefore, our conclusion that a two-year

cycle is optimal needs to be further validated using longer time-series data.

Our analysis assumes that the historical demand records accurately reflect actual needs,
without explicitly accounting for external factors such as flight hours, changes in
maintenance strategies, or improvements or declines in part reliability. In reality, demand is
not entirely random. For example, a demand spike in a certain year could result from
increased flight activity or a service bulletin (AD) that triggered widespread part
replacements. These are not random fluctuations but are driven by specific causes. If such
external information were available, it would help distinguish between structural (trend-
driven) and random category shifts. Due to data limitations, we treated all fluctuations as
random and used a longer observation window to smooth them. However, this approach may
unintentionally smooth out genuine demand trends, potentially leading to misclassification.
For instance, if a part’s demand is truly increasing, our two-year average might still
categorize it as low-frequency. This is also a key reason why using a three-year cycle could
be even more problematic. With richer data sources, future classification methods could
intelligently filter out anomalies and detect trends, in which case a one-year cycle might be
sufficient, or the classification system could dynamically adjust without relying on fixed

periods. Our method remains relatively basic in this respect.

We also adopted Boeing’s five-category classification without examining whether this

number of categories is optimal. In some cases, three categories (high/medium/low) might
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suffice, while in others, a more detailed breakdown into six or more categories could be
beneficial. The number of categories directly affects threshold setting and classification
stability. In our study, the number of categories was treated as fixed, and we only optimized
the thresholds within that structure. A more comprehensive approach would consider
adjusting the number of categories as well, possibly using classification stability as an
objective in determining the ideal number. For example, merging certain middle categories
might increase overall stability by reducing borderline fluctuations. We did not explore this
possibility, which is another limitation. Additionally, we followed Boeing’s definition by
assigning meaning to the categories based on demand frequency, but in practice, inventory
strategies also depend on other factors such as part criticality or value. Frequency alone does
not determine stocking policy. For instance, a high-frequency but very expensive part may
not be stocked in large quantities but instead repaired and reused. Therefore, the business
interpretation of the classification can vary depending on the part. Our method does not
account for these complexities and remains focused solely on the frequency dimension. This
should be clarified when applying our results: the method offers an optimized frequency-

based classification, but complete inventory decisions require a multi-dimensional approach.

In summary, readers should be aware of the scope and assumptions of this study’s findings.
Our recommendations, including the two-year cycle and the adjusted thresholds, showed
good performance on Boeing spare parts data from 2012 to 2014. However, applying these
findings more broadly requires careful consideration of differences in data, changes in
operational context, and evaluation using more comprehensive performance indicators.
Future research could focus on extending the time series, incorporating more diverse datasets,
and optimizing classification standards based on multiple factors to overcome the limitations

identified in this study.

5.3 The potential of machine learning for future demand forecasting

Although this study mainly uses traditional statistical methods for demand classification and
inventory optimization, integrating Machine Learning (ML) into spare parts management
presents a highly promising direction for future work. Techniques such as ensemble models,
neural networks, and reinforcement learning show great potential for dealing with the

complexity and uncertainty inherent in aviation spare parts logistics.
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One possible improvement is applying ML to improve the accuracy of demand forecasting,
especially for intermittent or lumpy demand. For example, a hybrid system could be
designed where ML classifiers (decision trees) automatically identify the demand pattern of
a part, and then select the most suitable forecasting model accordingly. For instance,
Croston-based methods for intermittent demand, or LSTM networks for non-linear or
seasonal patterns. This would automate the traditional manual process of classification and

model selection, while improving flexibility and adaptability.

Additionally, ML can be used to optimize inventory strategies directly. By learning from
historical relationships between inventory levels, demand variability, lead times, and service
outcomes, ML models (like gradient boosting) could be trained to recommend optimal
reorder points or safety stock levels. This reframes the inventory optimization problem as a
supervised learning task, allowing the process to bypass the typical “forecast-then-optimize”

workflow and instead directly targeting cost or service level objectives.

Reinforcement learning (RL) also offers potential in inventory control, especially in complex,
multi-tiered aviation supply chains. RL agents can learn optimal policies through trial and
error in simulated environments, adjusting ordering decisions based on location, demand
patterns, and lead times. Studies have already shown that deep RL models can outperform
traditional heuristics in large-scale settings by finding more nuanced strategies that balance
cost and availability. Moreover, predictive maintenance data, enabled by loT sensors, can
be combined with ML to anticipate future spare parts needs. For instance, if a sensor
indicates that a certain component is likely to fail soon, an ML model could forecast this as
a demand event, allowing maintenance teams to pre-position the necessary spare parts. This
makes the system more proactive and responsive, helping to reduce emergency stockouts

and improve overall supply chain planning.

However, successfully implementing these approaches depends on several prerequisites.
High-quality historical data (such as usage records, lead times, and maintenance logs) must
be available, and planners must be equipped with the skills to interpret and trust the outputs
of ML models, especially those that may function as “black boxes,” like deep neural
networks. In short, bringing machine learning into spare parts forecasting and inventory
optimization is not only feasible but also highly valuable. Future studies could build upon

the traditional methods used in this work by exploring ML-driven classification, forecasting,
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and intelligent inventory control systems. These efforts could help aviation organizations

achieve more accurate, efficient, and flexible spare parts management strategies.

6 Conclusions

In this study, we explored the problem of demand classification for aviation spare parts.
Using detailed replacement data from Boeing between 2012 and 2014, we examined how
different observation windows affect the stability and effectiveness of demand classification.
The results showed that using a two-year observation period offers a balanced solution
between classification stability and responsiveness. Compared to the original one-year-based
Boeing classification, the two-year window improved classification stability from 36.12%
to over 70%. With optimized threshold adjustments, stability increased further to 75.4%.
This improvement was mainly achieved by refining the class boundaries, which reduced
sensitivity to minor fluctuations, especially near the thresholds between middle categories.
The optimized classification scheme provides a more reliable basis for inventory strategy
decisions, helping to maintain consistency over time and reduce the operational burden

caused by frequent reclassifications.

This study also has some limitations. The analysis was based on a relatively short, three-year
dataset, which limits how well the results can be applied to longer-term planning. In addition,
external factors that may affect demand, such as flight hours or aircraft aging, were not
included in the current analysis. There is great potential for future research to expand the
dataset beyond the current three-year span, incorporate more external variables, and apply
advanced forecasting techniques such as machine learning to further improve demand

prediction and inventory optimization.
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