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Insect populations play pivotal roles in both agricultural ecosystems and biodiversity 

monitoring, yet traditional identification methods remain labor-intensive and error-prone. 

This thesis presents a deep learning–based insect recognition system leveraging three 

variants of YOLOv8 object detector—nano (v8n), small (v8s), and large (v8l)—to balance 

detection speed, model size, and accuracy. In this research, an image dataset comprising 

diverse insect taxa was curated, and various models were subsequently trained. A systematic 

comparison of their computational speed, model size, and accuracy was then conducted, 

employing metrics such as precision, recall, F1-score, and mean Average Precision (mAP) 

for performance evaluation. The resulting models were integrated into a user‑friendly GUI 

that accepts offline images and displays bounding boxes, species labels, confidence scores, 

and inference times.  

Experimental evaluation shows that the large variant achieves the highest accuracy, while 

the small variant offers the most balanced trade‑off between computational cost and 

performance. Distinctive taxa attain high detection rates across all models, whereas 

under‑represented or visually subtle groups remain challenging. This work lays the 

foundation for scalable, real‑world insect monitoring and outlines future directions for 

robustness enhancement and edge deployment.  
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SYMBOLS AND ABBREVIATIONS  

Roman characters 

B Predicted bounding box 

Bgt  Ground-truth bounding box 

b, bgt Center coordinates of B and Bgt 

C Smallest enclosing box covering both B and Bgt  

c Diagonal length of C 

v  Aspect-ratio consistency term in CIoU loss 

r Recall 

P Precision 

n Total number of classes 

 

Greek characters 

 Trade-off parameter in CIoU loss 

 

Function symbol 

p(r) Precision as a function of recall r in the PR curve 

d(b,bgt) Euclidean distance between b and bgt 

 

Superscripts 

' stator 

" rotor 
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Abbreviations 

AP Average Precision 

CE Cross-Entropy (classification loss) 

CIoU Complete Intersection over Union 

DFL Distribution Focal Loss 

DIoU Distance Intersection over Union 

FL Focal Loss (objectness loss) 

FN False Negatives 

FP False Positives 

GIoU Generalized Intersection over Union 

IoU Intersection over Union 

mAP Mean Average Precision 

TN True Negatives 

TP True Positives 
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1  Introduction 

Within the context of widespread digital transformation and its potential for societal benefit, 

specific industries are poised for significant advancements. Agriculture, a cornerstone of 

global food security, faces persistent challenges that can be addressed through innovative 

software engineering and digitalization. Among the most critical threats to global agriculture 

are insect pests, which are responsible for an estimated 20–40% loss in crop yield annually 

(Attri et al., 2023). Over the decades, the conventional reliance on chemical pesticides has 

helped mitigate some of this damage, but at a steep cost—soil pollution, biodiversity loss, 

and the emergence of resistant pest populations (Dong et al., 2025; Butera et al., 2021). 

Simultaneously, pollutants such as heavy metals and microplastics in agro-ecosystems have 

been shown to weaken beneficial insect species, further undermining the natural biological 

controls essential to sustainable crop production (Jenjeti et al., 2022). 

Addressing these complex agricultural issues necessitates a transition towards more 

intelligent, data-driven pest management strategies. Among these, deep learning (DL) 

techniques have shown outstanding potential in the agricultural domain, especially for visual 

recognition tasks such as pest and disease detection. Models such as YOLO (You Only Look 

Once) and CNN-based networks have achieved impressive accuracy and speed in classifying 

various pests directly from field images, even under challenging conditions such as occlusion, 

poor lighting, or complex plant textures (Ashraf & Kowalska, 2023; Wang et al., 2025). 

This study aims to develop a high-accuracy deep learning-based insect identification system 

capable of detecting multiple agriculturally significant pests and their damage symptoms in 

real-world field conditions. The long-term vision is to integrate this system with live camera 

modules to enable real-time pest surveillance, offering a scalable and sustainable solution 

for precision agriculture. 
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1.1  Research Context 

The identification of insect pests and their damage symptoms has traditionally depended on 

manual visual inspections conducted by trained experts. This process is not only time-

consuming and labor-intensive but also error-prone and insufficient for modern agriculture, 

where rapid and large-scale pest monitoring is increasingly needed (Zhong et al., 2018; 

Gutierrez et al., 2019). With the development of computer vision and machine learning 

technologies, the use of traditional ML methods for insect and plant disease identification 

has gained popularity (Xie et al., 2015; Liu & Wang, 2020). However, these methods rely 

heavily on manual feature engineering and struggle with inconsistent image conditions in 

the field—such as varying light intensities, occlusions, and complex natural textures—which 

often degrade model stability and detection accuracy (Liu et al., 2019; Giakoumoglou et al., 

2022). 

To address these limitations, deep learning (DL) techniques have emerged as state-of-the-

art tools for visual recognition tasks in smart agriculture. DL models have shown robust 

performance across tasks such as crop type classification, weed and disease detection, yield 

prediction, and pest identification (Butera et al., 2021; Zhang et al., 2022). In entomological 

contexts, DL enables automatic classification and localization of insect pests and their visible 

damage symptoms directly from image data. This approach eliminates manual feature 

extraction and significantly improves scalability and speed in field applications.  

In particular, single-stage object detectors like the YOLO (You Only Look Once) series have 

gained prominence for their high inference speed and accuracy in complex environments. 

The YOLOv8 variants—YOLOv8n, YOLOv8s, and YOLOv8l—offer trade-offs between 

model size, precision, and speed, making them suitable candidates for deployment in 

embedded agricultural systems. Numerous studies have validated the effectiveness of 

YOLO-based systems for pest detection, including applications in identifying brown 

planthoppers (Verma et al., 2021), butterflies, whiteflies (Giakoumoglou et al., 2022), fruit 

flies (Zhang et al., 2022), and aphids (Kumar et al., 2023). Despite this progress, many 

existing studies do not explore detection across different pest sizes and real-time integration 

with edge devices like field cameras. 
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In this context, this study aims to develop a comprehensive deep learning-based pest 

detection system centered around YOLOv8 architectures, capable of identifying over 20 pest 

species from real-world datasets. The system is rigorously evaluated using mAP (IoU = 0.5 

and 0.5–0.95), precision, recall, and F1-score to assess detection effectiveness across classes. 

Furthermore, the solution incorporates a user-friendly interface designed for researchers and 

practitioners, enabling customizable model selection, confidence thresholds, and input 

modes (image/video). The ultimate vision is to support automated pest detection and real-

time camera integration, enabling responsive and sustainable pest management in 

agricultural ecosystems. 

1.2  Goals and Boundaries 

The main goal of this study is to develop a deep learning-based insect identification system 

that integrates a graphical interface, backend API, and high-performance object detection 

models. Specifically, the system is designed to implement, train, evaluate, and compare the 

performance of three YOLOv8 variants—YOLOv8n, YOLOv8s, and YOLOv8l—using key 

performance metrics such as precision, recall, F1-score, and mean Average Precision (mAP) 

across relevant Intersection over Union (IoU) thresholds. Evaluation is conducted on a 

curated dataset comprising over 1,000 well-annotated images representing more than twenty 

distinct insect species. This ensures that the system is capable of handling varied insect 

morphologies, small object detection, and complex, real-world backgrounds. 

The objective is to provide an effective offline image recognition solution tailored for insect 

monitoring in both agricultural and ecological applications. This goal is motivated by the 

growing need for intelligent pest surveillance tools. These tools can reduce manual labor, 

minimize pesticide dependency, and enable proactive crop protection strategies. Insect pests 

continue to contribute to significant crop losses worldwide, and current manual identification 

methods are insufficient for real-time or wide-scale applications (He et al., 2019; Wu et al., 

2024). Moreover, studies have shown that deep learning models, particularly YOLO-based 

architectures, are highly suitable for detecting small agricultural pests under variable field 

conditions (Zhang et al., 2022; Gao et al., 2023). These capabilities are essential for precision 

agriculture and sustainable farming practices that seek to balance productivity with 

environmental protection (Dong et al., 2025). 
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However, several limitations inherent to this research and system design must be 

acknowledged. First, the dataset is limited in scope, incorporating images of only slightly 

more than twenty insect species. While this provides a focused evaluation environment, it 

restricts the system’s generalizability to other biological categories or a broader spectrum of 

insect biodiversity encountered in natural settings. Second, the current implementation is 

confined to offline image processing; there is no support for real-time camera detection, 

mobile applications, or cloud-based inference, which constrains its utility in dynamic field 

conditions where immediate response and continuous monitoring might be required. Given 

the time and scope constraints of an individual undergraduate thesis, developing these real-

time, mobile, or cloud-based capabilities was not undertaken, although they represent 

planned directions for future expansion. 

Moreover, real-world environmental conditions can significantly affect the system's 

performance. Factors like changing light levels, insects being partially hidden, complex 

backgrounds with plants, and varying distances from the camera can all reduce detection 

reliability. The training dataset, while carefully prepared, cannot fully capture the wide range 

of these environmental factors that might occur during field use. This limitation is especially 

relevant for agricultural monitoring, where light conditions change daily and seasonally, and 

target insects may be hidden among crops. 

Finally, while the selected YOLOv8 models show promising performance in balancing 

speed and accuracy under controlled lab conditions, their effectiveness and reliability in 

different ecological settings still need to be thoroughly validated. The models' ability to 

generalize across different geographical regions, seasons, and habitat types requires further 

investigation. Consequently, future research will be necessary to adapt and refine the system 

for broader ecological applications. This might involve using domain adaptation methods, 

including more diverse training data, or exploring different model types that can better 

handle the changing and unpredictable nature of insects in natural environments. 

1.3  Contributions 

The principal contributions of this work are summarized as follows: 
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A comprehensive comparison of three YOLOv8 variants (nano, small, large) on a 

meticulously curated dataset of over 1,000 images spanning more than twenty insect species, 

quantifying trade-offs among inference speed, model footprint, and detection accuracy via 

precision, recall, F1-score, and mean Average Precision metrics. 

The assembly and preprocessing of a balanced insect recognition dataset, including 

annotation conversion to YOLO format, stratified partitioning, and application of advanced 

data augmentation techniques to ensure robust performance evaluation across diverse taxa. 

The development of an intuitive graphical user interface featuring a dual-panel design to 

support offline batch processing of images, real-time visualization of bounding boxes with 

confidence scores, and exportable detection results for downstream analysis in research and 

agricultural contexts. 

Identification of key challenges in detecting under-represented or visually subtle insect 

classes, together with proposed strategies for future enhancement, such as targeted ablation 

studies, novel augmentation approaches, model compression and quantization for edge 

deployment, and hierarchical classification frameworks to bolster system generalizability 

and robustness. 

1.4  Outline of Chapters 

Chapter 1: Introduction 

This chapter discusses insect monitoring's ecological and agricultural importance, traditional 

identification methods' limits, and deep learning-based solutions' potential to provide the 

research's framework.  It describes the study's goals, scope, and approach constraints. 

Chapter 2: Related Works 

This chapter analyses literature on automated insect recognition, object detection methods, 

and YOLO family evolution. It critically evaluates past systems, outlining their virtues and 

flaws, and justifies using YOLOv8 as the system's core. 

Chapter 3: Methodology 
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This chapter details system design, development, and implementation. The topic covers 

YOLOv8 framework configuration, backbone, neck, and prediction module updates, and 

deep learning model integration with the front-end user interface and back-end API. 

Chapter 4: System Overview and Functionality 

This chapter describes the overall architecture and functionality of the developed insect 

recognition system. It outlines the design of the graphical user interface, including the 

configuration controls and visualization components, and explains how the system processes 

and displays detection results. 

Chapter 5: Results and Discussion 

This chapter discusses the experimental setup, including dataset preparation, training, and 

evaluation metrics.  YOLOv8 versions are evaluated using quantitative criteria and visual 

representations such precision recall curves and confusion matrices.  Insect species 

measurement inconsistencies and challenges are also highlighted. 

Chapter 6: Conclusion and Future Work 

The last chapter summarizes the research findings, evaluates the system's performance 

against the objectives, and analyses theoretical and practical consequences. It discusses the 

study's weaknesses and suggests future research. 
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2  Related works 

In this section, I review two complementary strands of research that underpin my work. First 

(Sect. 2.1), I trace the evolution of the YOLO family of one-stage object detectors, from the 

original grid-based formulation to YOLOv8 innovations in backbone design, anchor-free 

heads, and loss functions. Then (Sect. 2.2), I survey recent efforts in automated insect 

recognition, highlighting how traditional feature-based and machine-learning approaches 

have given way to end-to-end deep-learning solutions—particularly those leveraging the 

YOLO framework—for accurate, real-time pest detection in complex environments. 

2.1  Development of the YOLO algorithm 

YOLO (You Only Look Once) revolutionized one-stage object detection by framing end-to-

end CNN-based grid predictions that deliver real-time speeds through direct bounding-box 

regression. YOLOv2 and v3 further improved accuracy and speed with deeper backbones, 

multi-scale predictions, and refined loss functions, after which Joseph Redmon withdrew 

from CV research. Later releases (v4–v8) introduced innovations such as spatial pyramid 

pooling, cross-stage partial networks, anchor-free heads, and enhanced loss formulations to 

optimize the speed–accuracy trade-off on diverse hardware. More recent variants (v9–v11) 

explore fine-grained feature extraction and small-sample robustness. Table 1 summarizes 

the key architectural and algorithmic advances across the YOLO family. 

Table 1. Evolution of the YOLO Series of One-Stage Object Detectors 

Version Main Contributors /Maintainers Key Innovations 

YOLOv1 Joseph Redmon, Santosh Divvala, et 

al. 

• Grid-based splitting 

• Direct bounding-box regression 

YOLOv2 Joseph Redmon, Ali Farhadi • Deeper network architecture 

• Multi-scale predictions 

• Refined loss function 

YOLOv3 Joseph Redmon, Ali Farhadi • Feature pyramid for multi-scale detection 

• Refinement loss 

• Increased depth 

YOLOv4 Alexey Bochkovskiy, Chien-Yao 

Wang, Hong-Yuan Liao 

• Spatial Pyramid Pooling (SPP) 

• Cross-Stage Partial (CSP) networks 

• Attention modules 
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YOLOv5 Ultralytics LLC • PyTorch implementation 

• Modular code architecture 

• User-friendly interface 

YOLOv6 Meituan Research Team  

YOLOv7 Alexey Bochkovskiy, et al.  

YOLOv8 Ultralytics • New backbone network 

• Anchor-free detection head 

• Enhanced loss functions 

• Efficient CPU/GPU performance 

YOLOv9 Various teams • Fine-grained feature extraction 

YOLOv10 Various teams • Optimizations for small-sample scenarios 

YOLOv11 Ultralytics • Continues the efficiency and real-time 

capabilities 

 

2.2  Related Work on Insect Recognition 

Early insect recognition mainly relied on morphological features and manually designed 

image processing algorithms. For example, Han et al. (2011) used texture and shape features 

to classify insect communities in Taihu wetland, achieving moderate accuracy, but lacking 

robustness in complex backgrounds. With the development of machine learning, methods 

such as support vector machines (SVM) and random forests have also been tried for insect 

recognition in small sample environments, but often require cumbersome feature 

engineering. 

In recent years, after breakthroughs in natural image classification and detection, 

convolutional neural networks (CNNs) have gradually been introduced into insect 

recognition tasks. Li et al. (2022) built a synthetic image dataset for storing pests, and used 

an improved YOLOv5 model to achieve accurate detection of a variety of grain pests, with 

an mAP of more than 0.85. Subsequently, Li et al. (2023) combined machine learning 

methods on this basis to model trap capture data, effectively improving the accuracy of 

trapping rate prediction. Pandey et al. (2023) combined YOLOv8 with the semantic 

segmentation model SAM to achieve simultaneous insect target detection and fine 

segmentation, providing a data basis for subsequent behavioral analysis.  

In this context, YOLOv8 was chosen as the core detection framework due to its notable 

advancements in both speed and accuracy for small object detection tasks. Compared to 
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earlier YOLO versions and other convolution-based models, YOLOv8 integrates a re-

parameterized backbone, a decoupled head, and an anchor-free mechanism, which together 

significantly enhance its capacity to detect small and densely packed insect targets in 

complex agricultural environments (Yu et al., 2024). 

YOLOv8 has also demonstrated strong robustness under diverse field conditions, including 

occlusions, varying lighting, and noisy backgrounds—factors frequently encountered in 

real-world pest surveillance (Oqaibi et al., 2023; Yin et al., 2025). These characteristics 

make it particularly suitable for resource-constrained applications such as mobile terminal 

devices and edge computing in smart agriculture (Abubacker & On, 2024). Moreover, the 

YOLOv8 framework supports end-to-end training pipelines and provides flexibility in model 

size (e.g., nano, small, large variants), making it adaptable to both lightweight deployment 

scenarios and high-precision monitoring setups (Gao et al., 2023). 

These technical merits have already been validated in a series of agricultural pest detection 

studies. For example, LP-YOLO, a lightweight variant of YOLOv8, has been applied for 

mobile pest detection on tea plantations, achieving high mAP scores with low latency (Yu 

et al., 2024). Similarly, Yue et al. (2024) developed an improved YOLOv8 model for forestry 

pests, demonstrating its capacity for real-time detection and tracking in multi-species 

environments. Such evidence provides strong empirical grounding for selecting YOLOv8 as 

the backbone of this research system. 
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3  Methodology: Deep Learning Model Architecture 

YOLOv8 is a leading one‑stage detector from Ultralytics, pre‑trained on COCO and honed 

through extensive research. By predicting classes and bounding boxes in one forward pass, 

it cuts inference time compared to two‑stage methods without sacrificing accuracy. Its 

lightweight, modular design makes it well suited for real‑time insect recognition—where 

targets are small and backgrounds complex—and enables easy deployment on mobile or 

embedded platforms. In this thesis, I adopt YOLOv8 as my core detector for its balance of 

speed and precision. Figure 1 provides an overview of the YOLOv8 architecture, and the 

following sections will detail each component of the framework along with the specific 

methodological enhancements tailored for insect detection.  

Figure 1: YOLOv8 network architecture diagram (Source: RangeKing, GitHub) 
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3.1  Backbone 

The C2f module, convolutional (Conv) layers, and Spatial Pyramid Pooling-Fast (SPPF) 

module form YOLOv8's backbone.  After evolving from cross-stage architectures, the C2f 

module improves gradient flow and efficiently fuses multi-scale characteristics, allowing the 

network to record precise spatial information.  The backbone uses standard Conv layers to 

analyse and improve these characteristics, preserving low-level details and high-level 

semantic information while minimising computational cost.  Finally, the SPPF module 

enhances multiscale object detection by aggregating contextual information from several 

receptive fields. 

 

1) C2f module 

The introduction of the C2f module marks a departure from the traditional C3 modules, 

incorporating additional skip connections and extra split operations that promote richer 

gradient flow and more effective multi-scale feature fusion. This innovation begins at the 

very first convolutional layer, where the kernel size has been reduced from 6×6 to 3×3, 

allowing for more detailed spatial feature extraction while simultaneously lowering 

computational costs. All C3 modules have been replaced by C2f modules, ensuring that the 

benefits of enhanced connectivity and efficient feature processing permeate the network.  
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Figure 2: C2f module structure(Source: zyw2002, CSDN) 

Further refinements have been made in the neck module, where two convolutional 

connection layers have been removed to streamline the architecture and reduce redundancy. 

Additionally, the arrangement of C2f blocks within the backbone has been reconfigured from 

a 3-6-9-3 layout to a more balanced 3-6-6-3, thereby optimizing the network's capacity and 

mitigating potential overfitting. An analysis of the different model sizes—specifically 

YOLOv8 N, S, M, L, and X—reveals that while the N/S and L/X groups differ primarily 

through scaling coefficients, the S, M, and L variants feature unique channel configurations 

that do not conform to a single scaling factor. This design choice stems from the realization 

that a uniform scaling approach does not yield optimal performance across all model sizes, 

a concept also observed in the design philosophy of YOLOv7.  

2) Conv module 

In this architecture, the Conv module serves as one of the most fundamental and frequently 

used building blocks. It typically consists of three sub-layers: a Conv2d convolution layer, a 
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BatchNorm2d normalization layer, and a SiLU (Swish) activation function. Together, these 

components extract and refine features, normalize the outputs, and introduce nonlinearity.  

 

Figure 3: Convolutional block structure 

A detailed explanation of each sub-layer follows: 

a) Conv2d Layer 

Convolution Principle: 

The Conv2d operation applies one or more learnable filters (kernels) to the input feature map 

(commonly an image). By sliding each kernel across the spatial dimensions of the input and 

performing element-wise multiplications and sums, local features are extracted at every 

position.  

First Layer Kernel Choice: 

In many modern architectures, an initial 3×3 kernel is often preferred for its balance between 

capturing local details and maintaining computational efficiency. Earlier designs sometimes 

used larger kernels (e.g., 6×6), but empirical results have shown that 3×3 kernels generally 

offer a better trade-off between accuracy and speed. 

b) BatchNorm2d Layer 

Core Mechanism: 

Batch Normalization (BatchNorm) stabilizes and accelerates training by normalizing the 

intermediate activations (features) within a mini-batch. It computes the mean and variance 
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for each feature channel, then standardizes the activations before applying learnable scaling 

(γ\gamma) and shifting (β\beta) parameters. 

 

Advantages: 

 Stabilized Training: Reduces the risk of exploding or vanishing gradients. 

 Better Generalization: Mitigates overfitting, enabling the model to adapt more 

effectively to new data. 

 Faster Convergence: Often shortens the number of epochs needed for the model to 

converge. 

c) SiLU (Swish) Activation Function 

Definition: 

SiLU(x) = x ∙ σ(x) 

where σ(x) =
1

1+𝑒−𝑥 is the sigmoid function. This can be viewed as a smooth, learnable 

gating mechanism within a linear transformation. 

Key Benefits: 

 Smooth Nonlinearity: Avoids the “dead” or saturated zones commonly encountered 

with ReLU, leading to more stable gradients. 

 Minimal Computation Overhead: Only a small additional cost compared to ReLU, yet 

it can yield improved performance on certain tasks. 

 Stable Gradient Flow: The smooth curve of SiLU helps maintain better gradient 

propagation in deeper networks. 

3.2  Neck Structure 

The YOLOv8 neck is constructed on the principles of the Path Aggregation Network (PAN), 

which is itself an evolution of the Feature Pyramid Network (FPN). In the FPN, a top‐down 

pathway is employed to fuse high‐level semantic features from deeper layers with high‐
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resolution features from shallower layers. Specifically, this concept is reflected in the 

connections between layers 4 to 9 and layers 10 to 15, where the top-down pathway 

integrates spatially detailed but semantically weak features with the semantically robust yet 

spatially coarse representations from deeper layers. 

 

Figure 4: An FPN building block 

Building on this foundation, PANet introduces a bottom-up pathway to the design, thereby 

enhancing the overall feature representation by combining both semantic and spatial 

accuracy. Consequently, the YOLOv8 neck benefits from a bidirectional flow of information: 

the top-down pathway enriches low-level features with high-level context, while the bottom-

up pathway reinforces high-level features with accurate spatial cues. 

Specifically, the entire architecture first relies on (a) the FPN backbone network. This part 

is responsible for capturing the global semantic information in the image, allowing the 

network to obtain effective representations at different resolutions. 

Subsequently, PANet introduced a bottom-up path enhancement (reflected in part (b) of 

Figure 1), which extracts precise location information from lower layers and transmits these 

fine-grained spatial features back to the deep layers. This transmission complements the 

high-level semantic features brought by the top-down path, providing the network with dual 

guarantees of spatial accuracy and contextual information. 

Next, the adaptive feature pooling shown in part (c) further optimizes the alignment and 

integration of features of different scales, effectively balancing the contradiction between 
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semantics and spatial resolution. The Box branch described in part (d) focuses on the 

generation and positioning of candidate boxes, providing refined regional proposals for 

target detection tasks. Finally, the fully connected fusion module in part (e) integrates multi-

scale information from each path to achieve efficient fusion of features, ultimately improving 

detection accuracy and robustness. 

 

Figure 5: Illustration of PANet framework 

3.3  Head: Prediction Module 

The prediction module in YOLOv8 is responsible for converting the fused multi-scale 

features into the final detection outputs. This module comprises two key components: the  

loss calculation and the non-maximu8m suppression (NMS) mechanism. 

1) Loss Calculation 

YOLOv8’s loss function is an essential element in the training process, providing a 

quantitative measure of the disparity between the model’s predictions and the ground truth. 

It is structured to address three fundamental aspects of object detection: classification 

accuracy, bounding box localization precision, and objectness estimation. 

The loss function consists of three primary components: 

a) Classification Loss:   

YOLOv8 employs the standard cross-entropy loss, each predicted bounding box produces a 

probability distribution over the object classes, which is then compared with a one-hot 
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encoded ground truth vector. This loss term effectively penalizes incorrect class predictions 

and helps the network learn to discriminate among multiple insect species. 

b) Localization Loss:   

In YOLOv8, the training process for bounding box localization begins with an anchor-free 

approach using a TaskAlignedAssigner for effective sample assignment, and it employs 

Distribution Focal Loss to refine the predicted box coordinates. To determine overlap 

between a predicted bounding box B and its ground-truth Bgt
, the Intersection over Union 

(IoU) formula is used: 

IoU(B, Bgt) =
 |B ∩ Bgt|

|B ∪ Bgt|
(1) 

IoU is an effective overlap measure, although it has limits. No overlap between anticipated 

and ground-truth boxes causes IoU to be 0, resulting in a zero gradient and hampering 

optimisation. When overlapping ratios are same, IoU does not distinguish misalignments.  

To fix these issues, YOLOv8 uses the Complete IoU (CIoU) loss instead of GIoU and DIoU. 

Additionally, the CIoU loss improves localisation by quantifying the overlap between B and 

Bgt and integrating geometric considerations. In particular, CIoU evaluates the Euclidean 

distance between box centre points and aspect ratio consistency. A typical CIoU loss 

formulation is: 

CIoU(B, Bgt) = 1 − IoU(B, Bgt) +
ρ2(b, bgt)

c2
+ αv (2) 

 ρ2(b, bgt)  is the squared Euclidean distance between the centers b (predicted) and 𝑏𝑔𝑡
 

(ground-truth). 

c is the diagonal length of the smallest box that encloses both B and Bgt
. 

v measures how similar the aspect ratios of the two boxes are. 

α (defined below) scales the contribution of v. 

α =
𝑣

(1 − IoU(B, Bgt)) + v
(3) 

By incorporating these additional terms, the CIoU loss produces meaningful gradients even 

with little overlap between prediction and ground truth, helping the model fine-tune both the 
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location and shape of its bounding boxes. This refined loss function ultimately improves 

convergence and enhances overall detection performance in YOLOv8. 

c) Objectness Loss:  

YOLOv8 incorporates a specialized loss component that evaluates the model’s predicted 

objectness score against a binary ground-truth indicator of object presence. To mitigate the 

impact of class imbalance—where negative samples (background) are typically far more 

numerous than positive samples—focal loss mechanisms are integrated. This approach 

emphasizes harder, misclassified examples while down-weighting well-classified ones, 

thereby refining the object's presence prediction. 

2) Non-Maximum Suppression (NMS) and Soft-NMS 

Following bounding box regression, YOLOv8 applies Non-Maximum Suppression (NMS) 

to remove redundant detections. Traditionally, NMS works by sorting predicted boxes by 

their confidence scores, selecting the highest-scoring box, and suppressing others that have 

an IoU above a predefined threshold. However, in densely populated scenes, standard NMS 

may eliminate valid overlapping detections. To mitigate this issue, YOLOv8 incorporates 

Soft-NMS, which gradually decays the confidence scores of overlapping boxes rather than 

discarding them entirely. This refined approach helps preserve detections in close proximity, 

ultimately improving the overall detection performance. 
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4  Insect Recognition System Overview and Functionality 

The insect recognition system consists of three tightly integrated layers: (1) an inference 

engine, powered by the selected YOLOv8 variant, which handles image pre-processing, 

model inference, and post-processing of bounding boxes; (2) a backend API, implemented 

in Python, that exposes endpoints for image upload, model selection, threshold configuration, 

and result retrieval; and (3) a graphical user interface, which interacts with the API to submit 

images or video frames, display detection overlays, and present summary tables of species 

labels, confidence scores, and timing metrics. Images are resized and normalized in the 

inference engine, passed through the YOLOv8 network to predict object classes and 

coordinates, then filtered by confidence and IoU thresholds before being returned to the 

client. This modular design allows offline batch processing, easy swapping of model variants, 

and future extension to real-time video or edge-device deployment. 

The graphical user interface (GUI) of the Deep Learning-Based Insect Recognition System 

has been designed with a focus on functionality, clarity, and user-centered interaction. The 

interface employs a two-panel layout that effectively separates configuration controls from 

the recognition display area. 

The interface consists of two primary sections: a configuration panel on the left side and a 

visualization/results panel occupying the majority of the screen space on the right. This 

spatial organization follows established human-computer interaction principles, placing 

control elements in a fixed sidebar while dedicating maximum screen real estate to the visual 

output. 
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Figure 6: Insect recognition system user interface 

4.1  Left Panel: Configuration Controls 

The configuration panel is organized into three distinct functional modules, each dedicated 

to specific system parameters: 

Model Settings: 

• The user selects the neural network architecture from a dropdown menu, with three 

model options available: YOLOv8n, YOLOv8s, and YOLOv8l. YOLOv8n is set as 

the default. 

• Two radio buttons allow the user to choose between the default weight configuration 

and a custom weights file, with the default configuration pre-selected. 

• A confidence threshold slider, ranging from 0.00 to 1.00 and currently set at 0.15, 

enables precise control over detection sensitivity. 

• An Intersection Over Union (IOU) slider, with a range from 0.00 to 1.00 and set at a 

default value of 0.25, is provided to fine-tune the overlap threshold for the detection 

algorithm. 
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Camera Real-time Inspection Settings: 

• A dropdown menu facilitates the selection of a camera, currently displaying "Camera 

detection off." 

• This functionality is designed for future expansion, as the associated code is not yet 

implemented. 

File Recognition Settings: 

• A dropdown menu allows the user to select the file type for input, with "Picture File" 

set as the default, indicating that the system is currently configured to process static 

images. 

• The option to switch to video file processing is also available, accommodating 

different input modalities. 

• A dedicated area labeled "Drag and drop file here" is provided at the bottom, enabling 

users to conveniently upload either images or videos directly into the system. 

 

Figure 7: Insect Recognition System GUI with Detection Examples 
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4.2  Right Panel: Visualization and Results Area 

The right panel serves as the primary interaction and output space, featuring: 

Header Section  

• The system title "Deep Learning-Based Insect Recognition System" is prominently 

displayed, clearly communicating the application's purpose. 

Display Configuration  

• Radio button options allow toggling between "Overlay Display" and "Comparison 

display" modes, with the former selected by default. 

• A prominent "Start detection" button is positioned for initiating the recognition 

process. 

Visualization Area: 

• After an image or video file is uploaded and the "Start detection" button is pressed, 

the main display area presents the detection results. Detected insect regions are 

highlighted with bounding boxes, and each box is annotated with the corresponding 

insect species name. 

• Directly below the result display, a detailed summary table appears. This table 

comprises the columns "Identification Results," which lists the predicted insect 

species; "Position," indicating the coordinates or location of the detection within the 

image; "Confidence," reflecting the model’s certainty for each prediction; and 

"Time," showing the processing duration for the detection. 

• Further down, an "Export Result" button is provided. When activated, this button 

generates an additional table that includes columns for "File Path," specifying the 

location of the input file; "Identification Results," presenting the detected species; 

"Position Area," detailing the spatial extent or area of the detection; and "Time," 

summarizing the processing time. 
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Figure 8: Insect identification system test results 
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5  Results and Discussion  

In this chapter, we present the experimental evaluation and in-depth discussion of my insect 

recognition system. We begin by introducing the curated dataset and preprocessing steps in 

Section 5.1, then outline the model analysis framework—covering evaluation metrics, 

training setup, and diagnostic tools—in Section 5.2. Next, we report quantitative results for 

each YOLOv8 variant using precision, recall, F1-score, and mAP, and illustrate model 

behaviour through loss curves, precision–recall plots, confusion matrices, and threshold 

analyses. Finally, we conclude with a comparative assessment that highlights the trade-offs 

among the nano, small, and large models and offers recommendations for deployment under 

various resource and accuracy requirements. 

5.1  Dataset Introduction 

I assembled a collection of over 1,000 JPEG images (RGB) spanning more than twenty 

insect species from the Kaggle public repository. Each image was visually inspected to 

remove corrupted or mis‑labeled files, then resized to a uniform 640 × 640 resolution to 

match YOLOv8’s input requirements. Original annotations (Pascal VOC/COCO formats) 

were converted into the YOLO text format and verified against the images to ensure 

bounding‑box accuracy. During training, I applied a suite of online augmentations—

including mosaic composition, random horizontal/vertical flips, scale and rotation jitter, and 

hue/saturation adjustments—to increase invariance to scale, orientation, and lighting 

variations. Further details on hyperparameters, software versions, and hardware 

configuration are provided in the table in Appendix 1. 
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5.2  Model Analysis 

5.2.1  Evaluation Metrics  

To comprehensively evaluate my insect recognition system, I consider four key performance 

metrics: precision, recall, Average Precision (AP), and mean Average Precision (mAP). The 

evaluation metrics are defined as follows: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
 𝑇𝑃

𝑇𝑃 + 𝐹𝑃
(4)  

𝑅𝑒𝑐𝑎𝑙𝑙 =
 𝑇𝑃

𝑇𝑃 + 𝐹𝑁
(5) 

In these formulas, the terms are defined as: 

TP (True Positive): Instances where the sample is actually an insect and the system 

correctly identifies it as such. 

FP (False Positive): Instances where the sample is not an insect (or is part of the background) 

but the system mistakenly identifies it as an insect, indicating a false alarm. 

TN (True Negative): Instances where the sample is not an insect and the system correctly 

identifies it as non-insect, reflecting the system's ability to correctly dismiss non-target 

objects. 

FN (False Negative): Instances where the sample is actually an insect but the system fails 

to detect it, highlighting cases of missed detections. 

Precision quantifies how many predicted positives are true positives—essential when false 

alarms are expensive. Recall quantifies how many actual positives are found—essential 

when overlooking any target is unacceptable. 

However, precision and recall alone offer only a partial view of the system’s performance, 

especially in scenarios with class imbalance or varying detection thresholds. To capture the 

complete performance spectrum, I also introduce AP and mAP. AP is defined as the area 

beneath the precision–recall curve (see Eq. 6), summarizing the detector’s quality across all 

decision thresholds.  The mean average precision (mAP) then averages these AP scores over 

every insect class (Eq. 7), yielding one unified performance metric. 
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𝐴𝑃 = ∫ 𝑃(𝑅)𝑑𝑅
1

0

(6) 

𝑚𝐴𝑃 = ∑
𝐴𝑃𝑖

𝐶

𝐶

𝑖=1

(7) 

In general, a well-performing model’s PR curve hugs the top-right corner, meaning it 

sustains high precision even at high recall levels. The PR curve can not only help us observe 

the impact of threshold changes on the detection effect, but also reveal the false alarms that 

may occur when the detection conditions are loose, and the problem of missing targets when 

strict screening is performed. 

The PR curve shown in Figure 9 intuitively illustrates how to observe the changes in model 

precision and recall rate by adjusting different confidence thresholds, so as to understand the 

significance and importance of AP and mAP in different application scenarios. By 

combining the above indicators, I can more comprehensively and accurately evaluate the 

actual detection effect of the insect recognition system. 

 

Figure 9: Comparison of precision-recall curves at different IoU thresholds 
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5.2.2  Model Performance and Diagnostic Analyses 

In this study, I built and evaluated three insect recognition models of different scales. Taking 

YOLOv8s as an example, I introduced the core indicators and data forms involved in the 

analysis work, including training and validation loss curves, normalized confusion matrix, 

PR curve and F1-Score curve. The loss curves for both training and validation demonstrate 

how the model’s error decreases during training and what the corresponding validation loss 

is. Through these curves, I can preliminarily evaluate the convergence of the model and 

whether there is overfitting or underfitting. By employing a normalized confusion matrix, 

we can readily assess how accurately the model distinguishes between different insect 

classes. The values in the matrix will help us understand which categories are correctly 

identified well and which categories have serious confusion problems, and provide a basis 

for subsequent targeted optimization. The model's precision performance at varying recall 

levels is illustrated by the PR curve. This section intuitively reflects the model’s 

comprehensive detection performance, pointing out both low-recall and high-recall regions. 

The F1 curve can effectively supplement the information of the PR curve, so that I can focus 

on a single indicator and comprehensively evaluate the overall detection effect when 

selecting thresholds and tuning models. 

Figure 10 presents the training performance of the YOLOv8s insect recognition model, 

illustrating the trends of various loss and metric indicators across 100 epochs in a 

consolidated 2x3 grid format. The top row displays the loss components, with each subplot 

comparing training and validation losses. 

In the Box Loss plot (top left), both training (blue line) and validation (orange line) losses 

exhibit a clear downward trend, with training loss decreasing from approximately 3.5 to 1.2, 

and validation loss dropping steadily from about 3.0 to 1.3. The Class Loss plot (top middle) 

shows training loss falling from around 5.0 to 1.5. The validation class loss starts notably 

high (around 50, indicative of initial instability or difficulty classifying) but rapidly 

decreases to below 2.0, eventually converging closely with the training loss. Similarly, the 

DFL Loss plot (top right) shows both training (dropping from 4.5 to 1.8) and validation 

(dropping from 4.0 to 2.0) losses decreasing consistently. The parallel decrease observed 

across all three loss components for both training and validation sets, along with their 
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converging values towards the end of training, suggests the model achieved good 

convergence without significant overfitting or underfitting. 

The bottom row of Figure 10 focuses on key validation performance metrics. The Validation 

Precision & Recall plot (bottom left) indicates a positive improvement trend for both metrics. 

Precision (green line) quickly rises and stabilizes above 0.6, suggesting that most positive 

predictions made by the model are correct. However, recall (red line) increases more slowly, 

plateauing around 0.3, indicating that the model only successfully identifies about 30% of 

all actual target instances. The validation mAP@0.5 plot (bottom middle, purple line) shows 

a steady increase, reaching approximately 0.28–0.3 towards the end of training. The 

validation mAP@0.5:0.95 plot (bottom right, brown line) follows a similar upward trend, 

reaching about 0.18. These mAP values are consistent with the overall mAP@0.5 of 0.327 

derived from the PR curve analysis (discussed elsewhere), reinforcing the observation of the 

model's uneven performance, characterized by high precision but limited coverage (recall). 

Overall, the YOLOv8s model showed good convergence within about 100 epochs, with 

stable training results and continuously decreasing loss functions. Although the model 

demonstrates outstanding precision, its recall and overall detection breadth remain relatively 

low, revealing clear performance bottlenecks. Possible reasons for this phenomenon include 

the uneven distribution of samples of each category in the dataset, the mixed information of 

both order level and growth stage level in the classification system, and the difficulty of 

recognition caused by the high similarity of morphological features between some insect 

categories. 

Based on the above analysis, subsequent optimization work can be carried out from the 

following directions: run additional training epochs to push the model’s accuracy higher; 

adopt data enhancement strategies for categories with insufficient sample size; adjust the 

learning rate strategy (such as using cyclic learning rate or cosine annealing); explore larger 

capacity models (such as YOLOv8m or YOLOv8l); and try a hierarchical training strategy, 

first perform coarse-grained order-level classification and then refine it to the growth stage. 

Through these improvement measures, it is expected that the model's comprehensive 

detection capability for insect targets will be further improved. 
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Figure 10: YOLOv8s Model Training and Validation Curves 

The normalized confusion matrix shown in Figure 11 provides us with intuitive proportional 

information on the classification performance of each insect category, from which I can 

clearly observe the recognition differences and potential problems of the model in different 

categories. 

First, from the analysis of the main diagonal (correct classification rate), it can be seen that, 

ideally, the value of the main diagonal of the matrix should be close to 1, indicating that the 

model has a high recognition accuracy in this category. The actual results show that 

Lepidoptera-Half (0.94), coleoptera (0.91) and Lepidoptera (0.80) all achieved high 

accuracy rates. In addition, the accuracy rates of diptera and Mantodea reached 1.00 (but it 

should be noted that the latter may have a small sample size), indicating that the 

representation features of these categories are more obvious and the model can complete the 

recognition more accurately. However, for categories such as Hymenoptera-Bee-Wasp 

(0.22), Orthoptera (0.06), and larva (0.37), only moderate or even low recognition accuracy 

was obtained; at the same time, most other categories had almost no values on the main 

diagonal, indicating that the model's recognition ability for these categories was extremely 

weak, partly due to the extremely lack of samples of these categories in the test set or the 

uneven distribution of data. 
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Further analysis of the misclassification pattern (analysis of the prediction of the true 

category by row) reveals the following prominent problems. Taking coleoptera as an 

example, although the accuracy of this category is as high as 0.91, up to 40% of the samples 

are misclassified as background, which shows that the system has obvious difficulties in 

distinguishing between the target and the background. The recognition of Hymenoptera-

Bee-Wasp is even worse, with an accuracy of only 0.22 and significant cross-category 

misjudgment. Some samples are mispredicted as Hemiptera (0.22), Hymenoptera (0.17) and 

coleoptera (0.17), respectively, which reflects the model's inadequacy in extracting and 

distinguishing this group of features. At the same time, the problem of the background 

category cannot be ignored: the background is not only misclassified as a negative sample, 

but also misidentified as pupa (0.75) and diptera (0.62), revealing that the model has 

problems of over-detection or confusion when dealing with the distinction between the target 

and the background. 

In addition, specific confusion patterns are also very obvious. For example, there is obvious 

confusion between the larval and pupal stages. Statistics show that about 25% of larval 

samples are misclassified as pupae, which reflects the high similarity in morphological 

characteristics between the two, thus posing a significant challenge to the model. At the same 

time, confusion also frequently occurs between different insect orders, such as confusion 

between Hemiptera and other categories with similar features, further indicating that the 

discrimination ability of existing models still has a lot of room for improvement in fine-

grained feature extraction. Overall, the normalized confusion matrix exposes systematic 

problems such as uneven data distribution, insufficient feature differentiation, and confusion 

in category granularity, which directly affect the model's correct recognition of few samples 

or categories with similar features. To address these issues, it is necessary to start from data 

enhancement, feature extraction refinement, construction of a hierarchical classification 

system, special optimization of high confusion areas, and re-planning of the classification 

structure, so as to improve the overall detection performance and robustness of the model in 

future improvements. 
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Figure 11: Normalized Confusion Matrix for YOLOv8s Model 

From this PR curve, I can intuitively observe the performance differences of different insect 

categories in terms of recognition precision and recall. The curves of each category in the 

figure are marked with different colors, and the overall trend reveals the following key points: 

1. The category with the best performance 

 The curve of Mantodea almost extends to the upper right corner, indicating that this 

category can still maintain extremely high precision at a high recall rate, with an AP as 

high as 0.995. 

 Lepidoptera-Half also shows a similar trend, with an AP close to 0.992, indicating that 

it can maintain accuracy without sacrificing coverage during recognition. 
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 In addition, Coleoptera and Lepidoptera reached AP values of 0.859 and 0.817 

respectively, and their PR curves generally showed a relatively smooth downward trend, 

indicating that they can still maintain relatively stable precision at different recall rates. 

2. Moderate performance categories 

 For example, the PR curve of Hymenoptera-Bee-Wasp can maintain moderate precision 

(AP of 0.432) in the low recall region, but the precision drops significantly when the 

recall increases. 

 The curves of larva, Hemiptera, and diptera all show a rapid decline in precision, 

corresponding to AP values of 0.236, 0.167, and 0.146, respectively, which indicates 

that the model is less confident or has more false positives when the detection range is 

expanded. 

3. Poor performance categories 

 The figure plainly demonstrates that the curves of Lepidoptera-larva and Lepidoptera-

pupa are extremely flat, with an AP of only 0.111. This suggests that the model is having 

difficulty capturing the characteristics of these categories. 

 The curve of Neuroptera is even more sluggish, with an AP of only 0.072. 

 For Arachnida, Incertae sedis, Scorpiones, and Crustacean, there are almost no valid 

curves in the figure, and their AP is 0 or close to 0, indicating that the model's 

recognition ability for these categories is seriously insufficient. 

In addition, from the overall PR curve of "all classes", the average mAP@0.5 of the model 

is 0.327, indicating that the overall performance in all categories is relatively medium. This 

overall trend is also intuitively shown in the figure: although some categories perform well 

at low recall rates, when the recall rate increases, the precision drops significantly, showing 

that the model has certain defects in detecting large-scale targets. 



 

 35 / 53 
 

 

Figure 12: Precision-Recall (PR) Curve for YOLOv8s Model 

The F1-confidence curve intuitively reflects the change of F1 score of YOLOv8s insect 

recognition model under different confidence thresholds. Overall, the average F1 value of 

all categories shown by the thick blue line in the figure reached a peak of 0.25 at the optimal 

threshold of 0.109, which indicates that the model needs to achieve the best balance between 

precision and recall under a looser judgment standard. This optimal confidence threshold is 

relatively low, and it also implies that the overall performance of the model still has room 

for improvement. Even in the best state, its detection performance is only at a medium level. 

A careful observation of the performance of each insect category shows that there are large 

differences in its F1 score curve. The excellent performing categories such as Lepidoptera-

Half, coleoptera and Lepidoptera all show high and stable F1 values. The curve of 

Lepidoptera-Half maintains a high level in the confidence range of 0.4 to 0.7, close to the 

highest F1 value of 0.97; while pupa reaches a maximum F1 value of about 0.86, but the 

curve fluctuates significantly, which may reflect the problem of fewer samples. In contrast, 

the curves of some categories such as Hymenoptera-bees-wasps and larvae are not ideal. The 

highest F1 of the former is only about 0.5, with large fluctuations, while the highest F1 of 

the larvae is between 0.4 and 0.5, and the overall performance is not stable enough. More 

worryingly, there are also categories such as undetermined orders, Arachnida, Neuroptera 
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and scorpions, whose F1 values are always at a low level, and even the highest point does 

not exceed 0.3, indicating that the detection effect of these categories is very unsatisfactory. 

In addition, some special curves are also worth paying attention to. For example, the F1 

curve of Mantodea shows a sharp and narrow peak with a maximum value of about 0.97, 

which indicates that the number of samples in this category is very small and only a small 

number of samples are correctly identified; while the curve of Diptera shows multiple 

breakpoints, suggesting that the model does not detect the target of this category at all under 

a specific confidence threshold. These phenomena reveal the significant imbalance problem 

and recognition difficulty difference between different categories, and also reflect the 

influence of data distribution and sample number on the detection results. 

From the perspective of confidence threshold, the F1 value of most categories can rise 

rapidly when it is lower than 0.2, and the average F1 of all categories reaches a peak in this 

area; in the medium area of 0.2 to 0.6, the categories with excellent performance can still 

maintain a high F1 value, while the categories with medium or even poor performance begin 

to decline significantly; when the confidence threshold exceeds 0.6, even the best performing 

category shows a significant downward trend, and only Lepidoptera-Half can maintain a 

high performance state for a long time. This phenomenon indicates that the model as a whole 

tends to make predictions at lower confidence levels, while higher thresholds may lead to 

overly conservative detection results, thus affecting the overall detection coverage. 

Based on these observations, the optimization strategy of the model should focus on 

improving the performance of low-performing categories, balancing the distribution of 

samples in each category, and making more detailed adjustments to the confidence threshold 

setting. If the goal is to achieve a balance in overall performance, you can consider using the 

optimal threshold of 0.109; if you want to further improve the accuracy for specific 

categories, you can customize more reasonable thresholds for different categories. 

Simultaneously, the model's overall recognition performance will be enhanced by increasing 

the number of samples in categories that are not performing well, optimising the weight of 

the loss function (e.g., by utilising focal loss to address class imbalance), and adjusting the 

classification strategy (e.g., by merging similar categories or employing a hierarchical 

recognition method). 
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Figure 13: F1-confidence curve of the YOLOv8s model insect recognition algorithm 

5.2.3  Comparative Analysis of Model Performance 

Throughout the training process, YOLOv8n maintained a low level in average precision, 

recall, and mAP indicators, with an average precision of 0.527, an average recall of 0.266, 

and an mAP of 0.285 for IoU=0.5, while mAP dropped to 0.161 in a stricter IoU range (0.5–

0.95). As the model size increases, YOLOv8s has achieved significant improvements in all 

indicators: its precision has jumped to 0.637, its recall has increased to 0.298, its mAP@0.5 

has reached 0.327, and its mAP@0.5:0.95 has also risen to 0.180, indicating that the 

medium-sized model has achieved a good balance between speed and accuracy. YOLOv8l, 

with its stronger model capacity, has increased its average precision to 0.824, slightly 

increased its recall to 0.312, reached mAP@0.5 to 0.357, and also increased its 

mAP@0.5:0.95 to 0.223. These figures together demonstrate the leading advantage of large 

models in overall detection performance. 

From this set of indicators, there is a positive correlation between model capacity and 

detection performance, but the gains in different metrics vary. The improvement in precision 

from small→large is particularly significant—an increase of 0.187—reflecting the large 
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model’s advantage in reducing false positives; while the increase in recall from 0.298 to 

0.312 is modest (0.014), indicating diminishing returns on coverage as network capacity 

grows. In terms of mAP@0.5, YOLOv8s brings an absolute improvement of about 0.062 

compared to nano, and YOLOv8l adds about 0.030 on this basis. Whether at IoU = 0.5 or in 

the stricter IoU range, the large model consistently achieves the greatest accuracy 

improvements. 

Table 2. YOLOv8 Model Metrics Comparison 

Model Precision Recall mAP@0.5 mAP@0.5:0.95 

Yolo v8n 0.527 0.266 0.285 0.161 

Yolo v8s 0.637 0.298 0.327 0.180 

Yolo v8l 0.824 0.312 0.357 0.223 

 

From the mAP@0.5 curve during training, YOLOv8l always maintains a leading position, 

and its red curve is higher than YOLOv8s (orange) and YOLOv8n (yellow) at each training 

stage. YOLOv8s quickly widened the gap with the nano model in the early stage and 

converged to about 0.28 in the middle of training, while YOLOv8l continued to climb 

steadily in the later stage and finally remained at about 0.33 in all training rounds. 

Overall, as the model is upgraded from nano to small and then to large, the average 

mAP@0.5 brings about 23% and 18% relative improvements, respectively, verifying the 

typical trade-off between model capacity and detection accuracy. In scenarios where 

computing resources are limited but accuracy still needs to be improved, YOLOv8s can be 

used as the best compromise; while in scenarios where there are higher requirements for 

detection accuracy and resources allow, YOLOv8l can provide the best overall performance. 
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Figure 14: YOLOv8 mAP@0.5 curves of different scale models changing with training 

steps 

In terms of overall performance, the three sizes of YOLOv8 models show a clear increasing 

trend: from YOLOv8n's mAP@0.5 0.285, to YOLOv8s's 0.327, and then to YOLOv8l's 

0.357, verifying the positive correlation between model capacity and performance. However, 

the performance improvement is not linearly proportional. The upgrade from nano to small 

brings about a gain of about 23.4%, while the upgrade from small to large is reduced to 9.2%, 

reflecting the marginal diminishing between computing resources and accuracy gains. 

Looking closely at the precision-recall curves of each category, Lepidoptera-Half always 

ranks first among the top three models, with APs of 0.990, 0.992, and 0.994, respectively, 

indicating that this type of target can be accurately captured even in the smallest model. The 

performance of coleoptera and Lepidoptera continued to improve as the model size increased, 

especially on YOLOv8l, where they achieved APs of 0.901 and 0.877, respectively, 

demonstrating the advantages of large models in extracting complex textures and 

morphological features. In contrast, the Hymenoptera‑Bee‑Wasp achieved the best 

performance of 0.432 on small, but showed a slight decline on large, suggesting that the 

large model may have overfitted the category or caused data distribution conflicts. 

Hemiptera and diptera also achieved significant jumps from 0.167 to 0.480 and from 0.146 

to 0.211 on the large model, respectively, indicating that deeper network structures help 

capture the details of these relatively difficult-to-distinguish categories. 
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From the shape of the PR curve, YOLOv8l shows a flatter and wider high-precision area in 

multiple categories, and its curve inflection point often appears at a higher recall rate, which 

means that the large model can cover more target instances while ensuring accuracy. In 

contrast, the curve of YOLOv8n is steeper, and the accuracy drops rapidly with the increase 

of recall rate, while YOLOv8s performs close to or even exceeds large in some categories, 

highlighting the good compromise between efficiency and effect of the balance model. 

It is worth noting that some categories have reverse laws related to scale. For example, 

Lepidoptera‑pupa achieved an AP of 0.995 on nano, but dropped to 0.111 and 0.249 on small 

and large; Mantodea also performed best on small, while large had limited gains. Such 

behavior likely arises from the limited number of training examples in this class or from the 

stochastic aspects of training, causing larger models to overfit more easily. In addition, 

Incertae sedis, Scorpiones, and Crustacean always present zero detection, indicating that the 

model can hardly extract effective features for these samples. 

In summary, if the detection of key categories is prioritized in resource-constrained scenarios, 

YOLOv8n is already capable of identifying some major targets; in general application 

environments, YOLOv8s provides satisfactory overall performance at a lower computational 

cost; and if there are higher requirements for coverage and recognition accuracy of difficult 

categories, YOLOv8l is still the best choice. In all cases, specific application goals, category 

priorities and available hardware need to be jointly weighed to achieve the optimal speed–

accuracy balance. 
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Figure 15: PR Curve Comparison for YOLOv8 Variants (n, s, l) 
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6  Conclusions 

This thesis set out to design, implement, and evaluate a deep learning–based insect 

recognition system built around three variants of the YOLOv8 object detector: nano (v8n), 

small (v8s), and large (v8l). I integrated these models into an intuitive GUI and a back-end 

API capable of processing static images offline—with room to extend to video streams—

and displaying detection bounding boxes, class labels, confidence scores, and inference 

times in real time. 

My experimental evaluation drew upon a carefully curated dataset of over one thousand 

images spanning more than twenty insect taxa. Each YOLOv8 variant was trained for one 

hundred epochs employing mosaic data augmentation, stochastic gradient descent, and a 

cosine-annealing learning-rate schedule. I assessed performance using precision, recall, 

F1-score, and mAP at IoU thresholds of 0.5 and 0.5:0.95, further elucidating performance 

via precision–recall curves, normalized confusion matrices, and F1-confidence analyses. 

The results show a clear trade-off between model capacity and accuracy: the large model 

(YOLOv8l) achieves the highest mAP@0.5 and mAP@0.5:0.95, surpassing the small and 

nano models. Notably, the accuracy improvement is the most significant, increasing by about 

0.19 from the small to the large model, while the recall improvement only decreases by 0.014, 

reflecting the diminishing returns with increasing network complexity. At all scales, even 

the nano model can detect taxa with unique morphological features (such as semi-profiled 

Lepidoptera and Coleoptera) with an accuracy of more than 0.90; in contrast, groups 

characterized by sparse samples or subtle clues (such as Arachnida, Scorpionida, and 

Crustacea) still have an AP close to zero, highlighting the dual challenges of data scarcity 

and fine-grained classification. Among the three models, the small model achieves the most 

satisfactory balance between speed and accuracy, while requiring much less computation 

than the large model, making it the recommended choice when real-time performance must 

be compatible with moderate hardware. 

Despite these encouraging outcomes, several limitations constrain the system’s immediate 

applicability. The dataset’s scope though varied, remains confined to just over twenty 

species, leaving broader insect biodiversity untested. The current implementation supports 
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only offline image inference, so continuous field deployment via real‐time camera feeds or 

mobile/cloud platforms has yet to be realized. Dependence on high‐performance GPUs may 

also hinder use in resource‐constrained environments, and the curated dataset captures 

lighting variations, occlusions, and complex backgrounds only to a limited degree, leaving 

real‐world detection robustness unverified. 

Looking ahead, future work will concentrate on expanding and rebalancing the dataset, 

potentially leveraging GAN‐based synthesis to alleviate class imbalance. I will enhance the 

system toward real-time video and mobile‐edge inference by applying model pruning and 

quantization for deployment on embedded devices. To bolster environmental robustness, 

domain‐adaptation techniques such as unsupervised fine‐tuning on field-collected imagery 

will be explored. Hierarchical classification strategies—first distinguishing broad insect 

orders before refining to developmental stages—promise to reduce misclassification among 

morphologically similar groups. Finally, evaluating other detector architectures, including 

Transformer-based and CNN-Attention hybrid models, may further improve accuracy and 

efficiency. 
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Appendix 1. Training Hyperparameters and Environment Configuration 

 

Category Parameter / Device Value / Description 

Optimizer Type SGD 

Initial learning rate 0.01 

Momentum 0.937 

Weight decay 0.0005 

Learning Rate Schedule Strategy Cosine annealing 

Minimum learning rate 1e-5 

Batch Size Training 16 

Validation 8 

Epochs — 100 

Data Augmentation Mosaic On 

MixUp Off (baseline experiment) 

Random scaling & cropping, hue jitter, 

etc. 

Enabled 

Input Size Width × Height 640 × 640 

Hardware GPU NVIDIA RTX 4070 

Laptop 

CPU Intel i9 13980HX 

RAM 16 GB 

Training Time Total duration ≈ 24 hours 

 

 


