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This thesis investigates the performance of large language models in Finnish text summariza-
tion by comparing three models: Poro, DeepSeek, and OpenAl o3mini. Given the high de-
gree of morphological inflection and the relatively free word order characteristic of Finnish,
conventional evaluation metrics often fail to capture content equivalence. To address this,
the study adopts chrf, bertscore, and cosine similarity metrics demonstrated to be more reli-
able for evaluating lexical and semantic similarity in low-resource, morphologically complex
languages.

The evaluation is conducted on a curated set of Finnish academic articles. Each model-
generated summary is compared against the corresponding human-written abstract. Further-
more, the impact of prompt engineering is examined by testing three prompt variations, rang-
ing from generic to domain-specific, including expert-role conditioning. Empirical results
show that DeepSeek consistently achieves the highest performance. OpenAl o3mini per-
forms moderately well, while Poro underperforms across all metrics. The structured prompt
incorporating expert role instructions yields the best results across all models, highlighting
the importance of prompt formulation in low-resource contexts.

These findings suggest that multilingual large language models, when guided with carefully
designed prompts, can outperform smaller domain-specific models in Finnish summarization
tasks. The study underscores the value of prompt engineering as a cost-effective strategy to
enhance the performance of general-purpose models without additional fine-tuning.



ABBREVIATIONS

BLEU Bilingual Evaluation Understudy

BERT Bidirectional Encoder Representations from Transformers

BERTScore A metric that uses BERT embeddings to measure semantic similarity

ChrF Character F-score, a character-level metric for morphologically rich lan-
guages

GPT Generative Pre-trained Transformer

LLM Large Language Model

METEOR Metric for Evaluation of Translation with Explicit Ordering

NLP Natural Language Processing

ROUGE Recall-Oriented Understudy for Gisting Evaluation

SMT Statistical Machine Translation

TF-IDF Term Frequency—Inverse Document Frequency



Acknowledgements

First and foremost, I would like to express my deepest gratitude to my husband, Arsalan
Vosough, whose unwavering support, encouragement, and patience have carried me through

every stage of my studies. His belief in me made this journey possible.

I am sincerely thankful to my thesis supervisors: Dr. Anas Alnatsheh and Dr. Jyrki Savolainen
at my workplace, for their valuable guidance and feedback, and to Professor Lassi Roininen,
whose consistent support through weekly remote sessions was instrumental in completing
this thesis.

I am also deeply grateful to my parents, whose support (both emotional and practical) en-
abled me to pursue my studies at LUT University and who stood by us every step of the way

in this journey.

A special thanks goes to my dear friends in Lappeenranta (Raheleh, Soroush, Ramtin, Mahdi,
Golnoush, Faranak, Mehdi, and Maria Paola) who generously hosted us each time I had to
travel from Kajaani to Lappeenranta for exams or thesis work. Your kindness and friendship

meant a great deal.

To all of you, thank you for being part of this chapter of my life.

May 22th, 2025



Table of contents

Abstract

Acknowledgements

Table of contents

Lists of figures and tables

1

Introduction

1.1 Structure of the Thesis . . . . . . . . . . . . . . . ...

2 Literature Review
2.1 Text Summarization Methods . . . . . ... ... ... ... ... ...
2.1.1 Traditional Summarization Techniques . . . . . . . ... ... ...
2.1.2 LLM-based Summarization Approaches . . . . . . . ... ... ..
2.2 Evaluating the Accuracy of Text Summarization . . . . . . .. .. .. ...
2.2.1 Automatic Evaluation Metrics . . . . . . ... ... ... ... ..
2.3 Comparison of Metrics for Finnish Summarization . . ... ... ... ..
2.4 Justification for Metric Selection Based on Prior Research . . . . . . . . ..
3 Comparison of LLMs for Finnish Text Summarization
3.1 Dataset and Preprocessing . . . . . . .. .. ..o oL
3.2 Custom Integration of the PoroModel . . . . ... ... ... .......
3.3 Evaluation Metrics . . . . . . . . .. L
3.4 Comparison of Summarization Models . . . . . ... ... ... ......
4 Evaluation of Finnish Text Summarization Models
4.1 Step-by-Step Calculation of the Final Score . . . . . ... ... ... ...
4.2 EvaluationResults. . . . . .. ... L oL
4.3 DiscussionoftheResults . . . . .. ... ... o oL
5 Prompt Engineering and Summarization Performance
6 Conclusions
References
7 ChrF Evaluation Example

N9 WD

10
10
10
11
11
11
22
22
25
25
25
27
27
28
28
29
29
30
32
34



8 Cosine Similarity Evaluation Example



1 Introduction

Large Language Models (LLMs) advancement in recent years has revolutionized natural
language processing (Brown et al., 2020; Y. Zhang et al., 2025). Machines can now under-
stand, generate or summarize human language as fluently and coherently as humans. Text
summarization is an important application of natural language processing (NLP) (Nenkova
& McKeown, 2011; Allahyari et al., 2017). This is due to its wide application in news,
academic research, and document analysis. Even though LLM-based summarization has
demonstrated remarkable outcomes in high-resource languages, such as English (Raffel et
al., 2020; T. Zhang et al., 2020), the effectiveness in low-resource languages is still under
study (Zosa, Komulainen & Pyysalo, 2025; Tang, Yousuf & Jin, 2024).

The Finnish language, highly inflected and morphologically rich, poses serious challenges
for automatic text summarization (Virtanen et al., 2019; Popovi¢, 2015). The sentence rank-
ing and keyword extraction methods used in traditional extractive approaches, for example,
are often incapable of effectively grasping the complex syntactic and semantic structures of
Finnish text (Allahyari et al., 2017). In a similar vein, abstractive summarization methods,
which create new text summaries, require the knowledge of a language and the right training
data to guarantee coherence and accuracy (Knight & Marcu, 2002; Marcu & Wong, 2002).

While more and more Finnish-specific LLMs are appearing, they have not been compre-
hensively compared against well-known general-purpose models like OpenAl’s models or
the newly appearing DeepSeek model, for instance (Luukkonen et al., 2024; Silo A, 2021).
Although Finnish-specific models have the potential to better capture the Finnish linguistic
nuances and grammatical structures better, large-scale multilingual models might perform
better due to its large training data and advanced architecture (Tang, Yousuf & Jin, 2024; T.
Zhang et al., 2020).

The primary research question this thesis addresses is:

e Are Finnish-specific language models more effective for summarizing Finnish texts

compared to large multilingual LL.Ms?

In order to answer this question, the study carries out a systematic evaluation and comparison
of the accuracy of various LLLMs for Finnish text summarization. The analysis is centered
on determining how accurately these models can synthesize summaries that correspond to

abstracts of human-written scientific articles.

The research question will be answered with the help of three widely-known evaluation met-

rics, including Cosine Similarity which is a semantic similarity measure, quantifies the align-



ment of generated summaries with reference abstracts in vector space, ChrF, a character-level
F-score that effectively captures morphological variations, making it particularly suitable for
Finnish, and BERTScore, which is a deep contextual similarity metric that leverages pre-

trained transformer embeddings to assess semantic equivalence.

The evaluation methodology consists of three key steps: Preprocessing a dataset of Finnish
academic articles, extracting their full texts and original abstracts. Generating summaries
using the selected LLMs and comparing them with the original abstracts. Calculating the
evaluation scores for each model and ranking their performance based on normalized aggre-

gate scores.

As well as model comparison we delve into the role of prompt engineering in improving
summarization output. Going from general to more guided and role-based prompts, system-
atically designed these prompts to observe whether it is possible to improve the performance

of LLMs without touching their internal architecture.

The research adds to the growing base of Finnish NLP work by investigating whether domain-
specific training affects summarization performance. The objectives of this research are: to
identify the strengths and weaknesses of Finnish language and multilingual models, and
assess the effectiveness of prompt engineering techniques to propose future directions for

Finnish language modeling and summarization applications.

1.1  Structure of the Thesis

As illustrated in Figure 1, the thesis proceeds from literature analysis to model evaluation and
prompt engineering. The structure of this thesis is as follows: Chapter 2 is dedicated to the
review of previous researches in the domain of text summarization systems and evaluation
techniques with particular reference to the specific properties of Finnish text summarization.
Chapter 3 explains the methodology of the study specifying the approaches to the selection
of the dataset, preprocessing steps, and model evaluation strategies. Chapters 4 and 5 present
the results of the experiments and the comparative analysis that was held, including demon-
strating the impact of prompt engineering on summarization performance. Finally, Chapter
6 concludes this work by summarizing the key findings and providing suggestions regarding

the future researches.



Finnish Text Summarization: Evaluating LLM Accuracy and Prompt Engineering

{Chapter 1 & 2: Introduction & Literature Review}

Summarization methods and evaluation metrics

{ Chapter 3: Methodology ]
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Use LLMs (Poro, DeepSeek, Openai) to summarize
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Figure 1: Workflow of the thesis: From literature review and LLM summarization to evalu-
ation and prompt engineering.
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2 Literature Review

2.1 Text Summarization Methods

Text summarization, a method of compressing long texts into condensed versions while
maintaining essential information, has always been an important task in natural language
processing (Nenkova & McKeown, 2011). Classical techniques, including extractive sum-
marization (identifying key sentences) and abstractive summarization (producing new con-
cise text), usually depend on complex grammar or basic statistical analysis, leading to limited
accuracy and flexibility (Kale et al., 2025; Allahyari et al., 2017).

The LLMs have revolutionized the way text summarization is done (H. Zhang, Yu & J.
Zhang, 2025). These models are trained on vast amounts of text and code and hence they are
able to learn complex semantic relationships across different domains. They are also able to

generate human-like text and summaries (Y. Zhang et al., 2025).

The precision of summaries created by the LLM may be difficult to determine, especially in
low-resource languages such as Finnish (Zosa, Komulainen & Pyysalo, 2025). The following
part covers the current state of LLM-based summarization, the evaluation of summaries, and
the problems of the Finnish LLM.

2.1.1 Traditional Summarization Techniques

Extractive Summarization: This method finds and selects the most informative sentences or
phrases from the original text. Techniques include: Term Frequency-Inverse Document Fre-
quency (TF-IDF) (Salton & Buckley, 1988): Identifies keywords and assigns weights based
on their importance within the document and across a larger corpus. LexRank: According
to (Erkan & Radev, 2004) this method makes graph of sentences based on their similarity
and ranks them based on their centrality within the graph. TextRank: Its process is iterative

(Mihalcea & Tarau, 2004), updating sentence scores based on their connections in the text.

Abstractive Summarization: This algorithm creates concise text by capturing the essence of
the original document. Traditional methods include: Statistical Machine Translation (SMT)
models: as proposed by (Knight & Marcu, 2002), this method converts provided text into a
condensed form by treating summarization as a translation process. Phrase-based models:
According to (Marcu & Wong, 2002), it divides the input text into phrases, then pick and

rearrange them using statistical models to provide a summary.

Traditional methods are having difficulty in capturing complex relationships between sen-

tences and identifying the true meaning of the text (Allahyari et al., 2017). They are also
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struggling to adapt to different summarization styles or lengths and are unable to generate

novel and concise summaries that go beyond simple paraphrasing.

2.1.2 LLM-based Summarization Approaches

LLMs have greatly improved abstractive summarization, especially ones built on the Trans-
former architecture (H. Zhang, Yu & J. Zhang, 2025). Key approaches include: Seq2Seq
Models: Models like BART (Lewis et al., 2019) and T5 (Raffel et al., 2020) use an encoder-
decoder architecture to be trained to synthesis summaries directly from the text, which is
very good at summarizing complex systems and interdependencies. Fine-tuning pre-trained
LLMs: To get better results for the pre-trained LLMs, datasets of several summarized articles
can be used as training data for fine-tuning models like BERT (Devlin et al., 2019) and GPT
(Brown et al., 2020). This method leverages the language understanding and stored insights
of previously taught models. Prompt Engineering: LLLMs can produce more accurate and
useful summaries with the aid of well-designed prompts (Brown et al., 2020). Techniques

such as giving directions, examples, and limits can be used in the prompts.

2.2 Evaluating the Accuracy of Text Summarization

LLMs for general purposes such as GPT have very promising results, but there are also
language-specific models like Poro and Viking which have shown good results in under-
standing and generating Finnish text since they are trained on a large Finnish text dataset
(Luukkonen et al., 2024; Silo Al, 2021). Evaluating the quality of the summaries they have
produced is important for assessing their effectiveness. Here are a few commonly used auto-

matic evaluation metrics.

2.2.1 Automatic Evaluation Metrics

ROUGE: It is focusing on the lexical overlap. It is the similarity between the written gener-
ated summary and one or more human reference summaries. (Lin, 2004) mentioned that it
is based on the recall of n-grams; the words or sequence of words in the human summaries
that are in the generated summary. ROUGE-N measures the overlap of n-grams, where N
represents the number of words in the sequence (e.g., ROUGE-1 for unigrams, ROUGE-2
for bigrams). The mathematical formulation in the pseudocode implements ROUGE-N’s
core principle of recall measurement. This calculation directly quantifies the proportion of
n-grams in reference summaries that appear in the generated summary.

When examining the formula more deeply, we can understand it as a maximum likelihood
estimation problem: we are measuring how likely it is to find reference content within the
generated text. The summation across references in the ROUGE calculation accommodates

multiple valid human interpretations of summarization quality.
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Algorithm 1 Pseudocode for ROUGE-N
Input: Reference summaries R = {ry,r2,...,r}, Generated summary G, N-gram size n.

Output: ROUGE-N score.

begin
1. Compute the multiset of all n-grams in each reference summary r; and in G.

2. Count the total number of matching n-grams between G and each r;.
3. Sum the matching n-gram counts over all references.

4. Sum the total number of n-grams across all reference summaries.

5. Calculate ROUGE-N as:

Zr,- €R anramEri Countyagch (ngram)

Zr,- ER anrame i Count (ngram>

ROUGE-N =

6. Return ROUGE-N score.
end

BLEU: According to Papineni et al. (2002), BLEU measures the modified precision of n-
grams in the generated summary G compared to one or more reference summaries R =
{r1,...,r}. Unlike standard precision, BLEU applies clipped counts to prevent a system

from inflating the score via repeated n-grams.

The final BLEU score is computed as the product of two components:
1. The geometric mean of modified n-gram precisions up to order N:

b Y.¢cG, () min (Countg(g), max,, Count,,(g))
" YecG,(c) Countg(g)

2. The brevity penalty (BP), which penalizes short candidates and ensures length appro-
priateness:

1 ifc>r,
BP =

exp(l —rc/c) ifc<r,
where ¢ = |G| is the candidate length and r, is the length of the reference summary
closest to c:
re = argmin||r;| — ¢|

T

Combining these, the BLEU score is defined as:
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N

BLEU = BP -exp ( Wp loan> (D)

n=1

The use of geometric averaging (log space) enforces that high scores require consistently
good performance across all n-gram orders, avoiding inflation from only high unigram pre-

cision.

Algorithm 2 Corrected Pseudocode for BLEU
Input: Reference summaries R = {ry,...,r;}, Generated summary G, Max n-gram size N,

Weights w,,, Brevity penalty parameter.
Output: BLEU score.
begin

forn=1to N do
Compute n-gram precision:

 Y4eG,(c)min(Countg(g), max; County,(g))

I
YecG,(G) Countg(g)

end
Compute reference length |r.| closest to |G|.

Compute brevity penalty:

1 if |G| > |r|
BP =
exp(l — %) otherwise
Compute BLEU:
N
BLEU = BP x exp wylogP,
n=1
return BLEU

end

METEOR (Metric for Evaluation of Translation with Explicit Ordering) is an automatic eval-
uation metric designed to address several shortcomings of BLEU, especially for morpholog-
ically rich or low-resource languages (Banerjee & Lavie, 2005). Unlike BLEU, which only
measures n-gram precision, METEOR explicitly computes both precision and recall through

an alignment between the generated summary g and the reference summary r.

The alignment process can be formulated as a bipartite graph matching problem: each word

in g and r is represented as a vertex, and edges exist based on matching criteria (exact match,
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stem match, synonym match). Mathematically, the alignment seeks a maximum matching

that maximizes the number of aligned word pairs.

Once an optimal alignment is found, precision and recall are calculated as:

where m is the number of matched words, |g| and |r| are the number of words in the generated

and reference summaries, respectively.

The F-score in METEOR balances precision and recall through a parameter a € (0, 1) that

controls their relative importance. The formulation used is:

. PR
* " aP+(1-a)R

2

This expression represents a weighted harmonic mean, where setting o closer to 0 empha-

sizes recall and setting o closer to 1 emphasizes precision.

Additionally, METEOR introduces a fragmentation penalty to penalize misaligned or disor-
dered matches. Let ch denote the number of contiguous matched chunks in the alignment.

The penalty is mathematically defined as:
ch\?
Penalty =y —
m
where ¥ and 0 are hyperparameters controlling the strength of the penalty.

Finally, the METEOR score is calculated as:

METEOR = Fy, x (1 — Penalty) 3)

This richer structure typically leads METEOR to have a higher correlation with human eval-
uation scores compared to BLEU, particularly when evaluating translations or summaries in

languages with high morphological variability.
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Algorithm 3 Pseudocode for METEOR
Input: Reference summary r, Generated summary g, Synonym/stemming/alignments.

Output: METEOR score.

begin
1. Align words between g and r using exact, stem, and synonym matches.

2. Compute precision P = #(aligned words) / length(g).
3. Compute recall R = #(aligned words) / length(r).

4. Compute F-Score:

(14 o?)PR
R+ a’P
5. Calculate penalty for long gaps or misorderings.
6. Compute final METEOR = F;, x (1 — penalty).

7. Return METEOR score.

FOC:

end

BERTScore is a semantic evaluation metric that computes similarity between candidate and
reference summaries by comparing their contextualized token embeddings from pretrained
language models such as BERT (T. Zhang et al., 2020). Rather than relying on exact surface-
level matches (e.g., n-grams), it measures semantic similarity using cosine distance in a

high-dimensional embedding space.

Let the generated summary g contain m tokens and the reference summary r contain n tokens.

Each token is mapped to a contextual embedding using a pretrained encoder:

1 1
E;={e,....e'}, E,={e,....€
Cosine similarity between a pair of embeddings e; and e/ is defined as:

i)
cos(e},e/) = L
’ [CARICA

BERTScore computes asymmetric precision and recall by taking the maximum similarity of

each token in one summary with respect to all tokens in the other summary. Formally:

m e cos(Eger) o Roser =7, ) max eos(eper) (4
= R j= geeey

PggrT =
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The F1-score is then computed as:

FBERT _ 2 - PRERT - RBERT
PERT + RBERT

&)

Optionally, BERTScore may apply IDF-based weighting to emphasize informative words,
and baseline rescaling to calibrate cosine scores across models. Due to its embedding-based
formulation, BERTScore has been shown to correlate more closely with human judgments,

especially for paraphrastic or semantically rich content.

Algorithm 4 Pseudocode for BERTScore
Input: Reference summary r, Generated summary g, Pretrained encoder (e.g. BERT).

Output: BERTScore (precision, recall, F1).

begin
1. Tokenize g and r.

2. Encode each token into embeddings using pretrained BERT:

E,= {e;,,...,egl}, E ={el ... e}

3. Compute cosine similarity between each pair (e;, el).

4. Perform a greedy matching (or optimal alignment) between tokens of g and r to
maximize total similarity.

5. Compute precision (P), recall (R) and F1 from matched pairs:

_ Yicgmaxjcr(cos(eg, €7)) _ ¥Ljermaxieg(cos(e, e}))

P . R=
g

7]

6. F1=2PR/(P+R).
7. Return BERTScore (P, R, F1).

end

Character-Level F-Score for morphologically rich languages (ChrF): While traditional word-
based n-gram metrics like ROUGE and BLEU have demonstrated effectiveness in text sum-
marization evaluation, they are limited when applied to morphologically rich languages such
as Finnish, where extensive inflection and compounding introduce high surface-level varia-

tion. These phenomena can cause low n-gram overlap despite underlying semantic similarity.

ChrF, introduced by Popovi¢ (2015), addresses this limitation by computing the F-score over
overlapping character n-grams instead of word n-grams. Let r and g denote the reference

and generated summaries, respectively.
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For a fixed n, let G,(r) and G,(g) be the multisets of all character n-grams in r and g,

respectively. The number of overlapping n-grams is computed using multiset intersection:

Matches,, = |G,(r) NG, (g)]

Precision and recall at character level are defined as:

_ Matches, _ Matches,
TGl T T Ga(r)]

ChrF then aggregates precision and recall over multiple character n-gram orders (typically

n =1 to 6), computing macro-averaged precision and recall:

N

1 N
P, R—=—
~ n N

1
P=_— R
N ~ "

n n

The final F-score is computed using a weighted harmonic mean that allows tuning between

precision and recall via a parameter 3 > 0:

(1+B%)-P-R

ChrFgz =
rﬁ ﬁz-P—i—R

(6)

Higher values of 8 (e.g., B = 2) emphasize recall, which is often desirable in summarization
tasks to reward information coverage. The character-level formulation enables partial match-
ing of morphologically complex word forms, making ChrF especially effective for Finnish
and other highly inflected languages.

ChrF++ extends ChrF by incorporating word-level n-grams alongside character-level n-grams
for improved robustness (Popovi¢, 2017). However, in low-resource or highly inflected lan-
guage scenarios, character-level alone (i.e., ChrF) often yields more reliable correlation with

human judgments.
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Algorithm 5 Pseudocode for ChrF with macro-averaged character n-grams
Input: Reference summary r, Generated summary g, Max char n-gram order N, weight

parameter f3.
Output: ChrF score.

begin
Initialize total precision P < 0, recall R <— 0

forn=1toN do

Extract character n-grams G,(r) and G,(g) from r and g
Count matches: matches, <— |G,(r) N G,(g)|
Compute:
matches,, matches,,
hh=—"+" Rn=—F77+
Gn(8)] |G(r)|
Accumulate: P+ P+ P,, R+ R+R,
end

Compute macro-averaged precision and recall:

P R
P+ —, R+ —
N N
Compute ChrF:
1+8%)-P-R
ChrFﬁ — %
B%-P+R
return ChrFﬁ
end

Cosine similarity is a vector-based semantic metric used to evaluate the similarity between
two text representations in high-dimensional space (Salton & McGill, 1983). Unlike surface-
level n-gram metrics such as BLEU and ROUGE, cosine similarity operates on the vector
embeddings of full texts and compares their geometric orientation, rather than their lexical
overlap. This makes it particularly useful for languages like Finnish, which exhibit complex

morphology, flexible word order, and high lexical variation.

Let vy, v, € R? denote the embedding vectors corresponding to the generated summary and
the reference summary, respectively. These embeddings are typically derived from a sen-
tence encoder, such as FInBERT (Virtanen et al., 2019), which captures the semantic content
of the entire sentence or paragraph. Cosine similarity is then calculated as the normalized

dot product of these vectors:

Vg'Vr

lvell- T

(7

CosSim(vg,v,)
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This formulation projects both vectors onto the unit hypersphere by dividing them by their
L?-norms, which ensures that the similarity score is determined solely by the angle between
the vectors. The resulting value ranges from —1 to 1, with 1 indicating maximum similar-
ity and O indicating orthogonality. Because the comparison is based on angle rather than

magnitude, cosine similarity is robust to variations in text length.

For morphologically rich languages such as Finnish, cosine similarity has several advanta-
geous properties. It can recognize the semantic similarity between different inflected forms
of the same word, such as “kirja”, “kirjassa”, and “kirjalle”. Furthermore, it is resilient to
changes in word order, which are common in Finnish due to its syntactic flexibility. In addi-
tion, cosine similarity is capable of detecting paraphrastic similarity between sentences that
use different surface forms to express the same meaning. These properties make it a reliable

and linguistically robust metric for evaluating summarization quality in Finnish.

Algorithm 6 Pseudocode for Cosine Similarity
Input: Reference vector v,, Generated vector v.

Output: Cosine Similarity score.

begin
Obtain the embeddings v, and v, using a sentence embedding model, such as FinBERT.

Compute the dot product:

d
_ _ i
dot=v, v, = ngv,
i=1

Compute the norms:

Vel =

Compute the cosine similarity:

dot

Vel - [[vl

CosSim =

Return the final cosine similarity score.
end

Translation Edit Rate (TER) is an edit-based metric that quantifies the number of operations
required to transform a generated text into its corresponding reference text (Snover et al.,
2006). It is commonly used in machine translation evaluation and operates at the word level.
TER is formally defined as:
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E
TER = m (8)

where E denotes the total number of edit operations, and |r| is the number of words in the
reference summary. The allowed edit operations include insertions (adding missing words),
deletions (removing extraneous words), substitutions (replacing incorrect words), and shifts

(moving contiguous sequences of words to different positions).

Although TER provides a clear and interpretable error rate by simulating the process of man-
ually correcting the generated text, it has several limitations when applied to morphologically
rich and syntactically flexible languages such as Finnish (Snover et al., 2006). Since TER 1is
word-based, it treats inflectional variants of the same lemma as distinct tokens; for example,
the words “kirja” and “kirjassa” would be counted as entirely different, even though they are
semantically related. Additionally, TER penalizes word reordering, which is problematic in
Finnish due to its relatively free word order compared to English. The metric is also insen-
sitive to synonymy or paraphrasing and assigns full error weight even when the generated

summary uses semantically equivalent but lexically different expressions.

These characteristics make TER less suitable for evaluating summarization quality in Finnish,
where syntactic variation and rich morphology often lead to mismatches at the surface level
despite underlying semantic equivalence. As such, while TER can offer insights into lit-
eral fidelity, it should be used with caution in contexts involving flexible or highly inflected

language structures.

Jaccard Similarity is a set-based metric that evaluates the degree of overlap between the
unique words in the generated and reference summaries (Real & Vargas, 1996). It is defined

as the size of the intersection divided by the size of the union of the two sets:

ANB]
AUB|

®)

Jaccard Similarity =

where A denotes the set of unique tokens in the generated summary and B denotes the set of
unique tokens in the reference summary. The Jaccard score ranges between 0 and 1, where a

score of 1 indicates complete overlap and a score of 0 indicates no shared tokens.

As a lexical-level metric, Jaccard Similarity relies on exact token matches. Morphological
variations, such as different inflectional forms, are treated as entirely distinct items. For

instance, the Finnish words “rauha” and “rauhallinen” would not be considered a match,
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even though they are semantically related. Similarly, synonymy and paraphrasing are not
captured by the metric, which leads to penalization even when the meaning of two summaries

is equivalent but expressed using different vocabulary.

While Jaccard Similarity provides a simple and interpretable measure of surface-level lexical
overlap, its limitations in handling inflection, derivation, and syntactic variability reduce
its effectiveness for evaluating summaries in Finnish and other morphologically complex
languages. In such contexts, it should be interpreted with caution or complemented by more

semantically-informed evaluation methods.

The Levenshtein Distance, also known as edit distance, quantifies the minimum number of
single-character edit operations required to transform one string into another (Levenshtein,
1966). The permitted operations are insertions (adding a character), deletions (removing a

character), and substitutions (replacing one character with another).

LetA =ajay...a, and B=b1b,...b, be two strings of lengths m and n, respectively. The
Levenshtein Distance D(i, j) between the first i characters of A and the first j characters of B

is recursively defined as:

0 ifi=0,j=0
i if j=0
. J ifi=0
D(i, j) = (10)

D(i—1,j)+1 (deletion)
minq D(i,j—1)+1 (insertion)

D(i—1,j—1)+s(i,j) (substitution)

where the substitution cost function s(i, j) is defined as:

0 ifai:bj
1 ifa,-;«ébj

S(i,j) =

Levenshtein Distance is highly sensitive to small changes, such as inflectional endings or
affixes. Even a minor suffix can significantly increase the distance between two strings.
Moreover, the metric does not take semantic similarity into account; words or phrases that are
meaningfully equivalent but lexically different (such as synonyms or paraphrases) may still

receive a high distance score. Due to its character-level formulation, Levenshtein Distance
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is generally more appropriate for comparing individual words or short phrases, rather than
full sentences or summaries. Its use in summarization evaluation is limited by its inability to

model meaning beyond orthographic similarity.

2.3 Comparison of Metrics for Finnish Summarization

When it comes to Finnish, traditional lexical-based metrics like ROUGE or BLEU often
run into limitations, since Finnish is rich in morphology, compounding, and flexible word
order. Many times these metrics will penalize valid summaries that have been written using
inflected forms or paraphrased expressions. Similarly, edit-based metrics, like the TER,
Jaccard Similarity, or Levenshtein Distance, are not good at capturing semantic similarity

and will be less effective in most cases.

In contrast, character- and embed-based metrics offer superior adaptability. ChrF can adjust
to morphological variation, METEOR makes it easier to match words by considering stem-
ming and synonymy, and BERTScore takes the embed-based approach to matching words
in context. Of these, BERTScore and Cosine Similarity are most notable in their ability
to evaluate natural language beyond surface-level word overlap. Table(1) summarizes the
strengths and limitations of each metric with respect to Finnish summarization. A detailed
rationale for selecting ChrF, BERTScore, and Cosine Similarity for evaluation is presented

in the following subsection.

2.4 Justification for Metric Selection Based on Prior Research

The choice of ChrF, BERTScore, and Cosine Similarity as the key evaluation metrics in the
present work is based both on the recent academic literature, in particular, studies on low-
resource and morphologically rich languages, and the in-depth analysis and discussion pre-
sented previously. It is important to note that ChrF has shown to be superior to the traditional
metrics like BLEU and ROUGE, especially for morphologically rich languages like Finnish,
Turkish and Hungarian. Since ChrF is calculated at the character level, it can take into ac-
count differences in inflection and word formation that are missed by the word level metrics.
ChrF was introduced by Popovi¢, 2015 and the strong correlation with human judgment was
demonstrated, especially for languages with rich morphology. Similarly, Laki & Yang, 2022
emphasized that ChrF is more reliable for agglutinative languages like Hungarian due to its
robustness in front of orthographic changes. BERTScore has become another key seman-
tic evaluation metric. Rather than just matching on a surface level, BERTScore compares
the contextual embeddings of tokens, so it can identify paraphrases and meaning-preserving
reformulations. T. Zhang et al., 2020 found that BERTScore correlates with human judg-
ments significantly better than BLEU or ROUGE across multiple datasets and languages,
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Metric Evaluation Type Handles Handles Captures Best for
Morphol- Word Or- | Meaning? Finnish?
ogy? der?

ROUGE-1 Lexical (Unigram) No No No Limited

ROUGE-2 Lexical (Bigram) No No No Limited

ROUGE-L Lexical (LCS) No Yes No Limited

BLEU Lexical (N-gram | No No No Limited

Precision)

Cosine Simi- | Semantic  (Vector- | Yes Yes Yes Yes

larity based)

TER Edit Distance No No No No

Jaccard Sim- | Set Overlap No No No No

ilarity

Levenshtein | Edit Distance Limited No No No

Distance

METEOR Lexical + Semantic | Partial Yes Partial Partial

BERTScore | Semantic Yes Yes Yes Yes

(Embedding-based)
ChrF Character-Level Yes Yes Limited Yes

Table 1: Comparison of Text Evaluation Metrics for Finnish

including low-resource and multilingual contexts. Tang, Yousuf & Jin, 2024 further demon-
strate that BERTScore outperforms the other metrics even in low-resource settings such as
English-Hausa translation, making it a robust choice for evaluating the semantic similarity

of languages such as Finnish.

Last but not the least, cosine similarity over sentence or document embeddings gives a lucid
and language-agnostic means to check the overall semantic alignment. It has been success-
fully used in summarization studies to measure content overlap at the meaning level rather
than the lexical level. For example, Sun & Nenkova, 2019 found that cosine similarity be-
tween average word embeddings of system and reference summaries correlated well with

human quality judgments, demonstrating its usefulness for abstractive summarization tasks.

Thus, it can be inferred that ChrF, BERTScore, and Cosine Similarity should be adopted as
the core summarization evaluation metrics in this research due to their great performance in
terms of handling morphological variation, flexible syntax, and semantic equivalence which
are typical for the Finnish language. The use of these metrics is further justified by the previ-
ously conducted research and by the present study. The findings from the preliminary study
or experiment indicate that ChrF, BERTScore, and Cosine Similarity are strongly associated

with the summarization quality and possibly produce the most accurate evaluation of this



parameter for the Finnish language.
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3 Comparison of LLMs for Finnish Text Summarization

An evaluation of large language models for Finnish text summarization is given in this sec-
tion. Several models including Poro, Viking, and OpenAl o3mini were tested initially. The
Viking model failed to execute as expected during the early stages. No matter what prompt
engineering strategies were utilized, the Viking model did not offer summaries or answers
to inquiries. Instead, it translated the text given to another Nordic language, which made it
unsuitable for the task. Thus, the Viking model was eliminated from further evaluation. In
addition, the DeepSeek model was presented, which highly attracted the attention since it
showed the capabilities across a vast diversity of the NLP tasks. Given that it gains rapidly
growing attention, DeepSeek was attached to the final evaluation with Poro and OpenAl’s

03 mini.

3.1 Dataset and Preprocessing

To enable controlled and realistic evaluation, a dataset of Finnish academic journal arti-
cles was curated. The source was the Directory of Open Access Journals (DOAJ)!, filtered

specifically to include peer-reviewed academic journals published in the Finnish language.

Among the listed journals, the Finnish Journal of eHealth and eWelfare (FinJeHeW)? was
selected due to its consistent article structure, high editorial standards, and availability of
both full texts and abstracts. From this journal, the six most recent articles that included both

a full-text body and an abstract were selected to form the evaluation dataset.

In each case, the original abstract was extracted and treated as the reference summary. The
full article (excluding the abstract) served as the input to the summarization models. This
ensured that models were evaluated on real academic content and had to generate summaries

without access to the original human-written abstract.

To simulate realistic summarization scenarios and avoid bias, all models received only the
full article text as input. Their outputs were then compared to the original abstracts using
several evaluation metrics described in Section 2. This setup allowed consistent and unbiased

comparison of summarization performance across models.

3.2 Custom Integration of the Poro Model

The Poro model does not offer a public API or web interface for inference, unlike models

such as OpenAI’s 03mini or DeepSeek. Therefore, to evaluate Poro’s summarization perfor-

Mhttps://doaj.org/
Zhttps://www.journal.fi/finjehew
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mance, a custom offline inference setup was implemented using the llama.cpp® backend.

The specific model used was Poro-34B-chat-Q6_K.gguf, a quantized version compatible
with llama.cpp. The model and the corresponding command-line binary (llama-cli) were
precompiled and stored in cloud storage to enable quick reuse in different environments
without recompiling. The summarization workflow was executed in Google Colab Pro with
access to an NVIDIA A100 GPU, which provided sufficient memory and performance to

load and run the 34B parameter model efficiently.

Due to the 4000-token input limit of the model, each academic article was segmented into
smaller overlapping chunks, each under the token limit. Summaries were first generated for
individual chunks. These intermediate summaries were then merged using a second-stage
instruction prompting the model to “merge and refine the following summaries into a final
abstract.” This two-stage approach preserved both local coherence and global topic coverage

while satisfying input size constraints.

The full workflow was automated using Python scripts and executed via the command line.
Input texts were read dynamically and converted into structured prompts, which were passed
to the model through the llama-cli interface. The output tokens were captured, stripped of

metadata or special tokens, and post-processed for evaluation.

To evaluate prompt sensitivity, three different prompting styles were used across all input
samples: a general summarization prompt, a summarization prompt with explicit output
length guidance, and a role-based prompt asking the model to behave like an academic editor.

These prompt variations allowed comparison of prompt engineering effects across metrics.

User Text (1) read input User Prompt (2) run llama-cli (3) output Summarized
& Environment + Poro Model Text

Figure 2: High-level pipeline for running the Poro-34B-chat model via 11ama. cpp. The user
input is packaged into a system prompt and passed to the executable with the model. The
output tokens are post-processed and evaluated.

Steps in Figure 2: (1) The academic article text is loaded and preprocessed into a system
prompt. (2) The prompt and model weights are passed to the 11ama-cli executable. (3)

The resulting summary is parsed and evaluated using the selected metrics.

This setup enabled full summarization in Finnish using a local, instruction-tuned model,
without requiring API keys or cloud-based endpoints. It also provided a flexible environment

for prompt experimentation and reproducible evaluation.

3https://github.com/ggerganov/llama.cpp
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3.3 Evaluation Metrics

The summarization models were assessed using three widely used evaluation metrics: Co-
sine Similarity: Measures the similarity between the generated summary and the reference
abstract in a vector space model. ChrF: A character-level F-score capturing the overlap of
character n-grams between the generated summary and the reference abstract. BERTScore:
Computes deep contextual similarity by measuring cosine similarity between token embed-
dings obtained from a pre-trained BERT model.

3.4 Comparison of Summarization Models

The following tables present the evaluation results of the three models (Poro, DeepSeek, and

OpenAl o3mini) across six Finnish research articles.

Article | Cosine Similarity | ChrF | BERTScore
Article 1 0.9219 51.00 0.6703
Article 2 0.9341 53.50 0.7046
Article 3 0.9214 56.80 0.6810
Article 4 0.8524 50.14 0.6333
Article 5 0.8617 55.34 0.6755
Article 6 0.8420 44.71 0.5996
Average 0.8889 5191 0.6607

Table 2: Evaluation metrics for the Poro model.

Article | Cosine Similarity | ChrF | BERTScore
Article 1 0.9217 59.76 0.7015
Article 2 0.9625 61.66 0.7743
Article 3 0.8768 42.83 0.6851
Article 4 0.8696 36.17 0.6344
Article 5 0.8516 57.19 0.6680
Article 6 0.8836 48.17 0.6289
Average 0.8943 50.96 0.6820

Table 3: Evaluation metrics for the DeepSeek model

Article | Cosine Similarity | ChrF | BERTScore
Article 1 0.9244 50.69 0.6808
Article 2 0.9460 57.48 0.7276
Article 3 0.8911 45.85 0.6667
Article 4 0.8793 40.33 0.6389
Article 5 0.9130 56.15 0.6838
Article 6 0.9089 49.86 0.6253
Average 0.9104 50.06 0.6705

Table 4: Evaluation metrics for the OpenAl 0o3mini model
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4 Evaluation of Finnish Text Summarization Models

Performance of summarization models is done based on three metrics in this work: Cosine
Similarity, ChrF, and BERTScore. These metrics assess distinct aspects of text similarity

between the model output summaries and the original abstracts.

4.1 Step-by-Step Calculation of the Final Score

To obtain an overall score for each model, the following procedure was followed:

1. Normalize Each Metric: Since the scales of the three metrics are different, they were

first normalized using min-max scaling to ensure comparability.

2. Calculate the Mean Score per Model: The average score of each metric across all six

articles was computed.

3.  Compute the Final Score: A weighted sum of the three normalized scores was used to

derive a final performance score for each model.

Let X be the raw metric values for a given model, and let X,;, and X2« be the minimum and

maximum values across all models for that metric. The normalized score Xyorm 1S given by:

X — Xy
Xnorm = —T0 (1 1)
Xmax _Xmin

This ensures all metrics are mapped to a scale of [0,1] for fair comparison.

At the end, the final score for each model is computed as:

Stinal = W1 'énorm +wyp 'Fnorm + w3 Bnorm (12)

where:

® Chorm 1S the mean normalized Cosine Similarity,

® Florm 1s the mean normalized ChrF score,

o  Bhom is the mean normalized BERTScore,

e wi, wp, and w3 are the weight coefficients.

For equal weighting, we set w; = wy, = w3 = %
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4.2 Evaluation Results

The raw and normalized scores for each model across the six articles are shown in Table 5.

The final ranking of the models is based on their computed overall score.

Model Avg. Cosine Sim. | Avg. ChrF | Avg. BERTScore | Final Score
Poro 0.88889 51.91 0.6607 0.3333
DeepSeeck 0.8943 50.96 0.6820 0.5794
OpenAl 03mini 0.9104 50.06 0.6705 0.4869

Table 5: Final evaluation scores for the summarization models.

4.3 Discussion of the Results

The highest final score went to the DeepSeek model (0.5794). On average, this model pro-
duced the most accurate summary of a Finnish academic article. It was not particularly
trained on Finnish. However, the final score suggests that a model that is multilingual and
trained on a diverse dataset can handle Finnish. O3mini model by OpenAl was at the sec-
ond place (0.4869) demonstrating a good level of summarizing skills. It was slightly behind
the DeepSeek, but it outperformed Poro (Finnish-specific model), which shows how much

potential there is in general-purpose multilingual LLMs.

Poro model attained the lowest final score (0.3333). It was designed specifically for Finnish
language, however its summarization results were worse in both lexical and semantic similar-
ity metrics than other models. This means that the domain-specific language understanding

does not automatically provide for better summarization quality.

Results of the experiment contest the presumption that language-related models are more
suited for specific languages. This research shows that universal large-language models have
the potential to be efficient in morphologically complex and low-resource languages, like
Finnish. DeepSeek’s superior results from both Cosine Similarity and BERTScore suggest
that its summaries are more semantically aligned and more contextually coherent than the
other two models’ summaries. This semantic strength is particularly valuable in abstractive

summarisation.

Overall, these findings suggest that using strong multilingual models with careful evaluation
can be a practical and scalable approach for Finnish summarization—without the need for

model modification or language-specific pretraining.
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5 Prompt Engineering and Summarization Performance

Furthermore, the study looked at the effectiveness of prompt engineering in enhancing the
quality of the Finnish summary. The prompt engineering technique is where you provide
specific instructions that guide the model on how to behave. The method is effective and

should be used if you are working on zero-shot and few-shot tasks.

Three distinct prompt templates were used to evaluate how prompt clarity and context influ-

ence summarization performance:

e Prompt 1 — Default Prompt: “Teepd tiivistelmdi seuraavasta tekstistd”

e Prompt 2 — Explicit Summarizer Role: “Laadi tieteellinen tiivistelmd seuraavasta tek-
stistd. Tiivistelmdn tulee olla ytimekds, selked ja kattava, sdilyttden alkuperdisen tek-
stin keskeiset tutkimustulokset ja johtopddtokset. Kdytd akateemista tyylid ja viiltd

tarpeetonta toistoa”

e Prompt 3 — Expert Role and Focused Instruction: “ulee noudattaa akateemisen kirjoit-
tamisen periaatteita, sisdltdaen tutkimuksen taustan, keskeiset loydokset ja johtopdiditok-
set. Kirjoita tiivistelmd selkedlld ja tiiviilld kielelld, sdilyttien tekstin alkuperdisen

merkityksen ja sdvyn.”

The same academic articles were summarized by each of the three LLMs using these prompts.

Evaluation was performed using Cosine Similarity, ChrF, and BERTScore.

Evaluation Results by Prompt

Model Cosine Similarity | ChrF | BERTScore
Poro 0.8889 5191 0.6607
OpenAl 03mini 0.9104 50.06 0.6705
DeepSeek 0.8943 50.96 0.6820

Table 6: Prompt 1 — Default instruction prompt.

Model Cosine Similarity | ChrF | BERTScore
Poro 0.8595 53.76 0.7576
OpenAl o3mini 0.9115 45.16 0.6865
DeepSeek 0.9011 55.32 0.7749

Table 7: Prompt 2 — Role-based context.



Model Cosine Similarity | ChrF | BERTScore
Poro 0.8389 53.43 0.7425
OpenAl o3mini 0.9106 50.57 0.6853
DeepSeek 0.8945 57.16 0.7743

Table 8: Prompt 3 — Expert academic role and detailed instructions.

Prompt | Cosine Similarity (avg) | ChrF (avg) | BERTScore (avg)
Prompt 1 0.9045 50.98 0.6711
Prompt 2 0.8907 51.41 0.7397
Prompt 3 0.8813 53.72 0.7340

Table 9: Average metric scores across all models and prompts.

Conclusion on Prompt Design
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The results demonstrate that prompt engineering can meaningfully enhance model perfor-

mance:

e Prompt 3, which combines expert role-play with detailed summary directions, achieved

the highest scores across all metrics and models.

o DeepSeek has shown a significant improvement from Prompt 1 to Prompt 3, suggest-

ing that it likes well-defined prompts.

e Prompt 3 consistently saw higher average scores than Prompt 1, pointing to a meaning-

ful improvement in performance. However, differences between Prompt 3 and Prompt

2 were not statistically significant, suggesting that larger improvements are tied to

moving away from very simple prompts.

The results underscore that altering the prompt design even slightly can have a major impact

on the LLM performance. This indicates that one can easily improve model output in low-

resource languages, like Finnish, without the need for fine-tuning by making prompt design

changes without incurring much additional cost.
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6 Conclusions

The goal of this thesis was to evaluate the accuracy of large language models on Finnish
text summarization by comparing the performance of Poro, DeepSeek, and OpenAl o3mini.
Due to the complexity of Finnish, with its rich morphology, compounding structure, and
flexible word order, traditional metrics such as BLEU and ROUGE are inadequate for as-
sessing the quality of summarization. Therefore, this study utilized Cosine Similarity, ChrF,
and BERTScore, which are considered more appropriate for morphologically rich and low-

resource languages such as Finnish.

The findings indicate that the DeepSeek model outperformed the other two models, achieving
the highest final evaluation scores and generating abstracts with closer semantic alignment
to reference texts. This was confirmed by higher Cosine Similarity and BERTScore values.
OpenAl o3mini ranked second, while the Poro model scored the lowest across all metrics.
These results suggest that exclusively training on Finnish data does not guarantee superior

summarization quality compared to larger multilingual models.

In addition to comparing models, the thesis investigated the impact of prompt design on
summarization quality. Three types of prompts were tested: a basic default instruction,
a contextual role-based prompt, and a detailed expert academic prompt. While Prompt 3
yielded the best average results across all models and metrics, the improvements over Prompt
1 were statistically significant, whereas differences with Prompt 2 were not. This suggests
that although carefully crafted prompts may improve output quality, more extensive testing

is needed to confirm their consistent effectiveness.

The results demonstrate that careful prompt engineering can significantly enhance summa-
rization accuracy for morphologically challenging, low-resource languages such as Finnish,
without modifying the model architecture or requiring expensive fine-tuning. By simply

adjusting task descriptions, performance improvements can be achieved.

Overall, the results suggest that language-specific models like Poro are designed for Finnish,
but they are not universally superior for summarization tasks compared to large multilingual
models. General-purpose models such as DeepSeek and OpenAl o3mini can leverage exten-
sive training on a wide range of datasets, which can be beneficial for Finnish summarization.
Additionally, this study demonstrates that a combination of metrics such as ChrF for lexical
evaluation, and BERTScore and Cosine Similarity for semantic evaluation provides a more

accurate and robust assessment of generated summaries for morphologically rich languages.

Despite these contributions, this study has limitations. First, the evaluation was conducted on
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a small set of articles from Finnish academic journals, which may not generalize to broader
language usage across different domains. Second, the analysis considered only automatic
evaluation metrics and did not include human evaluation of fluency, coherence, or factual

consistency.

Further work could explore several directions. First, extending the dataset to include a
broader variety of Finnish texts (such as news articles, government documents, or social
media) would provide insights into model generalization across domains. Second, incorpo-
rating human evaluations for fluency, coherence, and factual accuracy would complement
automatic metrics and better reflect real-world usability. Third, fine-tuning general-purpose
models like DeepSeek on domain-specific Finnish data may bridge the gap between multi-
lingual robustness and local language alignment. Finally, prompt optimization using rein-
forcement learning or large-scale prompt tuning frameworks could reveal more stable im-

provements across diverse inputs.

In summary, this thesis provides insights into Finnish summarization using LLMs and con-
tributes to NLP research on low-resource languages. The findings suggest that Finnish-
specific models are not necessarily the most effective solution for summarization, as LLMs
when guided by effective prompts can achieve high summary accuracy in a scalable and

practical manner.
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Appendix 7 ChrF Evaluation Example

Reference Summary: “Kettu hyppdd laiskan koiran yli rauhallisen joen rannalla au-

rinkoisena iltapdivind.”
Generated Summary: “Kettu hyppdd koiran yli joen rannalla aurinkoisena pdivind.”

Step-by-Step Calculation:

e Character n-grams of size 3 (trigrams) are extracted.
e Overlapping character sequences are counted.
e Precision and recall are computed at the character level.

e The final ChrF score is calculated using the formula above.

Step 1: Extract Character Trigrams
Reference Summary Trigrams:

"Ket" B "ett" s "ttu" ) " hu" s "hyp" ) "ypp" B "ppé" s "péé." ) "ai " s " ko" )
"koi", "oir", "ira", "ran", " yl", "yli", "ili", " jo", "joe", "oen",
llen n s " rall s l|ran|l s llannll , |lnnall s llnalll s |lalll| s I|11all s " aull , Ilaurll s
"uri" B "rin" s "ink" ) "nko" s "koi" ) "ois" B "ise" s "sen" ) "ena" B "il )

lliltll s |l1tal| s Iltapll s llapéll s Ilpéill s lléivll s "iVé." s "Vé.n” s llénéll .
Generated Summary Trigrams:

llKetll , |lettl| s I|ttu|l s " hull R Ilhypll s llyppﬂ s |lppéll s I|pééll s lléi n , n ko " s
llkoill’ "OiI'", Hirall’ llranll’ n ylll’ llylill’ |lilil|’ n joll’ lljoell, "OeIl",
llen n , n I.all R Ilranll s Ilannll , Ilnnall s llnalll , |lallll , Illlall s n au“ s IIaurll R

] n

urill, |l:[-.:i_:[1 s I|inkll, Ilnkoll s Ilkoill, ”OiS", |lisell s "Sen", llenall, Ilpéill,

"é.iV" , "iVé” s "Vé.n" s llénéll .

Step 2: Compute Precision and Recall
Matching trigrams: 42
Total trigrams in Reference Summary: 64

Total trigrams in Generated Summary: 45



Precision:

B Matching trigrams 42 0.933

~ Total trigrams in Generated Summary 45
Recall:

B Matching trigrams 42 0.656

~ Total trigrams in Reference Summary 64
Step 3: Compute ChrF Score
For summarization, we set f = 2:

0.933 x 0.656
ChrF = (1+4)- =0.695
= (44 (450.033) +0.6%

For this example, ChrF provides a high similarity score even though some words were omit-

ted or paraphrased, demonstrating its robustness to word inflection and variation.

Appendix 8 Cosine Similarity Evaluation Example

Original Text: “Nopea ruskea kettu hyppdd laiskan koiran yli.”
Generated Summary: “Kettu hyppdd koiran yli nopeasti.”

Step-by-Step Calculation:

1. Convert both texts into vector embeddings using a Finnish BERT model.
2. Compute the cosine similarity between the two embeddings.

3. A similarity score close to 1.0 indicates high semantic overlap.

In this case, the cosine similarity measure gives a high score of 0.9168, showing that it
can capture the same meaning even when the words are different. Cosine Similarity in
conjunction with embeddings is a compelling metric for Finnish summarization, enhancing

character-based metrics such as ChrF.
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