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Pulmonary nodules remain an important radiological marker for early lung cancer and
require their accurate detection for early screening and diagnosis. However, because they
are small-sized structures that have poor visual contrast and tend to resemble surrounding
tissues, modern detection algorithms often find it hard to correctly identify these small
lesions. For improved detection accuracy, therefore, this work presents an improved model
based on YOLOVS as its backbone framework. The major improvement is achieved
through incorporation of Res2Net as a feature extraction path, thus increasing the network
ability to map out multi-scale information and its sensitivity to small nodule structures.
Res2Net differs from typical convolutional blocks because it takes a complex approach to
grouping and fusion over different scales within each residual block. With Res2Net
included as YOLOVS's backbone, its upgraded version further improves recognition
accuracy for small-sized targets and ill-defined boundaries while retaining an over-all
lightweight structure. The model is trained and validated on CT images processed through
standardization and lung parenchyma extraction using the LUNA16 database. Test results
show that the upgraded version outperforms the original YOLOVS in both accuracy and
computational efficiency. Additionally, an evaluation is made using alternative prominent
detection networks used in practice, including YOLOVS, YOLOv6, and YOLOV3-Tiny.
Results show that the upgraded model outcompetes its alternatives in detection efficiency
while retaining low computational requirements and shows strong applicability for real-
world applications.
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1 Introduction

1.1 Background

Based on GLOBOCAN 2020 data reported by the International Agency for Research on
Cancer [1] and in line with increasing efforts towards screening and early detection for
various cancers worldwide, lung cancer is still one of the leading causes of cancer-related
mortality globally. The prognosis for cancer patients diagnosed with lung cancer is
significantly influenced by disease stage at diagnosis [2]. Those patients discovered at earlier
stages exhibit markedly improved survival rates in comparison to the latter stages. This
highlights early screening and diagnostic testing as essential management strategies for
achieving better long-term prognosis among patients. Pulmonary nodules—small, irregular
lung lesions—tend to be one of the primary signs of cancer among people. Therefore, early
and accurate detection of these nodules is important so that timely clinical intervention is

possible.

Low-dose computed tomography (LDCT) has gained widespread acceptance as a reliable
imaging tool for early-stage lung cancer detection, primarily owing to its ability to identify
small pulmonary nodules with high sensitivity. However, analyzing LDCT scans remains
labor-intensive and susceptible to diagnostic inaccuracies. Given that each LDCT scan
consists of a large number of axial slices and acknowledging that lung nodules exhibit varied
morphological features, delimitation from normal anatomical structures like blood vessels
and airways is extremely challenging. These subtleties often lead to inconsistencies in
diagnostic results and increase radiologists' chances of missing a nodule and thus highlight

the need for developing more accurate and automated detection mechanisms [3].

To tackle the difficulties associated with pulmonary nodule detection, increasing research
has focused on developing intelligent systems capable of automated analysis in medical
imaging. Among various techniques, deep learning—especially convolutional neural
networks (CNNs)—has demonstrated strong potential in extracting multi-scale features from
complex medical images. Modern object detection approaches, particularly those optimized
for real-time performance, have been gradually introduced into clinical workflows. Of

particular interest is YOLO (You Only Look Once), with its ability to handle real-time



inference, its simplicity in network design, and its consistently high performance throughout
its various versions. YOLOVS, one of the more mature and widely used implementations in
the YOLO family, incorporates anchor-free detection heads, decoupled
classification/regression branches, and a refined feature aggregation module (C2f), which

enhances computational efficiency while preserving important spatial information.

Despite these advancements, small object detection in CT scans—such as for sub-centimeter
nodules—remains a major bottleneck. The primary challenge lies in the inherent limitation
of deep CNNs: as feature maps progress deeper into the network, spatial resolution is
reduced through downsampling operations (e.g., max-pooling or stride convolutions),
causing small object features to disappear or become less distinguishable. Although
YOLOV8 addresses some of these issues through its refined architecture, the conventional
Bottleneck blocks used within its C2f modules may still fall short in retaining and enhancing

multi-scale features necessary for detecting tiny nodules.

To overcome this, this thesis proposes a structural modification to the YOLOvVS architecture
by replacing the Bottleneck components within its C2f modules with Res2Net blocks.
Res2Net is a multi-scale backbone architecture that introduces a novel residual-like
connection mechanism within a single block. Instead of stacking deeper or wider layers to
capture context, Res2Net splits feature channels into multiple subsets and processes them
with hierarchical residual connections, allowing for finer control over receptive fields and
better encoding of both local textures and global semantics. This advantage is especially
relevant in medical imaging contexts, where lesions differ greatly in both size and visual

characteristics across different patients [6].

By integrating Res2Net into both the backbone and the feature pyramid network of
YOLOVS, the proposed model seeks to improve its ability to detect small pulmonary nodules
while minimizing the trade-off in computational complexity. The approach will be validated
on the publicly available LUNA16 dataset, which contains over 1,000 radiologist-annotated
nodules, offering a standardized benchmark for evaluating detection performance. This
research aims to demonstrate that the proposed architectural enhancement leads to better
localization precision, improved mAP scores, and more robust performance under varying

nodule sizes and conditions.



1.2 Objectives and limitations

This study aims to improve YOLOVS’s performance in detecting small objects, specifically
pulmonary nodules, within CT scan data. Specifically, the work involves replacing the
Bottleneck blocks within the C2f modules of YOLOvV8 with Res2Net blocks, a more
advanced multi-scale residual structure. The aim of this modification is to improve feature

extraction for small nodules while maintaining computational efficiency suitable.
The following research questions guide this thesis:

e In what ways can the C2f module in YOLOVS be restructured using the Res2Net
architecture to enhance the multi-scale feature learning?

e Whatis the effects of substituting the traditional Bottleneck component with Res2Net
on the detection effectiveness for small pulmonary nodules?

e How does the modified YOLOVS, incorporating Res2Net, compare to the original

version in terms of accuracy and computational efficiency?

This study is to integrate the Res2Net block into both the backbone and the feature pyramid
network of YOLOVS, train the modified architecture on the LUNA16 dataset, and evaluate
the model using standard object detection metrics such as mAP. Furthermore, the research
explores whether the introduced modification offers a more favorable trade-off between

detection precision and computational resource usage.

This thesis does not address nodule classification, segmentation, or multi-class detection.
The focus is strictly on 2D detection of pulmonary nodules in individual CT slices. To ensure
that the impact of the architectural modification is assessed independently, enhancement
techniques such as attention mechanisms, ensemble approaches, and advanced data
augmentation are deliberately omitted from this study. External pretrained Res2Net weights
are not used, and all models are trained from scratch or from YOLOvVS baselines to ensure

consistency and comparability.



1.3 Outline of the Thesis Structure

This research project is structured into five coherent chapters, each focusing on a distinct
component of the study.

Chapter 1 outlines the background and significance of pulmonary nodule detection, provides
the clinical motivation, formulates the research questions, and articulating the core

objectives and boundaries of the investigation.

Chapter 2 focuses on reviewing prior work related to lung nodule identification within CT
imaging data, emphasizing techniques that utilize deep neural networks for object
recognition in the medical domain. It outlines the evolution of the YOLO object detection
framework, provides an overview of the YOLOVS architecture, and describes the core
principles of the Res2Net module. Furthermore, it defines the evaluation metrics used for

model performance calculation.

Chapter 3 presents the proposed YOLOv8 enhancement by Res2Net. It outlines the reasons
for enhancing the model, the design philosophy of Res2Net, and how Res2Net is
incorporated within YOLOVS8's C2f modules.

Chapter 4 presents the experimental procedure and test results. They include preprocessing
the dataset, establishing the experimental setup, and model training. Quantitative and
qualitative comparisons between the new model and baseline models are conducted.
Moreover, performance assessment is conducted using indicators including average
precision (AP), F1 score, sensitivity, and computational efficiency, with representative

detection results illustrated visually.

Chapter 5 summarizes the findings of this research. It highlights the main contributions,
evaluates the practical relevance of the proposed model, and provides suggestions for future

research in deep learning-based approaches to medical image interpretation.



10

2 Literature Review

The medical context behind nodules is described and gives an overview of model building
in visual perception based upon YOLOVS8-based models focusing on modeling different
scales as a pillar. Metrics employed in generic detection benchmarks are described so

future experimentation can be evaluated against them.

2.1 Pulmonary Nodule Detection in CT Images

Pulmonary nodules are characterized as circular or unevenly shaped masses located in the
lung tissue with a diameter not exceeding 30 mm. Detecting these nodules at an early stage
plays a vital role in enabling timely diagnosis and accurate therapeutic interventions for lung
cancer [7]. According to epidemiological data, lung cancer has long has been recognized as
a primary contributor to cancer-related deaths worldwide [8]. Accurate identification of
pulmonary nodules, particularly at the early stage of malignant transformation, is considered

essential to improving the five-year survival rate of patients.

Low-dose CT (LDCT) is now widely regarded as a preferred imaging method for detecting
lung cancer at early stages, offering high sensitivity and spatial resolution for non-invasive
lesion detection. According to findings from the National Lung Screening Trial, LDCT
significantly contributes to lowering death rates associated with lung cancer by
approximately 20% compared with conventional chest radiography, thereby establishing its
central role in early screening[9]. However, pulmonary nodules exhibit diverse
manifestations in CT images and often overlap with anatomical structures such as blood
vessels, pleura, and airways. In addition, manual interpretation is highly susceptible to
observer variability and clinical experience, frequently leading to missed or incorrect
diagnoses [10,11]. Consequently, building computer-aided detection (CAD) technologies
incorporating artificial intelligence and image processing is now a central trend in improving

detection precision and screening speed for lung nodules.

Early-stage CAD systems for pulmonary nodules typically relied on traditional image

processing and machine learning techniques, following a multi-step pipeline: image
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preprocessing and lung segmentation, candidate region generation, feature extraction, and
final classification. In preprocessing, techniques such as histogram equalization,
morphological filtering, edge enhancement, and Gaussian smoothing were commonly
employed to improve image quality and feature separability. Candidate region extraction
depended on methods like threshold segmentation, region growing, Hessian filtering, and
template matching to isolate potential nodules from complex lung anatomy. These features
were then employed in classification tasks using models like support vector machines,
neighborhood-based methods (e.g., k-NN), and ensemble approaches (e.g., random forests)
for assessing nodule malignancy [12—15]. Despite achieving limited success in certain
scenarios, these approaches were heavily reliant on manual feature design and lacked
robustness in detecting small or atypical nodules under complex backgrounds. This resulted
in limited generalization ability, high false-positive rates, and poor clinical portability,

failing to meet the sensitivity and specificity demands of modern diagnostic practice.

Since 2016, the fast-paced progress in deep learning technologies, with CNNs being a
notable example—has profoundly transformed identification of lung nodules. A 2D CNN
model was developed using the LUNA16 dataset, which significantly improved detection
sensitivity by incorporating information from multiple perspectives of CT slices. Dou et al.
later proposed a 3D CNN architecture to exploit spatial continuity in CT volumes, thereby
improving accuracy in identifying vague or obscure nodules. Compared to traditional
methods, CNNs offer end-to-end training capabilities and are capable of autonomously
extracting informative and distinguishing patterns from massive datasets, reducing the need
for manual intervention while maintaining strong transferability and generalization

performance [16,17].

In recent years, research in pulmonary nodule detection has increasingly focused on
architectural improvements and efficient data utilization. On one hand, multi-scale feature
fusion structures such as FPN and attention mechanisms like SE and CBAM have been
widely incorporated into detection frameworks to enhance sensitivity to small nodules in
complex backgrounds [18-20]. On the other hand, architectures such as 3D U-Net and VNet
leverage 3D convolutions to model spatial context within the lung, resulting in more precise

boundary delineation and stable localization [21-23].

At the same time, challenges related to data have emerged as significant constraints on

detection performance. Medical image annotation typically requires expert radiologists,
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resulting in high labeling costs and limited access to high-quality annotated data—especially
in multi-institutional, heterogeneous settings. Furthermore, the high heterogeneity of nodule
size, density, and morphology introduces severe data imbalance, affecting model stability
and generalization. To address these issues, researchers have increasingly adopted semi-
supervised and self-supervised learning approaches, enabling pretraining and feature
enhancement using large volumes of unlabeled data[24,25]. Moreover, to improve
adaptability across devices, institutions, and populations, transfer learning [26] and federated
learning [27] have been progressively applied, offering new pathways to build robust and

deployable pulmonary nodule detection systems.

In summary, pulmonary nodule detection techniques have evolved from rule-based
traditional image processing toward deep learning—driven intelligent systems. With
innovations in network architecture, multi-scale representation, and learning strategies, CAD
systems have made significant advances in detection accuracy, speed, and automation.
However, challenges remain in terms of controlling false positives, improving model

interpretability, and ensuring cross-center generalization in clinical applications.

2.2 Deep Learning Methods in Medical Object Detection

The term "Deep Learning" was initially coined by Rina Dechter in 1986; however, it was
after Hinton and his colleagues' contribution in 2006 that it started to bear practical
importance due to the Deep Belief Network (DBN) and a layer-wise unsupervised
pretraining approach [28]. One such significant breakthrough was achieved in 2012, when
A groundbreaking CNN model, later known as AlexNet, was introduced in 2012 and
achieved exceptional accuracy in the ImageNet ILSVRC competition, greatly surpassing
previous benchmarks. This event marked the beginning of a new chapter in the advancement
of deep learning techniques. [29]. Deep learning has seen extensive application in processing
and interpreting medical imaging data, especially in object detection problems, since this

breakthrough, where it has demonstrated incredible performance.

Medical object detection aims at automatically locating and detecting abnormal structures,
i.e., breast cancers, brain tumors, and retinal diseases, from sophisticated imaging data.
Compared to conventional approaches with strong dependency on hand-designed features,

deep neural networks have the advantage of providing an end-to-end learning approach, by
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which automatic extraction of semantic information with high-level semantics is feasible.
With this kind of ability, it can achieve strong performance even for difficult cases with low-

contrast lesions of irregular shape and blurry borders [30].

The majority of popular object detection models fall into two categories. Two-stage models
(e.g., Faster R-CNN) split the task into region proposal and classification/regression
refinement and are more accurate. One-stage models (e.g., YOLO, RetinaNet) merge the
detection task into a single forward pass, with faster inference for real-time clinical
applications. To overcome the small object and class imbalance issue prevalent in medical
images, RetinaNet introduces Focal Loss, an effective approach that minimizes background

noise and enhances learning on rare classes [31-33].

Apart from conventional CNNs, recent uses have been extended to medical detection tasks
with Transformer-based models. TransUNet and TransMed incorporate attention strategies
that enable the integration of global contextual information, which has proven effective with
blurry structures and multi-scale targets. They show superior generalization capacity under

low-data regimes characteristic of clinical datasets [34,35].

In addition, as deep learning models move closer to clinical deployment, model
interpretability and efficiency have emerged as key research trends. Visualization methods
like Grad-CAM and Integrated Gradients are commonly employed to highlight areas of
model attention, improving transparency. At the same time, lightweight architectures like
MobileNet and EfficientDet are designed for rapid inference and resource-constrained
settings, making deep learning systems more feasible in real-world healthcare applications
[36-38].

2.3 YOLOvS8 Algorithm

2.3.1 Overview of the YOLO Family

The object detection model known as YOLO (short for You Only Look Once) series
represents a significant development in object detection systems. This detection pipeline,
first introduced in 2016, has undergone numerous enhancements since its initial release.

YOLO revolutionized the object detection problem into a problem of end-to-end regression
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by enabling real-time computation through prediction of bounding boxes and class

probabilities in a single pass of a convolutional neural network [5].

More recent models have refined speed and precision through the addition of methods such
as anchor boxes, multiple-scale prediction, residual connections, and optimized backbone
networks. Substantial advancements like CSPDarknet and enhanced data augmentation
methods were brought to YOLOvV4 [39] and YOLOVS [40]. YOLOV6 [41] and YOLOV7 [42]
focused on efficient deployability as much as on substantial architectural advancements
instead. Released by Ultralytics in January of 2023, YOLOVS represents a noticeable
departure from previous anchor-based methods to anchor-free detection and decoupled head

design.

YOLOV8 combines many efficient elements inherited from previous versions with fresh
developments in its architectural design [43]. These features make it especially suitable for
object detection in medical imaging applications, like the identification of pulmonary
nodules, where real-time operation and precision in detecting small objects are of the utmost

significance.

An overview of the version history and notable improvements is provided in Table 2.1.
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Table 2.1 Development Timeline of the YOLO Series

VERSION AUTHORS/TEAM RELEASE DATE KEY FEATURES

YOLOV1 Joseph Redmon et al. May 2016 Regression-based detection; fast but
low accuracy

YOLOV2 Joseph Redmon et al. Dec 2017 Anchor boxes, batch norm, multi-
scale training

YOLOV3 Joseph Redmon et al. Apr 2018 Darknet-53, residual connections,
multi-scale prediction

YOLOV4 Bochkovskiy et al. Apr 2020 CSPDarknet, PANet, Mish activation

YOLOV5 Ultralytics (G. Jocher) Jun 2020 Easy training/deployment, mosaic
augmentation

YOLOV6 Meituan Jun 2022 Lightweight and efficient for
deployment

YOLOV7 Wang et al. Jul 2022 E-ELAN, model re-parameterization,

joint task training

YOLOV8 Ultralytics Jan 2023 Anchor-free design, decoupled head,
PyTorch-native

2.3.2 Network Architecture

The YOLOVS model is built with a modular design involving three main elements:
backbone, neck, and the head [43]. Each component is rigorously developed to promote
efficient feature extraction, multi-scale integration, and better object localization,

respectively. Figure 2.1 visualizes the entire architectural layout of the model.
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Input

Figure 2.1 The overall network structure of YOLOvV8

Acting as the primary feature encoder, the backbone extracts layered representations from
the incoming image data. YOLOVS introduces a new, efficient structure called C2f
(Concatenate-to-Fusion), which serves as a lightweight module, which replaces the
traditional CSP blocks used in previous versions of YOLO. The C2f block successfully
combines the benefits of residual learning and feature concatenation with minimal increase
in computation and memory costs. Therefore, it facilitates the model to have a more refined
spatial understanding of the information as a result of improved gradient flow. Figure 2.2

illustrates the structural details of the C2f block.
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Conv

Bottleneck

Bottleneck

Figure 2.2 Architectural Layout of the C2f Block

Aiming to boost the extraction of features over varied spatial levels, YOLOVS incorporates
a Spatial Pyramid Pooling-Fast (SPPF) block at the end of its backbone structure. The SPPF
block uses multiple max-pooling layers in parallel with different-sized kernels to combine
context from different receptive fields with minimal extra computation. This component
improves the network's ability to efficiently understand global context, especially of
relevance to detecting small and sparse targets like pulmonary nodules. The SPPF unit's

structure can be found in the diagram provided in Figure 2.3.

Conv

MaxPool2d

MaxPool2d

MaxPool2d

Figure 2.3 Detailed Layout of the SPPF Component
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The neck acts as a conduit connecting the spine and the detection head to perform a feature
fusion combining both spatial and semantic information across different levels of resolutions.
The YOLOvV8 models feature an updated hybrid structure of PANet/FPN, which makes
informational interchanges between high and low levels as well as back and forth possible.
This information-exchange mechanism supports the ability of the model to locate objects of
varying sizes, ranging from larger to fine-grained objects. A diagram of the neck’s
configuration is presented in Figure 2.4 and highlights the configuration of the feature

pyramid as well as interconnection between different scale values.

Concat c2f

C2f

Figure 2.4 The architecture of the neck

The detection head is the site for both object localization and classification tasks. YOLOVS
has two major improvements compared to its predecessors: an anchor-free detection
paradigm and a decoupled head. Unlike previous models that use a coupled head—where
classification and regression tasks use the same layers—YOLOQOVS separates the functions by
placing them in two parallel branches, thus reducing task interference and improving

convergence. This setup is demonstrated by the diagram in Figure 2.5.
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Figure 2.5 YOLOVS Detection Head Structure Overview

Additionally, YOLOVS replaces the traditional anchor boxes with an anchor-free system,
which allows the model to directly predict object centers and bounding boxes without
considering predetermined shapes or aspect ratios. This change improves the simplicity of
the model and increases its ability to generalize robustly across testing datasets, a
characteristic particularly beneficial in medical image analysis, where object shapes vary

significantly.
2.4 Performance Assessment Indicators

In trying to evaluate model performance in the medical image context, this section displays
a series of numerical measures intended to determine detection accuracy and clinical validity.
The process is based on a series of typical mAP (mean Average Precision), recall, precision
to F1 score measurements. All determine whether the model is capable of discriminating

true nodules from clinically irrelevant features.

Mean Average Precision (mAP) is a commonly used evaluation metric for measuring the
all-around performance of object detection models. mAP horizontally compares model
performance by computing an average of particular Average Precision (AP) values over
multiple object categories and Intersection over Union (IoU) thresholds. AP essentially
calculates an area under a precision-recall curve representing the relationship between recall

and precision when varying the classification confidence threshold.

The loU metric quantifies the degree of overlap between the predicted bounding box Byeq
and the ground truth bounding box Bg. As shown in the following formula, loU is defined
as the ratio between the area of intersection and the area of union of the two boxes:

|Borea N Byi|

IoU = ——— 1
" [Byea U By @
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A higher IoU value indicates a greater degree of alignment between prediction and ground
truth. The IoU value ranges from 0 to 1, where 1 indicates perfect overlap. A prediction is
considered a true positive if its loU exceeds a predefined threshold (typically 0.5). To
provide a clear evaluation at this threshold, the Average Precision at loU = 0.5—denoted as
APsp—is commonly used as a benchmark metric.

Also known as recall, sensitivity reflects the fraction of actual positives accurately recognized by
the model, defined as follows:

True Positives

Sensitivity = (2)

True Positives + False Negatives

In the context of pulmonary nodule detection, achieving high sensitivity is essential, as
failing to detect malignant nodules (i.e., false negatives) can lead to critical clinical

implications. Therefore, maximizing sensitivity is often a top priority in clinical settings.
Precision reflects the fraction of predicted positives that correspond to true positive cases:

Precisi True Positives 3)
recision =
True Positives + False Positives

A high precision score implies that the system generates a low number of incorrect positive
results. This helps minimize redundant medical procedures and false alarms triggered by
inaccurate predictions.

The F; Score combines Precision and Recall using their harmonic average. This measure

captures the balance between over-detection and under-detection errors in classification:

Precision - Sensitivity
F 1 = 2

(4)

" Precision + Sensitivity

The F; metric proves particularly effective when dealing with data imbalance, as commonly
found in medical imaging tasks. Elevated F; scores suggest that the system performs well in

detecting actual nodules while limiting false alarms.

2.5 Chapter Summary

This chapter mainly explained the basic applications and deep learning methods relevant to
CT imaging for pulmonary disease diagnosis, thus providing theoretical foundations for

subsequent preprocessing and modeling of pulmonary nodule CT image data. With regard
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to the model, systematic analysis of the YOLOv8 algorithm's overall architecture was
performed, with detailed explanations on the structural design and functional roles of the
backbone, neck, and detection head in object detection. Key components like the C2f module,
SPPF structure, multi-scale feature fusion mechanism, decoupled detection head, and
anchor-free design were highlighted, forming a structural foundation for subsequent
improvement of the model and designing training strategies. In addition, this chapter
outlined the metrics for model evaluation used in this study, thus offering clear criteria for

model performance evaluation.
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3 Model Innovation: Enhancing YOLOv8 with Res2Net for

Pulmonary Nodule Detection

Although YOLOVS is regarded as a leading framework in object detection due to its
remarkable speed and accuracy, the lightweight backbone architecture of this model might
not be sufficient to support the extraction of complex and multi-dimensional features in
complicated medical imaging scenarios. This limitation becomes particularly evident for

pulmonary nodule detection, which often comes with s

To address this issue, we propose an improved detection strategy that integrates Res2Net
modules into both the backbone and neck components of YOLOvS. This enhancement
boosts the model’s capability in multi-scale feature learning. The Res2Net structure enables
the use of hierarchical residual connections within a single block, thus improving feature

diversity with minimal computational overhead.

The adopted fusion methodology maintains the initial data stream and anchor-free detection
head features of YOLOVS while augmenting the model's ability to discern subtle lesion
morphologies and context-specific features. The goal is to achieve a holistic detection
framework marked by high accuracy, robustness, and real-time effectiveness in detecting
pulmonary nodules, especially when dealing with small and unclear lesions visible in CT

scans.

3.1 Motivation for Architectural Enhancement

YOLOVS has been shown to achieve high performance across a range of benchmark datasets;
however, its performance in detecting small pulmonary nodules on computed tomography
scans is still unsatisfactory. Small size, subtle features, and tendency to get confused with
neighboring tissues make the identification of pulmonary nodules challenging even with

standard convolutional neural networks.

The underlying structure of YOLOVS as efficient and lightweight may fall short in
representing complex multi-scale features on which small nodule detection depends on. This

becomes a concern especially in medical imaging situations in which nodules often have low
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contrast, irregular boundaries, and resemblance to surrounding anatomical features and

hence a better representation of features is required.

To solve this problem, our goal is to enhance the ability of YOLOVS to detect distinctive
features at different scales by adding the Res2Net module to the design. The Res2Net module
creates hierarchical connections like the ones seen in a single block to help the network learn
local and global features adeptly. Therefore, it shows clear advantages in identifying small-
scale or densely located targets like lung nodules. The incorporation of Res2Net in the
backbone of YOLOVS is proposed to enhance the model’s responsiveness to fine-grained

nodules without introducing substantial computational burden.
3.2 Res2Net: A Hierarchical Multi-scale Module

The Res2Net module, proposed by Gao et al. (2021), introduces a new "scale" dimension
into conventional residual blocks, enabling multi-scale feature extraction within a single
module. Unlike traditional CNN backbones such as ResNet, which rely on deep stacking or
external structures (e.g., FPN or ASPP) to capture multi-scale information, Res2Net achieves
hierarchical multi-scale representation more efficiently and effectively inside each block. As
illustrated in Figure 3.1, after an initial 1 X 1 convolution, the input feature map x €

RE*HXW is evenly split into subsets along the channel dimension:

c
x = [x1, %z, 0, X5, % € RS )

1*1

Y| ¥z | 5| Y
1*1

(@) (b)

Figure 3.1 Structure comparison between a standard bottleneck block (a) and a Res2Net
module (b)
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Each subset is processed either directly or viaa 3 X 3 convolution with hierarchical residual-
like connections. The recursive formulation is as follows:

Xi, i=1
yi = Ki(xy), i=2 (6)
Ki(x;+yi—1), 3<i<s

Here, K;(-) denotes a 3 X 3 convolutional operation in the i-th branch. This recursive design
enables information flow across groups, resulting in richer and more diverse receptive fields

compared to traditional residual blocks.

Once all y; outputs are computed, they are concatenated and passed through a final 1 X 1
convolution to fuse information from all scales:

y = Convyyg ([y1, Y2, s ¥s]) (7)

The final result y corresponds to the processed feature map produced by the Res2Net block.
In comparison with conventional bottleneck structures, Res2Net introduces multiple implicit
receptive fields within a single block, which significantly boosts the model’s capability to
represent both detailed spatial patterns and broader contextual semantics. Notably, this
enhancement imposes minimal additional computational burden, as each group of channels

is narrower and operations across splits can be performed in parallel.

Due to its modular and lightweight design, Res2Net can be seamlessly integrated into
various CNN backbones. In our work, we introduce Res2Net into the backbone of YOLOV8
to enhance its capacity for detecting small pulmonary nodules. These nodules are often low
in contrast, subtle in appearance, and easily confused with anatomical structures. The
hierarchical and multi-scale nature of Res2Net improves both localization accuracy and

robustness in detecting such challenging small targets.

3.3 Embedding Res2Net into the YOLOvV8 Framework

The YOLOVS architecture is structured into three functional parts: backbone, neck, and head
for detection. Among them, the C2f module plays a central role in both the backbone and
neck as a lightweight residual structure designed to efficiently extract and fuse deep features.

In the original YOLOVS, each C2f module contains multiple Bottleneck blocks, which serve
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to capture spatial and semantic features through simple residual connections and

convolutional operations.

However, in the context of medical image analysis—especially pulmonary nodule
detection—traditional Bottleneck structures may be insufficient. Pulmonary nodules
frequently appear as small-scale regions with subtle intensity variation and are often visually
similar to nearby anatomical structures, making accurate identification challenging. These
characteristics demand strong multi-scale feature extraction and finer spatial detail
representation than the Bottleneck block typically provides. To address this limitation, we
propose enhancing the C2f module by replacing its internal Bottleneck blocks with Res2Net

modules, which are specifically designed to model multi-scale features within a single block.

Figure 3.2 shows the revised overall YOLOVS architecture, where all original C2f modules
in both the backbone and FPN are replaced with a modified version called C2f-Res2Net.
This modification preserves the original data flow and high-level structure of YOLOVS,
including the anchor-free detection head, while injecting a stronger capacity for hierarchical

and fine-grained feature modeling at all stages of the network.
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Figure 3.2 Overall architecture of the proposed YOLOVS network enhanced with C2f-
Res2Net modules

As depicted in Figure 3.3, the internal configuration of the C2f module has been restructured.
In this case, we employ Res2Net blocks as a substitute to the conventional Bottleneck blocks
and involve splitting dividing the input feature representation into several subsets of
channels and thereafter treating each grouping hierarchically using the successive
application of 3%3 convolutions complemented by residual connections. The formation of
blocks in the C2f module complies with the same structure used in the initial Bottlenecks
and results in a concatenation and summation effect through a 1x1 convolution. This design
improves significantly the variability of each block's receptive fields and thus increases the

model's ability to identify and accurately pinpoint small or uncertain targets.
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Figure 3.3 Structure of the modified C2f module with integrated Res2Net blocks

A major advantage of this incorporation is that the additional computational overhead is
virtually negligible. Every Res2Net block is constructed in a very compact form, allowing
parallel calculation. In addition, because of the intrinsically modular and repetitive nature of
the C2f architecture, our alterations can be methodically implemented throughout the whole

framework without interfering with the ongoing training or inference procedures.

The addition of C2f-Res2Net modules increases enhances the network’s robustness to multi-
scale features and spatial ambiguity, problems which are a considerable hurdle to pulmonary
nodule detection. The following experimental sections show that combining this
architectural innovation leads to better detection performance on challenging cases of small

or subtle nodules without sacrificing real-time inference capability.
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3.4 Chapter Summary

In the current work, we augment the YOLOvVS framework to enhance its effectiveness in
detecting faint pulmonary nodules in CT scans of lung cancer patients. Recognizing the
limitations of conventional Bottleneck architectures, particularly in their poor ability to learn
intricate, multiscale features, we embed Res2Net modules into YOLOvVS's backbone and also
its fusion layers. The Res2Net block is a hierarchical residual structure designed particularly

for compact representation of scale-sensitive features.

By employing a systematic replacement of every Bottleneck block in standard C2f units by
Res2Net configurations, we create an improved, hybrid module, referred to as C2f-Res2Net.
Such redesigned unit ensures anchor-free data integrity and detection, as well as enriching
receptive field diversity. The upgraded architecture enhances responsiveness to faint,
contrast-limited data as well as to semantically relevant features, which is critical to accurate

pulmonary nodule localization, while also retaining real-time inference capability.
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4 Experiments and Results

This chapter presents the methodologies adopted to assess the effectiveness of the designed
framework for pulmonary nodule recognition. This includes workflow, the database and
preprocessing methods used, hardware and software environments deployed, and the results
of the experiments, which include ablation study, performance comparisons against baseline

models and other common object detection architectures.

4.1 Experimental Workflow and Setup

This section outlines the overall process and technical environment used to train and evaluate
the improved detection model. It includes the workflow of the detection system and details

of the hardware and software configuration.

4.1.1 Overall Workflow

Figure 4.1 presents the architecture of the proposed pulmonary nodule detection pipeline,

which integrates the improved YOLOvS8-Res2Net design.

Image Lung [ Pulmonaw \Iodule
g Parenchyma Detectlon (YOLOVS- Detectlon Output
Standardization
Segmentanon Res2Net)

= \

Figure 4.1 Workflow of pulmonary nodule detection

The entire process consists of four main stages:

Stage 1: Image Standardization:
Raw CT images are first preprocessed through lung windowing and pixel intensity
normalization. This ensures consistency across images and enhances the visibility of lung

structures.
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Stage 2: Lung Parenchyma Segmentation:

The lung region is segmented using an unsupervised K-means clustering algorithm, and
subsequently refined through morphological operations including erosion and dilation to
reduce artifacts and maintain anatomical continuity. A binary lung mask is then generated

and applied to the original image.

Stage 3: Pulmonary Nodule Detection (YOLOv8-Res2Net):
The segmented lung image is fed into the enhanced YOLOvS model with Res2Net-based
C2f modules. This model captures fine-grained and multi-scale features, enabling accurate

detection of small pulmonary nodules.

Stage 4: Detection Output:

Final results including bounding boxes and confidence scores are produced.

4.1.2 Hardware and Software Environment

To ensure the effective training and evaluation of the proposed YOLOvS8-Res2Net model for
pulmonary nodule detection, all experiments were conducted on a personal computing
device. This environment provided sufficient computational capacity to support deep

learning tasks while maintaining stable performance during training and inference.

One of the fundamental hyperparameters in the training process is batch size, which
identifies the number of samples processed in parallel in every iteration of the optimization
procedure. In this work, a mini-batch size of 16 was employed, balancing between the
available GPU memory to prevent any likely memory overflow. The choice offers a
reasonable trade-off between computational needs and gradient update stability, thus

enabling fast and stable convergence in the model training process.

The complete computational setup, including hardware and software environments, is

provided in Table 4.1.
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Table 4.1 Hardware and software configuration for model training and evaluation

Category Details
GPU NVIDIA GeForce RTX 3060 Laptop GPU (6 GB VRAM)
RAM 16 GB
Operating System Windows 11
Framework Ultralytics YOLOvS8s
Programming Language Python 3.8.20
Library PyTorch 2.1.0 + cul21
Batch Size 16

4.2 LUNA16 Dataset and Preprocessing

This research utilizes the LUNA16 dataset, derived from the LIDC-IDRI repository, which
provides publicly accessible thoracic CT scans. A total of 888 low-dose scans are included,
each reviewed and annotated by multiple experienced radiologists. According to the dataset
criteria, only pulmonary nodules measuring at least 3 mm in diameter are incorporated into
the reference annotations. LUNA16 serves as a widely accepted benchmark for evaluating

pulmonary nodule detection algorithms.

To prepare the data for model training, we implemented a preprocessing pipeline designed
to extract lung parenchyma images and corresponding label files. The primary objective of
preprocessing is to isolate the lung regions, remove irrelevant background structures, and
improve precision and robustness of later detection tasks. A brief overview of the steps is

presented below:

Step 1: Each CT slice is first standardized to maintain uniform characteristics across
samples. This includes normalizing the image intensity range, which facilitates further

processing and enhances the contrast between lung tissue and surrounding structures.

Step 2: The standardized image is then segmented using the K-means clustering algorithm.
This step separates the lung regions (air-filled and low-density) from higher-density tissues,

generating an initial binary segmentation map.
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Step 3: To refine the segmentation results, binary masks undergo morphological treatments,
including operations like erosion and dilation. These techniques assist in removing minor
noise artifacts and help maintain the completeness of the lung regions by bridging gaps and

preserving edge continuity.

Step 4: After refinement, a final lung mask is obtained. This mask is then aligned pixel-wise
with the original CT scan to generate a segmented output that isolates the lung parenchyma,

effectively excluding unrelated anatomical structures such as the heart and chest wall.

The resulting lung parenchyma images are saved in JPG format, and their corresponding
annotations (including nodule coordinates and sizes) are stored in TXT format for use during

model training.

Figure 4.2 shows the complete preprocessing workflow, from image standardization to lung

parenchyma extraction.

Image l Lung Region Segmentation “ l Morphological Mask Generation and
Standardization Using K-means Clustering | Processing Application

Figure 4.2 Workflow of reprocessing

4.3 Analysis of Improved Model Performance

To assess the performance of the enhanced YOLOvS8-based detection system (termed
RYOLOVS8-s), we carried out a range of comparative evaluations against the original
YOLOVS-s version, utilizing the LUNA16 dataset. The analysis covers quantitative metrics,

FROC curve plotting, and visual inspection of detection outcomes.

The models were trained over 200 epochs, a number chosen empirically to promote
convergence and mitigate overfitting. Both systems were subjected to identical training

conditions to maintain the fairness of the comparison.
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4.3.1 Ablation Study: Comparison Between YOLOvV8-s and RYOLOvVS-s

As indicated by the results in Table 4.2, the proposed RYOLOvS8-s demonstrates significant
performance enhancements over the original YOLOv8-s. Specifically, RYOLOVS8-s
improves the APso by 7.53% and sensitivity by 8.41%, while reducing both the

computational cost (FLOPs) and model size (parameters), indicating higher accuracy and

efficiency.
Table 4.2 Comparative Results of Model Performance
Model APso/%  Precision/% Fi Sensitivity/% FLOPs/G Param/M
YOLOvS-s 66.21 81.11 0.69 83.19 14.32 11.14
RYOLOVS-s 73.74 79.35 0.70 91.60 10.59 8.16

In addition to numerical indicators, we provide a visual analysis of performance using F1-

score, Average Precision (AP), and Precision curves.

Figure 4.3 compares their Fl-score curves under varying score thresholds. The left plot
shows the Fl-score variation with different score thresholds for the baseline YOLOVS8-s
model, while the right plot displays the same for the proposed RYOLOvS8-s. The improved
model consistently achieves higher F1 scores across a wide threshold range, indicating better
overall performance in balancing precision and recall. This suggests enhanced stability and

robustness in pulmonary nodule detection.

class: 0.69 = nodule F1 class: 0.70 = nodule F1
score_threhold=0.3 score_threhold=0.3
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0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
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(a) (b)
Figure 4.3 Fl-score vs. Score Threshold for YOLOv8-s (a) and RYOLOVS-s (b)



34

Furthermore, Figure 4.4 presents the Precision-Recall (PR) curves, which show that
RYOLOV8-s achieves greater average precision (AP) than YOLOv8-s. The improved area
under the curve (AUC) highlights better overall accuracy and fewer missed nodules at

various recall levels.

class: 66.21% = nodule AP class: 73.74% = nodule AP
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(a) (b)

Figure 4.4 Precision-Recall curves for YOLOVS-s (a) and RYOLOVS-s (b) models

Additionally, Figure 4.5 illustrates Precision vs. score threshold comparisons. RYOLOVS-s
exhibits more consistent and higher precision, especially at medium-to-high thresholds,

indicating better false-positive control and confidence calibration in predictions.

class: 79.35% = nodule Precision class: 81.11% = nodule Precision
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Figure 4.5 Comparison of precision vs. score threshold between YOLOvV8-s (a) and
RYOLOVS-s (b)
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To further assess model robustness under varying false positive rates, we employed the Free-
response Receiver Operating Characteristic (FROC) curve, which is widely used in medical
image analysis. Unlike traditional ROC curves that plot true positive rate against false
positive rate per sample, FROC curves plot sensitivity (true positive rate) on the y-axis

against the average number of false positives per scan on the x-axis.

This metric is particularly suitable for pulmonary nodule detection, where a small number
of false positives per CT scan is acceptable, but missing a true nodule can be clinically
significant. By evaluating sensitivity across a range of allowable false positives, the FROC

curve provides a more realistic and task-specific performance profile.

In this study, the FROC curve was plotted using seven preset false positive rates per scan:
0.125, 0.25, 0.5, 1, 2, 4, and 8. The CPM (Competition Performance Metric) serves as an
aggregated performance index by computing the mean sensitivity over these seven levels,

offering a holistic view of model behaviour under standard screening protocols.

As shown in Figure 4.6, RYOLOV8-s consistently achieves higher sensitivity than YOLOVS-
s at all false positive levels. Table 4.3 provides the detailed numerical results, where
RYOLOVS8-s reaches a CPM score of 0.903, significantly outperforming the baseline
YOLOv8-s model, which achieves 0.814.

10 FROC
= 09
5
2

0.8

—8— YOLOvS-s
RYOLOVS-s
0.75 : =
0.125 0.25 0.5 1 2 4 8

Average number of false positives per scan

Figure 4.6: FROC curve comparing YOLOv8-s and RYOLOvV8-s on the LUNA16 test set
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Table 4.3 Sensitivity Across False Positive Levels and CPM

Average number of false positives per scan
Model CPM
0.125 0.25 0.5 1 2 4 8

YOLOV8-s 0.767 0.804 0.818 0.818 0.826 0.832 0.832 0.814

RYOLOVS-s 0.870 0.891 0.906 0911 0.914 0.914 0.915 0.903

4.3.2 Visualization of Detection Outcomes

To provide additional evidence of the proposed model's performance, Figure 4.7 presents
several representative outputs. Each image displays a CT slice from the LUNA16 test set,
with detected pulmonary nodules highlighted using red bounding boxes. The labels above

the boxes indicate the predicted category ("nodule") and the corresponding confidence score.

Figure 4.7 Sample detection results of RYOLOvV8-s on LUNA16 test images

These results represent typical outputs of the improved RYOLOVS8-s model. Compared
with the baseline model, the improved version is capable of detecting a greater number of
small-sized and low-contrast nodules, which are typically difficult to identify. Even in
complex anatomical backgrounds, such nodules can be consistently detected with

relatively high confidence scores.
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4.4 Comparison with other Existing Models

To thoroughly assess the performance of the proposed RYOLOvVS-s framework, we
performed a series of comparative evaluations against multiple mainstream object
detection models, including YOLOVS8-s, YOLOvV6-s, YOLOV5-s, and YOLOv3-Tiny. All
models were tested under identical experimental conditions using the LUNA16 dataset to

maintain consistency and fairness in comparison.

Table 4.4 outlines the evaluation indicators, including APso, Precision (P), F1-score,
FLOPs, and the parameter count. Together, these metrics provide a comprehensive

assessment of the balance between detection performance and computational resource

usage.
Table 4.4 Performance Comparison with Other Models

Model APso/% P/% F FLOPs/G Param/M
RYOLOVS-s 73.74 81.11 0.70 10.59 8.16
YOLOVS-s 66.21 79.35 0.69 14.32 11.14
YOLOV6-s 65.7 74.2 0.66 44.0 16.30
YOLOVS-s 62.4 73.0 0.65 23.8 9.11
YOLOV3-Tiny(u) 56.9 614 0.59 18.9 12.13

The evaluation results demonstrate that YOLOv8-s achieves the highest detection precision
(APso: 73.74%, Fl-score: 0.70) across all tested models. Notably, it also offers better
computational efficiency, with lower FLOPs (10.59G) and fewer parameters (8.16M)

compared to most models, including the original YOLOVS8-s.

Compared to older or smaller models such as YOLOvS5-s and YOLOv3-Tiny, RYOLOvVS-s
exhibits substantial improvements in all performance metrics. Even when compared with
YOLOvV6-s—which is known for its high precision—RYOLOVS8-s achieves higher precision
and F1-score, while maintaining significantly lower computational cost (approximately one-

fourth the FLOPs).
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These findings confirm that integrating Res2Net into YOLOVS not only enhances the
model’s ability to detect fine and complex nodules but also maintains a strong trade-off

between detection accuracy and computational speed.

4.5 Chapter Summary

In this chapter, we conducted data preprocessing on the LUNA 16 dataset, improved the base
architecture of the YOLOvVS model by incorporating Res2Net, and performed model training
and performance evaluation. Through a comprehensive comparative study enabled by a
sequence of experiments, we refined the model to achieve better detection precision
compared to the baseline YOLOVS. In addition to the above comparative studies on different
object detection models such as YOLOv5-s, YOLOv6-s, and YOLOv3-Tiny, we also
presented other common object detection models. The results confirmed the overall strength

of the proposed model RYOLOV8-s on both precision as well as on efficiency.
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5 Conclusions and Prospects

5.1 Conclusions

Medical image analysis is one of the largest areas of algorithmic object detection research,
largely because of its significant clinical significance in real-time detection of pulmonary
nodules. The dissertation examines the existing limitations of applying YOLOVS in detecting
small targets, focusing on the task of pulmonary nodule recognition. Furthermore, it suggests
an improved detection model—RY OLOv8-s—which was developed based on deep learning
methods and assisted by the improved multi-scale feature extraction method known as

Res2Net. This dissertation's main research contributions are as follows:

(1) Current work expands the YOLOvV8 model by incorporating Res2Net modules into the
C2fmodel to create a new C2f-Res2Net block. This enables hierarchical multi-scale residual
feature extraction within one block, greatly enhancing the sensitivity of the model to small
and faint nodules. The structure preserves the lightweight feature of YOLOv8 while
strengthening the feature representation ability, which makes it particularly suitable for the

detection of low-contrast and blurred lesions in medical CT images.

(2) A complete data preprocessing pipeline for the LUNA16 dataset was built, comprising
image normalization, lung parenchyma segmentation, and label generation. The proposed
model was trained and tested under the same experimental conditions. Experiments show
that the RYOLOv8-s model is superior to the original YOLOvV8-s in key indicators such as
APso (by 7.53%), Fl-score, and Sensitivity (by 8.41%), and also reduces FLOPs and
parameter size. Comparative tests with conventional models (YOLOvVS-s, YOLOV6-s,
YOLOV3-Tiny) also illustrate the excellence of RYOLOvVS-s in detection accuracy and

computational efficiency, which suggests high potential for real-world clinical use.

5.2 Prospects

Although the developed model has good performance, there are areas of improvement.
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(1) The diversity and magnitude of training data limit the model generalizability to complex
and rare types of nodules. Areas of future research include the expansion of the dataset to

multi-center and multi-population data to gain better robustness and clinical applicability.

(2) Newer deep learning methods like attention mechanisms, Transformer-based networks,
and 3D convolutional models could also be investigated to further enhance spatial feature
extraction and eliminate false positives. The integration of such algorithms on the existing
framework would result in even more accurate and interpretable pulmonary nodule detectors

to deploy in real-world clinical settings.
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