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As software systems become increasingly complex, ensuring their reliability through 

rigorous testing is more critical than ever. Functional test case generation is a key activity in 

this process, often requiring testers to balance between confirming expected behaviours and 

uncovering potential faults. However, human testers are known to exhibit confirmation bias, 

a tendency to focus on validating expected outcomes rather than challenging them (Salman 

et al., 2018). With the growing adoption of large language models (LLMs) in software 

engineering tasks, it becomes essential to understand whether these models inherit similar 

biases. This thesis investigates whether a large language model (LLM), specifically 

ChatGPT-4, exhibits confirmation bias and how its behaviour compares with that of human 

software testers. The human test case data used in this study was sourced from prior 

controlled experiments conducted by Salman et al. (2018, 2023). The study addresses two 

main research objectives. First, it examines whether Chat-GPT demonstrates a confirmatory 

behaviour. Second, it compares the confirmation bias between ChatGPT-4 and human 

testers. The results show a significant difference in the number of consistent versus 

inconsistent test cases generated by ChatGPT-4, indicating a confirmatory behaviour in its 

test design behaviour. Additionally, no statistically significant difference in confirmation 

bias was found between the two groups. These findings suggest that ChatGPT-4 behaves 

similarly to human testers in test case design and demonstrates a comparable level of 

confirmation bias. This thesis lays the groundwork for future research on how prompt design, 

richer input such as graphical user interfaces, or collaborative human-AI testing 

environments could help reduce bias and improve testing strategies. 
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SYMBOLS AND ABBREVIATIONS  

Symbols  

c consistent test case  

ic inconsistent test case  

C Total no. of consistent test cases in the baseline  

IC Total no. of inconsistent test cases in the baseline  

z  confirmation bias (relative Rate-of-change), calculated as: z = c/C - ic/IC  

H₀ Null Hypothesis  

HA Alternative Hypothesis    

  

Abbreviations  

LLM Large Language Model  

NTP No Time Pressure  

TP Time Pressure  

AI Artificial Intelligence  

GUI Graphical User Interface  

GPT Generative Pre-trained Transformer  

SD Standard Deviation  

P-value Probability value used in hypothesis testing  
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1  Introduction 

Software testing is essential for ensuring the reliability, functionality, and quality of software 

systems in today’s digital world. As software becomes a major part of everyday life, whether 

in critical areas like healthcare (Hanine et al., 2024) and finance or in consumer-facing 

mobile apps and web platforms, the need for rigorous testing methodologies continues to 

grow (Boukhlif et al., 2024).  The main purpose of software testing is to detect defects or 

errors in the system that might cause it to behave incorrectly or unpredictably (Wang et al., 

2024). Testers design test cases to reveal errors and see how the software handles unexpected 

situations (Dewey et al., 2024). This process helps improve the overall quality and reliability 

of the software product (Staats et al., 2012; Terragni et al., 2021) Software bugs, glitches, 

and security vulnerabilities can have serious consequences, including system failures, 

security breaches, financial losses, and even risks to human life in critical areas (Myers et 

al., 2004) This highlights the importance of thorough and systematic software testing. 

Effective testing not only increases confidence in software reliability but also improves user 

satisfaction and contributes to the overall success and competitiveness of software products 

in the market (Tahvili et al., 2022; Boukhlif et al., 2024). 

Designing test cases is a fundamental part of functional software testing. Functional tests 

help verify that different parts of a system behave as expected according to the specified 

requirements (Zhu et al., 1997; Olan, 2003; Runeson, 2006). This stage plays a key role in 

identifying defects early in the testing process and ensuring system reliability. Writing high-

quality functional test cases is essential for maintaining software quality (Yuan et al., 2024). 

With the increasing use of mobile applications, rigorous functional testing has become even 

more important to ensure proper performance and user experience across various devices, 

operating systems, and network conditions (Yu et al., 2023). However, creating functional 

test cases manually is often time-consuming and labour-intensive (Yi et al., 2023). Due to 

its repetitive nature, some testers may avoid thoroughly exploring all scenarios (Daka et al., 

2014), which increases the demand for automated testing solutions (Schäfer et al., 2024). 

Confirmation bias is the tendency to seek out information that supports existing beliefs rather 

than challenges them (Mohanani et al., 2018). In software testing, confirmation bias happens 

when developers or testers design tests that align with the expected behaviour of a program 
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instead of testing it for unexpected behaviour (Leventhal et al. 1993; Salman et al., 2018). 

This bias causes testers to focus on confirming that the software works as intended rather 

than identifying potential flaws (Salman et al., 2018). According to the definition of 

confirmation bias, the stronger the bias is among testers, the more it negatively impacts the 

testing process (Calikli et al., 2013; Leventhal et al. 1994; Salman et al., 2018). For instance, 

Calikli et al. (2010, 2013) found a positive correlation between higher levels of confirmation 

bias among software developers and increased software defect density. Similarly, Teasley et 

al. (1994) observed that participants created two to four times as many positive test cases as 

negative ones, reflecting the influence of confirmation bias in their testing approach. This 

tendency can result in an imbalance between positive and negative test cases, potentially 

overlooking critical issues. Given the importance of comprehensive and unbiased testing, it 

is crucial to recognize and mitigate confirmation bias in test case designing and execution. 

To improve defect detection and overall software quality, researchers have developed 

various automated test generation techniques, such as fuzzing (Miller et al., 1990; Zalewski, 

2023), feedback-directed random test generation (Pacheco et al., 2007; Selakovic et al., 

2018; Arteca et al., 2022), dynamic symbolic execution (Godefroid et al., 2005; Sen et al., 

2005; Tillmann et al., 2014), and search-based and evolutionary methods (Fraser et al., 

2011). These approaches typically aim to increase coverage by analyzing control and data 

flow paths (Schäfer et al., 2024). One notable tool, EvoSuite, applies evolutionary algorithms 

to optimize for high code coverage (Fraser et al., 2011; Yang et al., 2024). However, a 

recurring limitation across these methods is the lack of readability and practicality of the 

generated tests (Almasi et al., 2017; Grano et al., 2018). They often use non-intuitive variable 

names (Daka et al., 2015), lack meaningful assertions (Panichella et al., 2020), or include 

too many irrelevant assertions (Palomba et al., 2016). Additionally, these techniques face 

challenges in generating reusable test cases across diverse devices and platforms due to 

inconsistencies in application behavior, screen sizes, and input methods (Yu et al., 2023). 

While valuable for improving test coverage, these methods often require manual refinement 

before they can be effectively adopted in practice (Schäfer et al., 2024). 

Given these challenges, the emergence of LLMs, particularly ChatGPT, has highlighted their 

potential in the field of test generation (Yi et al., 2023). LLMs have been proposed for 

automating the generation of unit tests, though they typically require additional training or 

few-shot learning using examples of existing tests (Schäfer et al., 2024). Pre-trained LLMs 
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are capable of learning and understanding code in various programming languages and can 

design test cases using different testing frameworks (Yi et al., 2023). By interacting with 

LLMs, testers can describe the test scenarios they need in natural language and receive 

automatically generated test cases in return (Yi et al., 2023). Leveraging the natural language 

understanding capabilities of LLMs, testers can interpret and generate test scenarios from a 

variety of sources, including textual descriptions, code comments, documentation, and more 

(Belzner et al., 2024; Boukhlif et al., 2024). 

Finding failure-inducing test cases is a key objective in software testing, but it presents 

significant challenges for testers. First, testers must identify input conditions that could 

trigger failures, which is difficult given the vast space of potential inputs (Fraser et al., 2015). 

Second, they must determine an effective oracle to decide whether the observed output is 

correct or not, a task that can be complex or even undecidable in some cases (Ibrahimzada 

et al., 2022; Li et al., 2023) Previous research have highlighted that LLMs could assist in 

generating edge cases and identifying corner-case defects that traditional test generation 

methods might overlook. These traditional methods include test generation based on genetic 

algorithms, evolutionary algorithms, coverage-based techniques, model-driven approaches, 

and symbolic and concolic executions (Yi et al., 2023). 

The research question of this thesis is how does LLMs perform in comparison with human 

testers in terms of confirmation bias in software testing. This thesis aims to conduct an 

experimental study that investigates how LLMs, specifically ChatGPT-4, perform in 

comparison to human software testers, with a particular focus on confirmation bias in 

functional test case generation. As organizations seek to optimize their testing processes, 

understanding how LLMs perform relative to human software testers in terms of test case 

generation biases has become increasingly important. Despite the growing adoption of 

models such as GPT-3.5, GPT-4, Claude, Google Gemini, and Codex for test generation, it 

remains unclear whether these tools can fully replace or effectively complement human 

testers. This study addresses that gap by investigating how ChatGPT-4.0 generates test cases 

when provided with a requirements specification and comparing its behaviour to that of 

human testers from a prior controlled experiment. The focus is on analysing the presence of 

confirmation bias in test case generation and assessing the extent to which LLMs align with 

or diverge from human testing behaviour. In this study, I use the ChatGPT-4.0 model to 
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generate test cases based on the requirement specifications of MusicFone, a GPS-based 

music-playing application. 

This thesis is organized as follows. Chapter 1 introduces the background and motivation for 

the study, focusing on the importance of software testing in ensuring quality and reliability. 

It provides an overview of functional testing and the challenges associated with manual test 

case generation, particularly the presence of confirmation bias among human testers. The 

chapter also highlights the potential of LLMs, specifically ChatGPT-4, in automating the 

test generation process and discusses recent advancements in this area. Finally, it outlines 

the motivation for this research, summarizes key findings from past work, and presents the 

research questions and methodology that guide this thesis. Chapter 2 reviews related work 

on cognitive and confirmation bias in software engineering and explores the growing body 

of literature on LLM applications in the testing domain. Chapter 3 outlines the experimental 

methodology, detailing how the study builds on prior work by Salman et al. (2018) and 

incorporates a comparative evaluation between human-designed and ChatGPT-4 generated 

test cases. Chapter 4 describes the execution of the experiment, followed by Chapter 5, which 

presents the descriptive and statistical results. Chapter 6 provides a detailed discussion of 

the findings, their implications, and limitations. Chapter 7 offers the overall conclusion of 

the study, while Chapter 8 and 9 address the limitations of the current work and propose 

directions for future research.  
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2  Related literature 

In this chapter, I will summarize existing research on confirmation bias in software testing 

and the role of large language models in this domain. First, in the Confirmation Bias section, 

I will define Cognitive Bias and Confirmation Bias, in software testing. Next, in the Large 

Language Models for Software Testing section, I will introduce large language models, 

explore their applications in software testing, and examine how ChatGPT has been utilized 

in this context. 

2.1  Confirmation Bias in Software Testing 

Within software engineering, research into human aspects often emphasizes the role of 

cognition, which refers to how individuals process information and make decisions. When 

reasoning departs from logical or sound judgment, it can negatively affect task performance 

(Calikli et al., 2013). This type of deviation is commonly referred to as cognitive bias, which 

Arnott (2006) defines as “...cognitions or mental behaviours that prejudice decision quality 

in a significant number of decisions for a significant number of people” (Salman et al., 

2018). 

The dual process theory outlines two distinct modes of human thinking, system one and 

system two. System one is characterized by its intuitive and automatic nature, allowing 

individuals to carry out everyday tasks, such as walking or performing routine habits, with 

minimal cognitive effort (Kahneman, 2011; Arnott et al., 2019). This type of thinking is fast 

but also prone to cognitive biases due to its reliance on contextual cues and associative 

memory (Mohanani et al., 2018). In contrast, system two involves deliberate and conscious 

reasoning, typically activated in situations requiring focused attention, such as solving 

complex problems or completing detailed forms (Kahneman et al., 2011). Because system 

one tends to dominate in day-to-day decision-making, individuals may unknowingly rely on 

biased reasoning, making it difficult to detect or counteract those biases (Salman et al., 

2023). 

Cognitive biases refer to consistent tendencies in human thinking that lead to deviations from 

rational judgment (Stanovich, 2009; Ralph, 2011). These biases result in recurring patterns 
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of suboptimal decision-making that appear across individuals and contexts. One prominent 

example is confirmation bias, where individuals are more inclined to seek out, interpret, or 

recall information that supports their pre-existing beliefs, often overlooking or dismissing 

conflicting data (Mohanani et al., 2018). 

The natural human tendency to seek evidence that supports existing beliefs rather than 

looking for contradictory information is known as confirmation bias (Arnott et al., 2006; 

Mohanani et al., 2022). Confirmation bias has received considerable attention in software 

engineering research and is noted as one of the most frequently studied cognitive biases, 

second only to anchoring or adjustment bias (Salman et al., 2023). Mohanani et al. (2018) 

classify confirmation bias under the category of interest biases within the broader 

classification of cognitive biases in the field of software engineering. According to 

Nickerson (1998), confirmation bias is one of the leading causes of flawed human reasoning. 

In the context of software testing, confirmation bias can manifest when testers predominantly 

validate a program using inputs that reflect expected outcomes, rather than exploring 

scenarios that might expose deviations from the specified requirements (Leventhal et al., 

1993). This bias often leads to a common anti-pattern in which test cases are designed to 

confirm that the code functions correctly rather than uncovering potential failures (Calikli et 

al., 2010; Mohanani et al., 2018). As a result, testers may exhibit confirmatory behaviour 

during testing (Salman et al., 2018). In functional test case design, test cases that align with 

expected outcomes indicate confirmatory behaviour, whereas test cases that challenge 

expected results reflect disconfirmatory behaviour (Salman et al., 2022). 

A consistent test case is designed to validate behaviours that are explicitly defined in the 

software requirements. This includes both correct responses to valid inputs and appropriate 

handling of specified invalid inputs (Salman et al., 2018). For instance, if the specification 

indicates that a phone number field should accept only seven digits ranging from 0 to 9, 

entering "0123456" would be considered a consistent test case aimed at confirming the stated 

functionality (Salman et al., 2022). 

In contrast, an inconsistent test case targets input conditions or scenarios that are not clearly 

outlined in the requirements. These tests often reflect exploratory or inventive thinking by 

the tester (Salman et al., 2018). For example, using an alphabetic character such as 
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"A123456" to evaluate the same phone number field would represent an inconsistent test 

case, as it probes the system's behavior under undefined conditions (Salman et al., 2022). 

Software testing studies that examine confirmation bias often use different terms, such as 

positive test bias, but they all describe the same underlying phenomenon of confirmation 

bias (Salman et al., 2022). 

A higher level of confirmation bias negatively impacts software testing, leading to a decline 

in software quality (Leventhal et al., 1993; Teasley et al., 1994; Calikli et al., 2010). Studies 

have shown that confirmation bias contributes to higher defect rates and an increase in post-

release defects (Calikli et al., 2010; Bener et al., 2013; Mohanani et al., 2018).  

Calikli et al. (2010) conducted an experiment with software engineers and graduate students 

and found that company culture influenced confirmation bias levels. They also examined the 

impact of various factors, including logical reasoning skills gained through education and 

experience, level of involvement in testing and development, job roles (tester, developer, 

analyst, researcher), development methods, company size (large, small, and medium 

enterprises), educational background (undergraduate), and educational level (bachelor’s, 

master’s) (Calikli et al., 2015). Calikli et al. (2010) observed that participants with 

experience but little involvement in testing or development exhibited lower confirmation 

bias levels. In contrast, those who lacked training in logical reasoning and mathematical 

proofreading skills showed higher levels of confirmation bias (Calikli et al., 2010). However, 

company size and development methods had no significant effect on confirmation bias 

(Calikli et al., 2015). 

In their industrial study on test-driven development (TDD), Causevic et al. (2013) explored 

the presence of positive test bias. The results indicated that participants generated 

significantly more positive test cases than negative ones. Furthermore, the study found that 

negative test cases were more effective at revealing defects. To evaluate the overall quality, 

the authors examined the code associated with each test case and identified meaningful 

quality differences between the positive and negative test sets (Causevic et al. 2013). 

Salman et al. (2018) conducted a controlled experiment to examine whether time pressure, 

an organizational factor, could be a factor for confirmation bias in software engineering, 

particularly during functional software testing. The study also explored the manifestation of 

confirmation bias among software testers and found a significant occurrence of confirmation 
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bias (Salman et al., 2018). However, it did not find time pressure to have an impact on or 

promote confirmation bias. The results indicated that testers tended to design confirmatory 

test cases regardless of time pressure (Salman et al., 2023). 

Salman et al. (2018) describe confirmation bias in software testing as the tendency of testers 

to create more test cases that follow the specified requirements compared to those that do 

not. The literature identifies two main approaches to detect this bias. One approach involves 

the use of psychological assessments such as Wason’s Rule Discovery and Selection Task 

(Bener et al., 2010) to evaluate reasoning patterns. The other approach is based on analysing 

the test artifacts themselves by examining whether the test inputs fall into valid or invalid 

equivalence classes, which helps to identify confirmatory behavior (Leventhal et al., 1994). 

It is a common behaviour among testers to initially exhibit confirmatory behaviour before 

transitioning to disconfirmatory behaviour (Salman et al., 2022). Designing consistent test 

cases helps testers identify inconsistent test cases (Salman et al., 2022). Salman et al. (2022) 

refer to domain familiarity or project experience as factors that influence software testing 

and confirmation bias. 

When requirement specifications lack clarity, are incomplete, or provide only minimal 

detail, it becomes difficult for testers to generate a broad range of inconsistent test cases 

(Salman et al., 2022). In such situations, fully covering all possible inconsistent scenarios 

may not be feasible either conceptually or in practice. When this limited coverage is analysed 

using relative change metrics against a heuristic baseline, it can give the impression that 

confirmation bias is present. This is because the presence of ambiguous or underspecified 

requirements may continually lead testers or reviewers to design test suites that emphasize 

expected behaviour while overlooking unanticipated cases (Salman et al., 2023). 

Experience also plays a crucial role in determining a tester's (dis)confirmatory behaviour 

under time pressure (Salman et al., 2022). The findings from this study are based on 

interviews with 12 professionals working at a multinational IT company. The participants 

included a mix of software engineers, test engineers, and test managers, with most having 

an average of approximately 6 years of experience in software testing. Only one participant 

had as little as 6 months of testing experience, while others had between 2 and 12 years. The 

majority were manual testers, with only two automation testers and one who used both 

approaches. 
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Salman et al. (2022) identify several conditions that tend to increase the likelihood of 

confirmation bias in testing environments. These include unclear or partially specified 

requirements, varying levels of test prioritization such as high, medium, or low, reliance on 

automated testing and reviews, involvement of external reviewers, minor code changes, and 

the presence of time constraints. Notably, time pressure often intensifies confirmatory 

behavior, particularly when testers are working with ambiguous specifications or focusing 

exclusively on critical test cases (Salman et al., 2022). 

In contrast, factors that support more thorough and varied testing and help reduce 

confirmation bias include individual and project-level experience, collaborative perspectives 

between developers and testers, the use of complementary testing techniques, situations 

involving both detected and undetected errors, the absence of time pressure, and internal 

reviews. These influences contribute to a more balanced approach to testing and help 

improve the overall completeness and reliability of the test suite (Salman et al., 2022). 

2.2  Large Language Models for Software Testing 

Large language models like ChatGPT represents a significant advancement in artificial 

intelligence and natural language processing. ChatGPT has gained widespread recognition 

in both the machine learning community and the general public, becoming the fastest-

growing application in history, according to the Union Bank of Switzerland (Carr, 2023). 

Beyond being a simple chatbot, it is highly versatile and capable of performing various tasks, 

including writing and debugging software, diagnosing medical conditions, composing song 

lyrics, answering exam-style questions, translating languages, and accurately summarizing 

large amounts of text (Yetistiren et al., 2023; Dewey et al., 2024). 

ChatGPT is built on top of GPT-3.5, which itself is based on multi-layer Transformer 

decoders (Radford, 2018, 2019; Brown, 2020) and utilizes few-shot learning, where multiple 

examples help improve its responses. It performs at a level comparable to state-of-the-art 

fine-tuned systems in many tasks (Tang et al., 2023). As of now, ChatGPT remains the most 

widely recognized and popular large language model, known for its outstanding performance 

across various applications (Wang et al., 2024). 
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Among the ChatGPT series, GPT-4 is the most advanced model and outperforms its 

predecessors. It can process more detailed instructions while demonstrating greater 

reliability and creativity compared to GPT-3.5, allowing it to handle more complex contexts 

and generate longer, more coherent responses (OpenAI, 2023). Another key feature of GPT-

4 is its ability to accept both text and image inputs as prompts, making it highly versatile in 

various applications (Fiallos et al., 2023). Additionally, GPT-4 is the most widely used 

model among end users, highlighting its reliability and effectiveness in real-world scenarios. 

Its multitasking capability and adaptability to different writing styles make it well-suited for 

generating diverse and meaningful test cases (Software Testing Bureau, 2024). These 

advanced language processing abilities further support its selection for this study. Therefore, 

in this study, I use the ChatGPT-4 model to generate test cases. 

An important aspect of the ChatGPT is the temperature parameter, which allows users to 

control the level of randomness and creativity in the generated text. By adjusting this 

parameter, the API can influence the diversity and exploration of its output. A higher 

temperature, such as 1.0, introduces more randomness, leading to imaginative and varied 

responses. In contrast, a lower temperature, like 0.2, results in more focused and 

deterministic output, producing predictable and conservative responses (OpenAI, 2023). 

This flexibility enables users to fine-tune the balance between creativity and coherence, 

ensuring they obtain the desired level of output for their specific application or task 

(Guilherme et al., 2023). In this study, I use the ChatGPT-4.0 model with a temperature 

setting of 1 to generate test cases. 

Large language models, including GPT-3, GPT-4, and Codex, have demonstrated 

considerable capability in automating various aspects of software testing. These models use 

advanced natural language processing and machine learning techniques to generate test 

cases, detect defects, and streamline different testing processes (Boukhlif et al., 2024). They 

are especially useful for tasks that involve code generation and understanding, as they can 

create meaningful outputs based on textual descriptions and existing codebases (Jalil et al., 

2023). 

Large language models have been effectively used in both the middle and later stages of the 

software testing lifecycle (Wang et al., 2024). During the test case preparation phase, they 

assist with tasks such as generating unit test cases, creating test oracles, and generating 

system test inputs. These tasks play a crucial role in identifying issues early and preventing 
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further development until problems are resolved. In the later stages, such as bug reporting 

and bug fixing, LLMs help with bug analysis, debugging, and repair (Wang et al., 2024). 

These tasks are essential toward the end of the testing process when resolving software bugs 

is necessary before the product is released (Wang et al., 2024). 

Research has demonstrated that models such as Codex and GPT-3 can automatically 

generate test scripts for multiple programming languages, greatly minimizing the need for 

manual test creation (Boukhlif et al., 2024). Previous studies (Athiwaratkun et al., 2022; 

Cassano et al., 2023) have shown that large language models tend to perform better with 

weakly typed languages such as Python and JavaScript, while their performance is not as 

strong when working with strongly typed languages (Siddiq et al., 2024). However, several 

recent studies challenge this claim, providing evidence that LLMs can also perform well 

with strongly typed languages. A study conducted by Tang et al. (2023) found that ChatGPT 

was able to generate test cases for all 207 Java classes without reporting any errors. Among 

these test cases, 144 (69.6%) were successfully compiled and executed without requiring 

additional human intervention (Tang et al., 2023). ChatGPT's generated test cases contain a 

significantly higher percentage of cases without potential bugs (60.2%) compared to 

Evosuite (25%), suggesting that ChatGPT produces cleaner and more reliable test outputs 

(Tang et al., 2023) Another study conducted by Fiallos et al. (2023) examined ChatGPT 

(using GPT-4) by prompting it to generate test cases in the programming languages C# and 

TypeScript. The results showed that ChatGPT could produce tests comparable to those 

written by a human and, in some cases, even better, depending on the situation and context 

(Fiallos et al., 2023). Additionally, large language models have been utilized in security 

testing, mobile application testing, and system testing. In these areas, they assist in 

generating test plans, simulating user interactions, and detecting potential security 

vulnerabilities (Jalil et al., 2023). 

Large language models like ChatGPT-3 are advanced AI systems built using the 

Transformer architecture (Vaswani et al., 2017). They are developed to understand and 

process human language, allowing machines to produce clear and contextually appropriate 

text (Guilherme et al., 2023). These models have been trained on extensive language 

datasets, enabling them to recognize complex patterns and relationships in language use. As 

a result, they excel in tasks such as generating text, translating languages, answering 

questions, and performing various software-related functions (Guilherme et al., 2023). 
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As illustrated in Figure 1, ChatGPT is the most widely used large language model in software 

testing tasks (Wang et al., 2024). Released by OpenAI in November 2022, it has been trained 

on a vast collection of natural language text data and is primarily designed for natural 

language processing and conversation (Wang et al., 2024). ChatGPT is well known for its 

advanced language understanding and text-processing capabilities. It can generate code that 

meets specific functional requirements based on human input (Zhang et al., 2023). This 

ability has attracted significant interest from researchers in the field of software engineering 

(Zhai et al., 2023; Yi et al., 2023). 

Findings from a study conducted by Yang et al. (2024) highlight that prompt design plays a 

crucial role in the effectiveness of LLMs for test case generation. The study suggests that 

aligning the description style with the training data and selecting code features based on the 

LLMs’ code comprehension ability and prompt length can improve the quality of generated 

tests (Yang et al., 2024). 

Many studies have been conducted to investigate how ChatGPT can be used to automate test 

case generation. Siddiq et al. (2023) examined how effective large language models, 

particularly GPT-3, are in generating test cases for software programs. The study assessed 

GPT-3’s ability to comprehend software requirements and produce relevant test cases. 

Through experiments conducted on real-world projects, the author evaluated the quality, 

diversity, and coverage of these generated test cases by comparing them with manually 

Figure 1: Overview of LLMs used in software testing tasks 
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written ones. The findings demonstrate the potential of large language models in automating 

test case generation while also identifying certain limitations and challenges that must be 

addressed to improve their effectiveness and reliability. This study enhanced the 

understanding of large language models in testing and offers valuable insights for future 

advancements in this field (Guilherme et al., 2023). 

Yuan et al. (2024) assessed ChatGPT’s performance in generating meaningful and effective 

unit tests by comparing its outputs with those of existing test-generation tools. They also 

introduced a novel approach to enhance ChatGPT’s ability to produce high-quality unit tests 

by integrating reinforcement learning techniques. Through extensive experimentation on 

various code bases, the authors showcased ChatGPT’s potential as a valuable tool for 

automating the labour-intensive task of unit test generation. Their findings highlight its 

capability to improve the efficiency and accuracy of software testing (Guilherme et al., 

2023). 

Liu et al. (2023) investigated the use of GPT-3 for automated GUI testing in mobile 

applications. The study introduced an innovative approach where GPT-3 functions as a 

conversational agent to interact with mobile apps and generate test cases. Through a series 

of experiments conducted on real-world mobile applications, the study demonstrated GPT-

3’s ability to perform human-like GUI testing. The approach achieved high code coverage 

and successfully identified critical issues, highlighting GPT-3’s potential for efficient and 

effective automated GUI testing. The findings underscore GPT-3’s capabilities in mobile 

app testing and pave the way for further advancements in automated testing techniques 

(Guilherme et al., 2023). 

Yu et al. (2023) also examined how large language models are used to generate test scripts 

for mobile applications, addressing challenges related to script capture and execution across 

different devices and platforms. The study highlighted the importance of quality and 

reliability in mobile apps and advocates for leveraging models like ChatGPT for test script 

generation and migration. It focused on scenario-based test generation, cross-platform test 

migration, and cross-app test migration while also acknowledging challenges such as context 

memory limitations and API randomness (Yu et al., 2023). The research by Yu et al. (2023), 

advanced the understanding of LLMs in mobile app testing and provided a foundation for 

future studies on using AI to enhance app quality and reliability (Boukhlif et al., 2024). 
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Xie et al. (2023) introduced ChatUniTest, a tool that enables developers to interact with 

ChatGPT in a conversational manner to generate unit tests for their code. By framing test 

generation as a dialogue-based process, developers can use natural language prompts to 

request test cases, and ChatGPT responds with relevant suggestions. The study details the 

implementation of ChatUniTest and evaluates its effectiveness through experiments on 

open-source projects. The results show that ChatUniTest successfully produces meaningful 

unit tests, helping developers enhance software quality and productivity. This research 

highlighted the potential of ChatGPT for automated unit test generation and presented an 

innovative approach to streamlining the software testing process (Guilherme et al., 2023). 

Automatically generating test cases with LLMs has practical applications in real-world 

software development. Zhang et al. (2023) used GPT-4 to generate security tests aimed at 

identifying vulnerabilities. Schäfer et al. (2023) applied LLMs to assist in automatic software 

testing by generating test cases. Similarly, Kang et al. (2023) leveraged LLMs to generate 

test cases that help reproduce general bugs in software (Li et al., 2024) 

Based on the findings of a study by Yi et al. (2023), the authors concluded that ChatGPT is 

better positioned to function as a testing assistant, aiding users in understanding the tested 

code and offering new testing ideas. The test cases generated by ChatGPT were noted for 

their high readability, making them easy to comprehend. Additionally, these tests included 

annotations within the test code, helping to clarify the purpose of different code segments 

(Yi et al., 2023). 

According to the results of a study conducted on the use of large language models in mobile 

application test script generation, ChatGPT showcased its ability for reasoning and self-

correction. When provided with sufficient information, ChatGPT was efficient in performing 

cross-app test script migration tasks. Its capabilities include business logic understanding, 

multi-to-multi event mapping, and multi-level granularity prompting (Yu et al., 2023). 

A study conducted by Tang et al. (2023), systematically compared test suites generated by 

ChatGPT and the state-of-the-art SBST tool EvoSuite, the results showed that ChatGPT 

generally produces test code that is easy to understand and it occasionally generates test 

cases with low readability. The study involved 1,776 methods and 2,553 assertions. Among 

these assertions, 2,001 (78.38%) were correct, indicating that the majority of assertions 

generated by ChatGPT accurately reflected the expected behaviour of the code. Additionally, 
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it highlighted that ChatGPT's ability to answer follow-up questions can be used to generate 

more diverse test suites for given code snippets (Tang et al., 2023). 

Li et al. (2023) introduced an innovative approach for detecting failure-inducing test cases 

using ChatGPT. By utilizing the model's ability to understand natural language and generate 

coherent responses, they propose an interactive debugging technique. This technique enables 

developers to engage in conversations with ChatGPT to identify test cases that are likely to 

cause failures. Through experiments on real-world software projects, the authors 

demonstrated the effectiveness of this method in improving fault localization and assisting 

with the debugging process. Their findings highlight ChatGPT's potential to enhance quality 

assurance practices (Guilherme et al., 2023). 

A study conducted by Li et al. (2023) found that ChatGPT has a relatively low success rate 

(28.8%) in identifying correct failure-inducing test cases for buggy programs. A possible 

explanation for this is that detecting failure-inducing test cases requires analysing subtle 

differences (nuances) between the tokens of a program's correct version and those of its 

buggy version. Since ChatGPT is based on the Transformer architecture (a deep learning 

model commonly used by LLMs) (OpenAI, 2023), it is known to be less sensitive to nuances, 

such as the subtle differences between two similar token sequences (Chang et al., 2020; 

Zhang et al., 2020; Chang et al., 2021; Jiang et al., 2021). As a result, when these two 

versions share similar tokens and attention patterns, ChatGPT struggles to differentiate them 

effectively (Li et al., 2023). The authors discovered that ChatGPT could successfully 

generate failure-inducing test cases when guided to focus on the nuances. This finding was 

based on an interesting observation that ChatGPT could infer the intended functionality of 

buggy code if it resembled the correct version. Inspired by this, the authors developed a 

novel technique called Differential Prompting, which helped identify failure-inducing test 

cases by utilizing the compilable code synthesized from the inferred intention. The prompts 

were carefully crafted to highlight the nuances between the given version and the synthesized 

code (Li et al., 2023). Differential Prompting helped overcome ChatGPT’s difficulty in 

recognizing nuances, while taking advantage of its ability to infer the intended functionality 

of the program (Li et al., 2023).  

A study conducted by (Yuan et al., 2024) revealed that ChatGPT-based test case generation 

showed great promise. It demonstrated the ability to generate high-quality tests with 

comparable sufficiency, readability, and usability to manually-written tests. In terms of 
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syntactic, compilation, and execution correctness, ChatGPT outperformed existing learning-

based techniques. The tests generated by ChatGPT closely resembled manually-written ones 

in terms of test sufficiency, achieving comparable coverage and the highest coverage 

compared to other techniques. Additionally, ChatGPT-generated tests had a similar number 

of assertions per test as manually-written tests, making them more human-like. The 

readability of these tests was also on par with manually-written ones. Moreover, ChatGPT-

generated tests showed significant potential for practical usability, with participants in a 

considerable portion of cases expressing willingness to directly adopt them (Yuan et al., 

2024). 
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3  Research method 

This study follows an experimental research method as described in Experimentation in 

Software Engineering by Wohlin et al. (2024). I report the sections in my study the way 

Wohlin et al. (2024) suggests in their work. This section outlines the key elements of the 

experiment, focusing on how it was defined and planned, which represent the first two stages 

of the experimental process as described by Wohlin et al. (2024). This study centres on 

generating and analysing functional test cases using a large language model, ChatGPT-4.0, 

and incorporates human-generated test case data sourced from previous controlled 

experiments conducted by Salman et al. (2018, 2023). This thesis extends and builds on prior 

research by Salman et al. (2018) by using the same test object and experimental structure to 

evaluate the performance of large language models, specifically ChatGPT-4, in terms of 

confirmation bias. 

3.1  Goal 

The objective of this thesis is to examine how ChatGPT-4, compares to human software 

testers in terms of confirmation bias when designing functional test cases.  The objective of 

the study, structured according to the Goal-Question-Metric (Basili et al., 1994), is as 

follows: 

Analyse functional test cases 

For the purpose of comparing Chat-GPT with human testers 

With respect to confirmation bias 

From the point of view of researchers 

In the context of a controlled experiment executed with an LLM (ChatGPT-4). 

The research questions to be answered in this thesis are: 

RQ1: What is the performance of large language models in terms of confirmatory behavior?  
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RQ2: How do large language models and human testers compare in terms of confirmation 

bias? 

3.1.1  Context 

This study evaluates the difference between ChatGPT-4 and human testers when designing 

functional test cases for software systems. The comparison is based on the presence of 

confirmation bias. The evaluation focuses solely on test design by analysing the generated 

test cases, without considering their execution or fault-detection effectiveness. The approach 

represents a typical operational procedure, where testers first design the test cases from 

requirement specifications and then execute them (Salman et al., 2018). MusicFone, a GPS-

based music recommendation and itinerary planning system, serves as the object of the study 

for which human testers also generated test cases in the experimental study by Salman et al. 

(2018). 

3.2  Variables 

In this section, the independent and dependent variables used in the study are summarized 

based on the experimental design implemented by Salman et al. (2018). 

3.2.1  Independent Variable 

The independent variable in this study is the type of tester. This variable has two levels. The 

first level is human testers, referring to participants in the studies by Salman et al. (2018, 

2023) with foundational knowledge in software testing, i.e., graduate students. The second 

level is the LLM (ChatGPT-4), This variable provides a clear way to evaluate output between 

humans and AI-based LLM responses. 
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3.2.2  Dependent Variables 

There are two dependent variables of this experiment that are adopted from Salman et al. 

(2018). Consistent (c) and Inconsistent (ic) test cases. The variable c denotes the number of 

consistent test case, while ic denotes the number of inconsistent test cases. 

According to Salman et al. (2018), “A consistent test case tests strictly according to what 

has been specified in the requirements, i.e. consistency with the specified behaviour. In the 

context of testing this refers to: 1) the defined program behaviour on a certain input; and 2) 

the defined behaviour for a specified invalid input.” 

For example, if the specification states, “...the email field must include the ‘@’ symbol...”, 

a test case that checks whether an email has the ‘@’ symbol (e.g. “example@mail.com”) is 

a consistent test case. 

“An inconsistent test case tests the scenario or the data input that is not explicitly specified 

in the requirements. We also consider such test cases that present outside-of-the-box 

thinking at the tester’s end inconsistent.” (Salman et al., 2018) 

If the specification does not mention whether multiple ‘@’ symbols are allowed in the email 

field, a test case that enters “user@@mail.com” to observe the system’s behaviour would be 

considered inconsistent, since the outcome is undefined in the requirements. 

3.3  Data Extraction and Metrics 

This section explains how the data was gathered and presents the specific metrics used to 

measure confirmation bias. The measurement approach developed by Salman et al. (2018) 

is applied in this study to ensure consistency and comparability. In the following section, I 

re-report the metric for measuring confirmation bias developed by Salman et al. (2018) for 

the convenience of readers of this thesis. They refer to it as a Proxy Measure of Confirmation 

Bias (Salman et al., 2018). 
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3.3.1  Assessment of Confirmation Bias 

To assess confirmation bias in test case design, each test case generated by both human 

testers and ChatGPT-4 was categorized as either consistent (c) or inconsistent (ic) based on 

the definitions.  

“To detect the bias of participants through a proxy measure, we derive a scalar parameter 

based on (c) and (ic) test cases designed by the participants and the total count of (all 

possible) consistent (C) and inconsistent (IC) test cases for the given specification: 

z = c/C − ic/IC ” (Salman et al., 2018). 

 

• z > 0 indicates that the participant or instance has generated relatively more c test 

cases. 

• z < 0 indicates that the participant or instance has generated relatively more ic test 

cases. 

• z = 0 indicates that the participant or instance has generated a relatively equal number 

of c and ic test cases. 

The metric z captures the relative difference between consistent and inconsistent test case 

coverage, ranging between −1 and +1 to indicate one of the above three possible conditions. 

A z value of +1 indicates strong confirmation bias since it demonstrates a complete of 

consistent test cases. Conversely, a z value of −1 suggests that only inconsistent test cases 

were designed with full coverage. While this outcome technically represents the absence of 

confirmation bias, it is highly improbable in practice, as it implies that the participant did 

not design any test cases aimed at validating the specified behavior of the system. For the 

purposes of measurement, these participant-generated counts are compared with a reference 

set of predefined test cases. This predefined set reflects a comprehensive baseline of all valid 

c and ic test cases for the system under test (Salman et al., 2018). 

The baseline test suite used in this study is the latest version reported in the study by Salman 

et al. (2023). Before its use, my second supervisor and her research team removed the test 

cases that did not align with the design of this thesis to ensure consistency. As a result, the 

final baseline test suite consisted of 18 consistent (C) and 65 inconsistent (IC) test cases. To 
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enhance the validity of the measurement process, the initial set of predesigned test cases was 

expanded after the experiment by incorporating additional valid consistent and inconsistent 

test cases designed by ChatGPT-4 instances that were not originally included. As a result, 9 

inconsistent test cases were added to the baseline test suite, increasing the total count from 

65 to 74. The finalized baseline test-suite comprised a total of 18 consistent (C) and 74 

inconsistent (IC) test cases. 

3.4  Hypothesis Formulation 

According to the goals of my study, we formulate the following hypotheses: 

H1 states that: ChatGPT-4 generates a different count of consistent and inconsistent test 

cases. 

H1A : μ(cGPT) ≠ μ(icGPT) 

and the corresponding null hypothesis is: 

H10 : μ(cGPT) = μ(icGPT) 

The second hypothesis looks at the relative confirmation bias scores using the z-metric 

explained earlier. This helps to explore whether the two tester types show different levels of 

confirmation bias. 

H2: Confirmation bias in test design differs between human testers and ChatGPT-4. 

H2A : μ(zHuman) ≠ μ(zGPT) 

H20 : μ(zHuman) = μ(zGPT) 

The significance level (α) used to evaluate these hypotheses is set at 0.05. Each hypothesis 

will be tested using suitable statistical methods based on the experimental design described 

earlier. 

3.5  Design 

This study used a one-factor, two-level between-subjects experimental design to study how 

large language models and human testers differ in their behaviour and performance when 
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designing functional test cases. The single independent variable is the type of tester, with 

two levels, human testers and an LLM (ChatGPT-4.0 model). The study aims to assess the 

extent to which confirmation bias manifests in the test cases generated by each group. 

 

The experimental setup replicates the design used by Salman et al. (2018), where human 

testers created test cases based on a requirements specification. Data for the human tester 

group in this study were borrowed from earlier experiments by Salman et al. (2018, 2023). 

Therefore, to enable a direct comparison in this study, the same test object used by Salman 

et al. (2018, 2023), the MusicFone requirements specification, was used for both groups, 

ensuring consistency in task content and conditions. 

 

Table 1: Experimental Design 

 Human Testers LLM (ChatGPT-4) 

Experimental Session 69 student participants 25 instances 

Object (Task) MusicFone MusicFone 

 

3.6  Experimental Materials 

The instrumentation specifically developed for this experiment included a prompt for 

ChatGPT-4, a Python script to manage instances execution. The requirements specification 

and the test case output tabular-format for designing functional test cases with ChatGPT-4 

was the same as used by human testers in Salman et al. (2018, 2023) The prompt was 

specifically designed for the LLM group to instruct ChatGPT-4 on how to generate test 

cases. The Python script was used to launch 25 independent instances of ChatGPT-4, each 

receiving the same input. The generated test cases were collected in a tabular format, 

including a description, input or precondition, and expected output or postcondition. 

3.6.1  Experimental Object 

In this study, the same MusicFone application’s requirements specification was used as the 

experimental object as by Salman et al. (2018, 2023). MusicFone is a mobile application that 
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recommends artists based on the currently playing music, displays upcoming concerts for 

those artists, and helps users plan an itinerary based on their artist selections and GPS 

location. It was chosen because its functional requirements are clearly defined, making it 

well suited for designing black box test cases. 

To ensure consistency and reproducibility in the experimental setup by multiple instances, 

the MusicFone requirements document was provided in PDF format and served as the sole 

input for the LLM group in this study. For the LLM group, a Python-based automation script 

was developed using the OpenAI API and the PyPDF2 library. This script programmatically 

launched 25 independent ChatGPT-4 sessions with the default temperature setting of 1, each 

treated as a distinct test generation instance. The script first extracted the full textual content 

from the MusicFone PDF file using PyPDF2, and then initialized each ChatGPT-4 instance 

by feeding it the extracted specification as system context. Each session remained isolated, 

with individual user prompts issued manually via a command-line interface, allowing real-

time communication with each instance. The conversations were stored independently to 

preserve the integrity of each run. This approach ensured that every instance worked with 

the exact same input but could generate its own unique set of test cases. 

All instances received the same prompt, designed to guide the model in creating functional 

test cases. The prompt instructed ChatGPT-4 to apply equivalence partitioning and boundary 

value analysis when designing the test cases. The human participants in the studies by 

Salman et al. (2018, 2023) were trained in these two techniques. Hence, to ensure a 

consistent basis of evaluation, ChatGPT-4 was also instructed through the prompt to apply 

these techniques. Equivalence partitioning helps divide input data into valid and invalid 

partitions, ensuring broad coverage without redundancy. Boundary value analysis, on the 

other hand, focuses on the edges of these partitions where defects are more likely to occur. 

Each test case needed to include a description, input or precondition, and an expected output 

or postcondition. Salman et al. (2018, 2023) used this format for the design task given to the 

human participants, hence, to ensure a consistent way of evaluating the results from both 

groups, ChatGPT-4 did the same. 

Using MusicFone application along with a consistent prompting method helped align the 

data generated by ChatGPT-4 with the data from the human testers. This setup made it 

possible to carry out a controlled comparison for confirmation bias between the two groups. 
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3.6.2  Human Test Case Source 

In this study, the human test cases were not newly created but were sourced from the dataset 

collected used in the controlled experiments by Salman et al. (2018, 2023). Their studies 

involved undergraduate and graduate students designing functional test cases for the 

MusicFone application under both time pressure (TP) and no time pressure (NTP) 

conditions. For the purposes of this study, only the test cases developed under the no time 

pressure (NTP) condition were used. This selection ensures that the human-generated test 

cases reflect a setting where participants had sufficient time to carefully design their tests. 

By reusing this part of the dataset, the study maintains a high level of consistency , while 

avoiding the need to recruit new human participants. In contrast, the test cases for the LLM 

group were generated specifically for this study using ChatGPT-4.0, following a 

standardized prompt and based on the same MusicFone requirements specification. This 

approach allowed for a direct and fair comparison between human and ChatGPT-4 generated 

test cases under similar conditions. 

3.7  Pilot Run 

A pilot run was conducted to support two main goals. The first was to develop a clear 

understanding of how to categorize test cases as consistent or inconsistent, and the second 

was to identify criteria for recognizing invalid or incorrect test cases that should be excluded 

from the analysis. A sample of test cases previously created by human participants in Salman 

et al. (2018) study was used to train me to label test cases as consistent (c), inconsistent (ic), 

or dropped. After training, I independently labelled another set of human participants’ test 

cases provided by my second examiner. My classifications were then compared with the 

original human classifications from the Salman et al. (2018) data to validate the accuracy 

and understanding of the classification criteria. Randolph’s free marginal kappa was used to 

measure inter-rater reliability, as the categories were not required to have an equal number 

of cases (Randolph 2005, 2008). The pilot for marking the test cases was repeated twice 

because the agreement in the first round was low. The final resulting free marginal kappa 

value for the 2nd pilot run was 87.93 percent, indicating that the classification guidelines 
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were well understood and could be applied correctly during the main analysis. This process 

was carried out with the second examiner of this study. 

During the pilot phase, a Python script was also developed to automate the creation of 

multiple ChatGPT-4 instances, each receiving an initial version of the prompt to generate 

test cases based on the MusicFone specification. After reviewing the outputs from this initial 

prompt, the prompt wording was revisited and refined to avoid introducing any bias that 

might influence the model’s output. The goal was to maintain neutrality and allow ChatGPT-

4 to generate test cases solely based on the information provided in the requirements, without 

being steered toward specific outcomes. 

The finalized prompt and classification guidelines established during the pilot run were then 

applied in the actual execution of the experiment. 

3.8  Analysis Method 

To test Hypothesis 1, which states that ChatGPT-4 generates a different number of consistent 

and inconsistent test cases, a two-tailed statistical testing procedure was used. The analysis 

compared the number of consistent and inconsistent test cases produced by each instance of 

ChatGPT-4. To determine the appropriate statistical test, the normality of the two types of 

test cases (consistent and inconsistent cases) was first checked using the Shapiro-Wilk test. 

If the data met the normality assumption (p > 0.05), a paired t-test was conducted to evaluate 

whether a statistically significant difference existed between the means of the two groups. If 

the assumption of normality was violated (p ≤ 0.05), the non-parametric alternative, the 

Wilcoxon signed-rank test, was used. Since the hypothesis aimed to detect any difference, 

regardless of direction, a two-tailed test setup was used. A significance level (α) of 0.05 was 

applied to determine statistical significance. 

To test Hypothesis 2, which explores the differences in confirmation bias scores (z-values) 

between human testers and ChatGPT-4, a two-step statistical testing process was used. This 

began with checking whether the data followed a normal distribution, followed by selecting 

either a parametric or non-parametric test based on the results. The Shapiro-Wilk test was 

applied to each group separately, one for the human testers and one for the LLM-generated 

data. If both datasets passed the normality check (p > 0.05), the parametric Welch two-
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sample t-test was used. If either group failed the test (p ≤ 0.05), the non-parametric Mann-

Whitney U test was applied. These tests were carried out using a two-tailed t-test, meaning 

significant difference between the groups was examined without assuming which group 

would have higher or lower confirmation bias. The significance level (α) was set at 0.05. 

All tests were run using R, and the analysis script was written to automatically choose the 

correct test based on the results of the normality check. The final decision on whether to 

reject the null hypothesis was based on the p-values produced by these tests. 
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4  Execution of the Experiment 

This section outlines how the experiment was executed, including the preparation, pilot 

testing, data generation, and collection steps for the comparison between human testers and 

the ChatGPT-4.0 model. The process flow is summarized in Figure 2, which outlines the 

development of the Python script for instance generation, the pilot run using an initial 

prompt, analysis and revision of the prompt, classification and validation of test cases, and 

the final generation of test cases with updated prompts. This structured workflow ensured 

consistency and reliability across all stages of data collection and analysis. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: Experimental Process Flow 
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The human-generated test cases were sourced from the no time pressure (NTP) dataset of 

the experiment conducted by Salman et al. (2018, 2023), where participants had manually 

designed test cases based on the same requirements specification. In contrast, ChatGPT-4 

instances were programmatically instructed to complete the same task using controlled 

prompts and a predefined script. This setup allowed for a direct comparison between 

previously created human test cases and newly generated ChatGPT-4 test cases under 

consistent task conditions. 

4.1  Data Collection 

All test cases generated by ChatGPT-4 instances were categorized as either consistent (c) or 

inconsistent (ic)  Some test cases were excluded from analysis and marked as dropped. The 

following criteria, as defined by Salman et al. (2018), were used to classify test cases as 

dropped. 

“Wrong test cases: Test cases where the input, expected output and the test case description 

were not in sync with each other, as well as test cases that resulted from the lack of 

understanding of the requirements. These test cases were the result of misunderstanding the 

specifications rather than an actual inconsistent test case. 

Specification-conflicting test cases: Test cases that were in conflict with the specified 

requirements. In other words, a test case validating a scenario/case that cannot happen 

when considering the rest of the specified functionality. 

Repeated test cases: Test cases that were duplicates” (Salman et al., 2018). 

However, during the classification of the ChatGPT-4 outputs, no specification-conflicting or 

repeated test cases (within a single ChatGPT-4 instance) were found. 

Figures 3, 4, and 5 illustrate examples of consistent, inconsistent, and dropped test cases, 

respectively. 

 

Figure 3: Example of a generated consistent (c) test case 
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The test case in Figure 3 is consistent (c) because the test case is validating a functionality 

explicitly described in the MusicFone requirements. There’s no conflict, misunderstanding, 

or extra assumptions being made and the input, behavior, and output all align cleanly with 

the MusicFone functionality. 

 

 

Figure 4: Example of a generated inconsistent (ic) test case 

 

The test case in Figure 4 is classified as inconsistent (ic) because it describes a situation 

where they played artist has fewer than 20 recommendations, but the MusicFone 

requirements do not specify any behavior for this case. Since the test case tests a condition 

that is not outlined in the requirements, it is considered inconsistent. 

 

 

Figure 5: Example of a generated dropped (wrong) test case 

 

The test case in Figure 5 is marked as dropped because it describes a behavior where, when 

there are no concerts available on the earliest date, the system should skip to the next 

available date, which is not specified in the original requirements. It is based on an incorrect 

assumption about how the application should function. 

During the classification process, each test case generated by ChatGPT-4 was first assessed 

independently by me to determine whether it was consistent, inconsistent or dropped. The 

discrepancies were resolved through discussion with my second supervisor to reach a 

consensus. Test cases that were ambiguous, where the column information made 

classification difficult, were discussed collaboratively and then either categorized as 

consistent or inconsistent, or marked as dropped. Out of the 238 test cases generated by the 

25 ChatGPT-4 instances, 8 test cases were dropped during the classification process. Among 
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the remaining valid test cases, 195 were categorized as consistent (c) and 35 as inconsistent 

(ic). No instances of specification-conflicting or repeated test cases were observed. 

Next, the reference baseline, borrowed from Salman et al. (2023), was used as a reference to 

check whether the generated test cases matched any of the predefined consistent (C) or 

inconsistent (IC) cases. If a generated test case matched an existing baseline case, it was 

recorded as part of the known coverage. However, if a test case could not be mapped to any 

case in the baseline set, it was considered a new test case discovered by ChatGPT-4. Through 

this process, 9 new test cases were identified, all of which were inconsistent. As a result, the 

number of inconsistent (IC) cases in the baseline increased from 65 to 74, while the number 

of consistent (C) cases remained unchanged at 18. Identifying these new test cases helped 

capture the model’s ability to explore beyond predefined expectations and highlighted its 

potential to uncover additional valid scenarios not originally included in the heuristic 

baseline. 

Figures 6 and 7 illustrate examples of new test cases identified during the classification 

process. These test cases were not part of the reference baseline and represent additional 

scenarios uncovered by ChatGPT-4. 

 

 

Figure 6: Example of a generated new test case 

 

The test case in Figure 6 explores a situation where the user has an existing history of songs 

being played. The original requirements did not specify system behaviour based on the user’s 

listening history, making this a newly discovered inconsistent test case driven by a different 

input condition. 

 

 

Figure 7: Example of a generated new test case 
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The test case in Figure 7 focuses on verifying whether the system updates the list of 20 

recommended artists each time the user plays a different artist at different intervals. The 

dynamic updating of recommendations based on frequent user behaviour was not outlined 

in the MusicFone requirements, so this scenario was also identified as a newly discovered 

inconsistent test case. 

Based on the extracted data, the rate of change values (z) were calculated for both datasets, 

with one representing the test cases generated by the ChatGPT-4 instances and the other 

representing the human-generated test cases from the no time pressure (NTP) group. 

Calculating these z-values provided a standardized way to measure and compare the relative 

presence of confirmation bias between the two tester types. 
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5  Results 

This section outlines the presentation of the descriptive statistics of the collected data, 

followed by the results of the hypothesis testing. 

5.1  Descriptive Statistics 

Table 2 presents the raw data regarding the number of consistent (c), inconsistent (ic), and 

dropped test cases generated by the human group and the LLM group. A total of 710 test 

cases were designed by the human participants under the no time pressure (NTP) condition, 

while the ChatGPT-4 group generated 238 test cases across 25 independent instances. For 

the human group, 543 test cases were categorized as consistent and 106 as inconsistent, with 

58 test cases dropped due to classification criteria. In comparison, the ChatGPT-4 instances 

produced 195 consistent test cases, 35 inconsistent test cases, and 8 dropped test cases. 

 

Table 2: Raw data 

Group #Participants/ 

#Instances 

Type Count Total 

Human Testers 69 c 543 710 

ic 106 

dropped 58 

LLM (ChatGPT-4) 25 c 195 238 

ic 35 

dropped 8 

 

Table 3 presents the descriptive statistics for the number of consistent (c) and inconsistent 

(ic) test cases, as well as the z values, for the human testers and the LLM (ChatGPT-4) group. 

The table includes the mean, median, minimum, maximum, and standard deviation for each 

category, providing a detailed overview of the data distribution across the two groups. 
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Table 3: Descriptive statistics 

 Group mean median minimum maximum standard 

deviation 

c Human Testers 7.8696 8 1 15 3.1150 

LLM (ChatGPT-4) 7.8000 8 6 10 1.1902 

ic Human Testers 1.5362 1 0 7 1.8277 

LLM (ChatGPT-4) 1.4000 1 0 4 1.4720 

z Human Testers 0.4164 0.4174 -0.0390 0.8333 0.1821 

LLM (ChatGPT-4) 0.4144 0.4174 0.2793 0.5556 0.0780 

 

For the consistent (c) test cases, the mean number generated by human testers was 7.8696, 

marginally higher than the mean of 7.8000 recorded for the LLM group. This suggests that 

both groups performed similarly in terms of producing consistent test cases, indicating that 

ChatGPT-4 was almost as effective as human testers in designing test cases that aligned with 

the given requirements. The median for both groups was identical at 8, suggesting a 

comparable central tendency in the number of consistent test cases produced. However, the 

maximum number of consistent test cases created by human testers was 15, whereas for the 

LLM group it was 10, indicating that some human participants were able to produce a wider 

range of consistent test cases. Furthermore, the standard deviation was notably higher for 

human testers (3.1150) compared to the LLM group (1.1902), reflecting greater variability 

in human performance relative to the more stable outputs of ChatGPT-4. 

With regard to inconsistent (ic) test cases, human testers produced a mean of 1.5362, while 

the LLM group produced a slightly lower mean of 1.4000. The small difference in the mean 

values suggests that human testers produced marginally more inconsistent cases on average, 

but overall, the distribution between the two groups remains similar. The median value for 

both groups was identical at 1, indicating that, in most cases, both human participants and 

ChatGPT-4 instances generated one inconsistent test case. The broader range of inconsistent 

cases observed among human testers (0 to 7) compared to ChatGPT-4 (0 to 4) suggests that 

human performance was more varied. Some human participants designed a relatively high 

number of inconsistent test cases, while others produced none, reflecting greater individual 

differences in how thoroughly or creatively they explored beyond the requirements. In 

contrast, the narrower range for ChatGPT-4 indicates more uniform behaviour across 
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instances, with less extreme variation in the number of inconsistent cases generated. The 

higher standard deviation for human testers (1.8277) compared to the LLM group (1.4720) 

indicates that the number of inconsistent test cases varied more widely among human 

participants. This suggests that human testers showed greater inconsistency in how they 

explored beyond the requirements, whereas ChatGPT-4 generated inconsistent test cases in 

a more consistent and predictable manner across instances. 

In addition to the descriptive statistics, the box plot presented in Figure 8 illustrates the 

distribution of consistent and inconsistent test cases for both the human testers and the 

ChatGPT-4.  

 

Figure 8: c and ic data of the Human Testers and LLM (ChatGPT-4) groups 

 

The box plots in Figure 8 shows that the median number of consistent test cases is the same 

for both groups, but human testers exhibit a wider spread and greater variability compared 

to the LLM instances. Several outliers are observed among the human testers, suggesting 

that some individuals generated either unusually high or unusually low numbers of 

consistent test cases. In contrast, the outputs from ChatGPT-4 are more tightly clustered 

around the median, reflecting a more uniform performance. A similar trend is evident for 

inconsistent test cases, where human testers again display a broader distribution than 

ChatGPT-4. This further supports the observation that, although the average number of 
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consistent and inconsistent cases was similar between the two groups, human testers showed 

more variation in their results, whereas ChatGPT-4 produced more consistent outputs across 

different instances. 

Examining the z values, the mean for human testers was 0.4164, while the mean for the LLM 

group was slightly lower at 0.4144. The median z value was approximately 0.4174 for both 

groups. This close alignment in both the means and medians suggests that human testers and 

ChatGPT-4 displayed very similar tendencies toward confirmation bias. The minimum z 

value observed for human testers was −0.0390, indicating that at least one participant 

produced more inconsistent than consistent test cases. In contrast, the minimum z value for 

the LLM group was 0.2793, showing that all ChatGPT-4 instances maintained confirmation 

bias. Similarly, the maximum z value for human testers was 0.8333, which is higher than the 

maximum of 0.5556 observed for the LLM group. This suggests that some human testers 

demonstrated a stronger tendency toward confirmation bias compared to ChatGPT-4. In 

addition, the standard deviation for the human testers’ z values (0.1821) was higher than that 

of the LLM group (0.0780), indicating that the human participants displayed greater 

variability in confirmation behavior. Overall, while the average z scores were highly similar, 

ChatGPT-4 exhibited more consistent confirmation bias patterns, whereas the human testers 

demonstrated a wider range of behaviours. 

 

Figure 9: Rate of change (z) for the Human Testers and LLM (ChatGPT-4) groups 
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In addition to the descriptive statistics, the box plot presented in Figure 9 visually illustrates 

the distribution of z values for both groups. It can be seen that the spread of z values among 

human testers is notably wider, with several visible outliers indicating participants who 

showed unusually strong or weak confirmation bias. In contrast, the LLM group's z values 

are more tightly clustered, with no extreme outliers observed. This visualization reinforces 

the earlier finding that while both groups had similar average confirmation bias tendencies, 

ChatGPT-4 exhibited more stable behaviour across instances, whereas human testers varied 

more significantly. 

These descriptive statistics offer an initial understanding of the similarities and differences 

in test case generation between human testers and the LLM group, setting the stage for the 

subsequent hypothesis testing. 

5.2  Hypothesis Testing 

This section presents the findings from the hypothesis tests conducted for H1 and H2. 

5.2.1  Hypothesis 1 

To examine whether there is a significant difference between the number of consistent and 

inconsistent test cases generated by ChatGPT-4, a two-tailed statistical testing approach was 

applied. First, the normality of each dataset was assessed using the Shapiro-Wilk test. The 

results indicated that both the consistent and inconsistent datasets violated the assumption of 

normality, with p-values below the 0.05 threshold (p = 0.0245 for consistent cases; p = 

0.0005 for inconsistent cases). As a result, the assumption of normality was not met for either 

group, prompting the use of a non-parametric test. Next, the Wilcoxon signed-rank test was 

employed to compare the paired samples. 

The outcome of the Wilcoxon signed-rank test indicated a statistically significant difference 

between the two sets (p = 0.0000126), leading to the rejection of the null hypothesis. This 

suggests that the number of consistent and inconsistent test cases generated by ChatGPT-4 

differed significantly. The results provide evidence that ChatGPT-4 does not generate 

consistent and inconsistent test cases in equal measure. 
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5.2.2  Hypothesis 2 

To assess the differences in confirmation bias scores (z-values) between human testers and 

ChatGPT-4, we initially examined the normality of both datasets using the Shapiro-Wilk 

test. The results indicated that both datasets were normally distributed, as the p-values were 

greater than 0.05 (p = 0.204 for human testers; p = 0.4659 for ChatGPT-4). Since the 

assumption of normality was satisfied for both groups, an independent sample two-tailed 

Welch t-test was conducted to determine if there was a statistically significant difference in 

mean confirmation bias scores between the two groups. 

The results of the t-test showed no statistically significant difference (p = 0.9402). Given  

that, the p-value was  greater than the significance level of 0.05, the null hypothesis could 

not be rejected. This indicates that there was no statistically significant difference in the 

confirmation bias scores between human testers and ChatGPT-4. The 95 percent confidence 

interval for the difference in means (−0.0514 to 0.0555) reinforces the interpretation that any 

variation between the two groups is minimal and not statistically significant. 

Overall, the results suggest that human testers and ChatGPT-4 demonstrated similar level of 

confirmation bias when designing functional test cases, with no statistically significant 

differences observed between the two groups. 

5.2.3  Summary of Results 

Table 4 summarizes the results of hypothesis testing for H1 and H2, presenting the statistical 

tests used, the normality assumptions, p-values, decisions on the hypotheses, and 

corresponding interpretations.  

 

Table 4: Hypothesis results summary 

Hypothesis Test Used Normality 

Assumption 

p-value Decision Interpretation 

H1 Wilcoxon 

signed-rank 

Violated < 0.00001 Rejected ChatGPT-4 generated 

a significantly different 

number of consistent 



45 

 

and inconsistent test 

cases 

H2 Welch two-

sample t-

test 

Met 0.9402 Failed to 

Reject 

No significant 

difference in 

confirmation bias 

scores between human 

testers and ChatGPT-4 

 

Based on the results, we find evidence to reject the null hypothesis for H1, which states that 

ChatGPT-4 generates the same number of consistent and inconsistent test cases. This 

indicates that there is a statistically significant difference in the way ChatGPT-4 produces 

consistent versus inconsistent test cases. 

For H1, the results (p < 0.00001) confirmed a statistically significant difference between the 

two sets, indicating that the number of consistent test cases generated by ChatGPT-4 differs 

significantly from the number of inconsistent ones. While the hypothesis was non-

directional, the observed difference suggests that ChatGPT-4 tends to favour test cases that 

align with the requirements, showing a confirmation-oriented pattern. 

In contrast, for H2, which compared the confirmation bias scores (z-values) between human 

testers and ChatGPT-4, normality was confirmed for both datasets. Consequently, a Welch 

two-sample t-test was conducted, which indicated no statistically significant difference in 

the mean z-values (p = 0.9402). The 95% confidence interval for the difference in means 

ranged from -0.0514 to 0.0555, further confirming the negligible difference between the two 

groups. 

Overall, the results provide evidence that ChatGPT-4 produces consistent and inconsistent 

test cases in significantly different quantities (H1), while showing no significant difference 

in confirmation bias compared to human testers (H2). This suggests that both LLMs and 

humans behave similarly when it comes to confirmation-oriented test design. 

These findings are discussed further in the following chapter, where their implications and 

possible explanations are explored in more detail. 
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6  Discussion 

The findings of this study offer meaningful insights into how LLMs like ChatGPT-4 behave 

in the context of functional software test case generation. Hypothesis 1 examined whether 

there is a significant difference between the number of consistent and inconsistent test cases 

generated by ChatGPT-4. Descriptive statistics revealed that across 25 independent 

instances, ChatGPT-4 generated a total of 238 test cases, of which 195 were consistent, 35 

were inconsistent, and 8 were dropped. Notably, in 11 out of the 25 instances, no inconsistent 

test cases were produced at all. This suggests that nearly half of the model instances focused 

exclusively on validating behaviours already specified in the requirements, without 

exploring potential edge cases or unspecified scenarios. The overall skew toward consistent 

test cases, along with the complete absence of inconsistency in several runs, points to a 

strong inclination toward confirmatory outputs. Although the model was not explicitly 

prompted to behave in this way, the results mirror the confirmatory testing patterns observed 

in human testers in the earlier study by Salman et al. (2018, 2023), indicating that ChatGPT-

4also exhibits confirmation bias when tasked with generating test cases based solely on 

requirement specifications. 

Interestingly, Hypothesis 2 revealed no statistically significant difference in confirmation 

bias scores (z-values) between ChatGPT-4 and human testers. Despite the different nature 

of the two groups, one algorithmic and the other cognitive, their test generation patterns 

showed notable similarity. This suggests that LLMs like ChatGPT-4, while capable of 

generating syntactically correct and executable test cases, also exhibit confirmation-oriented 

thinking, mirroring the cognitive patterns observed in human testers. Such behavior, 

however, is not advantageous in the context of software testing. Confirmation bias, whether 

in humans or LLMs, can limit the discovery of faults by focusing too heavily on expected 

behaviours and overlooking edge cases or erroneous inputs. Prior studies support the 

technical capabilities of LLMs in generating structured and reliable test outputs. For 

example, Tang et al. (2023) report that ChatGPT produces cleaner and more consistent test 

results, while Fiallos et al. (2023) show that GPT-4 can generate C# and TypeScript test 

cases that are comparable to or better than those written by humans, depending on context. 

However, the current findings raise important concerns. Despite its technical strengths, 

ChatGPT-4 may reinforce confirmation bias unless specifically prompted to challenge 
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expected outcomes. This underscores the importance of designing LLM-driven testing 

workflows that encourage exploratory behavior, particularly in early-phase test design where 

testers (human or machine) rely heavily on requirement comprehension. 

These results confirm that LLMs manifest the same level of confirmation bias as human 

testers, show a comparable pattern of behavior. Previous studies, such as Salman et al. 

(2018), have established that confirmation bias is a common tendency among human testers 

during test case design. A possible explanation for the similar pattern observed in ChatGPT-

4’s output is that both groups are working from the same input, the requirement specification, 

as their only source of information. In the absence of system implementation details or 

runtime feedback, testers may naturally gravitate toward designing test cases that confirm 

what is explicitly stated. In the case of ChatGPT-4, this effect may be further amplified by 

its optimization for coherence and alignment with the provided context, which could lead to 

confirmatory outputs. 

Moreover, the lower variability observed in ChatGPT-4's outputs, especially in inconsistent 

test case counts and z-values, suggests a more uniform and predictable behaviour compared 

to human testers. While human participants showed a broader spread in their results in the 

study conducted by Salman et al. (2018, 2023), possibly due to individual experience levels, 

interpretation differences, or creativity, ChatGPT-4 maintained a narrower distribution, 

reinforcing its stability across repeated runs. 

These results support the growing view that LLMs can act as reliable aids in requirements-

based testing. Their ability to produce consistent, well-structured test cases makes them 

useful in generating a baseline set of functional tests. However, the presence of confirmation 

bias also signals a limitation, as LLMs are unlikely to explore failure scenarios or edge cases 

beyond what is explicitly described in the requirements without deliberate instruction or 

intervention. 

Therefore, while ChatGPT-4 demonstrates strong potential as a test case design assistant, its 

outputs should be supported with human insight and complementary strategies aimed at 

uncovering faults. Prompt engineering or hybrid workflows that blend human and AI 

capabilities could help address current limitations. 

A key implication of these findings is that developers and researchers working on LLMs 

should actively investigate and address the presence of confirmation bias in model 
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behaviour. If LLM-generated testing strategies consistently lean toward confirming expected 

outputs without probing unexpected or erroneous behaviour, this bias could reduce the 

overall quality and effectiveness of automated testing. This highlights the importance of 

exploring architectural or prompt-based interventions to mitigate such biases during test 

generation. Additionally, the study underscores the need for diverse and complementary 

testing strategies, especially in safety-critical domains where undetected faults can lead to 

significant consequences. Given that ChatGPT-4 demonstrated relatively low variability and 

a consistent bias toward requirement-aligned behaviour, these models may benefit from 

mechanisms that encourage greater exploratory behaviour, such as incorporating 

counterexamples, adversarial prompting, or multi-perspective test generation. Enhancing 

test quality will require not only improving LLM capabilities but also encouraging 

collaborative testing approaches that integrate both machine-driven and human-led 

strategies. 
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7  Limitations 

This study has several limitations that should be acknowledged. Firstly, the human-generated 

test cases were not created as part of this study but sourced from the no-time-pressure (NTP) 

dataset of Salman et al. (2018, 2023). This means that while this dataset was suitable and 

highly relevant for comparison, it limited direct control over participant behavior, testing 

conditions, and task interpretation. 

Secondly, the experiment focused solely on ChatGPT-4 as the representative large language 

model. Although the model was executed under controlled conditions using 25 independent 

instances, the findings may not generalize to other LLMs (e.g., Claude, Gemini) or to 

variations in prompting strategies and temperature settings. 

Furthermore, the experimental object, the MusicFone application was a non-complex 

domain with obvious behaviours. Future results may vary when LLMs or human testers are 

asked to test more complex or ambiguous systems with less structured requirements. This 

study also did not explore how prompt engineering or additional contextual information 

could alter the confirmation bias tendencies observed. 
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8  Conclusions 

This study investigated confirmation bias tendencies in functional test case generation by 

comparing a large language model, ChatGPT-4, with human testers whose data were sourced 

from the experiment conducted in Salman et al. (2018, 2023) studies. By focusing on 

consistent and inconsistent test case outputs, the research aimed to explore how ChatGPT-4 

performs in comparison to human testers when given only a requirements specification as 

input. 

The first hypothesis (H1) tested whether there is a significant difference in the number of 

consistent and inconsistent test cases generated by ChatGPT-4. The analysis revealed that 

across 25 independent instances, ChatGPT-4 generated 195 consistent, 35 inconsistent, and 

8 dropped test cases. In 11 of the 25 instances, no inconsistent test cases were generated at 

all. This strong skew toward consistent test cases suggests that ChatGPT-4 tends to focus on 

confirming the specified behavior, even in the absence of any explicit instruction to do so. 

This indicates confirmation-oriented behavior similar to that previously observed in human 

testers in Salman et al. (2018, 2023) study. 

The second hypothesis (H2) examined whether there is a difference in confirmation bias 

scores between human testers and ChatGPT-4. The analysis showed no statistically 

significant difference in the mean z-values, indicating that both groups behaved similarly in 

terms of confirmatory behaviour. Moreover, although ChatGPT-4 displayed lower 

variability in its outputs, the overall distribution of confirmation bias scores was comparable 

to that of human testers. 

These findings reinforce the notion that LLMs like ChatGPT-4 can reliably generate 

structured, requirement-aligned test cases in a way that mirrors human performance. 

However, their tendency toward confirmation bias highlights the need for complementary 

strategies, such as prompt tuning or combining with exploratory testing techniques, to ensure 

that fault-detection and boundary conditions are adequately addressed. 

A key implication of these findings is that developers and researchers working on LLMs 

should investigate and mitigate confirmation bias in model behaviour. If LLM-generated 

tests primarily validate expected behaviour without challenging it, the quality of automated 
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testing may suffer, especially in high-stakes contexts. Future work should explore 

architectural changes or prompt engineering strategies that help LLMs explore a broader 

range of test scenarios. Additionally, combining LLM-generated tests with human-led 

exploratory efforts may offer more comprehensive coverage. 

Ultimately, this study contributes to the growing body of research on AI-assisted software 

testing by showing that while LLMs are promising tools for test case generation, they should 

be used thoughtfully and in conjunction with human oversight or targeted prompts to 

maximize their effectiveness. 
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9  Future Work 

Future studies could build on these findings by expanding the experimental setup in several 

directions. One approach is to include additional LLMs or compare different prompt 

strategies to evaluate whether confirmation bias can be mitigated or better controlled. Such 

investigations would clarify whether observed biases are specific to ChatGPT-4 or more 

generally applicable across LLMs. This would help identify how prompt design influences 

exploratory behaviour in AI-generated test cases. 

Another extension would be to test more complex or domain-specific applications to assess 

whether LLMs maintain performance and consistency when handling less structured or more 

ambiguous requirements. This would provide insights into the scalability of current models 

in real-world scenarios. 

Additionally, future research could explore how LLMs perform when provided with richer 

context, such as snapshots of graphical user interfaces (GUIs) in combination with functional 

requirements. Evaluating test case generation under these multimodal conditions could 

reveal whether visual input enhances the model’s ability to design more thorough or diverse 

test cases. 

Finally, future research could investigate how LLMs perform in collaborative settings with 

human testers. By exploring co-testing approaches, we may uncover synergies between 

human creativity and LLM consistency, leading to more effective software testing strategies. 

Such hybrid approaches could also help counteract the confirmatory tendencies identified in 

this study, enabling broader fault discovery and more robust test coverage. 
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