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Abstract

In today's social environment, women are increasingly at risk of developing breast cancer,
which has surpassed lung cancer as the most common cancer today. However, if breast
cancer can be detected at an early stage and measures can be taken, it will effectively
improve the survival chances of breast cancer patients.

With the continuous development of artificial intelligence, it shows a broad prospect in the
medical field. In this paper, we try to apply artificial intelligence to the field of breast
cancer detection, by using the neural network-based U-Net model to help doctors perform
early detection of breast cancer. In this paper, breast cancer image data from kaggle are
selected to improve the data generalization ability through data enhancement, and then
Python is used to train and detect the model, and the model accuracy is gradually improved
through loss function, optimizer, and early stopping strategy. According to the
experimental results, the model finally achieves a pixel segmentation accuracy of about
80%.



SYMBOLS AND ABBREVIATIONS

Roman characters

x —image width or coordinate axis (pixels)
y — image height or coordinate axis (pixels)
¢ —number of image channels

n —number of training samples

P — predicted segmentation mask

G — ground truth mask

L —loss function

Acc — pixel-level accuracy (%)

Greek characters

A — weight decay coefficient (regularization)
o — learning rate

o — standard deviation (in Gaussian blur)

p — mean value (in normalization)

Constants

¢ — small constant to prevent division by zero (used in Dice Loss)

Dimensionless quantities
mloU — mean Intersection over Union
Dice — Dice coefficient

Subscripts



train — training set
val — validation set
pred — predicted value

true — true label

Superscripts

(1) — denotes the i-th training iteration or sample

Abbreviations

Al — Artificial Intelligence

CNN — Convolutional Neural Network

U-Net — A convolutional network architecture for biomedical image segmentation
BCSS — Breast Cancer Semantic Segmentation

mloU — Mean Intersection over Union

ReLU — Rectified Linear Unit

GPU — Graphics Processing Unit

RGB — Red Green Blue color channel model

ASPP — Atrous Spatial Pyramid Pooling

BN — Batch Normalization

AdamW — Adaptive Moment Estimation with Weight Decay
CE — Cross-Entropy (Loss)

DL — Deep Learning

GT — Ground Truth

PyTorch — Python-based deep learning framework
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1 Introduction

Breast cancer is the most common type of cancer among women globally, and according to
the World Health Organisation (WHO), about 2.3 million women worldwide will be
diagnosed with breast cancer in 2022, resulting in about 670,000 deaths[1]. In China, the
incidence of breast cancer is also on the rise, and the number of breast cancer diagnoses is
increasing, especially in recent years, due to the aging trend of the Chinese population and
changes in the lifestyles of young people. Breast cancer detection now relies mainly on the
use of manual imaging, and although the mortality rate of breast cancer has declined in
high-income countries, it remains high in low- and middle-income countries, and there is a

global gap in early detection and treatment[2].

In the current environment of breast cancer detection, it mainly relies on X-ray images,
ultrasound images, and MRI images, which all need to be detected manually by doctors.
Although the images have become clearer with the advancement of technology and the
diagnostic level of doctors has been improving, the large number of patients and images
has created a huge workload, and many breast cancer patients are often not diagnosed at

the early stage, thus missing the best time for treatment.

The development of Artificial Intelligence has brought us good research directions, while
the emergence of many deep learning models has made the initial detection of cancer more
convenient and the accuracy of detection has brought some improvement. Bringing
artificial intelligence technology into the initial detection of breast cancer can be a good
solution to the current drawbacks of the initial detection of breast cancer, and improve the

efficiency and accuracy of diagnosis[3].

1.1 Background and significance of the study

1.1.1 Background

The focus of this thesis is to produce a neural network based U-Net model to implement
pixel level segmentation of breast cancer images to aid in the initial detection of breast

cancer and to test the model for accuracy. We will optimise the model by means of



optimiser, loss function etc. to achieve gradual improvement in accuracy. We will also

adjust the training set and test set images used for uniformity and enhancement.
The main research questions of this thesis are

® How to segment breast cancer images at pixel level using U-Net model?

® How to improve the segmentation accuracy of the U-Net model?

® How to optimise and evaluate the model?

1.1.2 The Importance of Early Breast Cancer Detection

As the number of breast cancer diagnoses continues to rise, the importance of early
diagnosis and treatment of breast cancer is becoming increasingly important. According to
the American Cancer Society, the five-year survival rate for women whose breast cancer is
detected at an early stage (i.e., when the tumour is small and confined to the breast) is
nearly 99%. Recent research findings suggest that mammography-based breast cancer
screening can reduce the annual risk of death from breast cancer by 20% to 40%. Early
detection of breast cancer, where tumours are often undetectable by breast self-
examination and asymptomatic cancerous cells need to be detected, relies heavily on the
use of x-rays, the clarity of which, together with the diagnosis made by the doctor on the

basis of x-rays, is decisive for the survival rate of breast cancer patients [3].

1.2 Structure of the thesis

This thesis is divided into six chapters.

Chapter 1 is the introductory part of the thesis, it introduces the thesis topic and research
objectives, it also includes the research questions of the thesis and how the experiments

were conducted.

Chapter 2 introduces the background of the study, it mainly explains the current status of
breast cancer detection, highlights the problems that have arisen in breast cancer detection
as well as the relevant literature and research. It also explains the feasibility of using the

research methodology used in the thesis.



Chapter 3 describes the models and research methods used in the study.

Chapter 4 focuses on the results section of the study, highlighting the experimental results
of the study, as well as the results of the ablation experiment and the comparison test, and

giving the conclusions of the experiment.

The fifth chapter is a discussion of the experimental results, mainly illustrating the points
and drawbacks of the experiment, as well as identifying possible directions for future

research.

The last chapter is a summary of all the research in the thesis.



2 Breast Cancer Detection

Chapter 2 focuses on the basic overview of breast cancer, existing detection methods and
their limitations, and focuses on the prospects for the application of artificial intelligence in
breast cancer detection. First, the chapter starts with the pathogenesis and global impact of
breast cancer, pointing out that it has become the most common type of cancer in the
female population. Then, the article analyzes the current mainstream breast cancer
detection methods, such as X-ray molybdenum targeting, ultrasound, MRI, and genetic
testing, as well as the emerging molecular imaging techniques and circulating tumour cell
detection techniques. All current breast cancer detection methods have limitations such as
physician experience, image quality, and high detection cost, so it is essential to improve
the effectiveness of early screening. Subsequently, the chapter focuses on the advantages
and development of artificial intelligence, especially deep learning-based image
segmentation technology, in breast cancer detection, introducing the fine segmentation
capability of the U-Net model in complex medical images and the potential of multimodal
data fusion, and pointing out that Al technology can effectively make up for the

shortcomings of traditional methods.

2.1 Introduction to Breast Cancer

Breast cancer is a disease in which cancerous breast cells grow out of control and form a
tumour, starting as early as in the ducts of the breast in the lobules of the living breast, and
in the early stages it is not life-threatening and can be detected. In later stages, the cancer
spreads to other breast tissues and becomes life-threatening. In today's society, breast
cancer has become the most common type of cancer among women worldwide. According
to the United Nations, the number of new cases of breast cancer will reach 2.3 million in
2020, accounting for 11.7% of new cancer cases worldwide, surpassing lung cancer for the
first time. Especially in 2022, breast cancer has already caused more than 670,000
deaths[1].



2.2 Existing Breast Cancer Detection Methods

The most widely used methods of detecting breast cancer are mammography and 3D
mammography, which involve multiple angles of the X-ray image, while the accuracy of
manual detection and judgement by the doctor is improving as the details become clearer
with advances in technology. Ultrasound and Magnetic Resonance Imaging (MRI) are also
the main methods used to image breast cancer, and similar to X-rays, these two methods
are also dependent on the doctor's skills, and unclear images can lead to misdiagnosis of

breast cancer[4].

In addition to imaging, genetic testing is now a popular method. The ‘BRCA gene’ test
determines whether the BRCA1 and BRCA2 genes are mutated to determine if you have
breast cancer, but the absence of a BRCA1 or BRCA2 mutation does not mean that you are

not at risk of developing breast cancer[5].

There are two other technologies being explored for breast cancer detection one is
Molecular Breast Cancer Imaging (MBI), which is a functional imaging method based on
radiotracers that can give us a better understanding of the activity of cancer cells in the
breast tissue to determine the need for surgery[6]. The other is Circulating Tumour Cell
(CTC) technology, which is similar to a breast biopsy, and which allows for the
radiological detection of breast cells based on biomarkers for early breast cancer screening

and for monitoring the activity of cancer cells[7].

In the existing imaging screening methods, they all rely too much on the doctor's technical
level, especially ultrasonography requires a high level of technical level and experience of
the operator, and the same patient in the hands of different operators may have differences
in results. At the same time, the existing testing methods are often a single method, there is
a certain lack of sensitivity, routine screening means that the test results rely on the quality
of the image and the doctor's diagnosis, false positives and other results are difficult to be
judged. Genetic testing and MRI testing are also expensive and require equipment that
many people cannot afford, making it difficult to use as a routine screening tool for a wide
range of populations. In order to improve the effectiveness of early breast cancer screening,
there is a need to further promote the integration and improvement of multiple

technologies to assist in increasing the efficiency and accuracy of breast cancer detection.



2.3 Artificial intelligence for breast cancer detection

With the rapid development of big data and computational science, Artificial Intelligence
(AI) has shown great potential in the diagnosis and prediction of breast cancer. Computer-
aided diagnosis is becoming a popular development in the field of breast cancer risk
monitoring at present, and people try to adopt computers as well as some machine learning
methods to assist doctors in diagnosis, especially in the direction of lung cancer diagnosis
there are already very mature techniques to help doctors in segmentation and diagnosis of
lung cancer images. In addition, Nehmat Houssami's research shows that using Al to
screen and judge breast images can largely identify breast cancer risk earlier, but there may
be omissions, so improving the accuracy of the model is currently the main problem[8]. In
this research kind we try to use the most popular cancer image segmentation model U-Net
to improve the segmentation accuracy of the model through the combination of multiple

methods to help in the pre-diagnosis of breast cancer.

2.3.1 Advantages of using Al methods

The U-Net was originally designed for biomedical image segmentation, it is able to extract
image features at multiple scales and provide more accurate localisation and boundary
segmentation of regions of interest such as tumours or suspicious lesions. In early detection,
lesions are often small and not easy to find, which makes the initial diagnosis of doctors
more difficult. U-Net can perform fine-grained segmentation in highly complex and noisy
medical images, which helps to improve the detection rate of small lesions[9]. In addition,
medical images, especially ultrasound and MRI, are easily affected by many factors, such
as equipment, imaging angle, patient's physical condition, etc., which lead to image noise,
uneven contrast, structural deformation, etc. The U-Net model, through the symmetric
structure of Encoder-Decoder and cross-layer connection, can synthesise multi-layer
features and effectively resist the effects of multiple noise and deformation in the image.
Effect. Compared with the traditional breast cancer detection which requires a lot of
manual experience, the Al method can minimise manual intervention and avoid the impact

of manual problems on the correct diagnosis rate.
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In breast cancer screening, it is often the case that not only one imaging modality is relied
upon (e.g., radiography), but may also combine multiple data such as ultrasound, MRI and
even pathology section images. Multimodal data combination can be better achieved by
using Al approaches, for example, the U-Net model can be used for multi-channel input of
multimodal images or combined with other neural network structural models for cross-
modal feature fusion, which can capture lesion information more comprehensively and

improve the accuracy and stability of the detection of early-stage breast cancer.

2.3.2 Research related to breast cancer detection by artificial intelligence

The emergence of AlexNet in 2021, although not directly targeting breast cancer detection,
marked the beginning of the deep learning era with a breakthrough by Krizhevsky et al.
with a deep convolutional neural network (CNN) in the ImageNet large-scale image
recognition competition. Subsequently, deeper network structures such as ResNet, VGG,
and Inception have been proposed, providing powerful feature learning capabilities for

medical image analysis[10].

In 2015, Olaf Ronneberger et al. presented the U-Net model at the International
Conference on Medical Image Computing and Computer-Assisted Intervention (MICCALI),
which was initially designed for high-precision segmentation of biomedical images (e.g.,
cellular images under a microscope)[11]. After this U-Net was applied in more scenarios
and in 2018 Al-masni presented a study on U-Net based ultrasound mass segmentation
with benign and malignant classification[12]. Meanwhile in 2019 Zhang,used 3D U-Net
method in breast MRI segmentation and verified its accuracy and robustness on

multicentre data, U-Net began to be widely used in breast cancer research[13].

Since U-Net first appeared in the field of medical image segmentation in 2015, various ‘U-
Net variants’ have appeared one after another, which can further improve the accuracy,
robustness and scalability of segmentation by improving the network structure, connection
mode, attention mechanism or loss function, etc. U-Net++ is a typical example. U-Net++ is
a typical example. By inserting Dense Skip Connections between the encoder and decoder
to form a ‘nested’ structure, and introducing a loss function at different resolution output
layers, the model pays more attention to the segmentation quality at different scales during

training, which enables it to This makes it possible to fuse features of different depths at a
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finer granularity and reduce the mismatch problem caused by the ‘semantic gap’; it also

has good generalisation on small-scale datasets.
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3 Research methodology

This chapter mainly introduces the design ideas and specific implementation methods of
the semantic segmentation model for breast cancer images adopted in this study. Firstly,
the model design based on U-Net architecture is elaborated, including the introduction of
ResNet34 as the pre-training encoder, the up-sampling strategy of the decoder and the
jump-connection mechanism, and the optimization of Cross Entropy and Dice Loss are
combined to improve the segmentation accuracy and robustness. Subsequently, this chapter
details the code module division, model training process and various experimental settings,
such as experimental hardware environment, image preprocessing method, loss function
design, optimizer selection (AdamW) and early stopping strategy. In addition, the
evaluation metrics, including pixel-level accuracy and mloU, are introduced for
comprehensively evaluating the segmentation effect and generalization ability of the model
on the validation set. The combination of this series of experiments and design aims to

achieve high-precision, multi-category semantic segmentation of breast cancer images.

3.1 Model Design

In this study, a deep learning architecture based on U-Net is used to solve the multi-
category semantic segmentation task, and the overall model adopts an Encoder-Decoder
(ED) structure, in which the encoder is used to extract multi-scale image features, which
adopts the ResNet34 architecture loaded with pre-trained weights on ImageNet dataset, and
the ResNet34 goes through a Multiple layers of convolution and stacking of residual
modules can effectively extract multi-scale features from low-level edges to high-level
semantics. Using the pre-trained weights on ImageNet in the pre-training stage gives the
encoder a better feature extraction capability at the initial stage, which is especially
advantageous in scenarios with a small amount of data or limited annotations. During
model training, some of the encoder parameters are frozen (i.e., requiring grad=False) to
preserve the generic features already learned in the pre-trained network, while reducing the
number of training parameters and computational overhead. This strategy helps prevent

overfitting and speeds up convergence[14].
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The decoder then uses up-sampling and Skip Connections to gradually recover the spatial
resolution, and finally outputs a segmentation map with the same size as the input image.
In the up-sampling stage the decoder contains a series of up-sampling layers that
progressively recover the spatial resolution through inverse convolution (or interpolation
methods). These up-sampling modules effectively capture the global context information
and recover the contours and details of the target. At each up-sampling stage, the decoder
splices the feature maps of the corresponding encoder layers with the output of the current
decoding layer via jump connections. This structural design enables the high-resolution
information saved in the encoder to be directly transferred to the decoder, enhancing the
model's ability to recognise edges, details and small targets. Meanwhile, after the up-
sampling and splicing operations, the features are further fused and non-linearly mapped

through a series of convolutional layers to enhance the segmentation accuracy.

The segmentation map output from the last layer of the model has the same spatial
dimensions as the input image, but the number of channels is equal to the number of target
categories (set to 3 categories, including background, in this study). Each channel
represents the probability that the pixel belongs to the corresponding category. For this
reason, a Cross-Entropy Loss function is used to supervise each pixel so that the model can
accurately differentiate between categories during training. Meanwhile, for efficient
training we employ an optimiser and early stopping strategy to ensure that the model can
make full use of the rich feature information obtained from the pre-trained network, while
combining it with local detail information to achieve fine pixel-level segmentation. The
model structure is shown in Figure 1 below. The left part of the encoder path is shown in
the figure as an input layer for stepwise extraction of multi-scale semantic features of the
image. The right side is the decoder path demonstrated in the figure as the output layer,
which is used to recover the spatial resolution step by step. Bottom bottleneck layer path

connecting the encoder to the decoder.
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Figure 1 Structure of the U-Net model

In the experiment the code implements a U-Net based semantic segmentation system for
breast cancer using PyTorch deep learning framework. The core functional design includes
data preprocessing, custom dataset construction, model definition, training process, metrics

evaluation and model saving. The main experimental procedure is shown below.

Data preprocessing

Model design

model training

Accurate
performance
evaluation

T mloU and Pixel Accuracy
Jump connection

No

Data enhancement Yes

Automatic saving of the best model

Figure 2 Flowchart of the experiment

In the data preparation and loading design, the code uses a custom BCSSDataset to process

the images and masks, supporting image number limitation and Al/bumentations data
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enhancement. After image normalization the images are converted to Tensor, the training
set and validation set are loaded separately and encapsulated as Dataloader, which

ensures support for small sample random subset training.

The core idea in the model construction stage is that the core is to realize the classical U-
Net network architecture, and the main idea is to realize a symmetric structure + jump

connection model to achieve high-precision pixel-level classification.

For the sake of code simplicity and high re-usability, U-Net is broken into several modules
in the experiments. The first is the Double Convolution Block module, where the code
activates each encoder and decoder block with two 3%3 convolution + batch normalization
+ ReLU activation, which enhances the nonlinear representation and preserves the spatial
information. The Down Sample module is the encoder part, which is used to extract
semantic features from the image while reducing the resolution. The main structure in the
code is MaxPooling + DoubleConvBlock, where the number of channels is gradually
expanded (e.g. 64 — 128 — 256 — ...) The Up Sample module is the decoder part, which
is used to recover the resolution while fusing spatial features from the encoder. The code
uses the function ConvTranspose2d to up sample and connect with the corresponding layer
feature maps, and then learns the fused features with Double Convolution Block. Finally
the Output Convolution module is used for channel compression in the last layer using 1x1

convolution, mapped to the number of categories.

The model training phase mainly consists of forward propagation, loss computation, back
propagation and parameter updating of the model, while a main loop function is used to
evaluate the model performance through the validation set to guide the optimization
process. A combination of cross-entropy loss and Dice loss is used in the training process,
with the main task using cross-entropy loss to solve the pixel-level classification error
problem, followed by the use of Dice Loss to measure the overlapping region accuracy and
alleviate the category imbalance problem. The OneCycleLR strategy is used to dynamically
adjust the learning rate and record the training and validation loss, mloU and pixel
accuracy in each round. The model is automatically saved when the validation loss is
optimal, and Early Stopping is triggered if there is no improvement in the validation effect
in consecutive rounds to ensure that the training process is efficient, stable and prevent

overfitting.
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3.2 Experimental environment setup

In this study, the PyTorch deep learning framework is used to implement model training.
The experimental environment is a virtual computer device with a 4090 graphics card and
24G of operating memory, which ensures the computing power required for model training.
All training and validation operations were performed in this environment. In the
experiments, the batch size is set to 8 to balance the computational efficiency and GPU

memory usage.

In order to effectively train U-Net network models for multi-class semantic segmentation
tasks, we designed and implemented automated training of the models, covering several
key stages, such as data input, forward propagation, loss computation, backpropagation,
parameter optimisation, model evaluation and model saving. The whole training process
aims to minimise the difference between the model's predicted output and the real labels,

so as to obtain a segmentation model with good generalisation ability.

In the experiments, the data were batch loaded by a custom data loader (Data Loader), and
we adjusted the whole image size to a uniform size (224x224 pixels) to facilitate batch
processing by the model. Meanwhile, the image data was normalised, i.e. normalised using
the mean and standard deviation of the ImageNet pre-trained network standard, to ensure
that the model can effectively use the pre-training weights. In addition to the standard
breast images, there are also mask files in the dataset used for the experiments. We
adjusted the mask images to the same size (224x224 pixels) and converted them to tensor
form, and the masks were not normalised to retain the original category label information

of each pixel.

In the experiment, a U-Net network with a five-layer downsampling and upsampling
structure is constructed, which can effectively capture the local and global features of the
image. The input of the model is an RGB image with 3 channels), and the output is the
predicted probability distribution of the category to which each pixel belongs.
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3.2.1 Loss function

The loss function is one of the core parts of training neural networks, which directly
determines the optimisation direction and final performance of the model. The cross-
entropy loss function is often adopted as the optimisation objective in U-Net. The cross-
entropy loss function is widely used in semantic segmentation tasks and can effectively
evaluate the difference between the measured category distribution and the true category
distribution.[15] For each pixel location i, the probability of being predicted as category j is

, the true category label is , and the cross-entropy is defined as:

== () (1)

=1 =1
The human Dice loss function is also included in this experiment for evaluating how much
the predicted segmented region overlaps with the real region, especially for the case where
there are few foreground regions. We encode the real labels one-hot in the experiment into
the same shape as the predicted output, and compute the Dice Score for each class
separately in the channel dimension, then average each class, and finally take 1 minus the

average value as the loss. For each sample, for each class c, the Dice Score is defined as:

- + + @)
Dice Loss as:
1
=1-= 3)
=1
Finally, we use the = + approach to achieve the goal of improving the

quality of the boundaries and dealing with category imbalance while ensuring the accuracy

of the classification.
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3.2.2 AdamW Optimiser

The AdamW algorithm was proposed by Ilya Loshchilov and Frank Hutter in their paper
Decoupled Weight Decay Regularization in 2017. The authors pointed out some problems
with the traditional Adam algorithm in terms of weight decay and proposed AdamW as a
solution.AdamW applies weight decay more efficiently at each iteration by decoupling
weight decay from gradient updating. The AdamW optimiser is an improvement on the
Adam optimiser and mainly solves the problem when using Weight Decay in Adam.[16] In
the standard Adam optimiser, Weight Decay is added directly to the gradient, but in
AdamW, Weight Decay is applied in a different way, by acting directly on the parameter
updates, so that it can it adaptively adjusts the learning rate according to the historical

gradient of each parameter[17].

In the experiment, by introducing the first-order and second-order gradient momentum to
dynamically update each parameter, and at the same time applying attenuation to the
parameter at a fixed ratio, effective regularisation control is achieved to enhance the
generalisation ability of the model during the training process. The parameter update

formula is as follows:

+ -1) (4)

This where  and  are the first-order and second-order bias-corrected momentum of the
gradient, respectively, and A is the weight decay coefficient. In this study, we set the
learning rate to 1 x 103 and the weight decay coefficient to 1 x 10™4. Meanwhile, we
also work with the OneCycleLR scheduler to dynamically adjust the learning rate, which
will dynamically adjust the learning rate of the AdamW during the training, firstly
increasing and then decreasing, which helps the model to explore the more optimal region
in the early stage and converge stably in the later stage. This helps the model to explore

better regions in the early stage and converge stably in the later stage.
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3.2.3 Early stopping strategy

An early stopping mechanism was added to the experiment to prevent the model from
overfitting or wasting resources. In the experiments, the validation loss for the current
epoch is calculated using test loss/len(val loader); it is compared to the recorded
historical minimum loss min_loss to see if it is decreasing. If the current loss is smaller
than min_loss, the model is performing better on the validation set, and the model is saved
and the early stop counter is reset. If the current loss is not smaller, the model is not
improving, and the counter not_improve += 1. In our experiments, we set not_improve ==
5, and stop training when the model does not improve for 5 consecutive times. This
strategy effectively avoids unnecessary waste of training resources and shortens the

training time while maintaining the accuracy of the model[18].

3.2.4 Evaluation methodology

In the experiments, in order to comprehensively evaluate the performance of the semantic
segmentation model during the training and validation process, the prediction results of the
model on the validation set were systematically evaluated after each round (epoch) of
model training. For the model evaluation, we mainly adopt the pixel-level accuracy
evaluation, and also adopt mloU (Mean Intersection over Union), which measure the
overall accuracy of the model at the pixel level and the degree of spatial overlap in each
category, respectively, and are particularly suitable for the evaluation of the effectiveness
of semantic segmentation tasks. Pixel-level accuracy evaluation is used as a common
evaluation method in computer vision tasks such as image segmentation and semantic
segmentation. It can evaluate the overall performance of the model by treating each pixel
in the image as an independent classification object and comparing the consistency of each
pixel between the prediction results and the real labels. Meanwhile, mloU measures the

degree of overlap between the model's predicted and real regions, and the more overlap,

the higher mIoU[19].

Specifically, the pixel-level evaluation measures how many pixels in the predicted image

are correctly classified. The predicted category of each pixel can be obtained from the
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output logits of the model and compared with the mask to get the correctly predicted pixels.

The final percentage of correctness is obtained according to the following formula.

Number of Correct Pixels
Total Number of Pixels

Accuracy =

(5)

On the second metric, mloU will calculate the ratio of intersection and concatenation
between the predicted region and the real region for each category separately, and average
the ToU of all categories, so as to accurately reflect the performance of the model on all
kinds of semantic regions, which is especially sensitive to boundary clarity, small target
recognition, and front background segmentation. In addition, in order to prevent the bias
caused by the absence of certain categories in the validation set samples, the invalid

categories are excluded from the calculation of mloU in the experiments.
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4 Experiment Results and Analysis

In the final experiment, 300 photos were randomly selected as the training set and 60
photos as the test set. The experiment initially chose 30 epoches, but due to the early
stopping strategy set up for the experiment, the model was trained to the 12th epoches
when the model stopped training indicating that the segmentation quality of the model no

longer improved at the 12th epoches.

4.1 Data Collection

The data was selected from the Breast Cancer Semantic Segmentation (BCSS) dataset on
the kaggle website, which is derived from the dataset originating from TCGA, and contains
more than 20,000 annotations of breast cancer tissue region segments. We selected 300
images from this dataset and pre-processed them to improve the generalisation ability of
the model. Firstly, a custom BCSSDataset class is used to manage the original images and
the corresponding segmentation annotations during the data reading process. This class
inherits PyTorch's Dataset base class and implements the data reading and returns the data
quantity and content. At the same time, we will read the corresponding image and
annotation files according to the given index, and convert them to RGB and greyscale
modes respectively. The converted images and labels are stored as NumPy arrays, and
subsequent data enhancement operations are applied to return the data pairs (image, mask)

in Tensor format.

In the model training stage, in order to mitigate overfitting and improve the model's

adaptability to different imaging conditions and deformations, the albumentations tool was

used in this study to perform a series of stochastic data enhancement operations on the
training images and annotations.

4.1.1 Random Flip

We first performed a random horizontal inversion machine on the data to flip or rotate the

image, increasing the diversity of the data and allowing the model to be robust to different
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angles and orientations of the breast cancer image. Let the horizontal flip operation be
denoted as Fy, and for image x and mask m, the following operation is implemented. Each
rotation is implemented on the image with a certain probability to make the image more

diverse.

()=, -+ () =, - +1 (6)

4.1.2 Colour jitter

Colour dithering encompasses several random perturbations such as brightness, contrast,

saturation, and hue. For example, for a channel (take luminance as an example), the

luminance variation can be modelled as randomly sampling b~u (1 — Ab, 1+ Ab) over a
certain range and then updating the pixel values of the image. By randomly adjusting the
brightness, contrast, saturation and hue to simulate different lighting and imaging

conditions, the model's ability to adapt to colour changes can be well enhanced.

()= (7)

4.1.3 Gaussian blur

Gaussian blurring can be regarded as a convolution operation on the image x. The
convolution kernel is a two-dimensional Gaussian kernel . We obtain the following

equation:

(), = (o) o+« (8)

Among them:

) 9)

In the Gaussian blur operation we do not blur the mask m to prevent the mask to be
segmented from being unsmooth. The Gaussian blur pair can be used to reduce the noise

sensitivity and simulate the blurring that may occur during the imaging process.
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4.1.4 Elastic deformation

A random perturbation of the image coordinates in elastic deformation, such that |

denote the random fields in the horizontal and vertical directions, was experimentally
obtained by sampling Gaussian noise on the network and then doing bilinear interpolation.
For each pixel coordinate (i, ]), the corresponding new position (i + 8(i,j),j + 0,(i,])) is
obtained after the transformation. Also for the pixel values in the image and mask,

interpolation or nearest neighbour is used to map to the new coordinate location, labelled

as:
(.)=C. ) (10)

Among them:
=+ Gt () (11)
=+ G+ G) (12)

4.2 Experimental results

Pixel accuracy is used to measure the correctness of the overall pixel classification,
reflecting the model's ability to discriminate the main class; while mloU, as a more refined
metric, measures the quality of the model's prediction of the boundaries and structures of
each type of target area. The results of the experiment are shown in the following figure,
from the pixel-level metrics, the gap between the model training and validation accuracies
is relatively small, with the accuracy increasing from about 0.57 to about 0.87, which is a
clear upward trend, and the training is good. And the overall trend of model training is
stable, especially the validation accuracy tends to be stable and close to the training
accuracy in the late stage of training, and the generalisation ability is good. From the
perspective of MolU, the accuracy rate rises from about 0.33 to about 0.74, showing a
stable increasing trend, which indicates that the model continues to improve the
segmentation effect on different types of regions. However, mloU decreases after the 8th

epoch, indicating that the quality of segmented regions no longer improves and overfitting
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may occur, demonstrating that the model still has some challenges in region segmentation

generalisation.
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Figure 3: Graph of experimental results

4.3 Ablation experiments

We designed three sets of ablation experiments to validate the importance of each module
in terms of both model structure and training strategy. All experiments are conducted with
the same dataset, hyperparameters and evaluation metrics settings to ensure comparable
results. For each set of experiments, a control group (keeping the component/strategy) and
an experimental group (removing the component/strategy) are set up to compare the
changes in performance in terms of Pixel Accuracy and mloU to evaluate the actual
contribution of the component. The three main ablation experiments and a brief description

are shown in the table below.

Table 1 Ablation experiments

No. Ablation Setting A Setting B Purpose of Expected effect
Project experiment
1 Encoder Freezing of Unfreeze Verify that the Thawing may improve
freeze ResNet34 ResNet34 encoder needs to be  model performance
fine-tuned
2 Skip Use Skip No Skip Validation of skip MloU down
connection connection connection connection for

detail recovery
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3 Early stop Use early stop  No early stop Verify that it helps ~ Easy overfitting and
strategy prevent overfitting  long training time
enabled and saves resources ~ without early stopping

4.3.1 Encoder

In the first ablation experiment, an attempt was made to remove components to check if the
encoder needed to be fine-tuned to have a higher accuracy. The following results are

obtained by adding the freeze function in the experiment:

Training and Validation Accuracy Training and Validation mloU
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Figure 4 Results of ablation experiment 1

When the encoder is frozen, the model's learning ability decreases and can only be adjusted
by the decoder, resulting in overfitting in the training set and undergeneralisation in the
validation set. While when not freezing, the whole network can be optimised and the
performance is more coordinated. In addition, although the frozen model is more accurate
in the training set, it has poor generalisation ability, resulting in a significantly lower
validation mloU. The unfrozen model is more coherent overall and performs more reliably
on the validation set. This shows that the unfrozen encoder is more suitable for the BCSS

segmentation task, especially if a certain number of training samples are already available.
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4.3.2 Skip connection

In the second ablation experiment, which focuses on verifying whether successive jumps
are a critical design for the segmentation task, the following are the results of training the

model without successive jumps:
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Figure 5 Results of ablation experiment 2

From the experimental results the model without successive jumps shows a significant
decrease in the late validation of mloU, which may be the result of not recovering the
spatial boundary information well. This can indicate that continuous jumps can preserve
the spatial details in the encoder stage and help the decoder to revert to high-resolution
boundaries, so as to deal with the edges and texture complex regions in breast cancer

images well and improve the generalisation ability of the model.

4.3.3 Early stop

The early stopping strategy was removed in the third ablation experiment to verify whether
the early stopping strategy is helpful for the training efficiency and optimisation of the

model, and the results are shown below:
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Figure 6 Results of ablation experiment 3

From the results, it can be seen that without using the early stopping strategy, model
training does not help or even has a negative impact on the improvement of model
accuracy. At the same time the training time of the model without the help of the early stop

strategy is much longer, which greatly reduces the training efficiency of the model.
Based on the ablation experiments above we get the results in the table below:

Table 2 The result of ablation experiments

No.  Encoder freeze  Skip connection  Early stop strategy enabled ~ Accuracy(%) mloU(%)

1 X v v 77+2 55+5
2 v X v 7416 5012
3 v X 75+6 5549
4 v v v 80+3 6055

4.4 Comparison experiments

DeepLabV3+ was used as the comparison model in the comparison experiments.
DeepLabV3+ is a state-of-the-art semantic segmentation model proposed by Google
Research for categorizing each pixel in an image into its corresponding category. It is a
further improved version of the DeepLab family of models, DeepLabV3+ combines the
advantages of Atrous Convolution and Encoder-Decoder structure to better capture the
boundary and contextual information of the target. The core idea of DeepLabV3+ in the

experiments is to extract multi-scale contextual information using a null-space pyramid
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pooling module[20]. A lightweight decoder module is also introduced in it, which will
combine shallow and deep feature maps thus improving the detail retention of

segmentation edges.

The main reason for choosing DeepLabV3+ as a control model is that it currently performs
very well in medical image segmentation. Its null convolution can obtain more contextual
information without reducing the resolution, and ASPP is very suitable for dealing with
tumour size inconsistency.DeepLabV3+'s encoder structure can well recover segmentation
edge details to deal with the tumour contour, and better assist the localization of breast
cancer cells. Compared to the U-Net model his training speed is slower but the accuracy is

better, the following are the experimental results of DeepLabV3+:

Training vs Validation Accuracy Training vs Validation mloU
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Figure 7 Results using the DeepLabV3+ model

From the experimental results, it can be seen that the DeepLabV3+ model is more accurate
and also converges well. However, the training speed of the model is very slow during the
experiment, compared with the U-Net model he needs better performance GPU for training,
and its training cost is higher than that of U-Net. In addition, the training data shows the
serious overfitting of the model, the training Accuracy increases continuously and steadily,
and finally approaches 99%, but the validation Accuracy fluctuates drastically between
rounds 5 and 10, and there is an obvious “drop”, and then it returns to 85%, but does not
continue to improve; there is a large gap between training and validation, and the gap is
close to 99% in the later rounds, and there is a large gap between training and validation,
and there is a large gap between training and validation. MloU has the same situation, the

gap between training and validation accuracy is close to 20%, and the overfitting
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phenomenon is obvious. It can be seen that the DeepLabV3+ model is not as good as U-

Net in data generalization.

4.5 Results and findings

From the experimental results, it can be seen that the semantic segmentation model based
on the U-Net architecture has good training results and strong pixel-level discriminative
ability on the BCSS dataset, and is able to stably improve the quality of region
segmentation. In the experiments, the model achieves a pixel-level accuracy of about 87%
and an mloU value of 74%, showing good stability and generalization ability on both the
training and validation sets. However, the drop of mloU metrics in the late training period
exposes the model's generalization challenges in boundary and small class structure
recognition. Meanwhile, the overall accuracy of the experiment does not reach over 90%,

and the model as a whole still has the problem of insufficient accuracy.

In the ablation experiment section, the significant improvement effect of methods such as
jump connection and early stopping strategy on model performance is verified, indicating
that maintaining boundary details and controlling training overfitting are the key factors to
improve model effect in medical image segmentation. In addition, the comparison
experiments show that although the DeepLabV3+ model has a slight advantage in terms of
accuracy, its training process suffers from an obvious overfitting problem, has higher
hardware requirements, and its overall generalization ability is not as good as that of the U-

Net model.

It was found that although the U-Net model performed stably in this study, it still has some
challenges in dealing with small lesions or regions with blurred boundaries, one of the
possible reasons is the small number of datasets, which can be attempted to use a larger
dataset for training in future studies. In addition the model accuracy can be improved in the
future by optimizing the model structure or improving the loss function design, such as
using other more advanced segmentation network structures HRNet, SegFormer, etc. to
enhance the modeling of boundaries and small target regions. In terms of improving the
loss function, it is possible to add losses specifically optimized for the boundary region,
such as Boundary Loss, Focal Tversky Loss, to enhance the learning ability of unbalanced

categories or difficult to classify regions.
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5 Conclusions

The aim of this thesis is to explore the application of deep learning, especially the U-Net
model, in semantic segmentation of medical images for early detection of breast cancer.
The model finally achieves the desired goal by designing and implementing a U-Net-based
semantic segmentation system, training it on the BCSS dataset, and verifying its
performance by evaluating metrics and ablation comparison experiments. The
experimental results show that the model achieves a pixel accuracy of about 87% and a
mean joint intersection rate (mloU) of about 74%, demonstrating the model's excellent

results in distinguishing breast cancer tissues and backgrounds at the pixel level.

Compared with existing studies, this experiment confirms the effectiveness of U-Net in
biomedical image segmentation. In particular, compared to more complex architectures
such as DeepLabV3+, the U-Net model has higher stability and lower risk of overfitting
with limited computational resources, and its segmentation requires less equipment
environment. In previous studies, there is often a preference for utilizing advanced models
to improve segmentation accuracy, whereas this study achieves a trade-off between
accuracy, training efficiency, and generalization, realizing a balanced and practical

solution for clinical environments with limited infrastructure.

From a theoretical point of view, this study helps to validate and fine-tune U-Net on a
breast cancer dataset, enrich the use of encoder freezing, skip-connecting, and early-
stopping strategies through ablation experiments, and also help to optimize the model at a
later stage. Meanwhile the results of this experiment can help doctors to perform early
breast cancer diagnosis by reducing the workload and potentially improving the accuracy
and speed of diagnosis. In addition the results of this experiment can make early breast
cancer detection more accessible and less dependent on operator expertise, especially in

resource-poor or rural healthcare settings.

This study also has some limitations. The training and test datasets are relatively small and
from a single source, which may limit the generalizability of the model to different
imaging conditions and populations. Also from the experimental results, the model still

faces challenges in accurately segmenting small lesions or regions with ambiguous
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boundaries. Future research could focus on improving the model accuracy and introducing

larger and more diverse datasets.

In conclusion, this study demonstrates the feasibility and effectiveness of breast cancer
image segmentation using a U-Net-based neural network. It helps to lay a basic foundation
for further research on the integration of artificial intelligence into medical diagnosis and

creates possibilities for model optimization and practical deployment in future work.
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