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Business Intelligence has traditionally relied on the request-response relationship between
the business users that want to gain insight into company data, and power users that build
reports and dashboards. Self-Service Business Intelligence aims to reduce the dependency
of business users on power users by allowing them to create reports and dashboards by
themselves. Self-Service Business Intelligence has been seen as difficult to implement due
to user-related challenges. Generative Al presents potential in democratizing Business
Intelligence by allowing business users to generate reports through natural language
interfaces. This thesis aims to explore the state of generative Al tools and explore how they
integrate in the target company’s Business Intelligence process. Additionally, it aims to
identify the limitations on data usage with generative Al.

The study is conducted as a constructive research and consists of a literature review and an
empirical section. The literature review explores previous research into Self-Service
Business Intelligence, generative AI’s potential use cases in Business Intelligence, as well
as data usage restrictions regarding generative Al. The empirical section explores the
capabilities of a generative Al tool in the target company’s Business Intelligence
environment and evaluates its potential in enabling Self-Service Business Intelligence.

The study concludes that while generative Al tools show great potential in democratizing
Business Intelligence, in the current state of development the tools provide most value for
experienced users. Data modelling and data quality are identified as key enablers for
effective generative Al use. Governance and data protection are seen as the greatest
inhibitors for use of generative Al with Self-Service Business Intelligence.
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Liiketoimintatiedon hallinta (Business Intelligence) on perinteisesti perustunut pyynto-
vastaussuhteeseen liiketoimintakidyttdjien, sekd raportteja laativien asiantuntijakdyttdjien
valilla. TItsepalveluraportointi pyrkii vdhentimidin liiketoimintakdyttdjien riippuvuutta
asiantuntijakdyttdjiin tarjoamalla heille mahdollisuuden luoda raportteja itsendisesti.
Itsepalveluraportoinnin kdyttoonotto on koettu haasteelliseksi kayttdjiin liittyvien haasteiden
takia. Generatiivinen tekodly tarjoaa mahdollisuuksia liiketoimintatiedon hallinnan
demokratisoimiseksi mahdollistamalla raporttien luomisen luonnollisen kielen avulla. Tdma
opinndytetyd tutkii generatiivisten tekodlytyOkalujen nykytilaa ja tutkii, kuinka ne
integroituvat kohdeyrityksen liiketoimintatiedon hallintaprosessiin. Liséksi tydssd pyritddn
tunnistamaan datan kdyttdmisen rajoituksia generatiivisen tekodlyn ndkdkulmasta.

Tutkimus toteutetaan konstruktiivisena tutkimuksena, ja se koostuu kirjallisuuskatsauksesta
sekd empiirisestd osiosta. Kirjallisuuskatsauksessa tarkastellaan aiempaa tutkimusta
itsepalveluraportointiin liittyen, generatiivisen tekodlyn kiyttokohteisiin litketoimintatiedon
hallinnassa, sekd datan kdyton rajoituksiin generatiivisen tekodlyn kanssa. Empiirisessd
osiossa tutkitaan generatiivisen tekodlytyOkalun kyvykkyyksid kohdeyrityksen
raportointiympdristossd  ja  arvioidaan sen potentiaalia  itsepalveluraportoinnin
mahdollistajana.

Tutkimuksen johtopdédtoksend on, ettd vaikka generatiiviset tekodlytydkalut osoittavat
merkittdvdd potentiaalia liiketoimintatiedon hallinnan demokratisoinnissa, nykyisessé
kehitystilassaan ne tuottavat eniten arvoa kokeneemmille kéyttdjille. Datan
mallinnuskdytdnndt ja datan laatu tunnistetaan keskeisiksi mahdollistajiksi tehokkaalle
generatiivisen tekodlyn hyddyntdmiselle. Hallintamallit ja tietosuoja puolestaan ndhdéddn
suurimpina esteind generatiivisen tekodlyn kaytdlle itsepalveluraportoinnissa.
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Abbreviations

Al Artificial Intelligence

AGI Artificial General Intelligence
AWS Amazon Web Services

BI Business Intelligence

DAX Data Analysis Expressions

DM Diffusion Model

DMG Data Management and Governance
DPA Data Processing Agreement

DPIA Data Protection Impact Assessment
EEA European Economic Area

ELT Extract, Load, Transform

ERP Enterprise Resource Planning

ETL Extract, Transform, Load

EU European Union

GAN Generative Adversarial Network
GenAl Generative Artificial Intelligence
GDPR General Data Protection Regulation
KPI Key Performance Indicator

LM Language Model

LLM Large Language Model

PII Personally Identifiable Information
SQL Structured Query Language

SSBI Self-Service Business Intelligence
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1 Introduction

In the introduction chapter, the general premise of the research is explained, including
background information on the problem, the research problem, scope and methods used in

the study. The structure of the thesis is also presented.

1.1 Background

As the value and potential of data created by companies’ processes and activities is becoming
more apparent, companies are increasingly making efforts to move towards a more data-
driven approach in running their business to leverage the potential value of their data.
Becoming a data-driven organization requires removing silos and unifying all of the
organization’s data into a single data model and to foster a culture of data-drivenness in the

entire organization. (Accenture, 2021)

Business Intelligence (BI) has traditionally been a process that relies heavily on power users
that possess advanced technological skills to model and visualize data (Alpar and Schulz,
2016; Imhoff and White, 2011). Power users are employees that possess advanced technical
skills and usually work in a centralized IT or data analytics unit in the organization who
work with the data to create the reports requested by the business personnel wanting to gain
insight into the company’s data. This creates a bottleneck because the IT or data unit usually
has comparatively few BI developers in relation to people that order the reports. This can

lead to prolonged wait times for gaining access to potentially business critical insights.

Due to this bottleneck in the BI development process, an interest in Self-Service Business
Intelligence (SSBI) has arisen. The objective with SSBI is to remove the dependency on
tech-savvy IT professionals from the BI development process and to enable employees with
lesser technological skills to develop the reports they need without having to learn
complicated programming or query languages. (Alpar and Schulz, 2016; Imhoff and White,
2011; Lennerholt et al., 2021)

Previous research into SSBI has discovered that implementing SSBI is not a simple task, as

it involves developing internal business processes in their entirety, starting from storing,



modelling and documenting the data so that it is straight-forward to understand and refine.
Then the data must be accessible to the casual users, meaning the business-oriented
personnel that want to create BI using self-service techniques. Data access control contains
its own challenges, as some data is restricted either by the organization’s internal policies or
some data protection legislation, such as the European Union’s (EU) General Data Protection
Regulation (GDPR). After a user has access to the data and understands the data, they need
to be able to use a BI tool to create the visuals and analyses they need. This proves difficult
since the technological skills of the potential users can vary a lot from person to person.
Ideally, the solution should be as simple to use as possible, while maintaining powerful data

visualization and manipulation capabilities.

1.2 Research problem and scope

The recent advances in Generative Artificial Intelligence (GenAl) and Large Language
Models (LLM) have raised an interest in the commissioning company of this thesis, VR
Group. There have been some attempts at implementing SSBI practices at VR, but they all
have had some drawbacks which is why the BI operations in the company still heavily rely
on BI specialists in the centralized IT unit. The company now wants to explore the
possibilities generative Al could offer for SSBI. The main objective of this thesis is to
explore the common pitfalls and challenges of SSBI and how generative Al technology could
be utilized to help overcome them and to create a proof-of-concept SSBI solution using
GenAl tools commercially available at the current time, and evaluate how the company’s

current data and BI architecture fit the solution.

The challenges that the designed SSBI solution should tackle are the bottleneck created by
having to route all requests for BI reports through the organization’s centralized IT unit,
which houses all the BI professionals in the company. A widespread move towards self-
service business intelligence and analytics in the company would allow the IT professionals
to concentrate on more value-creating endeavors, such as developing more advanced data
models and data products as well as expanding the data offerings of the company, instead of
creating basic data models and reports for business users and catering to ad-hoc requests.

The solution should be simple enough to use that office workers that possess a basic level of
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IT skills can operate it to create reports from their desired datasets and doing so should be

easier and faster than doing it via the traditional route of ordering the report from IT.

The research problem is divided into the following research questions:

- How can generative Al tools be utilized in Self-Service Business Intelligence

applications?

- What limitations are there for the usage of data in Al-augmented Self-Service

reporting?

This thesis focuses on discovering the potential of generative Al in Self-Service Business
Intelligence. The focus is narrowed so that the potential end-users of the created SSBI
solution are employees that work in an office environment and possess rudimentary IT skills.
The thesis focuses on exploring ready-to-use, commercial GenAl products. Custom
solutions such as in-house trained LLM and solutions requiring complex IT architectures are

out of scope for this research.

1.3 Research methods

The theoretical part of the research is conducted as a literature review focusing on
discovering the challenges and possibilities in SSBI from previous research into the topic.
Literature review allows for gaining a comprehensive view on how SSBI has been perceived
in the scientific community and in the corporate field. From previous research can also be
found valuable insight into what challenges SSBI implementations commonly face. The
literature will be collected from peer reviewed academic sources, as well as some
commercial sources, such as different GenAl tools’ websites or consultancy companies’
articles. Collecting information also from non-academic sources might be advantageous,
since generative GenAl is progressing very quickly and the most up-to-date information
might not be available from academic sources due to the process of publishing academic
research and getting it peer reviewed being a lengthy process, often taking months or even

years (De Lange et al., 2018).
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The empirical part of the thesis will be conducted as constructive research where a
framework of producing BI reports as self-service leveraging a commercially available
GenAl tool will be developed. The conceptualized SSBI framework should evaluate the
applicability of GenAl tools to each part of the BI report creation process from accessing the
data to creating the report and provide insight into what organizations should consider
regarding data modelling, data protection and education to make SSBI with GenAl a viable

option.

1.4 Structure of the thesis

The rest of the thesis is structured as follows: Chapter 2 focuses on reviewing previous
literature on SSBI with a focus in finding out the common challenges faced when
implementing SSBI as well as restrictions on accessing different types of data as imposed
by data protection regulation or other rules. Chapter 3 will consider Al as a solution for
SSBI’s challenges through literature review and examination of currently commercially
available GenAl SSBI tools. Chapter 4 contains a detailed description of planning and
implementing an SSBI solution for VR, including the technical decisions made and a
thorough documentation of the solution. In chapter 5 the results of the case study in chapter
4 are reviewed and reflected on with an aim to assess whether the solution and the chosen
tools are viable for production application. Chapter 6 concludes the research, tying the
theoretical base and the empirical case study results together, provides answers for the
research questions and presents topics for future research. The inputs and outputs for each

chapter is presented in Figure 1.
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Input

Chapter

Output

Assignment from VR Group,
literary review

1. Introduction

The background, goals,
research questions and
structure of the thesis

Literary review

2. Self-Service Business
Intelligence

Background on SSBI and the
most common challenges in
implementing SSBI

Literary review

3. Leveraging Generative Al
in Self-Service Business
Intelligence

Theoretical ways of
leveraging GenAl in SSBI

Theoretical material on
research methods, Workshops
with subject matter experts
inside VR Group

4. Planning and Implementing
a SSBI solution for VR Group

Technical framework for
conducting the research,
definition of test data

Findings of PowerBI Copilot
pilot, subject matter expert
reviews

5. Results and Evaluation of
VR Group’s SSBI Solution

State of VR Group’s data
architecture for SSBI use,
recommendations for actions

Findings from research

6. Conclusions

Conclusions of the research
and recommendations for
further research and actions

Figure 1. Input-output chart of the thesis.
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2 Self-Service Business Intelligence

This chapter will explore previous literature regarding SSBI to find a comprehensive
definition for it and to discover the key challenges and other aspects to consider when
implementing SSBI. The entire process of creating Business Intelligence reports is reflected
upon to find out what parts of the BI process could be offloaded from the IT department

(power users) by implementing SSBI practices.

2.1 The Business Intelligence process and the advent of SSBI

Business Intelligence as a term originates in the early 2000s while the idea of using
computers to process data and to help make business decisions dates back to the very first
mainframe computers in the 1960s (Power, 2007). Business Intelligence is generally defined
as a set of processes to create data-driven insights into internal or external organizational
data, including the collection, storage, transformation and usage of data (Negash, 2004;
Talaoui and Kohtaméki, 2021). As mentioned earlier, BI has been a process that heavily
relies on the request-response relationship where so called casual users, meaning business
users with rudimentary IT skills, rely on the so-called power users that possess advanced IT
skills for the BI reports and dashboards they require for their business operations. As
technology advances and more easy-to-use tools are brought to market, the skill floor for
using BI tools is lowered. This can be seen from the evolution of a regular computer over
the years. A few decades ago computers were something only an enthusiast could use while
nowadays computers are an essential tool in our everyday lives. The evolving tools and the
general public’s growing level of technical abilities have brought up the idea of Self-Service
Business Intelligence where the common employees could create reports and dashboards by
their own to gain more insight into their operations. (Alpar and Schulz, 2016; Imhoff and

White, 2011)

Self-Service Business Intelligence as a concept has seen some research starting from roughly
2016 onwards since the utilization of BI has seen more widespread use, expanding from
measuring strategic metrics to operative use. Previously BI was used mainly for reporting

for upper management of financial figures and other longer-term metrics, while nowadays
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reports and dashboards are utilized in ever increasing number of operative tasks. With an
increasing amount of business users wanting to gain a more data-driven approach into their
operations, the workload of IT professionals such as data engineers and BI developers is
growing, causing bottlenecks and prolonged delivery times for reports and other data
products being delivered to business users. SSBI could help relieve the IT professionals’
workload and streamline the process of creating reports and dashboards. Moving the
development of reports from the power users to the business users would also be beneficial
since the business users are generally already familiar with the data generated by their
operations. SSBI could also enable businesses to move to more proactive reporting approach
from the traditional reactive one. (Alpar and Schulz, 2016; Imhoff and White, 2011;
Schlesinger and Rahman, 2016)

2.2 Challenges of Self-Service Business Intelligence

Although the idea of SSBI is very appealing to companies, research has shown that
implementing SSBI is not a simple task (Alpar and Schulz, 2016; Lennerholt et al., 2021;
Passlick et al., 2020). While it is true that business users generally have a better
understanding of their operations than the power users creating their reports, they might not
be familiar with working with data generated by IT systems and processes, even if the data
relates to their line of work. Data is also not usually ready to use as it emerges from the
systems because it might need to be transformed or modelled into a form that can be
effectively utilized in a BI application. (Schlesinger and Rahman, 2016) Many larger
organizations also have centralized data warehouses where data from various sources is
stored in a modelled form so that data from different sources can be combined. This data
transforming and loading process, often called ETL or ELT (Extract, Transform and Load;
Extract, Load and Transform) is still quite a technical process, requiring extensive IT skills
to perform. This kind of heavy technical work can’t realistically be expected from a less
technically savvy employee to perform and will likely remain a task to be completed by IT
professionals for the foreseeable future. Rather, business users should work co-operatively
with the IT professionals to instruct them to create data models that are relevant and

convenient for the business users to use in SSBI reporting. (Bani-Hani et al., 2018)
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Another challenge of SSBI implementations is that even if they allow the user to create
reports as self-service, it has been noticed that SSBI solutions are rarely very easy or intuitive
to use. As mentioned, one of the key objectives of moving towards Self-Service analytics
and BI is being able to reduce the time it takes to get insights into data. If the developed
SSBI solution isn’t easy to use or user friendly, less tech-savvy users will struggle with
creating reports, leading to frustration and equally long development times for reports,
defeating the main benefit of SSBI. Imhoff and White (2011) found in their survey that ease
of use is the most important objective of SSBI. (Imhoff and White, 2011)

2.3 AQUIRE framework as a basis for understanding challenges presented by
SSBI

Lennerholt et al. (2023) have in their study created the AQUIRE framework for organizing
the identified challenges regarding Self Service Business Intelligence. The framework
organizes the challenges into five categories: Access and use of data, Data Quality, User
Independence, Creating Reports and Education. The authors have also identified nine SSBI

success factors that are required to make SSBI viable.

The five main categories and the success factors related to each of them will be more

thoroughly explored in the following subchapters.

2.3.1 Access and use data

The “access and use data” part of the AQUIRE framework contains the challenges related
to gaining access to the correct data and properly using the data to gain reliable insight into
one’s business. Data access means that in order to create reports on a dataset, one must have
access to said data. This is not automatically the case as most enterprises will have some
data access control in place to restrict employees’ access to certain data, such as the
company’s business secrets or personal information about employees. Gaining access to data
can, according to Lennerholt et al. (2023) take even weeks or months, even if the data in
question isn’t in any way restricted. Access to some data needs to be restricted, for example
the European Union’s (EU) General Data Protection Regulation (GDPR) mandates that

Personally Identifiable Information should be accessible to only people that have a valid
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reason for using the data (Regulation (EU) 2016/679 of the European Parliament and of the
Council of 27 April 2016, 2016). For example, supervisors will need to access their
employees’ personal data in their supervisor’s duties, but a common worker should most

likely not need to look up their coworkers’ personal details.

Another challenge related to data access is the ability to find the data you need (Lennerholt
et al., 2023). In large enterprises, there can easily be thousands of different datasets residing
in multiple data storages. The available datasets are often known by only the IT professionals
that have access to all the databases and documentation of the company’s data operations.
Documentation can also be poor, leaving the user having to resort to manually inspecting
the data and trying to figure out what the data contains. This might be doable for an IT
professional that works with different kinds of data daily in their work but most likely won’t
work for business users. If the available data sources and their contents are not properly
documented, they might as well not exist, as a non-power-user employee will not find the
data and can’t figure out what the data contains. According to Varga et al. (2014), as well as
Alpar and Schulz (2016), metadata regarding the technical characteristics of the data, as well
as relevant business vocabulary and characteristics are essential if data is to be utilized by

business users.(Alpar and Schulz, 2016; Varga et al., 2014)

2.3.2 Data Quality

The second category of the AQUIRE framework contains challenges related to the quality
of data (Lennerholt et al., 2023). Thorough data quality assurance practices are, of course,
also important in traditional BI to assure that decisions aren’t being made on false
assumptions. However, in SSBI, having good quality data becomes even more important as
SSBI users might not have a great understanding of the quality of the data they are using.
The business users likely also aren’t able to correct faulty data when they encounter it, which
a Bl professional most likely could perform or at least would notice it. The required level of
data quality for the datasets that will be published for self-service use should be carefully
selected as the data should produce the same results regardless of who uses it to create a
report, and the figures derived from the data should also reflect reality. Imhoff and White
(2011) found in their survey the lack of data quality, control and governance to be the second

highest inhibitor to SSBI (Imhoff and White, 2011). To ensure that the data is of high quality
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and can be trusted, a data management and governance (DMG) program should be put into
place. This includes defining data owners and stewards that are responsible for governing
the quality of the data they own/steward. Data quality standards should also be defined as
well as data access standards and a common point of access for the data. Metadata and
lineage documentation are also an integral part of the DMG program as they allow for better

discoverability and governance of the data. (Meyers, 2014)

2.3.3 User Independence

The challenges in SSBI regarding user independence, according to Lennerholt et al. (2023)
are mostly related to joining different datasets with each other. While data professionals have
the technical skills to understand how to join the data, business users might struggle with
understanding how the keys and other attributes in the data should be joined together
(Passlick et al., 2020). An incorrect join might produce misleading data, negatively affecting
decision-making.(Lennerholt et al., 2023, 2021) Whether or not a dataset should be joined
with another dataset and based on what attributes the join should be performed on should be
somehow communicated to the end-user. This could perhaps be done through documentation
of the data, or by providing SSBI users only datasets where the required joins have already

been performed.

Other user independence related challenges relate to the varying levels of technical skills
possessed by the business users (Lennerholt et al., 2023, 2021). Imhoff and White (2011)
found in their survey that the number one inhibitor for SSBI was lack of business user skills
.As the idea of SSBI is based on anyone in the company being able to create reports, it must
be understood that employees working in varying positions will have quite different
technical skill sets. This is why creating a single, general purpose SSBI solution is quite
difficult, as some users will find the created solution too hard to use and some will find it

limiting their ability to create reports as they like.

2.3.4 Create Self-Service Business Intelligence reports

The challenges related to creating SSBI reports are closely related to the other challenges

covered earlier as they also closely relate to the business users’ technical abilities and the
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quality of data. SSBI reports are found to be difficult to create and maintain, especially if the
user must modify or join the data. The problem of duplicate reports also is a great concern
as users are not aware of already existing reports. Thus, duplicate reports are created, and in
the worst case they might convey differing information from each other due to incorrect joins
or interpretations of the data. (Lennerholt et al., 2023) This emphasizes the need for a
comprehensive view of the organizations existing reports and guidelines to avoid creating
duplicate reports. Another problem regarding the tools used for SSBI is that users will use
unsupported tools for their own ad hoc tasks, which will lead to data being scattered around
different tools and report and often being out of date with the current state of the data. To
avoid this, there should be clear guidelines on which tools are allowed to be used for SSBI

reporting to ensure only tools compatible with the SSBI platform are used.

There is also the problem of lacking governance of SSBI reports (Imhoff and White, 2011;
Lennerholt et al., 2021). When users can create their own reports and customize existing
ones, there isn’t a clear indication of who owns the reports in the organization and is
responsible of the contents of the report. This supports the need for a DMG program
designated data owners or data stewards for each business area, who would be responsible
by the data generated by the systems and processes in the business area, and they would also
oversee the reports created by other users in the business unit and verify the correctness of
the data before the reports are published into widespread use (Meyers, 2014). Key
performance indicators (KPI) should have centralized definitions that the SSBI users should
adhere to in order to avoid problems with different interpretations of the same KPI (Passlick
et al., 2020). Modifications to the reports should also ideally go through the data owner to
ensure that there is a single source of truth in the business area as the figures will most likely

be also shared to other stakeholders.

2.3.5 Self-Service Business Intelligence Education

SSBI Education related challenges arise from lacking or poorly executed training of
implemented SSBI solutions. As SSBI is a completely new way of working in most
organizations, it requires comprehensive training to guide the new users of the SSBI solution
to gain the most out of it. Improper education will only serve to demotivate users from

actually taking advantage of the ability to create Business Intelligence as self-service. After
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the initial training the education on SSBI should be kept up to impose the culture of SSBI
onto the users and to encourage and guide them to try new solutions with their reports. There
should also be optional training material available for varying levels of technical skills to
encourage also the less adept users to try SSBI. This could help to prevent users from
abandoning SSBI altogether after the first training session.(Bani-Hani et al., 2018; Imhoff
and White, 2011; Lennerholt et al., 2023, 2021) Along with training on how to use SSBI
tools, the benefits of SSBI should be clearly communicated to the users. The user should be
able to see the benefits of SSBI so that they would be motivated to try creating more reports.
To achieve this power-users may need to actively support business users when they are

beginning their SSBI experimentation. (Imhoff and White, 2011; Passlick et al., 2020)
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3 Leveraging generative Al in Self-Service Business Intelligence

solutions

This chapter will explore the possibilities of using generative Al to help overcome the

challenges of implementing SSBI presented in chapter 2.

3.1 Definition of Generative Al

The idea of Artificial Intelligence dates back into the 1950s when first computers were being
developed. McCarthy coined the term “Artificial Intelligence” in 1955 (McCarthy et al.,
1955) as “the science and engineering of making intelligent machines, especially intelligent
computer programs” (McCarthy, 2007) . Since then, the definition of different types of Al
have been expanded with the branching of Al research into multiple subtypes of Al. The
ultimate goal of Al research is Artificial General Intelligence (AGI), which refers to an Al
that matches or exceeds the capabilities of the human mind (McKinsey, 2024). A benchmark
for AGI is the Turing test, which is a test of a machine’s ability to exhibit such cognitive
abilities that a human cannot distinguish it from a human (Turing, 1950). None of the
currently available Al models have, however, managed to pass the Turing test and AGI is
considered by many researchers and professionals to still be years or even decades away

(McKinsey, 2020).

For the purposes of this research, a subtype of Al called Generative Al (GenAl) is
considered. Sengar et al. (2024) define Generative Al as a class of “artificial intelligence
systems with the ability to create text, images and/or various forms of media through the
utilization of generative models.”(Sengar et al., 2024) Generative Al includes Al models that
are able to understand and mimic data to create content such as text, images, code and more
based on inputs or prompts. Generative Al tools are based on different types of Al models,
such as Language Models (LM), Large Language Models (LLM), Diffusion Models (DM),
and Generative Adversarial Networks (GAN) which are usually specialized in creating
certain types of content. Language Models are usually used for creating text-based answers
and Diffusion models are used to create images and video, for example.(Gartner, 2024; IBM,

2024) Thiruneelakandan and Umamageswari (2024) propose that generative Al might be
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pivotal for the evolution of BI in terms of data generation and BI automation potential

(Thiruneelakandan and Umamageswari, 2024).

In the following subchapters, previous literature about utilizing generative Al in different
steps of the BI process is explored with the goal to discover how generative Al could be used

to overcome the challenges of SSBI presented in chapter 2.

3.2 Using Al to overcome SSBI challenges

Thiruneelakandan and Umamageswari (2024), as well as Rumiantsau (2023) claim that
generative Al will transform BI, in the form of generative BI by automatic generation of
reports and visualizations as well as automated narrative insights from data. The Al
algorithm can also supposedly identify patterns and insights from the dataset and thus enable
more proactive Bl in the form of eg. anomaly detection to more quickly find out problems
with data. (Rumiantsau, 2023; Thiruneelakandan and Umamageswari, 2024) Many software
vendors have started implementing generative Al capabilities, claiming that via natural
language prompting users can gain actionable insights faster and do so without having to
write SQL or other query languages, making BI more accessible and increasing user
independence and helping non-technical users create reports and insights without support
from IT. (Chi, 2025; Kosinski, 2024) For example, Amazon’s QuickSight Q tool claims to
be able to generate visuals using natural language prompts without using SQL queries or
other programming or query languages (Amazon, 2023). Microsoft’s PowerBI copilot, a
generative Al chatbot extending the capabilities of the PowerBI software, also claims to be
able to generate reports and visual from natural language prompts or suggested topics
(Microsoft, 2024a). However, these claims should be faced with scrutiny until their
functionality is verified as the tools are currently in a very early stage of development and
there seems to be little research into the functionality and value-adding capability of these

tools.

Another upcoming technology for Generative BI is BI chatbots, or Conversational BI. This
new approach for BI uses a chat-like natural language interface to interact with the user,
existing side-by-side with traditional BI reports or as a standalone tool. The chatbot can
access predetermined datasets and can answer questions about the data or help provide the

user with insights into the data in form of tables, narrative answers or even graphs and other
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visualizations (Kyvos, 2025; Omni, 2025; Quamar et al., 2020; Sigma Computing, 2025).
While traditional BI reports and dashboards have cemented their place in organizations, they
answer predetermined questions. With Conversational BI the business users can get answers
to questions that aren’t answered by a pre-created report, enabling more timely decision

making and increasing user independence and access to data. (Desai and Desai, 2025)

3.3 Considerations for Generative Bl

While GenAl-powered BI tools show a lot of promising development in terms of helping
drive SSBI enablement in organizations, they are not a silver bullet. In order to get value out
of these LLM-powered tools, there are some considerations to have. Firstly, in order to make
sure that the LLMs processing data can understand the data model correctly, the data must
be of high quality and enough business context for request must be provided to the model
for it to produce accurate results. (Naphade, 2025) Hiniduma et al. (2025) highlight data
completeness, accuracy, and consistency as key factors in obtaining coherent and reliable
results from LLMs. They also list a number of metrics with which to measure the Al
readiness of data. These metrics include for example completeness, outliers, duplicate values
and feature relevancy. Completeness means that the data used should be complete, so that
there are no missing attributes or data. Information should not be lost due to missing data.
Outliers measures the amount of outliers in the data, which can skew Al results by
introducing bias and skewing data distributions. Duplicate values measures the amount of
duplicate rows or entries in the data. Duplicate values might skew Al results by introducing
redundant patterns in the data. Feature relevancy means that only attributes that matter in the
analysis to be performed should be included in the data. By narrowing down the features in
the data, the Al model can concentrate on key data aspects, reducing noise and providing
more relevant results. (Hiniduma et al., 2025) As LLMs and other GenAl models can
process both structured data, such as relational database tables, as well as unstructured data
such as texts and multimedia (Hiniduma et al., 2025), it seems that regarding data structure
there isn’t a single correct answer. The use cases for GenAl vary so much that perhaps the

best course of action is to use the structure that the vendor of the software, if using
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commercial products, recommends. For example, Microsoft recommends the star schema or

Kimball model to be used with their BI software, PowerBI (Microsoft, 2023a).

Another concept that is discussed quite frequently around GenAl-powered BI is the
Semantic Layer, which incorporates business definitions and vocabulary, KPIs and other
metadata such as relationships between tables into the data. The semantic layer may also
include synonyms for common business terms, eg. “revenue” and “sales” to help the LLMs
understand which columns or tables to look up data from. (Chi, 2025) A semantic layer can
reside in many places such as in the data warehouse, in a BI tool or perhaps as a standalone
interface between your data warehouse and Bl tools and other data consumers. A centralized
semantic layer will have the advantage of making it easier to achieve and maintain a single
source of truth for all business KPIs and definitions for the data, which increase the potential

for getting satisfying results from GenAl tools. (Chi, 2025; Naphade, 2025)

Another great consideration for moving towards Al-generated BI insights is the correctness
of the results. As widely known, LLMs are non-deterministic meaning that they will not
produce the same outputs every time when providing identical inputs. GenAl models are
also often seen as black boxes, and the lack of transparency in their operations can hinder
users’ trust. (Bandi et al., 2023) While Al result accuracy can be improved with additional
context in the semantic layer, guardrails and preconfigured KPIs, the probability for errors
cannot be unaccounted for. Erroneous insights generated by Al might lead to misled decision
making, potentially negatively impacting business. This is why human-in-the-loop
governance systems are required to help catch and potentially fix errors generated by Al.
(Naphade, 2025) Result accuracy will also be a key factor in making the business users trust

the SSBI tools and to encourage them to use them.

3.4 Data Usage Restrictions for Self-Service Business intelligence

As mentioned earlier, one of the goals of SSBI is to make the organization’s data available
for all employees to use to improve transparency in the organization. However, there are
some restrictions for what data can be made available for all users, some of which are
mandated by laws and regulations, and some that are restricted by internal company policies.
The data restricted by regulation relates mostly to personally identifiable data (PII), which
is, in the EU, protected by the General Data Protection Regulation (GDPR) and other
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national data protection regulation. Data restricted by internal company policies is usually
financial data or classified information about business secrets, such as for example potential
mergers and acquisitions, which might cause significant financial or legislative damage to
the organization if the data leaks outside of the organization. This is why it is reasonable to

restrict sensitive information from being shared to widespread use in the organization.

The EU’s General Data Protection Regulation is a set of rules and regulations created by the
EU to ensure that EU’s citizens personal information is being handled securely to prevent
mishandling or misuse of personal information. The GDPR sets minimum guidelines that all
member countries and businesses operating or targeting individuals residing in the European
Economic Area (EEA) must follow. This ensures that the personal information of all EU
citizens is processed with the same standards, regardless of which country they live in or
where the company processing their data resides in. (Regulation (EU) 2016/679 of the
European Parliament and of the Council of 27 April 2016, 2016). The GDPR mandates that

for each filing system containing PII there must be a controller, which is defined as follows:

“The natural or legal person, public authority, agency or other body which, alone or
jointly with others, determines the purposes and means of the processing of personal

data”

The controller must clearly define the purposes for which PII is collected for and what the
controller aims to do with the information. This information should be presented in the data
processing agreement (DPA) The individual whose information is to be collected must give
their consent to processing their personal information. If the purposes for data processing
change, a new consent must be obtained from the data subjects.(European Commission,
2024; Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April
2016, 2016) For SSBI this poses some risks as if users create reports using GDPR protected
data, they should only use the information for the purposes listed in the company’s data
protection sheet. However, as mentioned earlier, the governance of SSBI reports can be
difficult so with the users of personal information potentially multiplying in the move
towards SSBI, so increases the risk of someone using personal data for purposes the data

subjects haven’t given their consent for.

The GDPR also defines certain rights for individuals regarding the use of their personal data.

These rights include but are not limited to the deletion of their personal data and the right to
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be forgotten, as well as the right to not be subject to a decision solely based on automated
processing. The right to be forgotten means that an individual has the right to request the
deletion or anonymization of all PII data related to them, with some exceptions, such as
regulatory data collection by eg. banks or certain government institutions. (Regulation (EU)
2016/679 of the European Parliament and of the Council of 27 April 2016,2016) This poses
a risk for data use with GenAl applications since some GenAl software vendors might use
the data input into the applications to train further GenAl models (OpenAl, 2024), effectively
making it impossible for the individual to exercise their right to have their PII data deleted.
This is why it is crucial for companies to thoroughly research how the GenAl tools they are
considering, use the data that is input by users. Failure to comply to the rules and regulations
imposed by the GDPR can result in a fine of up to 2 to 4% of the company’s worldwide
revenue, or 10 000 000€ to 20 000 000€, whichever is higher, depending on the infringement
(Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016,
2016).

Another matter to consider if Al tools are to be used in SSBI is currently existing or possibly
upcoming legislation regarding the use of data in Al applications. For example, in the EU an
Al legislation is already being worked on and it aims to regulate the purposes for which Al
could be used for. The legislation, for example, requires certain applications that pose,
according to EU, a high risk for safety or fundamental rights to be registered in an EU
database. High risk applications listed by the European Parliament (2023) include systems
that are used in products that fall under EU’s safety regulations, such as toys, aviation, cars,
medical devices and lifts, as well as systems that relate to management and operation of
critical infrastructure. For low or minimal risk applications, under which most currently used
Al applications in the EU fall, free use of Al is allowed. (European Parliament, 2023) As the
legislation is currently being worked on and hasn’t reached its final form, it is difficult to
estimate into which risk category a BI application utilizing Al technology would fall under.
Altogether, when using Al tools it must be kept in mind that Al is currently advancing at a
rapid pace and legislation regarding it is likely to see new revisions in the coming years, so

Al systems must be able to adapt to changing regulations and rules.
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4 Planning and Implementing a Self-Service Business Intelligence

solution for VR Group

This chapter provides a comprehensive presentation and documentation for the Self-Service
BI framework created for VR, with a focus in aiding self-service BI reporting using
generative Al tools. The first subsection introduces VR as a company, its data architecture
and business intelligence process. In the following subsections, a detailed description of the
research regarding the considerations related to choosing a suitable GenAl tool for the

research, as well as the use of generative Al tools in SSBI is discussed.

4.1 VR Group

VR Group Plc is a Finnish state-owned transportation and logistics concern. The services
of VR Group include long-distance passenger train services in Finland and Sweden;
commuter train, tram and bus services in Finland and Sweden; as well as rail logistics
services in Finland. VR is currently the sole provider of passenger railroad travel in Finland
both in long-distance and commuter train services, even though passenger rail traffic was
opened up for competition in 2021. In addition to the transportation of goods, VR provides
fleet maintenance services for passenger and freight vehicles through VR FleetCare and
catering services for long-distance trains through Avecra. (VR Group, 2025a) In 2023 VR
transported a total of 15.1 million journeys on long-distance trains and 23.4 million tonnes
of cargo by rail, generating 1.2 billion euros of revenue. The company employed

approximately 9100 employees. (VR Group, 2025b)

4.2 Research Methodology

The research will be conducted using the constructive research methodology. A constructive
research focuses on constructing a framework of a solution of a practical problem, obtaining
comprehensive information about the problem at hand, designing an applicable solution for
the problem and then examining the feasibility of the designed solution and linking the
results to theory and demonstrating their practical capability.(Lehtiranta et al., 2015) In the
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following chapters a detailed description will be given on the research problem, VR’s BI
process and the proposed solution for the problem. The proposed solution will then be
evaluated and the results will be reflected upon to see whether the proposed solution is

feasible for solving the research problem and the applicability of the solution in practice.

4.3 VR Group’s data platform architecture

Kohtamiki and Talaoui (2021) define the Business Intelligence process as consisting of three
phases, the collection, transformation and usage of data. In the data collection phase data is
extracted from various internal and external data sources, for example Enterprise Resource
Planning systems (ERP) being an internal data source and an open Application Programming
Interface (API) being an external source. After collecting the data, it must be transformed
into a form that allows actionable intelligence to be gathered from it. The process of
transforming raw, unstructured data into structured data that can be combined with data from
other sources and more easily visualized and analyzed, is commonly called the Extract,
Transform and Load process (ETL) or Extract, Load and Transform (ELT) process,
depending on which order the load and transform steps are conducted. After the
transformation phase, the data is ready to be processed into reports, visualizations,
dashboards and other user-legible forms to be used by operational employees. (Talaoui and

Kohtamiki, 2021)

VR’s BI process fits into Kohtaméki and Talaoui’s definition quite well, with VR’s BI
process also consisting of the data collection, transformation and usage phases. VR heavily
utilizes cloud platforms to perform these steps, with Amazon Web Services (AWS) services
being mainly used for building integrations for internal and external systems and to store
raw, unstructured data in a data lake. The transformation phase in VR’s BI process follows
the ELT methodology where the raw unstructured data is loaded from the AWS S3 data lake
into Snowflake’s cloud data warehouse platform. The data is first loaded onto the so-called
staging area where little to no modifications to the data are performed, only the necessary
steps to load the data from files into SQL tables. From the staging area the data is modeled
into Data Vault 2.0 data model, which is designed for efficient data storage, auditability and
scalability (Linstedt and Olschimke, 2015). Data Vault 2.0 model is in itself not greatly

intuitive to use in BI applications, so based on the modeled data in Data Vault 2.0, the data
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is further modeled into dimensional models following the star schema technique (Kimball
and Ross, 2013) that can be implemented as data marts for a specific use case or business
unit, or into a common dimensional model for use in company-wide applications.
Dimensionally modeled data is the model recommended by Microsoft for use in PowerBI
(Microsoft, 2023a). The dimensionally modeled data serves as the primary interface for the
data for BI developers which they will use in Microsoft PowerBI to create the reports and
dashboards ordered by the business users. The BI creations are then shared to business users
as standalone PowerBI reports, PowerBI Apps that can combine multiple reports, or as
PowerBI datasets for use in other applications, depending on the specific use case of the

business users. The VR BI process is depicted as a high level architecture overview in figure
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4.4 The Planned Self-Service Business Intelligence Solution

The planning of this research consisted of three phases: deciding which parts of the
company’s BI process to include in the research, researching different options for suitable

GenAl tools to use in the research, as well as procuring the tools and conducting needed
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compliance and security checks. Due to time and budget limitations, only a single GenAl

tool was chosen to be tested in this research.

It was decided in an early phase of the planning process that the scope of this research will
be narrowed down to only consist of researching SSBI with GenAl tools using already
modelled data. It was considered unlikely that the GenAl tools could reliably work with data
in raw form and the results they would give might not be as accurate. Thus it was decided
that a dataset modelled into a star schema, also known as Kimball model, would be used, as
it is quite a common model for BI data and the recommended model for the company’s

chosen BI software, Microsoft PowerBI (Microsoft, 2023a).

The tool that was chosen for piloting in this research is Microsoft’s PowerBI Copilot, which
is a GenAl extension for their Business Intelligence software, PowerBI. It was ultimately
chosen as it integrates seamlessly into the company’s existing BI stack meaning that users
don’t have to install or use additional software in their BI work. PowerBI Copilot uses Large
Language Models hosted by Microsoft in Azure OpenAl Service to process natural language
prompts by users to perform various functions on a PowerBI report. PowerBI Copilot can,
for example, create text-based summaries from reports, suggest content for reports, generate
entire report pages, explain the data in the underlying data model on the report and write

DAX-queries. (Microsoft, 2024a)

Other tools that were considered for the research are also products created by vendors whose
products are already in use in the company. AWS QuickSight is Amazon Web Services’ BI
software that has also received GenAl functionalities in the last months such as report and
visualization and calculation generation capabilities using natural language prompts
(Amazon, 2023). While AWS software is widely used in VR’s organization, all of the
company’s BI reporting is performed with PowerBI, so naturally PowerBI Copilot emerged
as the more compelling option for piloting. Snowflake’s new LLM-based functions were
also briefly researched, but they were deemed more suited for helping the earlier stages of

the BI process meaning the data integration and modelling phases.

PowerBI Copilot doesn’t require an additional license, which makes it a compelling choice
for organizations already using PowerBI for their BI needs. However, PowerBI Copilot
requires a PowerBI premium capacity P1 or higher, or Microsoft Fabric capacity F64 or

higher. These are additional allocated processing power that are used to perform data queries
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and report updates and have a monthly cost additional to the basic PowerBI license. PowerBI
Copilot will use this capacity to perform operations and will thus incur costs from usage.
(Xu, 2024) While larger organizations most likely already have paid capacity if they are
using PowerBI widely, some smaller organizations might not be eligble to use PowerBI

Copilot if they don’t have premium capacity or are using a lower tier of capacity.

As GenAl is quite a novel area of interest in many companies, the rational way to approach
it is to proceed with caution. As most commercial LLM services are hosted by the service
providers in their data centers, using the services requires sending some data to the service
provider’s servers. Some LLM services even use the prompts and context data provided by
the users to further train their language models, such as OpenAI’s ChatGPT for non-business
users (OpenAl, 2024), meaning that the information input into the service might remain there
indefinitely. Due to this, rigorous due diligence work was required in order to gain approval
for the pilot research of PowerBI Copilot. According to Microsoft’s documentation, no
proprietary company data is used to train LLMs in PowerBI Copilot. The prompts input by
the user and data included in the semantic model used by the report are processed by Copilot
to generate a response based on the user’s prompt, but no data is stored by Microsoft.

(Microsoft, 2024b)

While the data used for this pilot is open and hence isn’t affected by data protection concerns,
there are other reports and workspaces in the Microsoft Azure tenant that contain sensitive
information. According to Microsoft (2024), PowerBI Copilot can access data used by the
report that it is accessed from. Access control for PowerBI Copilot is user-based, meaning
that the users that are granted access to PowerBI Copilot can use Copilot in all workspaces
they have access to. (Microsoft, 2024c) There is currently no way to control which individual
datasets Copilot can be used on. This means that ultimately it is the user’s responsibility to
ensure that Copilot is used according to the company’s data protection and data security
guidelines. This is an obstacle that will require further planning and thought work if the

company is to take PowerBI Copilot into widespread use later on.

For this research, to ensure access to only the testing data for the Copilot, it was decided to
create a separate PowerBI workspace that would contain only the testing data, as well as a
temporary PowerBI account that will have access only to said workspace and the test dataset
in Snowflake. This way we can ensure that no sensitive information will be processed by

Copilot. The test environment setup is depicted in detail in Figure 3.
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Figure 3. Depiction of the PowerBI Copilot test environment setup.

If the company wants to take PowerBI into more widespread use with internal company data
and reports after this pilot, a comprehensive Data Protection Impact Assessment (DPIA)
must be conducted to assess the potential risks related to processing information with GenAl
The company guidelines for responsible GenAl usage must also be updated to underline the
user’s responsibility in which data should be allowed to be processed with GenAl. It is also
possible that Microsoft will update its access control features in PowerBI Copilot to allow
for more granular control for data access, as the software is currently in a rather early stage
of development. From a governance perspective, relying on users’ ability to refrain from

using Copilot with unallowed data seems not viable, due to liability risks.
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4.5 Test Data

The test dataset for this research uses of open datasets from Fintraffic. Fintraffic is a state-
owned company responsible for controlling traffic in Finland on land, in the air and at sea
(Fintraffic, 2024a). Fintraffic offers open traffic data from road, railway and marine traffic
for consumers to use via their Digitraffic API (Fintraffic, 2024b). The test dataset for this
research consists of railway traffic related timetable and train station data from Digitraffic
as it is highly relevant for VR’s operations as a railway operator, as well as has the benefit
of not containing any GDPR compliant sensitive information. This gives an opportunity to
explore the capabilities of GenAl using data that is closely related to the company’s
operating domain while not creating any data protection or data security concerns related to

using proprietary company data.

The used datasets from Digitraffic are: train timetable data, railway stations metadata and
train metadata. The train timetable dataset contains data about trains arriving and departing
from train stations, as well as the estimated and actual stopping times of the trains and
information about potential cancellations. From the timetable data we can calculate the
punctuality for each train as we have the scheduled and actual stopping times for all stops
along the train’s route. The railway station metadata contains the names, abbreviations and
other identifiers as well as locations for each train station in Finland. This data is useful for
displaying more detailed information about the stations in reports or possibly displaying data
in a map visual using the coordinate data of the stations. The train metadata contains
information about each train instance, including the category of the train (eg. long-distance,
commuter), the operator and other details. This data is important for example for
differentiating trains into selected categories when calculating train punctuality, as trains of
different categories may have different thresholds for which trains will be considered

punctual.

In order to utilize the data in Power BI, the data was modelled into a star schema, or Kimball
model, in which the data is organized into different types of database tables depending on
the type of data. The main two types of tables in Kimball’s dimensional modelling paradigm
are fact tables and dimension tables. Kimball Group (2013) defines facts as “the
measurements that result from a business process event and are almost always numeric”.

Fact tables should correspond to a physical observable event. In this research dataset, the
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timetable data will act as the fact table, since a train stopping or leaving a station is a
physically observable event that directly results from a business process — traversing a
commercial train route. Dimension tables, on the other hand are tables containing descriptive
information about the facts, usually in wide tables containing multiple different attributes
for the facts. The dimension tables are ideally used to provide constraints, filters and
grouping specifications, as well as descriptive information such as labels and descriptions to
the BI reports and applications. While fact tables contain rows that directly result from
business processes in the decided upon granularity, dimension tables can be more customised

to suit the reporting needs. (Kimball and Ross, 2013)

In the data modelling phase the data quality was assessed according to company practices
and the data quality metrics presented in Chapter 3. Data completeness was assessed to be
good as there very little to no empty values in the data. The data was also deemed to most
likely not contain missing values as the same data is used and relied upon in other purposes
in the company, further verified by the punctuality figures calculated in the study matching
official public figures. The data was deduplicated to ensure that only a single entry for an
actual event is present in the dataset. Outliers weren’t considered as in the case of train
punctuality analysis, the outliers are something the report end users will want to see as they
are most commonly the events that need to be further investigated, eg. train breakages etc.
Overall the test data seemed to be of high quality by both company standards and theoretical

metrics.

The test data used for this research model contains one fact table and four dimension tables,
as depicted in Figure 4. The primary fact table, F TIMETABLE STOP contains rows for
the departures and arrivals to train stations for trains in Finland from the beginning of year
2022 onwards. The rows contain information about the train’s number, whether the event is
an arrival to or departure from a station, the scheduled time for the event and the actual time
of when the train arrived or left the station for events that have already happened. The
difference of minutes from the scheduled time and actual time is also included in the table.
If a scheduled train is cancelled, the information will also be found in the table in the

IS CANCELLED column.
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Figure 4. Entity-Relationship diagram of the test dataset

The dimension tables contain descriptive information about the attributes of the fact table
rows. Table D STATIONS contains information about all the operational railway stations
in Finland, including the coordinates, alternative names and other identifiers, as well as the
identifiers of individual rails found at the stations. Table D TRAIN INSTANCE contains
information of all the train instances found in the fact table. A train instance is a construct
that depicts the unique instance of a train that traverses a certain route on a certain date. A
train instance construct is necessary since the train numbers found in the timetables are
reused on a daily basis. For example, train number 20 is used to identify a train that travels
each day from Oulu to Helsinki, leaving from Oulu at 05:21. However, due to special events
such as track renovation work or other deviations from standard timetables, the information
of the train can vary from day to day, so identifying the trains based on the date of departure
in addition to the train number is necessary. With the train instance construct we can uniquely
identify each train traversing the Finnish rails. The D TRAIN INSTANCE table contains
information about the train’s category (Long-distance, commuter), operator (VR, others),
the commuter line the train serves (when applicable) and whether the train instance is

cancelled or not. Table D TRAIN ROUTE contains information about the departure and
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arrival stations for each train instance. This information is calculated from the fact table by
picking the first and last stations for each train instance to help with filtering the report
visuals and queries. The last dimension table is D CALENDAR, which is a basic date table
commonly used in the organization’s reporting. The table contains each date from 1950 to
2049 with also descriptive information about the dates, eg. The quarter, month, week
numbers to which each date belongs to and whether the date is on a holiday, weekend etc.
The purpose of a calendar table in BI reporting is to help with filtering the report to certain
date ranges and periods of time (Microsoft, 2024d).

4.6 Benchmark Report

The research started from the modelling of test data to create a data model suitable for use
in Power BI and one that also depicts the common way of data modelling in VR’s data
development process. This way we can assess whether the current way of data modelling
can be suitable as is for Self-Service BI applications, or whether the data modelling process

would need revamping to work well with PowerBI Copilot.

After an initial data model was developed, a PowerBI report was created manually, without
the use of GenAl tools, to create a benchmark report to what the SSBI user might want to
report from the selected test data (Figure 5). The benchmark report is used to provide a point
of comparison for the results created using PowerBI Copilot as assistance. The report
includes measures (KPIs) for commuter and long-distance train punctuality, which have
been defined according to the Finnish Transport Infrastructure Agency, Viyldvirasto’s
definitions. The contents of the dataset and report were also verified by subject matter
experts in the company to ensure that the data modelling practices and measures created in

the report are in line with the company’s practices and guidelines.
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Figure 5: Benchmark PowerBI report page

Viylavirasto (2024) defines punctuality for long-distance trains as the percentage of trains
that arrive at their end station no more than 5 minutes late. For commuter trains, however, a
train is considered punctual if the train both leaves its departure station and arrives at its end
station less than three minutes behind schedule. (Viyladvirasto, 2024) Train punctuality is
presented as the percentage of trains that meet the given punctuality threshold out of all trains
of the same category. From this definition we can create formulas for both long-distance and

commuter train punctuality:

Count of arrivals to terminus<5 minutes late

Punctuality % (Long distance) = (1)

Count of all arrivals to terminus

Count of departures and arrivals<3 minutes late

Punctuality % (Commuter) = 2)

Count of all departures and arrivals

In the context of the testing data model and PowerBI, to calculate these KPIs we must filter
the fact table to calculate only the rows that are relevant to the KPIs. For Long-distance
punctuality only the rows that are train arrivals to the train instance’s arrival station should
be counted and for commuter train punctuality both the departures from the departure station
and arrivals to the arrival station should be counted. This filtering can be performed in the
DAX query to create the measure on a per-calculation basis using DAX functions such as

FILTER (DAX Guide, 2024).
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4.7 Creating a BI report using PowerBI Copilot

This chapter gives a detailed description of the steps taken to produce results similar to the
benchmark report described in the previous chapter. The development of the report is started
from a blank report, trying to use Copilot in every step of the report creation process. Manual
editing such as modifying the dataset or editing code or visuals generated by Copilot is used

when Copilot cannot produce satisfactory results on its own.

4.7.1 Importing data and preparing the data model

The process of creating a PowerBI report begins with importing the needed datasets into
PowerBI from the desired data source, in this case Snowflake. The user needs to know which
tables they need to import for their specific reporting needs. Proper documentation about the
available data models and tables helps users to choose the right tables to import. In a
production environment the data should ideally also be served through use-case or domain
specific data marts that contain all tables and views related to the use-case. After importing
the tables, the user needs to verify the relationships between the data tables in PowerBI’s
relationship editor. PowerBI will in some cases, depending on the naming of columns and
the simplicity of the dataset, automatically identify relationships between tables, but this
really cannot be relied upon for more complicated datasets. Thus, the user must be able to
define the relationships by their own. A comprehensive documentation of the dataset that
clearly shows and describes the relationships between database tables is necessary to ensure
the dataset is properly configured. A failure to establish the correct relationships in the
dataset, or semantic model by Microsoft’s terms, will likely significantly impair PowerBI
Copilot’s ability to understand the dataset and the ability to assist in creating the report. After
establishing the relationships in the data model, the user should also mark the calendar table
as the date table so that PowerBI’s date filtering will work correctly on all fact tables where

applicable.
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Figure 6. Power BI dataset used in the research.

4.7.2 Describing dataset

After the initial tasks of creating the dataset the development of the report using PBI Copilot
could begin. The first course of action was to ask Copilot to describe the report’s data model
to get a grasp of whether Copilot could understand what information the data contains. A

simple prompt of “Describe the dataset” returned the following information:

“This dataset provides a comprehensive overview of train operations, including details
about train schedules, routes, and instances of cancellations or delays. It also includes
information about the stations, such as their location and validity period. Additionally, it
contains a calendar table that can help analyze the data in a time-based context. One

possible application of this dataset could be to analyze the efficiency of train operations,
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identify patterns in delays or cancellations, and use this information to improve scheduling

and overall service delivery.”

Copilot seemed to understand the context of the dataset rather well even though little to none
descriptive information about the dataset was provided. This implies that the dataset was
relatively well modeled and did not need modifications at this stage. However, Copilot
would give the exact same answer even if more detailed information about the dataset was
requested with prompts such as “Describe the dataset in a detailed manner with descriptions
for each column” or “Describe each individual dataset table and their contents in detail”. It
seems that PBI Copilot cannot at this stage of development give column or table-level
descriptions of the dataset but rather only a high-level description of the context of the
dataset. At this stage the best option would be to offer column-level descriptions of the data

model in the data model documentation.

4.7.3 Generating report pages

The report development was started without any modifications or additions to the dataset to
test out what Copilot can provide based on purely the data from the data source. PBI Copilot
has some example prompts provided as buttons in the chat-dialogue that can help the user to
get started on a report. On a blank report these provided prompts are “Suggest content for
the report” and “Generate a report page”. These will suggest pages to be added to the report
based on the underlying data model. They will give suggestions of prompts to create report
pages that the user can then modify or create as is. Currently Copilot is limited to generating
complete report pages and it cannot create individual visualizations on demand. At first the
suggested report pages seemed very relevant based on the data (Figure 7), but when creating
the suggested pages the results were quite underwhelming at first. The created visuals were
not informative and largely nonsensical. However, this was to be expected as the
documentation for PowerBI Copilot advises the users to provide the desired KPIs and
metrics as measures since Copilot doesn’t know how the KPIs are calculated (Microsoft,
2024e). The creation of measures requires some knowledge of the DAX query language
associated with PowerBI, but Copilot can also aid in generating DAX-queries to create said
measures. Though the user must know how the KPI they want to create is calculated from

the data. Another option would be to provide complete PowerBI semantic models for end-
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users to base their self-service reports upon, where most common KPIs would be provided

as DAX-measures.

OK. here's a suggested outline for your report. Select
any page topic to view details and start creating

pages.
Train Punctuality Analysis ~
Station Traffic Analysis ~
Train Cancellation Insights hd
Holiday Traffic Analysis hd

Figure 7: Report outline suggestion generated by Copilot

After creating the long-distance and commuter train punctuality measures using Copilot’s
DAX query generation capabilities as described in chapter 4.7.4, the results of generating a
report page with Copilot improved slightly. Now, when prompting Copilot to generate a
train punctuality analysis report page, the generated page includes visuals with the created

punctuality measures (Figure 8).

u Punctuality Analysis TRAINTYPE  Kaikic
Punctuality Long-distance Punctuality Commuter
Punctuality Long-distance, tekija DATE_LABEL Punctuality Commuter, tekija DATE_LABEL
095z
N \/\/W\"/\/\I\/\/\
05 May 12 May 15 May 26 May 05 May 12 May 19 May
DATE_LABEL DATE LABEL
Punctuallty Long-distance, tekija MAME Punctuality Commuter, tekija NAME
EE”E:&-—';’_’E’E’E"'E’ """ ddiddss=2isb===2:4522:88;
MNAME NAME

Figure 8: Copilot-generated Punctuality Analysis report page
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As we can see from Figure 8, the page includes card visuals with the values for long-distance
and commuter train punctuality, as well as line graphs for each of the punctuality measures
plotted against date. This report page contains essentially the same elements as the
benchmark report, although in a different structure. For example, instead of a single line
graph where a user can select whether they want to inspect commuter or long-distance
punctuality as is in the benchmark report, the Copilot-generated report page contains two
line graphs, one for each measure. This is to be expected as the benchmark report uses
parameters to achieve a dynamically switchable graph, which is a more advanced PowerBI
feature and Copilot’s report generation capabilities currently support only basic features.
This isn’t a big limitation, but rather a styling choice. Additionally, the page contains bar
charts for the punctuality percentages on different train stations, which aren’t very
informative since only the first and last station of the train’s journey are accounted for in the

calculation of the measures.

As the previously generated report page contained some useful visual but also some not
useful visuals, an effort was made to fine-tune the prompt so that Copilot would generate
only the desired visuals. Microsoft’s documentation for PowerBI Copilot doesn’t mention
anything about curating the content generated by Copilot, but prompting Copilot for “How
should I form my prompt to generate a report page with specific visuals?” generated the
following response: “You can form your prompt like this: ‘Create a new report page with
the title [Your Title] and description [Your Description]. I want to include visuals such as
[List of Visuals].””. To test this behavior a prompt was formed followingly: “Create a report
page with the title ‘Train punctuality’ and description ‘Train punctuality overview’. Include
visuals such as a card visual displaying measure value of long-distance punctuality, card
visual displaying measure value of commuter punctuality, line graph displaying long-
distance punctuality over time, line graph displaying commuter punctuality over time”. This

prompt generated the page as visible in Figure 9.
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Figure 9: Copilot-generated report page after suggesting visuals to create.

The generated page did include the desired visuals along with multiple visuals that weren’t
included in the prompt. Although the user could just remove the unwanted visuals and resize
the remaining visuals to form a pleasing report page, a further effort to generate a report page
with only the desired visuals was decided to be made, since being able to generate only the
content the user wants without having to manually remove content would be a big
improvement for usability. In order to figure out how a report page could be generated with
only the visuals explicitly defined in the prompt, Copilot was prompted with the question
“How can I generate a report page that contains only the visuals that I explicitly define in
the prompt?”. The response stated that “In this context, I can assist you in creating a new
report page with a specific title and description. However, adding specific visuals to the
page based on a prompt is not currently supported. You would need to manually add the
visuals after the page is created.” This response seems to contradict with the previous
prompt as it completely denies the ability to suggest visuals based on the prompt. This sparks
suspicion whether the visuals created in the previous prompt were actually generated based
on the prompt or just a coincidence that Copilot decided to generate them. Furthermore,
when changing the prompt to instruct Copilot to only include the visuals explicitly defined
in the prompt rather than suggesting what visuals to include, Copilot seems to reset as the
prompt history is emptied and no response is given. This implies that the prompt instructed

Copilot to perform an operation that is not currently supported (Microsoft, 2024a). When
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trying the same prompt again, a response is generated that states: “I'm sorry, but I can’t
create visuals or specify which visuals to include on a page. I can help create a new page

’

with a title and description.’

There are some major limitations about Copilot’s report content generating capabilities.
Currently, Copilot cannot add any filters or slicers to the report, meaning that if the user
wants to filter their report page to, for example, view data from a certain time period, they
must add the date filter or slicer to the report manually. This is a major limitation since
filtering is an essential tool for anyone using BI reports to gain insights about their data.
Another limitation is that Copilot cannot currently modify the generated pages meaning that
the page must be deleted and regenerated if modifications are needed. Copilot also cannot

create individual visuals, only entire report pages. (Microsoft, 2024a)

4.7.4 Generating DAX-queries

PowerBI Copilot also includes the capability to generate Data Analysis Expressions (DAX)
queries to create more complex calculations and measures. To use Copilot for generating
DAX queries the user must navigate to the DAX query tab in PowerBI. There the user can
write queries, or prompt Copilot to generate them. DAX queries can be used to perform ad-
hoc queries and calculations on the data and they can also be stored as measures that can be
used to display the query results in visualizations. (Microsoft, 2023b) The DAX query
generation feature of Copilot was used to try to generate the long-distance and commuter
train punctuality KPIs as calculated in the benchmark report. First course of action for
generating the DAX query for long-distance train punctuality was to try a simple prompt
“Write a DAX query that calculates the train punctuality percentage for long-distance
trains”. This produced largely underwhelming results which was to be expected since the
prompt didn’t contain any information about how the punctuality percentage should be
calculated. The prompt was then updated to contain the definition of long-distance train
punctuality percentage as defined in chapter 4.6. The second prompt was formed as “Write
a query that calculates long-distance train punctuality. The punctuality is a percentage of
long-distance trains that arrive at their arrival station 5 minutes or less late from schedule.”

The results of the second prompt are shown in Figure 10.
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DEFINE
// Total long-distance trains
VAR _TotallongDistanceTrains = CALCULATE(
COUNTROWS ('D_TRAIN_INSTANCE'),
'D_TRAIN_INSTANCE'[TRAIN_CATEGORY] = "Long-distance"

)

// Punctual long-distance trains

VAR _PunctuallongDistanceTrains = CALCULATE (
COUNTROWS (' F_TIMETABLE_STOP'),
'D_TRAIN_INSTANCE ' [TRAIN_CATEGORY] = "Long-distance",
'F_TIMETABLE_STOP' [DIFFERENCE_IN_MINUTES] <= 5

// Punctuality percentage
EVALUATE

ROW(

"Punctuality Percentage",
DIVIDE( PunctuallLongDistanceTrains, _TotallLongDistanceTrains, BLANK()) * 160

)

Figure 10. DAX-query generated by Copilot prompt #2

As we can see from the results, the addition of the definition for the punctuality percentage
helped create a query that does calculate some sort of percentage for trains in the long-
distance category. However, this query doesn’t yet produce correct results as it divides the
count of all long-distance train stops that are less than five minutes late by the number of
long-distance train instances. This obviously isn’t yet a satisfactory result as the resulting
percentage is largely nonsensical. However, there was significant improvement compared to
the first prompt, going from a completely non-functional query to a query that performs a
calculation successfully. This suggests that with enough iteration and adjustments a prompt
might be able to be produced that produces the correct results. In order to try further
improving the generated query, detailed description of how long-distance train punctuality
is calculated from the dataset was added to the prompt. The third attempt at creating the
long-distance punctuality measure was performed with the prompt “Write a query that
calculates long-distance train punctuality. The punctuality is a percentage of long-distance
trains that are not cancelled and arrive at their arrival station 5 minutes or less late from
scheduled. The query should count only rows that correspond to the train instance’s arrival

station and are of type ‘ARRIVAL’.”. The results of prompt 3 are shown in Figure 11.
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DEFINE
// Filter for long-distance trains
VAR _Filterl = TREATAS(

{

"Long-distance"

b
'D_TRAIN_INSTANCE'[TRAIN_CATEGORY]

)
J// Filter for arrival rows
VAR _Filter2 = TREATAS(

{

"ARRIVAL"

b
'F_TIMETABLE_STOP'[TYPE]

)
// Filter for rows that correspond to the train instance's arrival station
VAR _Filter3 = FILTER(
ALL('F_TIMETABLE_STOP'),
'F_TIMETABLE_STOP'[RAILWAY STATION CD] = RELATED('D_TRAIN ROUTE'[ARRIVAL_STATION])
)
// Filter for trains that are not cancelled and arrive at their arrival station 5 minutes or
less late from schedule
VAR _Filter4 = FILTER(
ALL('F_TIMETABLE_STOP'),
NOT('F_TIMETABLE_STOP'[IS CANCELLED]) &8 'F_TIMETABLE STOP'[DIFFERENCE_IN MINUTES] <= 5

)

// Calculate the punctuality
EVALUATE
ROW(
"Punctuality"”,
COUNTROWS(
CALCULATETABLE(
'F_TIMETABLE_STOP',
_Filteri,
_Filter2,
_Filter3,
_Filterad
)
) / COUNTROMWS(
CALCULATETABLE(
'F_TIMETABLE_STOP',
_Filteri,
_Filter2,
_Filter3
)

Figure 11. DAX-query generated by Copilot prompt #3

This prompt produced the first query that performs the correct calculation for the data and
returns mostly correct results. The query creates four filters, first of which filters only the
rows that correspond to rows that contain information about train instances that belong to

the long-distance category. The second filter returns only timetable rows that are arrivals to
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a station. The third filter returns only rows from the table F TIMETABLE STOP where the
station corresponds to the train instance’s arrival station. The fourth filter returns rows from
table F TIMETABLE STOP where the train run isn’t cancelled and the difference in
minutes to the scheduled time is less or equal than five minutes. These filters are stored as
variables with names Filterl, Filter2, Filter3 and Filter4, respectively. Then, in the
EVALUATE-statement the calculation is performed, applying the filters to provide a filtered
dataset to the calculation and to produce the desired result. However, this approach of
describing the calculation of the KPI in detail requires thorough knowledge of the data and
the way the data is modelled, which might not be the case for a business user. Although this
query isn’t straight away storable as a measure, Copilot was able to assist in that as well. A
simple prompt of “How can I convert this query into a measure?” provided a differential
view similar to, for example GitHub, where it shows the original query and the query
transformed into a measure side by side, highlighting the changes made. From this view only

a click of a button was needed to store the measure into the data model.

The calculation of commuter train punctuality was performed using the same prompt that
generated working results with long-distance punctuality as a basis, since the KPIs are
calculated largely the same way, with the key differences being that while long-distance
punctuality takes into accord only the arrivals to the destination station in the calculation, in
commuter punctuality the departures from the departure station are also taken into accord.
In commuter punctuality the threshold for a train being punctual is also less than in long-
distance trains, being three minutes. The first prompt was formed as “Write a query that
calculates commuter train punctuality. The punctuality is a percentage of commuter trains
that are not cancelled, both leave their departure station and arrive at their arrival station
less than three minutes late from schedule. Count only rows that are of type ‘DEPARTURE’
and correspond to the train instance’s departure station or are type ‘ARRIVAL’ and
correspond to the arrival station of the train instance.” This prompt provided satisfactory
results (Figure 12) without the need for further prompt tuning since the prompt was created

using the acquired knowledge from the long-distance punctuality measure creation.



DEFINE
// Filter for commuter trains
VAR _TrainFilter = TREATAS(
{
"Commuter"
A
'D_TRAIN_INSTANCE'[TRAIN_CATEGORY]
)

// Filter for departure rows
VAR _DepartureFilter = TREATAS(

{

"DEPARTURE"

L

'F_TIMETABLE_STOP' [TYPE]
)
// Filter for rows that correspond to the train instance's departure station
VAR _DepartureStationFilter = FILTER(

ALL('F_TIMETABLE_STOP'),

'F_TIMETABLE_STOP ' [RAILWAY_STATION_CD] = RELATED('D_TRAIN_ROUTE' [DEPARTURE_STATION])
)

// Filter for trains that are not cancelled and leave their departure station 3 minutes or less
late from schedule

VAR _DeparturePunctualityFilter = FILTER(
ALL('F_TIMETABLE_STOP'),

NOT (" F_TIMETABLE_STOP' [IS_CANCELLED]) 8& 'F_TIMETABLE_STOP'[DIFFERENCE_IN MINUTES] < 3
)

// Filter for arrival rows
VAR _ArrivalFilter = TREATAS(
{
"ARRIVAL"
A
'F_TIMETABLE_STOP' [TYPE]
)

// Filter for rows that correspond to the train instance's arrival station
VAR _ArrivalStationFilter = FILTER(
ALL('F_TIMETABLE_STOP'),

'F_TIMETABLE_STOP' [RAILWAY_STATION_CD] = RELATED('D_TRAIN_ROUTE'[ARRIVAL_STATION])
)

// Filter for trains that are not cancelled and arrive at their arrival station 3 minutes or
less late from schedule

VAR _ArrivalPunctualityFilter = FILTER(
ALL('F_TIMETABLE_STOP'),
NOT('F_TIMETABLE_STOP'[IS_CANCELLED]) & 'F_TIMETABLE_STOP'[DIFFERENCE_IN MINUTES] < 3

// Calculate the punctuality
EVALUATE
ROW(
"Punctuality"”,
(
COUNTROWS (
CALCULATETABLE(
'F_TIMETABLE_STOP',
_TrainFilter,
_DepartureFilter,
_DepartureStationFilter,
_DeparturePunctualityFilter
)
) + COUNTROWS(
CALCULATETABLE(
'F_TIMETABLE_STOP',
_TrainFilter,
_ArrivalFilter,
_ArrivalStationFilter,

_ArrivalPunctualityFilter

)
)
Y/«
COUNTROMWS(
CALCULATETABLE(
'F_TIMETABLE_STOP',
_TrainFilter,
_DepartureFilter,
_DepartureStationFilter
)
) + COUNTROWS(
CALCULATETABLE(
'F_TIMETABLE_STOP',
_TrainFilter,
_ArrivalFilter,
_ArrivalStationFilter

)

Figure 12. Commuter punctuality calculation query generated by Copilot prompt
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Overall, the DAX query generation capabilities of PowerBI Copilot seem quite powerful,
and the code generated is of rather high quality. The filters are logically grouped into
variables and the code is commented descriptively. The key to success seems to be to provide
a detailed enough prompt that isn’t ambiguous. The calculation logic of the desired measure
should be given in detail using terms that are present in the dataset. The validation of the
results returned by the generated queries is something that can prove difficult, if the user
isn’t very familiar with the DAX query language. Ideally, the user should have a reference
to what the KPI value should look like in a certain time period, for example. This way the
user could filter the data in the report or at dataset level and see if the value returned by the
query is correct. However, this isn’t a bulletproof way of validating the results as a query
that calculates something completely different from what is desired might coincidentally
produce a similar result to the correct value. Thus, some DAX knowledge might be necessary

so the user could at least somewhat understand what the query is calculating.

Another possible issue related to generating DAX queries is whether or not the LLM
powering Copilot will produce deterministic results when inputting the same, or
semantically identical, prompt. The same calculation can be performed in many ways with
different DAX functions, meaning that if the LLM-generated code changes significally
between prompts, it might make it harder for the user to follow what’s happening and to
evaluate whether the results are improving between prompts or not. This is especially
emphasized with a user that isn’t familiar with DAX. This is something that will be worth

researching in future research.
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5 Results and evaluation of VR Group’s SSBI solution and its

implementation

In this chapter the results and key takeaways from are presented using the AQUIRE
framework (Lennerholt et al., 2023) to categorize the results. The results are reflected upon
and evaluated based on their applicability for SSBI use along with suggestions for how
systems and processes could be improved upon in the organization to support SSBI

development.

5.1 Access and use data

Data access for this research was set up closely resembling a production environment setup.
The key differences between the test environment setup and a production setup are that a
separate Microsoft/PowerBI account was created to conduct the research on, and a sandbox
environment in Snowflake was used instead of the production environment. This was done
to prevent PowerBI Copilot being able to access private company data, as the data access for
PowerBI Copilot is currently based on the user’s privileges. In a production environment,
creating separate user accounts for everyone solely for the purpose of using PowerBI Copilot
isn’t feasible neither from a practicality or financial standpoint. Managing two separate
accounts for each user would create large amounts of excess work to curate what datasets
each account should have access to. Each account would also require a separate PowerBI
license, increasing overall costs. While using separate user accounts for Copilot usage and
other usage isn’t very appealing, it seems to currently be the only option for restricting
Copilot’s data access. If Copilot was to be enabled for all of the organization’s users,
preventing Copilot from accessing PII or other sensitive information would rely on the users’
own judgment. From a governance perspective this doesn’t seem feasible as this creates a
liability concern if some employee was to use sensitive information with Copilot in breach

of the DPA or other data protection regulation.
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5.2 Data Quality

The quality and structure of the data model used as the basis for a report seem to play a
significant role in being able to leverage PBI Copilot to produce viable Bl reports. As noticed
in the test use case in chapter 4, in order to create the measures and visuals needed from the
dataset, the data must be modelled into a form Copilot can understand, an additionally the
user must have quite a comprehensive understanding of the structure of the data model. The
data model used in the test use case contained non-numerical fact data, with which Copilot
produced underwhelming results. The visuals generated weren’t particularly informative or
even comprehensible and the inability to explicitly define the wanted visuals greatly hinder
the usefulness of Copilot. If a user must generate a report page, then delete the unwanted
generated visuals and then possibly add visuals not generated by Copilot, it seems the same
results could more easily be achieved by manually creating the entire report. However,
Microsoft’s documentation does state that Copilot works best with data models containing
numerical fact data (Microsoft, 2024¢). This kind of use case could be interesting for future
research. From an organizational perspective, however, this implies that PBI Copilot isn’t
ready for production use in the current state of development as datasets containing non-
numerical fact data or non-standard data modelling practices are also widely used in the

organization’s BI reporting.

The proposed solution for data modelling and quality issues would be to create a centralized
semantic layer that hosts a collection of curated, productized, ready to use datasets that are
maintained by the centralized BI team, for SSBI use, as suggested by Imhoff and White
(2011). These datasets should consist of some of the most commonly used, well-defined data
in a certain business domain. The datasets should be thoroughly defined to include only
relevant data for the datasets use case, and the dataset should be tested and validated before
publishing it for widespread use to ensure compatibility with Copilot. As proposed by
Passlick et al. (2020), most common KPIs used in the business domain should be included
and their definitions thoroughly documented in the dataset by default, to ensure that reports
and calculations are based on a single source of truth. Feature relevancy is also something
to consider, meaning that datasets should only contain the most relevant attributes to the
analysis, however this might turn out to be difficult to implement if datasets are meant to be

somewhat generalised. In addition to the KPI definitions, comprehensive documentation



51

about the whole dataset, including column definitions, applied business logic and relevant
business process documentation, is required. This will help ensure that the end-user for the
dataset can fully understand the meaning of the data in the dataset. These datasets should not
be changed very commonly as different versions of the dataset can be in use simultaneously.
Changes should be well documented and informed to the end-users and a versioning system,
such as semantic versioning (Preston-Werner, 2013) should be used to ensure that everyone

using the same version of the dataset will have a similar experience.

5.3 User Independence

For enhancing user independence in SSBI, a number of measures can be taken. Firstly, as
discovered in chapter 4, PowerBI Copilot can offer minor help for the user in discovering
what the underlying dataset contains by describing the dataset. However, this description
isn’t very detailed and doesn’t, for example, describe the individual table or column contents
but rather only the context of the dataset. This can be helpful to the user in some cases, but
the user will most likely already know what data they are working with when they decide to
import the data into PowerBI. The user will have to rely on data documentation to gain more
detailed insight into the contents of the data. This, again, emphasizes the need for a
comprehensive, detailed data documentation bank such as a data catalog software as
described in previous chapters. GenAl prompting guidelines with details on how to form an
effective prompt and examples of good prompts can also help users to obtain better results
with Copilot. As discovered in chapter 4, including precise calculation logic and detailed

information about the calculation to be performed, will increase the chance of success.

5.4 Create Self-Service Business Intelligence Reports

The creation of reports in a self-service manner is perhaps the most obvious use case for
PowerBI Copilot as the tool is a part of PowerBI, a BI report creation software. The features
and capabilities of PowerBI Copilot, as listed by Microsoft include automatic report page
creation and DAX-query generation, content suggestions for a report page and more,

sounding promising for SSBI use. However, the pilot report creation performed in chapter 4
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revealed some major limitations in these capabilities from both an SSBI point of view, as

well as from a more traditional viewpoint of a power-user developing a report.

The automatic generation of report pages was unsuccessful in creating informative visuals
to present the data in the test dataset, producing mostly nonsensical or non-informative
results. A great limitation of this feature is that the user cannot specify the visuals they want
to generate in the Copilot prompt. While the user can modify the page after it has been
generated by removing, resizing and altering visual contents, receiving a report page filled
by irrelevant visual and having to spend time correcting or removing the faulty visuals
requires the same level of expertise in using the software as creating the desired visuals from
scratch in the first place, defeating the usefulness of the feature. However, these results are
only valid for the dataset used in testing, and Copilot could possibly produce better results
ifused with a simpler dataset containing numerical fact data such as, for example, accounting
data. Another major limitation of this feature is that Copilot cannot add filters to visuals
generated or slicers to the report page to allow report users to filter the data. This is a crucial
feature for most BI reports, as usually users will want to inspect a certain time period, for
example. With some development regarding report generation capabilities and research into
how to tune the data models to help Copilot understand the data model better, Copilot could
bring major value for SSBI use cases. In its current state of development, Copilot will mostly
help already experienced users work more efficiently, but it won’t be of much help for

inexperienced users.

5.5 Education

For SSBI to be considered a viable option by the end-users, they will need education and
proper guidelines on how SSBI practices are meant to be applied in the organizations
operations and for what purposes a self-service approach could be viable, as some BI use
cases require more advanced data modelling or report development. Proper training and
support materials could encourage users to try out SSBI and reduce intimidation. (Bani-Hani
et al., 2018; Passlick et al., 2020) Power users should also perhaps offer support for users
starting to try out self-service BI. Possible ways of supporting users could be SSBI training
events organized by the power users in the IT department or by giving one-to-one technical

support for the users when they need it. Passlick et al. (2020) suggest that SSBI education
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and training should be targeted to users of certain skill level, with different trainings for
beginners and more advanced users to avoid users getting disinterested due to skill level
mismatch (Passlick et al., 2020). This, of course, requires some resources from the IT
department, since they need to craft the training materials and documentation, as well as
possibly sacrifice some of their time for supporting end-users. However, this resource
investment could potentially turn out profitable, if it helps the end users adopt SSBI practices

and thus offload BI work from the power users.

The provided training materials should include detailed examples and technical
documentation of applications for SSBI report creation, with examples of all steps of
creating a self-service report, such as looking up available datasets, importing data into the
BI application, modifying and creating data relationships and creating reports and visuals.
Generative Al best practices, such as guidelines to creating functional prompts and example
prompts should be provided. Also to reduce intimidation the IT department should provide

contact points to power users that can guide business users when they encounter problems.
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6 Conclusions

This chapter combines findings from the theoretical and empirical sections of this study,
provides answers to research questions and suggests topics for future research regarding the

use of generative Al in Self-Service Business Intelligence.

6.1 The goals of the study and answers to the research questions

The goal of this study was to assess whether generative Al tools could be used in aiding the
adoption of self-service business intelligence practices and overcoming the common
challenges regarding SSBI, as well as creating an implementation framework for the

organization to aid in implementing SSBI.
The first research question was:
How can generative Al tools be utilized in Self-Service Business Intelligence applications?

In chapter 2 the common identified challenges for SSBI were explored. Many of the
challenges relate to the technical skills of business users, difficulty of use of SSBI tools and
lack of education on the matter. As discovered in chapter 3.2, generative Al is seen as an
enabler for SSBI through making report creation and gaining insights on data more
accessible to business users through natural language interfaces. Automatic report and
visualization generation, narrative insights and conversational BI are seen as future
directions for BI. When comparing generative Business Intelligence products from different
software vendors in chapter 5.4, it was discovered that many of the major cloud software
vendors are exploring and developing Business Intelligence tools that utilize LLMs and
Generative Al to help users create insights based on their organizational data. Many of the
products promise great capabilities and possibilities to empower Bl with Al. However, at
least at the time of writing this thesis, it is hard to evaluate whether these tools currently
manage to provide actual value. It is understandable that companies must innovate and
provide users some Al tools whether they are fully developed or not, since GenAl is the
current megatrend, and their software must include Al in order to stay relevant to the

competition.
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The further delve into Microsoft’s PowerBI Copilot in chapter 5.7 of this research revealed
many caveats and limitations to effectively utilizing GenAl to empower BI report
development. At least in the test dataset’s case, Copilot wasn’t able to generate meaningful
visualizations or insights from the data. The data was modelled in the form of the star
schema, as instructed by Microsoft’s documentation but it seemed that the underlying LLM
of PowerBI Copilot wasn’t able to fully understand the contents of the data. With more in-
detail documentation about the data model requirements for Copilot, perhaps better results
would have been possible. However, in large organizations such as VR where there can be
hundreds or even thousands of different datasets, it can’t reasonably be expected for all the
reports in the organization to have a perfect star schema data model or other semantic
models, especially in a self-service BI context. Often even experienced BI developers will
have to reside in less-than-optimal data modeling practices to circumvent some of PowerBI’s
limitations and to satisfy the requirements of the report end-users. With SSBI users
realistically having less knowhow of data modeling in PowerBI, this raises a valid question
of whether the data models created by self-service users will ever reach the required
conditions for Copilot to be able to effectively generate reports. Thus, a generalized SSBI
solution seems far-fetched and not viable until the technology develops to a point where the
Al models can understand less-than optimal data models. However, as mentioned in chapter
5, some self-service experimentation could be started by creating curated datasets that have

been tested and validated to work with Copilot.

The main strengths of PowerBI Copilot, as concluded in this research was the ability to
generate DAX queries using natural language prompts. While for some of the first tries
Copilot generated erroneous code and delivered inaccurate results, the code was formatted
nicely and Copilot also added comments to the code to explain what each code block is
trying to do. This helps the user follow along the code and potentially identify where the
code is wrong, if the user has some sort of knowledge about DAX or programming in
general. When given more detailed information about how to perform the wanted calculation
on the specific dataset on the report, Copilot managed to create a query that delivered the
correct results as verified from the manually created benchmark report. It seems that the
more detailed explanation of the wanted calculation the user can provide, the better results
Copilot will produce. However, this means that the user must already know how the data is
structured in the data model and how they would calculate the results from that data model

themselves. For more inexperienced end users the DAX generation capabilities of Copilot
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might not be that useful since they might not be able to understand the code generated by
Copilot and thus they will not be able to verify that the calculations are performed correctly.
Proper documentation of datasets and including the most commonly used KPIs and measures
in the datasets for users will help even the inexperienced users to create reports as they might
only want to create some variations of already existing reports to better suit their needs or
perhaps they can also view the definitions of the KPIs and that would help them understand

the calculation logic better.

In general, generative Al has the potential to greatly improve productivity and ease the self-
service users’ experience when the technology evolves and some of the biggest drawbacks
and limitations are removed. However, currently the biggest benefits can be claimed by users
that are already familiar with the tools they are using and also perhaps have some
rudimentary programming knowledge. Data quality and data modelling practices also seem
to play a great role in achieving satisfactory results from GenAl models and should be further

researched before taking a solution to production.
The second research question was as follows:
What limitations are there for the usage of data in Al-augmented Self-Service reporting?

Limitations regarding data usage are mostly centered around the processing of PII data
regarding generative Al. As LLMs and Generative Al are quite novel technologies,
companies must be wary with what they do with their organization’s data. As discussed in
chapter 3.4, the European Union’s GDPR legislation sets quite strict rules on how companies
can process (use) their customers’ PII data, for example on where the data can be stored
geographically, how it can be used and how the customer needs to be informed about how
their data is being processed. The legislation also states that individuals have the right to
have their data deleted on request or after there is no longer relevant grounds to hold
personalized data (Regulation (EU) 2016/679 of the European Parliament and of the Council
of 27 April 2016, 2016). This creates a problem when working with Large Language Models
as some services will use the data that is input into the model to train further models
(OpenAl, 2024). This could theoretically lead to an individual’s PII data getting used for
training new models and thus never getting removed, violating the individual’s right to have

their data deleted. While most enterprise-oriented Al tools won’t train their models on
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organizational data, this is something that should be taken into account when selecting Al

tools to use in organizations.

Other data protection concerns arise with the geographic processing of the users’ data. The
GDPR mandates that the user must be informed about how and where their data is processed
(Regulation (EU) 2016/679 of the European Parliament and of the Council of 27 April 2016,
2016). LLM services are usually hosted in global cloud providers or large data centers due
to their large processing and power needs, meaning that the users’ data might get processed
in an entirely different geographic area than what the DPA the user has consented to, claims.
This is especially true with Al services by smaller providers that might not have the resources
to host their models in multiple locations around the world, as well as Al products still in
development or preview by larger providers. For example, the chosen GenAl tool in this
research, PowerBI Copilot used to require the users to agree that their data will be processed
outside of their chosen Azure region when enabling Copilot to be used, due to Microsoft not
yet having the models available on the selected region. These kinds of limitations pose risks
for companies in terms of potential damage to the company’s brand due to breaches of
privacy, as well as monetary damage in terms of sanctions from breaching the GDPR, which
can amount to as much as 4% of the company’s annual revenue (Regulation (EU) 2016/679
of the European Parliament and of the Council of 27 April 2016, 2016). As was discovered
in chapter 5, at least for PowerBI Copilot the access management is user-based, meaning
that Copilot can be used in every report the user has access to. This significantly limits the
organization’s ability to control which data can be used with Copilot as currently the only
way for allowing users to only use Copilot with certain datasets is to create separate user
accounts that have been granted permission to only those certain datasets and reports. This
isn’t really viable in large scale as each additional user account will require a separate
PowerBI license, increasing costs for the organization. Managing multiple user accounts per
employee will also become cumbersome both for the account administrators and the users
themselves. These limitations mean that if an organization wants to take PowerBI Copilot
into widespread use, they would have to rely on the users to comply to the organization’s

guidelines and legislation for data usage regarding Generative Al.

Generative Al empowered BI tools promise compelling capabilities, such as report and
visual generation from natural language prompts, aiming to increase BI developers’

productivity and to lower the barrier of entry to BI development by making it less technical.
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However, currently it seems that the tools are still developing quite fast and in their current
state at least PowerBI Copilot can’t be seen as an enabler for SSBI, in itself. The limitations
on its features and the difficulties with getting Copilot to understand the report’s dataset
might prove to be obstacles unable to be conquered by less technical self-service users. The
organization wanting to start using Copilot will need to thoroughly review their data
modeling and data quality practices if they want the data to be GenAl-ready. This can prove
to be quite a large undertaking if the organization holds a lot of different types of datasets.
Also, the organization will have to define how they will solve the issue with data access
management. Either the organization will have to define that all their company data is
allowed to be processed by Al, implicating potential changes to DPAs, or they will have to
come up with a solution that allows for more granular control for data access. Currently
PowerBI Copilot doesn’t provide this type of granular data access control. There is also the
issue of hallucinations and non-deterministic results made by LLMs. Further research into
eliminating these issues should be conducted to make Generative BI more appealing to

organizations.

6.2 Further Research

As generative Al is perhaps the largest current megatrend and great potential is seen in it,
new GenAl tools and their capabilities should be researched. Companies are investing
heavily into developing GenAl tools (Struta, 2025; Young and O’Reilly, 2024) and
technology is evolving quickly, meaning that these research results might expire quite

rapidly.

One key area for further research is how the accuracy of results generated by LLMs can be
improved and how hallucinations and non-deterministic answers can be avoided. Even if the
technology worked as planned and the insights generated by generative BI tools seemed
believable, business users might not trust them if they get varying results for the same
questions, and if the business users don’t trust the tools, they will not use them. This is why
further research is needed into data modeling practices for GenAl use as well as human-in-
the-loop governance processes and tools to help verify the results generated by GenAl
models. Data quality and Al readiness for data should also be researched more to gain more

insight into how to prevent errors and incoherent results due to poor quality data.
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BI Chatbots and Conversational Bl is an interesting idea and seems to be the direction where
many BI software vendors are taking their products, as discovered in chapter 3.3. Instead of
report and query generation, SSBI could be implemented using only a natural language
interface on top a semantic layer containing the data and business context of the organization,
to provide insights and answers to ad-hoc data questions to business users. Data accuracy,
data modeling and governance concerns are valid for Conversational BI as well as they use
the same types of GenAl models, only with a different user-facing interface. This is
definitely something to look further into when technology evolves and other research

regarding the matter is conducted.
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