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The emergence of automated imaging instruments and automatic plankton recognition
solutions has enhanced research on aquatic plankton communities. This has reduced the
manual work required to analyze and classify plankton from the large masses of data
the instruments produce. The state-of-the-art for automatic plankton recognition employs
computer vision and deep learning to classify plankton from the captured image data.
While the results are promising, challenges such as low image quality and imbalanced
class compositions in pre-labeled data complicate the development of improved recog-
nition methods. These issues can refer to the use of a single modality. However, cer-
tain plankton imaging instruments provide supplementary data besides images, where the
prime example is CytoSense, which also produces scatter and fluorescence profiles for all
plankton passing through the instrument. In this thesis, multimodal plankton recognition
was considered, where multiple sources of data are utilized for plankton recognition. Dur-
ing the study, a universal multimodal method using CytoSense data was developed. The
method accepts either images, optical profiles, or both as input. The proposed method
utilizes self-supervised cross-modal coordination, where for one sample, corresponding
feature representations from each modality are learned to be close to each other in a mul-
timodal embedding space. Then, labeled data from all modalities are encoded to perform
k-Nearest Neighbor classification at test time. The proposed method not only classified
multimodal plankton data accurately (>98%), but also required small quantities of labeled

data to be effective.
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Vesiplanktonyhteisojen tutkimusta on tehostanut automatisoitujen kuvantamislaitteiden ja
planktonlajien tunnistusmenetelmien kehittyminen, jotka vdhentivét kerdtyn datan ana-
lysointiin ja luokitteluun tarvittavaa manuaalista ty6td. Nykyiset automaattiset tunnis-
tusmenetelmait kayttavit konendkod ja syvaoppimisjdrjestelmid planktonien luokittelemi-
seen, kdyttien kuvantamislaitteiden valokuvia. Lupaavista tuloksista huolimatta, haasteet
kuten huono kuvien laatu ja epitasapainoiset luokkakoostumukset datassa vaikeuttavat
parempien tunnistusmenetelmien kehittdmistd. Namd haasteet voivat viitata vain yhden
modaliteetin kdyttoon. Tietyt planktonin kuvantamislaitteet tarjoavat kuitenkin kuvien li-
sdksi muuta dataa, kuten esimerkiksi CytoSense, joka tuottaa my®s sironta- ja fluoresens-
siprofiileja. Téssd tyOssd tutkittiin multimodaalista planktonin tunnistusta CytoSense-
dataa kéyttden, jossa planktonin tunnistamiseen voidaan kdyttdd useita dataldhteitd. Tyon
aikana kehitettiin tunnistusjérjestelmai, joka kdyttdisi tunnistamiseen joko kuvia, optisia
profiileja tai molempia samanaikaisesti. Menetelmi koulutetaan poikkimodaalista koor-
dinointia kéyttden, jossa jokaisen mittauksen modaliteetit projisoidaan mahdollisimman
ldhelle toisiaan aliavaruudessa. Tdmaén jdlkeen, projisoitua esiluokiteltua multimodaalista
dataa hyodynnetdédn tunnistamaan uusia mittauksia k:n 1ihimmén naapurin menetelmail-
14. Ehdotettu menetelma seké luokitteli multimodaalista planktondataa tarkasti, ettd vaati

vihin valmiiksi luokiteltua dataa tehokkaaseen kdyttoon.
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1 INTRODUCTION

1.1 Background

Plankton is a diverse group of organisms that includes a wide variety of life forms. They
inhabit both seas and inland waters, where they passively drift along water currents. The
two main groups of plankton are phytoplankton and zooplankton. Phytoplankton is a
phototrophic organism that, like plants, obtains its energy through photosynthesis, and is
responsible for most of the transfer of CO2 from the atmosphere to the ocean [1]. In con-
trast, zooplankton is an organism that cannot produce energy on its own and must acquire
its energy by feeding on other organisms. Together, phytoplankton and zooplankton form
the basis of the food supply [2]. In addition, plankton communities respond quickly to cli-
mate and anthropogenic changes, thus, monitoring fluctuations in plankton communities

gives valuable information about the ocean health and climate change [3,4].

Due to efforts of understanding plankton communities on a higher scale, various auto-
mated microscopic imaging devices, or instruments, have been developed [5—7]. With
these instruments, researchers have been able to gather massive plankton image datasets [8—
11]. This has opened the possibility to test relevant hypotheses of plankton communities,
and study their diversities and functioning in ecosystems in real-time. However, the bot-
tleneck is obvious: no human will ever be able to screen millions of images. Moreover, on
large scales, expert annotations of plankton images are expensive, time-consuming, and
error-prone [12]. In order to efficiently and seamlessly use real-time big data of plank-
ton images, automated annotation systems must be used, which opens a new realm for

computer vision and machine learning approaches.

Early work on automatic plankton image recognition is based on feature engineering tech-
niques, where features have been hand-engineered from the raw image measurements.
Further, classification is carried out using classical machine learning methods, for exam-
ple Support Vector Machines (SVMs) [13, 14]. For the past decade, the popularity has
rapidly shifted from feature engineering towards feature learning, where instead of find-
ing the features, they are learned for the classification task. This removes the process of
crafting and selecting sufficient features entirely. Deep Neural Networks (DNNs), such
as Convolutional Neural Networks (CNNs) [15] and Transformers [16], which are based
on deep learning, have reached state-of-art performances in automatic plankton image

recognition [17,18].
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Although the results obtained from the latest plankton image recognition methods are
promising, they share various challenges that hamper the classification performance [12].
Certain plankton species, especially taxonomically close species, have small visual dif-
ferences (Figure 1). Additionally, images provided by commonly used instruments often
have poor image quality, which amplifies the challenge of identifying subtle differences
even further. Also, the amount of manually labeled data is often limited, unbalanced

between classes, or does not cover all plankton species that can be captured [12].

While the main data are digital images, many instruments provide other measurements
from plankton to each captured sample, for example, optical data used to automatically
trigger imaging [5, 6, 19] and context metadata such as location, time, and water tem-
perature during the measurements, or hand-crafted image features [20,21]. Utilizing all
modalities together with images has the potential to provide more comprehensive infor-
mation about plankton communities, even in cases where the image quality is low. This
enables the use of multimodal recognition systems that share information from all avail-
able modalities to perform classification [22,23]. Moreover, cross-modal learning can be
used to learn semantic similarities and multimodal contextualization, and to coordinate

feature representations between the modalities without the need for class labels [24].
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Figure 1. Visual difference of certain classes is small: (a) Amylax triacantha; (b) Peridiniella
catenata. Images are from SYKE-plankton_IFCB_2022 dataset [10].
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1.2 Objectives and delimitations

In this thesis, multimodal plankton recognition is considered. Certain plankton imag-
ing instruments provide other measurements in addition to images, such as optical data
and context metadata. One such instrument is CytoSense [6], which also produces light
scatter and fluorescence profiles, which can bring valuable information for the plankton

recognition task.

A multimodal plankton recognition model for CytoSense data, using cross-modal learn-
ing, is developed. Cross-modal learning is utilized to learn similar feature representations
from both the image and the profile, given a multimodal input. This allows feature rep-
resentations to be used to classify new plankton data (for example, species) using either
bright-field images, optical profiles, or both at the same time (Figure 2). The main objec-

tives of the thesis work are as follows:

1. Survey existing work on image-based plankton recognition and multimodal ma-

chine learning methods.

2. Implement and train a multimodal model to obtain cross-modal feature representa-

tions.

3. Build a plankton recognition model on top of the learned feature representations,
allowing to recognize plankton class (for example, species) using any of the modal-
ities.

4. Evaluate the model on CytoSense data.

(a) ® A (©) |
3/ A ® A
Ry W

! | 3y

Multimodal
model

Multimodal
model

Multimodal
model

Rhodomonas
salina

Hemiselmis
virescens

Pyramimonas
octopora

Figure 2. An overview of the multimodal plankton recognition model for CytoSense, capable of
classifying plankton species using (a) only bright-field images, (b) only optical profiles, or (c) both
at the same time (3).
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The model architecture should be general, such that it can be used for other multimodal
plankton data (or other multimodal data) besides the data utilized in the study. Despite
the objective of generality, the work focuses only on plankton recognition with CytoSense
data.

1.3 Structure of the thesis

Chapter 2 surveys on plankton imaging instruments and openly available plankton im-
age datasets, and covers deep learning architectures used in the classification task, for
example CNN and Transformer. Chapter 3 introduces multimodal learning in general,
cases where image is considered as one of the modalities, cross-modal learning meth-
ods to strongly coordinate corresponding modalities to a one feature space, and related
work of multimodal plankton recognition. Chapter 4 introduces methods proposed for the
multimodal plankton recognition task, and how this is adapted to the use of CytoSense
data. Chapter 5 describes thoroughly how proposed methods are evaluated, describing the
used datasets, evaluation criteria, and individual experiments and their results. Chapter 6
discusses the current study conducted in the thesis and continuation of future work on

multimodal plankton recognition. Finally, Chapter 7 concludes the thesis.
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2 PLANKTON RECOGNITION

2.1 Plankton imaging

Numerous plankton imaging devices, or instruments, have been developed for frequent
and sustainable monitoring of plankton communities. They are based on various tech-
nologies and can be generally categorized by effective size range, image type, and the
environment they are designed to be used in. Moreover, for traceable and comparable
development of automatic plankton image recognition methods, publicly available image
datasets collected by these instruments are created. This section briefly covers the most
common plankton imaging instruments and the most frequently used image datasets in the
development of plankton image recognition models. For a more comprehensive survey
on plankton imaging instruments, see Lombard et al. [25], and for a more detailed list of

available plankton image datasets, see Eerola et al. [12].

In-flow imaging instruments such as FlowCam [5], CytoSense [6], and Imaging FlowCy-
tobot (IFCB) [19,26], are frequently used for capturing phytoplankton and other smaller
particles (less than 100 ym) [25]. FlowCam continuously captures digital images from
a laminar flow of water, where particles can be later detected. Additionally, it can be
equipped with a laser to obtain fluorescence properties to enable autotrigger mode. Cy-
toSence and IFCB are more sophisticated instruments compared to FlowCam, based
on Imaging Flow Cytometry (IFC). IFC combines fluidics, optical characterization, and
imaging to detect and record characteristics of particles, from single cells to colonies in
the context of phytoplankton. Unlike FlowCam, CytoSense and IFCB are equipped with
a sheath fluid, and particle detection is triggered either with scatter or fluorescence, which
makes them fully automatic. Moreover, CytoSense stores Forward Scatter (FSC), Side

Scatter (SSC), and multiple fluorescence signals of each captured particle (Figure 3).

To get quantitative information from plankton larger than 100 um, larger volumes of wa-
ter need to be examined than is possible with IFC-based instruments [25]. Different
types of instruments have been developed to image larger particles with slightly differ-
ent technologies. Common instruments used to detect such particles are Video Plankton
Recorder (VPR) [27], In Situ Ichthyoplankton Imaging System (ISIIS) [28], ZooScan [7],
Underwater Vision Profiler (UVP) [29], Lightframe On-sight Keyspecies Investigation
(LOKI) [30], Continuous Plankton Imaging and Classification Sensor (CPICS) [31], and
Z00CAM [32], most of them being in situ systems.
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Figure 3. A sample from CytoSense [6], producing a bright-field image and optical profile data.

Several publicly available datasets have been created for the development of automatic
plankton recognition models. The most frequently used are WHOI-Plankton [8], Kaggle-
Plankton (PlanktonSet-1.0) [33], and ZooScanNet [9]. Each dataset consists of grayscale
images, including one plankton per image, and images for each dataset are collected us-
ing IFCB, ISIIS-2, and ZooScan, respectively. More recently collected datasets include
SYKE-plankton_IFCB_Ut6_2021 [11], SYKE-plankton_IFCB_2022 [10] and which con-
sists of IFCB images of phytoplankton collected from the Baltic Sea, and DAPlank-
ton [34], which consists of plankton images from the Baltic Sea using multiple imaging
instruments, including CytoSense, IFCB, and FlowCam. Example images from some of

the datasets are shown in Figure 4.

2.2 Automatic plankton recognition

Technological advances in plankton imaging have led to the emergence of automated
imaging instruments, with improving image resolution and output rates, up to tens of
thousands of images per hour. This enables the production of real-time image data of
plankton communities on a large scale. However, no human will ever be able to screen
and analyze such amounts of images. Automatic plankton image recognition enables the

automated analysis and classification of large-scale plankton data efficiently.
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(d)

Figure 4. Example images from publicly available datasets: (a) Kaggle-Plankton [33]; (b) WHOI-
Plankton [8]; (¢) ZooScanNet [9]; (d) SYKE-plankton_IFCB_2022 [10]. Adapted from [12].
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2.2.1 Feature engineering

Traditionally, image-based recognition methods divide the problem into two steps: im-
age feature extraction and classification based on the features. Ideally extracted features
represent necessary information for the classification in a substantially lower dimension
compared to the original image data. Selecting the right techniques to extract features is
crucial for the performance of plankton image recognition methods [35]. Most commonly
used image feature types include texture features [26,36], geometric features [26,37], and
local features [38]. Moreover, different image features from various types are often com-
bined into a unified feature vector to enhance classification performance [26,39]. The first
automatic plankton image recognition method to do this was proposed by Tang et al. [40].
The method classified plankton image data captured using VPR by combining invariant
moment features and Fourier boundary descriptors with gray-scale morphological granu-

lometries, using Learning Vector Quantization (LVQ) [41] classifier.

Support Vector Machine (SVM) [13] is another classifier that has been used frequently
for feature engineering-based plankton image recognition [26,38,39]. SVM is a binary
classifier (and can be extended to a multi-class case) which works by fitting a decision
boundary between two classes such that its margin between them is maximized. Sosik
et al. [26] utilized shape and symmetry features, texture features, and co-occurrence to
create SVM-based classifier. Zetsche er al. [39] used texture features such as mean and
standard deviation of the gray level scale, and geometrical features such as area, perimeter
length, and both minor and major axes of the plankton contour. Zheng et al. [38] utilized
similar features, including color features and other additional texture features, includ-
ing Histogram of Oriented Gradients (HOG) [42] and Scale Invariant Feature Transform
(SIFT) [43].

2.2.2 Convolutional neural network

While feature engineering techniques have been applied with promising results, finding
good features is challenging and requires extensive manual work for different class rep-
resentations [12]. Feature learning is a more modern approach that has gained popularity
over the last decade in the field of digital image analysis, including plankton image recog-

nition.

CNN is a DNN architecture designed to learn and process distinguishable features from

signals, images, and other multidimensional data [15]. CNNs takes advantage of locality,
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shared weights, and pooling, and as a consequence, it can utilize many layers to learn
higher-level reasoning from the data. The main components of a typical CNN (Figure 5)
architecture are convolutional layers, pooling layers, and a classification layer (fully con-

nected layer).

Feature Extraction Classification

Input
P Species 1

Species 2

» > [ » = »

Pooling Pooling

7,

Species k

Fully

Convolution Convolution
Connected

Figure 5. A typical Convolutional Neural Network architecture. High-level features are extracted
from an image by operating through a series of convolutional layers and pooling layers. Then, ex-
tracted features are forwarded to the classification layer, typically, a Feedforward Neural Network
(FNN), to obtain the final output [12].

The convolutional layer is the main component in CNN. Given the input to the layer,
one or many learnable filters with different values operate on input data by convolution.
The output is a set of feature maps generated by the respective filters. The motive is to
extract features only from a local group of values on the whole data, which allows the
model to extract the same features anywhere from the input [15]. The pooling layers are
designed to merge features and reduce the dimensionality of the feature maps. For each
local feature patch on the feature map, a patch is reduced to a single value, typically by
taking a mean or maximum over the local patch. A typical CNN usually contains a long
repetition of convolution layers and pooling layers (in any order) to find more complex
features from the input. Finally, extracted features are then passed to the classification
layer, a fully connected Feedforward Neural Network (FNN), which maps the features to

a final output.

Various CNN architectures have been developed to improve the performance of CNNs
in image analysis. Significant architectures include, for example, AlexNet [44], VG-
GNet [45], GoogleNet [46], ResNet [47], DenseNet [48] and EfficientNet [49]. AlexNet
is the first notable deep CNN model, up to 8 layers, designed for general image recogni-
tion. The development of AlexNet and its implementation for Graphics Processing Units
(GPUs) to boost computation performance popularized the use of CNNs in the field. VG-
GNet is an improvement of AlexNet where smaller 3x3 convolution filters are used to
obtain a deeper network architecture (up from 16 to 19 layers), while reducing the number

of required operations. GoogleNet introduced the inception module, where convolutions
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are computed using multiple different-sized filters concurrently to obtain features from
various scales. Moreover, GoogleNet expanded the depth of the architecture up to 22

layers.

Residual networks, or ResNets [47], introduced shortcut connections. Each shortcut
connection is defined by adding the previous mapping to a new computed mapping in
each convolution layer, preventing vanishing and exploding gradients and the degradation
problem. Using residual connections, He et al. [47] managed to train successfully signifi-
cantly deeper networks, up to 152 layers. The approach of using shortcut connections was
further utilized in DenseNet architecture, where the shortcut connections are applied to
each layer from every subsequent layer inside the architecture [48]. EfficientNet utilized
a different approach by introducing a compound scaling method [49]. For example, using
ResNet as an initial architecture, the compound scaling aims to balance depth, width, and
resolution in each layer. This maintains the original depth of the CNN, but reduces the

number of parameters in the architecture, and increases computational efficiency.

CNNs have been widely studied for plankton recognition [17, 18, 50]. Liu et al. [17]
tested AlexNet, VGG16 [45], GoogleNet, ResNet, and PyramidNet [51] on the WHOI-
Plankton dataset, and results showed that PyramidNet had the best performance. Lu-
mini and Nanni [18] applied AlexNet, VGGNet, GoogleNet, ResNet, DenseNet, and
SqueezeNet [52], comparing various training methods with three different datasets. Re-
sults suggested an ensemble method, where multiple pre-trained DenseNets are used
simultaneously, to improve predictive performance. Kyathanahally et al. [S0] trained
MobileNet [53], Inception v3 [54], and multiple EfficientNet models on images of lake
Zooplankton, and proposed the use of transfer learning and ensembling for the best per-

formance.

CNN-based solutions have also been considered for more difficult challenges in plankton
recognition, such as open-set problems [55,56]. Kraft ez al. [55] utilized the ResNet18 ar-
chitecture, trained using SYKE-plankton_IFCB_Ut6_2021 dataset, to classify real-time
data from IFCB using a probability threshold to detect anomalies, or plankton species
outside the class composition. Kareinen et al. [56] further improved the open-set classifi-
cation capabilities by using similarity metric learning and class-specific percentile-based
thresholds. Another common challenge in plankton recognition is domain shifts between
datasets [12]. Batrakhanov et al. [34] studied the effects of domain adaptation in plankton
recognition, using the DAPlankton dataset composed in the study. AlexNets and ResNets
were trained using commonly used domain adaptation methods, but the results remained

mediocre.
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2.2.3 Vision Transformer

While CNN-based models are the most studied in the field of automatic plankton image
recognition, Vision Transformers (ViTs) [57] has gained a lot of attention over recent
years. ViT is based on the Transformer architecture [16], which was first introduced for
Natural Language Processing (NLP) tasks and revolutionized the field by its performance,

for example, in text classification, text translation, and text generation [58].

Transformer is a DNN architecture designed for the analysis of sequential data. Before
Transformers, the most dominant models used for sequential data were CNNs and Re-
current Neural Networks (RNNs), such as Long Short-Term Memory (LSTM) [59] and
Gated Recurrent Unit (GRU) [60]. Instead of using recurrence or convolution, the Trans-
former is based on a self-attention mechanism. While some recurrent models also utilize
self-attention [61], Transformer’s novel approach is to utilize only self-attention, includ-

ing point-wise, fully connected feedforward layers in an encoder-decoder architecture.

After the success of Transformer-based models in NLP, interest in utilizing attention-
based models in computer vision tasks grew, thus ViT was created [57]. It applies the
Transformer architecture directly to images by splitting image data into patches that are
forwarded as a linear sequence of embeddings to the Transformer encoder. This approach
allows the original encoder architecture to remain almost unchanged and to learn both lo-
cal and global information from the image, without the requirement of using convolution
operations. The architecture of ViT, alongside the Transformer encoder, is presented in

Figure 6.

Various ViT-based models have been studied for the plankton image recognition task [62—
64]. Kyathanahally et al. [62] utilized ensembles of Data-efficient image Transformers
(DeiTs) [65] for various ecological image datasets, including different plankton image
datasets. Maracani et al. [63] applied classical ViT, Hierarchical Vision Transformer
(Swin) [66] and Bidirectional Encoder representation from image Transformers (BEiT) [67],
utilizing transfer learning using various plankton image datasets. Kareinen et al. [64] pro-
posed a class-free self-supervised learning utilizing ViT-based masked autoencoders, to
train a general-purpose image encoder, which can be later finetuned for the downstream
classification task.
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Figure 6. The Vision Transformer architecture (left). An image is split into evenly embedded

patches, and then forwarded through a Transformer encoder (right). Encoded output is then clas-
sified using a Feedforward Neural Network (MLP Head) [57].
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3 MULTIMODAL LEARNING

3.1 Learning from multiple modalities

Multimodal machine learning is a field that aims to study and develop machine learning
models that understand information from multiple distinct data sources, or modalities.
The rationale of multimodal learning comes from how we observe and interact with the
world using various sensory inputs: we hear sounds, feel textures, and smell odors, for
example [22]. Expanding from traditional machine learning methods focused on a sin-
gle data type to processing multiple forms of information allows more comprehensive

understanding in decision making.

Management of multiple modalities in a machine learning task is challenging. Common
modalities include visual data such as images and videos, auditory data such as speech
and music, textual data such as documents and text transcripts, and sensor data such as
temperature. The main challenge lies in the fact that modalities are heterogeneous, i.e.,
data in different modalities show diverse qualities, structures, and representations, while
they are connected due to sharing complementary information [23]. To bypass this chal-
lenge, multimodal machine learning systems are usually trained to represent and sum-
marize data to capture cross-modal interactions [22,23]. Typically, each modality is first
encoded using a respective machine learning model to a multimodal feature representa-
tion, or embedding, to effectively capture subtle features and their relationships between

modalities (Figure 7).

3.2 Cross-modal learning with coordinated representations

A common method to learn cross-modal interactions and combine multimodal embed-
dings is coordinated representation [68]. Given an input shared across multiple modal-
ities, encoded embeddings are coordinated together by a constraint to help multimodal
contextualization [22]. For simplicity, consider a bimodal system. Mathematically, let
D = {(x;,y;)}, be a dataset of n bimodal samples and f and g be functions (e.g.
DNN-models) for respective modalities which map to vector-like unimodal feature em-
bedding pairs € := {(u;, v;)}",, where u; = f(x;) and v; = ¢(y,). Now, both sources

of data are heterogeneous, but connected for each sample. Denoting correspondence as
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Figure 7. An example of learning from multiple modalities: each modality represents data in a
different form, which cannot be used together trivially. Modalities are first encoded individually
with appropriate algorithms into a multimodal representation where each modality can be used
together in the downstream task, for example, in decision making.

~, the objective in coordinated representation is
u; ~v;, fori =1,....n. (1)

Coordinated representation can be enforced at various levels of strictness. These con-
straints can be generalized into two categories, which are strong coordination and partial
coordination [23]. Strong coordination enforces strong equivalence between semantically
corresponding modalities, by bringing them closer in the embedding space. For example,
strong coordination would represent the word "dog" and an image of a dog close to each
other, whereas the same word paired with the image of a cat would be apart from each
other. A typical method to learn strong representations is to maximize similarity, or mini-
mize distance between paired modalities. Moreover, to make multimodal representations
more distinguishable from non-corresponding modalities, minimizing similarity or max-
imizing distance between negative pairs can also be utilized. In partial coordination, the
objective is to capture more general modality connections between modalities, such as
correlation, order, hierarchies, or relationships (Figure 8), for example, by coordinating

only certain dimensions between the embeddings [23].

3.3 Image analysis with coordinated modalities

Many multimodal machine learning tasks evolve around visual data in some way or an-

other, which has led to many vision tasks and applications utilizing multimodal solu-
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Figure 8. There are numerous levels to enforce coordinate representation. On the other side
of the spectrum lie strong coordination methods, which aim for equivalence in all dimensions
in representation space. Loosening restrictions (from left to right), we have partial coordination
methods, which try to capture more general connections beyond similarity, such as correlation,
order, hierarchies, or relationships [23].

tions [68,69]. One major application domain focuses on multimedia analysis, where key
modalities are images, videos, text, audio, and music, and it has enabled a significant
amount of research, such as classification, retrieval, captioning, recommendation, ques-

tion answering, and content description, for example [23,69].

Minimizing the distance between pairs of cross-modal embeddings is a common way
to learn strong coordination between modalities. For example, Pan et al. [70] proposed
a distance-based constraint to learn an embedding space for video-text data for video

description generation. The constraint can be expressed as a loss function
n
Loisance = D || = vil[5 2
Distance — u; v; 29 )
i=1

where u; and v; are paired video and text embeddings from the dataset.

Another family of methods to learn strong coordination is contrastive similarity meth-
ods [24,71]. The learning objective is twofold: in addition to maximizing similarity
between semantically similar samples, or positive pairs, like in Equation 2, another ob-
jective is to minimize similarity between semantically dissimilar samples. In an unsuper-
vised setting, negative pairs can be generated by selecting an embedding pair (u;, v;),
such that ¢ # j.

Various approaches have been implemented to utilize contrastive similarity for cross-
modal learning [24,71,72]. Pairwise ranking loss is a contrastive similarity method pro-
posed by Kiros et al. [71] to unify joint image-text embedding models with a multimodal
neural language model, for image captioning. The method learns strong equivalence by

maximizing the cosine similarity of positive pairs, while minimizing the similarity of
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negative pairs. The loss is expressed as

»CRank = E E max{(), o — S(ui,vi) + S(ui,vj)}
i=1 j=1
i

+ Z Zmax{o, a— S(vi,u;) + S(vi,uy)},
i=1 j=1
J#

3)

where u; and v; are positive descriptive image-text embedding pairs, whereas u; and v;,
when j # ¢ are negative non-descriptive embedding pairs, « is a margin hyperparameter,
and S is the cosine similarity

S(u,v) = —* @)

[ull2]]v]]2

where u and v are multimodal embeddings. More recent method based on cross-modal
similarity is Contrastive Language-Image Pre-training (CLIP), proposed by Radford et
al. [24] for zero-shot classification from image-text pairs [24]. The architecture of CLIP
consists of two main components: an image encoder, such as CNN or ViT, for image
feature extraction, and a text encoder, such as a Transformer. These two components
are combined using a contrastive loss function based on cosine similarity. In CLIP, the
objective is similar to pairwise ranking loss. In training, given a batch of image-text
embeddings (e.g., £), encoders are optimized by symmetric cross-entropy loss over the

cosine distances

o ——Z( exp(tS(w,v) ) exp(tS(viu)) ) )

2 jm1 exp(tS(ui, vj)) 2 j—1 exp(tS(vi, uy))

where {(u;, v;)}!_, are embedding pairs as in ranking loss (Equation 3), and ¢ is learnable
temperature parameter. At inference time, a learned text encoder constructs a zero-shot
linear classifier by using the label names or descriptions from the classes of the target

dataset. Training and classification with CLIP is presented in Figure 9.

Influenced by CLIP, Sigmoid loss for Language-Image Pre-training (SigLIP) [72] is a
simplified pairwise loss for contrastive image-text pre-training [72]. Sigl.IP computes the
pairwise cosine similarities for n positive pairs and n? —n negative pairs from given batch
of image-text embeddings. However, instead of using cross-entropy-based loss, it uses a

logarithmic sigmoid function as

1
S lo
LsigLp = Z Z 08 1+ exp(—z;;(tS(u;, v;) + b)) ©

lljl
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Figure 9. Contrastive pre-training and zero-shot classification using CLIP [24].

where z;; = 1 when 7 = j (positive pair), otherwise —1, ¢ is a learnable temperature
parameter, similarly as in CLIP, and b is a learnable bias term to reduce over-correction
during the start of the training [72]. At test time, SigL.IP performs zero-shot prediction
similarly to CLIP.

3.4 Multimodal plankton recognition

While multimodal methods are not broadly studied in the field of plankton recognition
tasks, there do exist a few methods that utilize multiple modalities or supplementary
plankton metadata [20, 21, 73]. In contrast to coordinate representation, these methods
are based on different fusion techniques and concatenation of preprocessed inputs to con-
struct the final embeddings.

Ellen et al. [20] Proposed a CNN-based plankton image recognition pipeline, which can
incorporate geometric, geotemporal, and hydrographic context metadata. While geomet-
ric features cannot be considered as other modalities, as they are extracted from the im-
ages, geotemporal metadata such as latitude, longitude, or time of day, and hydrographic
metadata such as fluorescence and scatter volumes could be considered as modalities.
The authors demonstrated that the classification performance improved with more com-
plex techniques, such as deeper networks and the utilization of metadata in the recognition

process.

Benammar et al. [21] studied a classification task from 3D images of plankton, utilizing
supplementary context metadata by concatenation. The studied architectures utilized both
early concatenation of unprocessed modalities and preprocessed representations utilizing
CNNs and FNNs. The authors concluded that the use of context metadata improved
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classification accuracy among all studied model architectures.

Another challenge in plankton image recognition is the large variation in image sizes [12],
whereas a normal image recognition model like CNN expects fixed input. During the pro-
cess of resizing and reshaping plankton images, a lot of crucial information is lost, such as
relative plankton size. Bures et al. [73] compared various modifications to common CNN
architectures to accommodate changing image sizes. One "multimodal" approach was
proposed, that utilized image size metadata and geotemporal data as described in Ellen et
al. [20].

One related work not directly focused on plankton recognition is BioCLIP, a CLIP-based
vision foundation model for biological visual tasks [74, 75]. BioCLIP functions simi-
larly to CLIP, where in pre-training, millions images of animals, plants, fungi, and other
organism are paired with a text captions of their full taxonomic information, and later en-
coders can be used in zero-shot classification in a same manner, as in the original method.
Despite the efforts, BioCLIP has not shown to be effective in general in direct plankton

recognition [74,75].
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4 MULTIMODAL PLANKTON RECOGNITION

A deep learning plankton recognition model is developed, which is capable of learning
and classifying from multimodal plankton data. The model is adapted from the work
in contrastive image-text learning [24, 72]: for each modality, a DNN-based encoder is
trained to learn strong coordination between semantically similar samples. The pipeline
is summarized in two parts: 1) contrastive pre-training, and 2) nearest-neighbor classifi-

cation.

4.1 Contrastive pre-training

The training is directly adapted from CLIP [24]. Given a batch of n bimodal samples from
plankton data, the model is trained to predict correct pairings from the batch. The model
learns a coordinated multimodal embedding space by jointly training two DNN encoders
by maximizing the cosine similarity of n positive pairs, while minimizing it between
n? — n negative pairs. This pre-training is visualized in Figure 10. In case of more than
two modalities, the model is trained by iterating through all possible pairs between the

modalities, to coordinate outputs of each encoder into the same embedding space.

J

Encoder 2 l
V1 V2 V3 Un
— Uj uJvy | uvs | ulvs : ulv,
’\\ 2 ujvy [ ujvy | wjvs | | ujvp
Encoder 1 us ulvy | ulvy | ulvg : ulv,
— U, ulvy | ulvs | ulvs : ul v,

Figure 10. Contrastive pre-training: two separate encoders, for two modalities, are jointly trained
to learn a multimodal embedding space by predicting positive modality pairs (blue), based on
cosine similarity.
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The original methodology (CLIP) is considered as text supervised learning [24], which
suggests that the embedding representations are learned hierarchically in the sense that
while image-text pairs are trained jointly, the text data has more influence on the learned
representation. The proposed method, however, does not consider any influential hierar-
chy between modalities, and all modalities carry the same impact. Technically, this is true
in the original methodology. Moreover, pre-training is now entirely self-supervised. Data
used in training does not need to be labeled, and the only requirement is that each data

sample used in training must have a measurement from each modality.

Without direct guidance from one modality, the structure of the pre-trained embedding
space remains unclear. However, if the quality of the multimodal data allows the extrac-
tion of more fine-grained details from the data, the following hypothesis can be made.
The embedding space will converge to a structure where global and local features from
the multimodal data are located in certain areas. As a consequence, multimodal embed-
dings of each plankton species are separated into clusters in the multimodal embedding

space. This hypothesis is further utilized in the proposed classification pipeline.

4.2 Nearest Neighbor classification

As in CLIP, the learned multimodal embedding space is reused to perform metric-based
classification. In the original image-text classification schema, embedding of the prompted
image is compared to the possible title text embeddings by their respective encoders [24].
Then, the cosine similarities from the image embedding to each text embedding are cal-
culated, and the text with the largest similarity is selected (see Figure 9). Another way to
interpret the pipeline is to consider it as Nearest Neighbor (NN) classification, now based
on the cosine distance

D(u,v) =1- S(u,v), (7)

where v and v are encoded image embedding and text embedding respectively, and S is

the cosine similarity.

As the proposed method ejects the text-supervised (or one-modal-supervised in general)
learning approach, the proposed classification pipeline expands from CLIP by utilizing
labeled data from all modalities to perform NN classification. The classification pipeline
is visualized in Figure 11. Beforehand, a gallery set is generated by encoding labeled
multimodal plankton data using pre-trained encoders. Using the labeled data, the gallery

set references to learned multimodal concepts from all classes, which allows efficient
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metric-based recognition in the embedding space based on cosine distance. Given a new
sample from any modality, the classification is based on the class of the nearest neighbor
of the labeled embeddings.

Labeled data
i) Gallery set
A
=
Encoder
;
Query sample v V2 V3 004 Uy,

’ Encoder u uTv; | uTve | uTvg uTv,

Apocalathium malmogiense

Figure 11. Nearest Neighbor (NN) classification: a gallery set is generated by encoding labeled
samples from all modalities with respective pre-trained encoders. New samples, composed from
all available modalities, can be predicted in a nearest-neighbor fashion, based on the smallest
cosine distance (blue).

The lookup table is designed to have no restrictions for the number of data it can receive
from one class, which is not the case for CLIP, where only one text sentence for each
class is used for classification [24]. Having access to more labeled data to be used as
reference, the k-Nearest Neighbors (k-NN) is used for the classification of new samples.
Instead of only using the nearest embedding, the classification is based on a majority vote
based on the % nearest embeddings from the gallery set, reducing the effect of potential
noise on the classification. Test samples can also be multimodal. In such situations, each
modality is first encoded into the embedding representation with the respective encoder.
Then, k£ nearest neighbors are retrieved for each embedding. Finally, neighbors from the
lookup table for each embedding are combined to perform classification, which reduces

to the classification using only one modality.
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4.3 Multimodal plankton recognition with CytoSense data

This thesis studies the use of the proposed methodology using CytoSence data. Cy-
toSense [6] is a plankton imaging instrument designed to provide multimodal phytoplank-
ton data, which is suitable for the proposed multimodal plankton recognition model. Each

sample CytoSense acquires contains two modalities:

 Optical profile: a set of optical signals measured from all analyzed particles. Mea-
surements include intensity values of Forward Scatter (FSC), Side Scatter (SSC),
green fluorescence (502-538 nm), yellow fluorescence (553-577 nm), orange fluo-
rescence (604-644 nm), and red fluorescence (668-726 nm) signals. Optical profile
is also called pulse shape [76] or pulse data [6].

* Bright-field image: a gray-scaled image, analyzed on a size range of 0.5-800 um,

covering most phytoplankton particles.

CytoSence continuously records optical data from each plankton passing through scanners
in a flow-controlled direction and velocity. The six recorded signals can be represented as

a sequence of 7" optical feature vectors

[ FSC(3) |
SSC(1)
Green(i)
P = e
[pl pT} P Yellow(i) |’ ®
Orange(7)
Red(7)

over the length of the particle. In the image I € R?*W | the length axis of the plankton
is oriented horizontally. Figure 3 shows an example of an image-profile pair captured by

CytoSence.

Plankton image recognition with DNN models is a well-researched topic, and a variety
of models have been proposed over time for the task [17, 18,62, 63]. Moreover, most of-
ten the proposed image models are known general architectures, like ResNet, DenseNet,
EfficientNet, or ViT. For the bright-field images, the same approach of using pre-built
general CNNs or ViTs, without classification layers, is now used to build image encoders.
For a general introduction to CNNs and ViTs, used in plankton image analysis, see Sec-
tions 2.2.2 and 2.2.3.
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Using optical profiles, however, the related work is much narrower. The only recent
work using DNN models is from Fuchs e al. [76], where VGG-based CNN models were
proposed for classifying phytoplankton using the optical profiles. In contrast to image
encoders, which have a large variety of well-known DNN architectures publicly avail-
able, the same condition does not hold for encoders designed for optical profiles. More-
over, due to the structure of the profile data, models geared more towards the analysis
of sequential data can be used. Therefore, this thesis studies three different customized
architectures for the encoding of optical profiles: CNN, LSTM, and Transformer. Sub-
sections 4.3.1, 4.3.2, and 4.3.3 present the proposed customizations for each architecture

to accommodate the use of optical profiles in encoding.

4.3.1 Convolutional neural network

For the profile data, a modified ResNet18 [47] architecture is used as the backbone for the
CNN-based encoders. As the original architecture is based on processing RGB images,
several modifications are made to the network. First, the number of input channels in the
first convolution layer is increased from 3 to 6 to match the number of features in the
profile sequence. In addition, all convolution filter sizes in the network are set to 3. Then,
all the Two-Dimensional (2-D) operations inside the architecture are reduced to One-
Dimensional (1-D) operations, since the profiles are 1-D sequences. These operations

include convolution layers, pooling layers, and batch normalization [77] layers.

As a consequence, the resulting architecture has significantly fewer parameters compared
to the original ResNet18 architecture. This effect is, however, preferred for optical pro-
files, whose input size is smaller compared to the image data, and presumably does not
require as complex encoders as images. The number of learnable parameters is reduced to
produce smaller and more robust encoders, which are more efficient to train and are less
prone to overfitting. While the modifications described above reduce heavily the number
of parameters in the architecture, the question remains whether the number of parameters

should be reduced even further.

To accomplish this, the number of channels the first convolution layer outputs can be
modified from the original 64 channels to any number of channels, ideally smaller. This
configuration exploits the second design principle of ResNet architecture [47]: the num-
ber of convolution filters doubles when the feature map size gets halved after convolution.
This implies that the number of parameters in the ResNet architectures is strictly depen-

dent on the number of "base channels". This provides an easy and efficient way to control
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the number of parameters in the model.

4.3.2 Long short-term memory

LSTM and Transformer encoders contain considerably more hyperparameters, which
control the size and complexity of their architecture. Thus, both encoders are introduced
in more detail, compared to the CNN encoder, including underlying operations, where
the hyperparameters are present. These hyperparameters later provide an easy and simple

way to describe encoder configurations, used in the experiments.

The proposed LSTM encoder follows the original implementation from Hochreiter et
al. [59], with an additional linear expansion applied to the profile data, before forward-
ing it to the encoder. Linear expansion projects all 6-dimensional feature vectors from
the profile sequence, separately and identically, to a higher-dimensional latent space to

enhance the performance of LSTM in extracting features.

Let P = [pl e pT} € R%*T be a profile sequence of length T'. Linear expansion is
computed as
X=WP 9)

where W € R%*6 i learned projection matrix producing embedded vectors of size d,,
ideally, substantially higher dimensional compared to original features. Linear expansion
produces an embedded sequence X € R%*T which is then forwarded to the LSTM

architecture.

Following the original LSTM from Hochreiter ez al. [59], the architecture goes through

the embedded sequence X = [:cl e a:T] element by element

tw=0Wx;, +U;h;_1 +b;) (input gate)
fi=0Wjx, +Ush; 1+ by) (forget gate)
g, = tanh(W x, + U h,_1 + by) (cell gate)

(10)
o,=c(W,x;+U,h;_1+b,) (output gate)
a=f0c1+40 g, (cell state)

h; = o; ® tanh(¢,), (hidden state)

where initial values are ¢y = 0 and hy = 0, ® denotes the element wise product, and

o and tanh denotes sigmoid function and hyperbolic tangent, respectively. Moreover,
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letting d, and d), refer to the number of expanded input features and hidden features,

respectively, the architecture has the following variables and weights:

e 4; € (0,1)%: input gate’s activation vector

e f, €(0,1)%: forget gate’s activation vector

e g, € (—1,1)%: cell gate’s activation vector

* 0, € (0,1)%: output gate’s activation vector

e ¢c; € R%, h, € R%: cell state vector and hidden state vector

© Wiiteop € RUX Uy, p o € RUXI by, o 1 € R, weight matrices and bias

vectors in gate units, learned during training.

After computing over the embedded sequence, the last hidden state is selected as the

encoded output.

4.3.3 Transformer

The Transformer encoder is adapted from Bidirectional Encoder Representations from
Transformers (BERT), which uses only the Transformer encoder component to extract
features bidirectionally from the given sequence [78]. While the focus is to keep the
architecture as original as possible, a few changes must be made, mostly in sequence

embedding.

As in BERT [78], a special classification token ([CLS]) is added as the first element to
the profile sequence. This token is used to aggregate a sequence representation, which is
selected as the encoded feature vector. The [CLS] token is set to the zero vector in the
architecture. Also, as in the LSTM encoder, linear expansion is applied to each profile
vector. The linear expansion ensures the efficient use of multi-head self-attention, which
would have been limited with the original feature vectors of size 6.

Positional embeddings are also added to the sequence to "make sure of the order of the
sequence” [16]. While the original method uses predetermined sinusoidal-like embed-
dings, the proposed architecture learns the positional embeddings to find more suitable
positional embeddings for the task. In general, having a profile sequence as matrix

P = [pl e pT} of length 7', creating initial embedded sequence X with feature
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map size of d, for the Transformer encoder is formulated as

Xo = [CLS} w,.P +E{o 77777 T} (11)

.....

tional embedding matrix with columns 0, ..., 7". Both are learned during training. Column

0 in the positional embedding matrix refers to the embedding added to [CLS] element.

After computing the embedded sequence, the sequence is encoded using a Transformer
encoder, or more commonly, a stack of them, whose implementation follows the original
Transformer architecture [16] (see Figure 6). As in BERT [78] the activation function is
changed from Rectifier Linear Unit (ReLU) to Gaussian Error Linear Unit (GELU) [79].
ReLU and GELU (plotted in Figure 12) are defined as

GELU(z) = 2®(z), and ReLU(z) = max(z,0) (12)

where ® is the standard Gaussian cumulative distribution function.

3 I— ReLIU(x) = malx(x,O)
—— GELU(x) = x®(x)

2 L

1 b

0 b

Figure 12. The Rectifier Linear Unit (ReLU) and Gaussian Error Linear Unit (GELU)

In each encoder, the sequence passes through two sublayers: a self-attention mechanism
and a fully connected FNN [16]. The multi-head self-attention is based on scaled dot-
product attention between 7' query, key, and value elements, and is computed simultane-

ously in a matrix form

Attention(Q, K, V') = V Soft (QTK) (13)
ention(Q, K, = oftmax .
Vg

where Q € R¥*T K ¢ R%**T VvV ¢ R%*T are query, key and value sequences of

size dg, dj, and d, respectively, and Softmax performs softmax normalization for each
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columns. Multi-head self-attention uses an attention mechanism by computing attention
in multiple heads in parallel using different projections of the query-key-value sequences.

Multi-head attention is computed over embedded sequence matrix X € R%*7 as

H,
MultiHead(X) = W° | : |, (14)
Hy
where
H), = Attention( WYX, WEX W) X), (15)

and where WO € R%&xd W ¢ Riaxde W ¢ R¥**% and W) € R%*% are
learned projection matrices. For simplicity, d, = d, = d, = %‘C [16]. The fully connected

FNN computes over each element in the embedded sequence as

where, W, € Rénwxdz W, ¢ Rdexdinn € R¥ NN and by, € R% are learnable weight
matrices and biases, learned during training. Moreover, both sub-layers uses a residual

connections [47], followed by Layer Normalization [80]

x — E[x]

LayerNorm(x) = Vorlm
ar[x

v+ B8, A7)
where E and Var notates mean and variance, respectively, and v € R%™® and B ¢

R™(®) are Jearnable affine transform parameters. In summary, the initial embedding

sequence X gets forwared throught the stack of L Transformer encoders, layer by layer

Z,; = LayerNorm(X,;_; + MultiHead(X;_1)) (multihead attention)

(18)
X; = LayerNorm(Z; + FFN(Z,)), (feed forward)

where ¢ = 1,..., L. Finally, the sequence representation is selected from the [CLS]

position in X ;. Note that in each encoder, each sub-layer has its own learnable weights.

4.3.4 Relative size metadata

Most encoders accept input only in one predetermined shape, especially image encoders.
Both images and optical profiles are resized to their own uniform shapes and lengths,
respectively. Images are resized to square images, keeping the original aspect ratio. If

the original shape of the image is not a square, the image is forced to a square shape by
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padding, using the background color of the image. The background color is obtained by
taking the mode of pixel values from the edges of the image. To simulate the original

background, which contains some noise, a small Gaussian noise is added to the padding.

Optical profiles are resized only by length, utilizing bilinear interpolation. Resizing is
not necessarily mandatory when LSTM or Transformer is used. Resizing could be even
harmful for classification performance, as the length of the profile refers directly to the
length of the plankton. Also, this issue is apparent with image data. However, the range of
possible profile lengths is massive, and their distribution is greatly imbalanced. This could
potentially complicate the learning process. Moreover, resizing the profiles simplifies the

design of the model architectures as only one profile length needs to be considered.

As a remedy for the lost size information from both images and profiles, a size metadata
is used in the encoding process, adapted from [73]. After encoding the representation
vector from the input, the size metadata is concatenated to the end of the representation.
The size metadata used is so-called relative size, which is simply a fraction between the
original and the new fixed size of the resized dimension. For images, this is acquired from
both width w and height h as

H - w

and W =

H =
Hnew Wnew ,

19)

where H .y, Whew are the new width and height of the resized image, and from the profiles,

using the sequence length 7', as
T

Y
THCW

where 1., 1S the new length of the resized profile data. During the design of the experi-

T= (20)

ments, the use of size metadata increased the learning speed of encoders during training.

Thus, it is used for all encoders.

4.3.5 Projection to embedding space

The encoded representations can not be used as an embedding yet, as the designs of the
encoders do not consider that the size of the representations must be the same. To get the
final embeddings in one size, the encoded presentations are mapped to the multimodal
embedding space by linear projection, as in CLIP [24]. The linear projections are learned

separately for the image representations and the profile representations.



37

5 EXPERIMENTS

5.1 Data

5.1.1 CytoSense

The experiments implemented in this thesis used a dataset composed by the Finnish En-
vironment Institute (Syke). The dataset contains a total of 20 050 imaged particles (re-
ferred to as samples in this thesis) obtained from 24 monospecific phytoplankton cul-
tures (FINMARI Culture Collection). Each culture was used to construct the classes
for the classification task. The dataset is class-imbalanced, where the smallest class,
"Chrysochromulina_simplex" has 543 samples, whereas the largest class, "Kryptoperi-
dinium_foliaceum", has 1285 samples. The class distribution of the dataset is presented
in Figure 13, and examples from each class, presenting both images and profiles, in Fig-
ures 14 and 15. All samples are captured using CytoSence [6] in a laboratory environment,
providing high-quality samples. The following preprocessing steps are applied to images
and profiles:

* Bright-field images: each image is reshaped to 224 x224. Background filling is
used for non-square images to maintain the original aspect ratio. Moreover, a scale-
bar located at the top of each image is also covered, using the same fill procedure.
Pixel value range is scaled from integers between 0 and 255 to floating point num-

bers between 0 and 1.

* Optical profiles: each profile is resized to length 256. All values in profiles are then
scaled by the function log(1 4 x). Originally, a similar scaling applied to images
was used. However, it was noticed that the training converged faster during training

using "log-scaled" profiles, thus used.

An example image-profile pair before and after pre-processing is presented in Figures 16a
and 16b.
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Kryptoperidinium foliaceum
Pseudopedinella sp.
Rhinomonas nottbecki
Pyramimonas octopora
Hemiselmis virescens
Apocalathium malmogiense
Aphanizomenon flosaquae
Rhodomonas salina
Levanderina fissa

Diatoma tenuis
Heterocapsa arctica
Diacronema lutheri

Tetraselmis sp.

Class name

Nephroselmis pyriformis
Gymnodinium corollarium
Teleaulax acuta
Peridiniella catenata
Chrysotila roscoffensis
Biecheleria baltica
Plagioselmis prolonga
Chroomonas vectensis
Melosira arctica
Diacronema ennorea

Chrysochromulina simplex
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Figure 13. The number of samples of each plankton species in the CytoSense dataset.
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Figure 14. Part 1: a sample of each class from the CytoSense dataset.
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Figure 15. Part 2: a sample of each class from the CytoSense dataset.
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5.1.2 Data augmentation

Data augmentation is a standard utility to prevent overfitting the training data during train-
ing DNN models, especially in image recognition tasks [44,47,49]. During training, the
copies of original training data are slightly modified, usually by random procedures, to
synthetically generate "new" training samples. In the experiments, data augmentation is

applied to both images and profiles during training.

As the objective is to learn a coordinated embedding space between modalities, the sim-
ilarity must hold between image-profile pairs, augmented or not. The primary example
is that the morphological features must match between the image and profile data, i.e.,
the same plankton captured in any position will not produce the same image or optical
profile. Regardless of challenging circumstances, data augmentation was performed on

CytoSense data during training.

The limitations were considered by keeping the level of augmentation narrow. First, de-
spite the constraints, some multimodal-agnostic augmentation was also performed. Im-
age data was augmented by applying small affine transforms, including rotation, scale,
and translation, random vertical flipping, adding random Gaussian noise, and random
color jitter, changing brightness and contrast of the image. For the profile data, only ran-
dom Gaussian noise was added. Finally, synchronous random horizontal flipping was
performed on image-profile pairs. Examples of augmented image-profile samples are
presented in Figures 16c, 16d and 16e.
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Figure 16. Pre-processing and data augmentations: (a) original image and profile, (b) same pair
preprocessed, and (c-e) three examples of the same pair after augmentation.
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5.2 Evaluation criteria

In classification tasks, results can be categorized into four outcomes. Items that are True
Positives (TPs) are classified correctly as belonging to the targeted class. Then, there are
False Positives (FPs) which are classified incorrectly as belonging to the targeted class.
And on the other hand, there are True Negatives (TNs) and False Negatives (FNs), which
are classified correctly and incorrectly, respectively, as not belonging to the targeted class.

Based on these outcomes, the following metrics were used for evaluation:
1. Accuracy: measures the performance of classifying items correctly to belong or
not to belong to the targeted class. Accuracy is computed as

TP + TN
TP + TN + FP + FN'

Accuracy = (21)
2. Precision: measures the accuracy within the positive items. This is computed as
the fraction between the number of correctly classified items, and the number of all

items classified to belong to the targeted class:

TP
Precision = ———. 22
recision TP+ P 22)
3. Recall: measures the accuracy within the items that belong to the targeted class,
classified correctly or not. Computed similarly to precision, but the denominator is
the number of all items that truly belong to the class:
TP

Recall = m (23)

4. Fi-score: combines precision and recall by computing a harmonic mean between

them:
2TP

2TP + FP + FN’

Fi-score = (24)
In addition to monitored metrics, the confusion matrices were occasionally examined.
Confusion matrices provide a more detailed view of classification performance across
all classes. In case of N classes, the confusion matrix is a N X N grid, where in each
entry (4, ) is the number of observations of class 7, but predicted to be in class j. In the
experiments, confusion matrices were normalized by the sum of each column, making

values on the diagonal equivalent to precision.

To measure how well the model performs in the classification of unseen data in statistical
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terms, a k-fold cross-validation was used. The dataset was divided into % folds, while
maintaining the original class distribution. Then, a model is trained using k£ — 1 of the
folds, assembling a training set, and evaluated using the remaining fold, which is the test-
ing set. This procedure is repeated until all folds are used as testing data. The experiments
used k£ = 5. For each model studied in the experiments, the evaluation metrics were ac-
cumulated from all folds and then averaged together to determine the mean performance.

In addition, standard deviation was used to estimate the margin of error of the results.

5.3 Experiment 1: comparison of encoders

5.3.1 Description of experiment

Experiment 1 focused on supervised training and evaluation of proposed encoders in an
unimodal classification task. The motive was to determine whether the available modal-
ities are discriminatory enough to be used alone for the classification task. Moreover,
the intuition was that the best-performing models should be used later in the multimodal
recognition task for best performance. For both image and profile data, several configu-
rations of proposed encoders, two for each specific architecture, were trained and evalu-
ated. Table 1 lists all tested encoders, and for each, the number of trainable parameters

(weights) and the size of the encoded representation.

For each profile encoder architecture, the configurations were designed to have one small
and one large encoder, in terms of learned parameters in the encoder. This way, it was
possible to get a better understanding of how well larger encoders can classify profile
data and how large a model is needed to classify plankton with sufficient performance.

For CNN-based encoders, there were the following configurations:

e CNN_1: the number of base channels is set to 16.

e CNN_2: the number of base channels is set to 32.
Using similar naming schema, there are two LSTM-based encoders:

 LSTM_1: one layer and d, = d. = dj, = 128.
 LSTM_2: one layer and d, = d. = d;, = 256.

Finally, two Transformer-encoder configurations are evaluated:
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* Transformer_1: 6 layers, d, = 64, H = 2 and dpxn = 256.
* Transformer_2: 6 layers, d, = 128, H = 4 and dpxy = 512.

ResNets [47], DenseNets [48], EfficientNets [49] and ViTs [57] were selected as image
encoders for the experiment. A similar setup of selecting one smaller and one larger
encoder for each was not used, and the focus was more shifted towards finding the best
encoders for the task. Still, two configurations from each were selected, starting from the
smallest available one. For ViTs, "Small" variants using patch sizes of 16x16 and 32x32
were evaluated. Transfer learning was also used, where each encoder was pre-trained with
the ImageNet dataset [81] with a training procedure from Wightman [82]. Note that the
number of parameters listed in Table 1 for each image encoder may not be consistent with
the referenced literature. This is due to modifying the first convolution layer to receive
one-channel gray-scale images instead of colored three-channel images, and not including

the classification layers in the specifications.

Table 1. Encoders selected for unimodal classification, with number of parameters and feature
map sizes, if classification layer is not considered. The top cell contains the profile encoders, and
the bottom cell contains the image encoders.

Model No. of parameters Representation size
CNN_1 242K 128
CNN_2 963K 256
LSTM_1 132K 128
LSTM_2 527K 256
Transformer_1 316K 64
Transformer_2 1.2M 128
ResNetl8 [47] 11.2M 512
ResNet50 [47] 23.5M 2048
DenseNetl121 [48] 6.9M 1024
DenseNet169 [48] 12.5M 1664
EfficientNet_BO [49] 4.0M 1280
EfficientNet_B1 [49] 6.5M 1280
ViT_S/16 [57] 21.5M 384
ViT_S/32 [57] 21.7M 384

Each encoder, including a classifier, was trained in the same environment. All hyper-
parameters used were empirically selected during the design of experiments. Stochastic
Gradient Descent (SGD) optimizer was used with learning rate of 0.005, Nesterov mo-
mentum [83] of 0.9, and weight decay of 0.001, to minimize cross-entropy loss until

convergence, for at least 40 epochs, and up to 300 epochs. The model was considered
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converged if the loss over test data was not decreased during the last 20 weight updates.
For the training, the size of a data batch for each step was set to 64, and gradients were ac-
cumulated over 4 batches before updating the weights of the model. During training, the
model with the best accuracy on the testing set was saved, and for each trained encoder,

the classification results were acquired using the testing data.

5.3.2 Results

The classification results for each encoder are presented in Table 2. All profile encoders
achieved an accuracy of over 97%, and CNN_2 had the best performance in all met-
rics. Interestingly, out of profile encoders, the second-best classification performance was
achieved with CNN_1, while using nearly 4 times fewer parameters compared to CNN_2.
Overall, performances were not hampered much using smaller variants, and in the case
of LSTM encoders, smaller variations performed even better. Similarly, with image en-
coders, the performances were incoherent between the smaller and larger variants, and
more parameters did not imply better performance. Out of CNNs and ViTs, Efficient-
Net_BO0 and ViT_S/16 respectively, had the best performance in all metrics.

Table 2. Mean performance metrics and standard deviations of encoders used in unimodal classifi-
cation. The best result in each metric, for both profile encoders and image encoders, is highlighted
in bold.

Input  Model Accuracy Precision Recall F1-score
CNN_1 99.01+0.17%  98.95+0.18%  98.88+0.17%  98.90+0.18%
CNN_2 99.25+0.13% 99.18£0.13% 99.18+0.15% 99.18+0.14%
Optical LSTM_1 97.61+£0.32% 97.46+£0.35% 97.33+£0.33% 97.37£0.33%
profile =~ LSTM_2 97.42+£0.57% 97.24£0.61% 97.10+£0.64% 97.14+0.63%
Transformer_1 98.41+0.38% 98.27£0.39% 98.27+0.41% 98.26+0.40%
Transformer 2 98.59£0.31% 98.461+0.34% 98.43£0.31% 98.44+0.33%
ResNet18 91.71£1.35% 91.67£1.35% 91.30£1.33% 91.27£1.38%
ResNet50 95.88+1.72% 95.76£1.69% 95.65+1.82% 95.66£1.79%
DenseNet121 98.07£0.27%  98.00£0.28% 97.95+£0.29% 97.96+£0.29%
Image Dens.eNet169 98.284+0.22% 98.21+£0.23% 98.16+0.23% 98.17£0.23%
EfficientNet_ BO 98.41+0.15% 98.35+0.15% 98.30+0.15% 98.32+0.15%
EfficientNet B1 97.82£0.20% 97.69+£0.20% 97.73£0.21% 97.69+0.21%
ViT_S/16 97.27£0.15% 97.15£0.14% 97.10£0.19% 97.10£0.15%
ViT_S/32 95.90+0.19% 95.77£0.25% 95.71£0.26%  95.71+£0.25%
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5.4 Experiment 2: cross-modal pre-training and multimodal recog-

nition

5.4.1 Description of experiment

Experiment 2 focused on the full-scale use of the proposed multimodal plankton recog-
nition system. Two image-profile encoder pairs were trained, using the proposed self-
supervised pre-training, and then evaluated based on the performance of the NN clas-
sification. Based on the results from the first experiment, one fully CNN-based and
a Transformer-based model were configured, using CNN_2 and EfficientNet_BO, and
Transformer_2 and ViT_S/16, respectively. Moreover, two contrastive losses were used,
using either softmax-based CLIP [24] loss (Equation 5) or sigmoid-based SigL.IP [72]
loss (Equation 6). Each configuration is labeled as "[Image encoder] + [Profile encoder]

+ [Contrastive loss]":

EfficientNet_BO + CNN_2 + CLIP

EfficientNet_BO + CNN_2 + SigLIP

ViT_S/16 + Transformer 2 + CLIP

ViT_S/16 + Transformer_2 + SigLIP.

For all configurations, the size of the multimodal embedding space was set to 512. In total,
four different configurations were trained, using the training set without labels. Apart
from replacing the cross-entropy loss with the new contrastive loss function, each model
was trained on a similar training pipeline used in Experiment 1. Moreover, instead of

accuracy, the model with the smallest loss on the testing set was saved.

For the £-NN-classification, the gallery set was constructed from the training set, includ-
ing their labels, and classification results were acquired using the testing set. The decision
vote was based on a weighted mode, where weights were computed by inverting each
neighbor’s distance from each queried embedding. Results using £ values 3, 15, 51, and
101 were collected to determine how performance changes when the number of retrieved
neighbors is changed. Since the test data included both modalities, the k-NN classifier

retrieved 2k neighbors in total, k for each embedding.
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5.4.2 Results

The classification results for all multimodal systems are presented in Table 3 for each
k value used in the k-NN retrieval. Additionally, the confusion matrices for each sys-
tem for £ = 3 are presented in Appendix 1. Retrieving £ = 3 neighbors provided best
performance in most cases based on all metrics (excluding ViT_S/16 + Transformer_2
+ SigLIP, which achieved the best performance when £ = 15). Moreover, results show
that a system with EfficientNet_BO0 as image encoder, CNN_2 as profile encoder, jointly
trained using CLIP, and then using £ = 3 in k-NN classification, achieved the best results
in all metrics out of all evaluated systems. In general, CNN-based models outperformed
Transformer-based models on every occasion, and the use of CLIP loss provided better

results compared to the use of SigLIP.

Table 3. Mean performance metrics and standard deviations of multimodal models in k-NN clas-
sification. The best result in each metric, for each system, is highlighted in bold.

Model k Accuracy Precision Recall F1-score
3 9879+0.13% 98.73+0.15% 98.68+0.12% 98.69-+-0.13%
EfficientNet BO+ 15  98.58+0.09% 98.53+0.11% 98.44+0.09% 98.47+0.10%
CNN_2 + CLIP 51 98.12+0.17% 98.0640.18% 97.9240.17% 97.97+0.17%
101 97.724023% 97.684021% 97.47+025% 97.5340.23%
3 98.64+0.45% 98.54+0.49% 98.52+0.48% 98.52--0.49%
EfficientNet BO+ 15  98.5940.41% 98.5240.43% 98.46+0.43%  98.47+0.44%
CNN_2+SigLIP 51  98.114£0.52% 98.0440.52% 97.93+0.55% 97.96+0.55%
101 97.7040.60% 97.65+0.60% 97.47+0.66% 97.51+0.65%
VT S/16 4 3 98.36+0.19% 98.28+0.19% 98.18+021% 98.22--0.20%
T; It 15  98.32+0.12% 98.2840.10% 98.12+0.17%  98.1840.13%
Cinf ormer_ 51  97.9440.28% 97.93+025% 97.67+0.34% 97.76-+0.30%
101 97.60+040% 97.61+0.35% 97.264+0.49%  97.39--0.44%
VIT S/16.+ 3 98.024043% 97.96+0.45% 97.81+40.46% 97.86+0.46%
T;an—s o 2 4 15 98.08+0.41% 98.05+0.41% 97.87+40.45% 97.94+0.44%
sortp T 51  97.7040.38% 97.67+040% 97.4240.41% 97.51+0.41%
& 101 97.214035% 97.2040.35% 96.86+0.40%  96.9840.39%
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5.5 Experiment 3: gallery analysis

5.5.1 Description of experiment

Experiment 3 conducted further analysis on the proposed multimodal plankton recogni-
tion model, where the main consideration was the effects of challenging gallery com-
positions and bias-variance tradeoff in £-NN classification. This was studied using two
separate approaches: using less data in the gallery set, and excluding modalities from
both query and gallery sets. Multimodal systems pre-trained in Experiment 2 were used.
Again, the gallery set used samples from the training data, and evaluation metrics were

gathered by classifying the testing data.

The first sub-experiment considered the challenge of a limited amount of labeled data,
and how it reflects on the performance of the proposed method in £-NN classification.
Classification accuracy was evaluated using all modalities, but only 7 random multimodal
training samples from each class were used to initialize the gallery set. For each system
and its folds, this setup was repeated 10 times, starting from n = 5, doubling it up to

n = 320. Also, k = 3 in all evaluated systems.

The second sub-experiment focused on another challenge, specifically with CytoSense
data, which is the possibility of missing modalities. While CytoSense effectively captures
optical profiles, bright-field images are not always accessible for smaller plankton, due to
the limited imaging properties!. This further motivates the analysis on how the absence
of certain modalities affects the classification performance. All samples were used, as in
Experiment 2, but only one modality was available either in the gallery set, in the query,
or both. As in the first sub-experiment, accuracy as the only metric was gathered, and
k = 3 was used for k-NN classifier.

5.5.2 Results

The average accuracies over exponentially increasing n are plotted in Figure 17. As
previously observed in Experiment 2, the use of CNN encoders and CLIP loss is preferred
for the larger n values. Noe Transformer-based counterparts and SigLIP loss are preferred
for smaller n values, as they perform with higher accuracy, achieving 92% accuracy, when

n =>9.

Information provided by Syke researcher Lumi Haraguchi, during a consultation session on CytoSense
data, on May 7th, 2025.
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Figure 17. Average accuracies of studied multimodal systems (kK = 3), when the gallery set is
initialized only using n random multimodal samples from each class. Dashed line indicates upper
bound estimate, set to the best accuracy obtained in Experiment 2.

Table 4 presents the results from the second sub-experiment. In Experiment 1 (Sec-
tion 5.3), profile encoders outperformed image encoders on average in the unimodal clas-
sification task. A similar pattern is observed in this experiment, where the use of profile
embeddings in both the query and gallery sets outperforms the use of image embeddings.
Overall, the best results were obtained using multimodal data both in the query and the

gallery set (Experiment 2).
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Table 4. Mean accuracy and standard deviations of multimodal models in k-NN classification
(k = 3), in possible absence of modalities. "I" and "P" denote that images and profiles were
present in the gallery/query, respectively. The best result for each system in the sub-experiment
is highlighted in bold. For reference, the accuracy during the presence of all modalities ("I+P") is
also presented for each system (Experiment 2).

Model Gallery Query Accuracy
I I 96.134+0.39%
P P 98.15+0.28%
I I+P  97.174+0.29%
EfficientNet_BO + CNN_2 + CLIP | I+P  98.33+0.35%
I+P I 96.15+0.31%
I+P P 98.124+0.27%
I+P I+P  98.79£0.13%
I I 95.65+0.94%
P 97.90+0.48%
I I+P  96.154+0.89%
EfficientNet_BO + CNN_2 + SigLIP P I+P  98.00+0.45%
I+P I 95.604+0.90%
I+P P 97.84+0.48%
I+P [+P  98.644+0.45%
I I 96.13+0.23%
P 97.08+0.24%
I I+P  96.724+0.18%
ViT_S/16 + Transformer_2 + CLIP P I+P  97.36+0.22%
I+P I 96.11£0.23%
I+P P 97.074+0.26%
I+P I+P  98.364+0.19%
I I 95.244-0.76%
P 96.3940.68%
I [+P  95.88+0.68%
ViT_S/16 + Transformer_2 + SigLIP P I+P  96.72+0.68 %
I+P I 95.24+0.74%

I+P P 96.43+0.67%
I+P I+P  98.02+0.43%
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6 DISCUSSION

6.1 Current study

In this study, a multimodal plankton recognition system was developed and evaluated
using CytoSense data, which contained two modalities: bright field images and optical
profiles, one of each for each sample. Cross-modal learning was utilized, where the con-
trastive pre-training step from CLIP was modified to jointly train an image encoder and
a profile encoder, to predict which image belongs to which profile, and vice versa. Af-
ter pre-training, the learned multimodal embedding space, represented by the pre-trained
encoders, is utilized to perform £-NN-classification, using a gallery set constructed from
labeled CytoSense data.

A preliminary study was conducted to choose a sufficient encoder architecture for the
multimodal model. This was carried out in Experiment 1 by evaluating the unimodal clas-
sification performance of candidate encoders. Based on evaluation metrics, results sug-
gest the use of 1-D-CNN-based encoder with the representation length of 256 (CNN_2)
as profile encoder, and EfficientNet_BO as image encoder, reaching at least 99.18% and
98.30% in all evaluation metrics, respectively. Overall, the results demonstrate that both
data sources, images and profiles, are informative enough to be considered as their own
modalities, and are suitable for multimodal applications, although optical profiles can be

considered a more effective modality over images.

Four different configurations were applied to the proposed method, and in Experiment 2,
each model was pre-trained on CytoSense data. Results in Experiment 2 further demon-
strate that the learned multimodal embedding space can be effectively used for k-NN-
based classification, as all models reach over 98% accuracy. Moreover, the classifica-
tion accuracy remains above 97%, when £ = 101 was used in k-NN retrieval, which
demonstrates that embeddings from the same class are both the majority, and closest to
the query in the neighborhood. This supports the hypothesis that the learned multimodal
embedding space in pre-training converges such that embeddings from individual plank-
ton species construct clusters, sharing similar multimodal concepts. Moreover, based
on the results from Experiment 2, CNN-based models (CNN_2 + EfficientNet_BO0) out-
performed Transformer-based counterparts (Transformer_2 + ViT_S/16). Also, for both
models separately, pre-training using CLIP outperformed Sigl.IP loss, when it comes to

classification performance.
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Interestingly, while the use of CNN encoders and CLIP loss was preferred over Transformer-
based counterparts and SigLLIP loss in Experiment 2, the complete opposite was observed
using smaller gallery sets in the first sub-experiment in Experiment 3. At extreme, with
only 5 multimodal samples from each class, Transformer-based models still achieved over
90% accuracy (92% using SigLIP), whereas the accuracy of CNN-based models tanked
below 87%. The assumption is that CNN-based encoders, and the use of CLIP loss, pro-
duced embeddings with larger variance, which skew the accuracy if less data is used for
the gallery set. On the other hand, larger variance may provide better generalization when
more data is available, observed as outperforming the Transformer-based models (or the
use of SigLIP loss) in Experiment 2. Considering the variance-bias tradeoff, there were
no clear signs of bias in any model, as accuracies increased along with the growth of the

gallery set.

In addition, results in the second sub-experiment of Experiment 3 demonstrate differences
in quality between embeddings encoded from images and optical profiles. Classifiers that
used only profile embeddings outperformed all classifiers, where only image embeddings
were used. This could imply either the use of suboptimal image encoders, image data
being more susceptible to noise, or even the possibility of image data being less dis-
criminatory compared to optical profiles. Either way, this can be interpreted as image
embeddings being less effective in the classification, compared to profile embeddings.
Still, models using multimodal data for both the gallery set and for query data always
achieved the best results, despite the quality imbalance between the modalities. However,
the comparisons conducted from these results can be considered biased towards multi-
modal setups, as multimodal data naturally generates more embeddings in the gallery set,
and for the queried data, which was not taken into consideration during the design of the
second sub-experiment. As observed from the first sub-experiment, having more data im-
proves the classification accuracy, which can also be seen in the second sub-experiment,

when multimodal data was used.

Overall, the results discussed above support the proposed method for scalable and effec-
tive multimodal plankton recognition with CytoSense data. As the proposed architecture
is based on self-supervised learning, it brings a few exemptions not feasible in the classi-
cal unimodal recognition architectures. The key point of using cross-modal learning, like
CLIP, is that the training is self-supervised, which removes the requirement of labels from
the data. Thus, as long as all modalities are present, new data can be used right away in
training. This removes the tedious work of manually labeling large datasets in order to

train plankton recognition systems.
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The use of different encoders and contrastive loss provides unique benefits, and they were
found to have different strengths under varying conditions in the downstream task, em-
phasized in Experiment 3. With a limited amount of labeled data (smaller gallery sets),
Transformer encoders trained with SigLIP loss provide more stability, whereas CNN en-
coders trained with CLIP loss offer higher classification performance when larger gallery

sets are available.

In general, to efficiently utilize this pipeline, or any other contrastive multimodal sys-
tem, it is important to have sufficiently informative modalities for the task. For example,
any context metadata, such as location or time, or handcrafted features, such as SIFT or
HOG, may not be distinctive enough to be used as separate modalities for classification
of species. However, these should not be discarded, but instead used as supplementary

features, just like the size metadata, to complement other modalities.

6.2 Future work

As a continuation of the current study, future work can expand in numerous directions.
The most logical option is to study the use of different multimodal plankton datasets for
the task, including other CytoSense data. As the CytoSense data used in the experiments
was captured in a laboratory environment, the use of more challenging and noise-prone

in situ data for the pre-training could be examined.

In addition, the data used in the thesis had unconventionally high class balance compared
to in situ datasets, and the class compositions were similar in both pre-training and classi-
fication. Future work could consider more imbalanced datasets and include unprocessed,
unlabeled data in pre-training to study how effectively pre-training can generalize to dif-

ferent class compositions, under more challenging conditions.

Other future directions could consider improvements in transferring pre-trained encoders
to be used for classification. For example, k-NN-based approaches could benefit from
quality control to determine which samples may be useful to be included in the gallery set.
An elementary approach would be manual hand-picking, but automatic approaches can
also be studied. More advanced work may consider other classifiers or transfer learning

on top of pre-trained encoders.

Moreover, other aspects around the study, such as pre-processing and augmentation of

the data, and training environment, were kept rather simple, to shift more focus towards
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the development of the multimodal model. The future work could consider other aug-
mentation techniques leaning towards multimodal data, finetuning of hyperparameters,

optimizer, or learning rate schedulers to enhance the performance of pre-training.
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7 CONCLUSION

A multimodal plankton recognition model was developed and evaluated using CytoSense
data, which provides bright-field images and sets of multiple light scatter and fluorescence
sequences, called optical profiles, for each plankton sample. The multimodal recognition
system was adapted from CLIP, where an image encoder and a profile encoder are jointly
trained to predict correct image-profile pairs, based on the cosine similarity, construct-
ing a multimodal embedding space. After pre-training, encoders are reused to encode
labeled multimodal data to construct a gallery set, which is then used for k£-NN-based
classification. CNN-based and Transformer-based encoder pairs were pre-trained on Cy-
toSense data with CLIP loss and SigL.IP loss. Results support that pre-trained encoders
represent an embedding space, able to distinguish species-specific multimodal concepts
from CytoSense data. All studied model configurations achieved 98% accuracy in mul-
timodal classification, and further demonstrated great performance when classification is
performed using smaller gallery sets, or when one of the modalities is not available. The
future work could consider various topics, such as reproducing the study using other mul-
timodal datasets, optimizing pre-training, or studying methods for optimized use of the

multimodal embedding space.
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Appendix 1. Confusion matrices from Experiment 2

The classification confusion matrices from the second experiment are presented here. In

total, 4 different systems were evaluated for 5 different folds, and the results from each

fold, for each system, are accumulated together. Matrix values are normalized column-

wise in the range of 0-100%.
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Figure A1.1. Confusion matrix of k-NN classification results of EfficientNet_BO + CNN_2 +
CLIP, where k£ = 3. Results are cumulated over all 5 test folds and normalized over the predicted

labels (columns).
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Figure A1.2. Confusion matrix of k-NN classification results of EfficientNet_B0O + CNN_2 +
SigLIP, where k = 3. Results are cumulated over all 5 test folds and normalized over the predicted
labels (columns).
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Figure A1.3. Confusion matrix of k-NN classification results of ViT_S/16 + Transformer_2 +
CLIP, and k¥ = 3. Results are cumulated over all 5 test folds and normalized over the predicted
labels (columns).
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Figure Al.4. Confusion matrix of k-NN classification results of ViT_S/16 + Transformer_2 +
SigLIP, and k£ = 3. Results are cumulated over all 5 test folds and normalized over the predicted
labels (columns).
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