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As 5G and future 6G networks grow denser, interference will degrade the physical random
access channel (PRACH) reliability, compromising initial network access. This thesis
addresses this challenge by presenting the design, implementation, and evaluation of an
application-specific integrated circuit (ASIC) hardware accelerator for an interference
rejection combining (IRC) algorithm. The accelerator executes the core IRC functions:
computation of the disturbance covariance matrix, Cholesky decomposition, and signal
whitening via forward substitution, to spatially filter interference. The accelerator was
implemented using very high-speed integrated circuit hardware description language
(VHDL) and synthesised for a 5nm Taiwan Semiconductor Manufacturing Company
(TSMC) technology node using Synopsys Design Compiler. Its performance was evaluated
via post-synthesis analysis of silicon area, power consumption, and reached clock frequency.
The results demonstrate that the accelerator can be integrated with low overhead, increasing
the area of a baseline PRACH receiver by < 10% and its total power by < 25% at maximum
frequency. The ASIC implementation proved to be more area-efficient and performant
than a logic-equivalent design derived from a prior 10nm FPGA prototype; for a direct
architectural comparison, the extracted IRC logic was synthesised for the same 5nm
technology node. A key finding is the trade-off between performance and power efficiency:
maximum power efficiency is achieved at a low to moderate clock frequency, rather than at
the highest performance point. This work concludes that dedicated hardware acceleration
of IRC can feasibly and efficiently enhance PRACH reliability in future wireless networks,
supporting the integration of the IRC algorithm into PRACH receivers within a baseband
system-on-chip (SoC).
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5G- ja tulevaisuuden 6G-verkkojen tihentyessä häiriöt heikentävät merkittävästi fyysisen
hajasaantikanavan (PRACH) luotettavuutta, vaarantaen verkkoon yhteyden muodostamisen.
Tätä haastetta varten tässä diplomityössä esitellään sovelluskohtaisen integroidun piirin
(ASIC) laitteistokiihdyttimen suunnittelu, toteutus ja arviointi häiriöntorjunta-algoritmille
(IRC). Kiihdytin toteuttaa keskeiset IRC-toiminnot: häiriönkovarianssimatriisin laskennan,
Cholesky-dekomposition ja signaalin valkaisun, joiden avulla se suodattaa häiriötä.
Kiihdytin toteutettiin VHDL-laitteistokuvauskielellä ja syntetisoitiin 5 nanometrin
TSMC-teknologialle Synopsys Design Compiler -työkalulla. Sen suorituskykyä arvioitiin
synteesin jälkeisellä analyysillä, jossa tarkasteltiin pinta-alaa, tehonkulutusta ja saavutettua
kellotaajuutta. Tulokset osoittavat, että kiihdytin voidaan integroida järjestelmään
pienellä lisäkuormalla: se kasvattaa PRACH-referenssivastaanottimen pinta-alaa alle 10%
ja kokonaistehonkulutusta alle 25% maksimitaajuudella. ASIC-toteutus osoittautui myös
pinta-alaltaan tehokkaammaksi ja suorituskykyisemmäksi kuin vastaava, aiemmasta 10 nm:n
ohjelmoitava porttimatriisi- (FPGA) prototyypistä erotettu IRC-logiikka, joka syntetisoitiin
samalle 5 nm:n teknologialle suoraa arkkitehtuurista vertailua varten. Keskeinen havainto
oli kompromissi suorituskyvyn ja tehokkuuden välillä: maksimaalinen tehokkuus
saavutettiin matalalla tai kohtalaisella kellotaajuudella, ei suurimmalla suorituskyvyllä.
Työ osoittaa, että dedikoitu IRC-laitteistokiihdytys on toteuttamiskelpoinen ja tehokas
ratkaisu PRACH-kanavan luotettavuuden parantamiseksi tulevaisuuden langattomissa
verkoissa, tarjoten perustan IRC-algoritmin integroimiseksi PRACH-vastaanottimiin osana
kantataajuusprosesointti-järjestelmäpiiriä (SoC).



Symbols and abbreviations

Latin characters
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ā Logical antenna index (after coherent combining)
C Capacitance F
cf Constant parameter in Zadoff-Chu sequence definition
Cv Cyclic shift value applied to ZC sequence
dai,s(k) Received frequency domain signal sample (scalar)
d(k) Received frequency domain signal vector at subcarrier k

Ediag Block exponent for Cholesky diagonal elements
f Frequency Hz
fclk Clock frequency Hz
fm Frequency of the m-th subcarrier Hz
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g Coherent combining group index
h Channel vector
I Identity matrix
i, j Matrix indices
k Index (subcarrier or Cholesky column)
L Lower triangular matrix from Cholesky decomposition
LRA Length of the Random Access (Zadoff-Chu) sequence, equal to the number

of active PRACH subcarriers
li,k, lij, ljj, lkk Elements of the lower triangular matrix L
m Correlation shift index
n Index (time-domain sample or Zadoff-Chu sequence element)
n Vector in positive definite definition
p Summation index in Cholesky decomposition
N Size of Fast Fourier Transform / Inverse Fast Fourier Transform
Ncoh Number of symbols per coherent combining group
Ngroup Number of coherent combining groups
NRA

RB Number of Resource Blocks allocated for Physical Random Access
Channel

NRX Number of receiver antennas
Nscale Scaling factor for coherent combining
Nsub Number of subcarriers (general)
Nsym Number of symbols (general)



NRA
symb Number of PRACH symbols

Rdd Disturbance Covariance Matrix
Ri+n Covariance matrix of combined interference and noise
Rxx(m) Cyclic Autocorrelation function
Rxy(m) Cyclic Cross-correlation function
s RACH symbol index
t Time s
T OFDM symbol duration s
u Root index of Zadoff-Chu sequence
V Voltage V
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xu(n) Zadoff-Chu sequence element
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Yā(k) Coherently combined frequency domain signal vector
Y (k) Frequency-domain representation (FFT/DFT)
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Greek characters
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δnm Kronecker delta
∆ f Subcarrier spacing Hz
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π Pi (Mathematical constant)

∑ Summation operator

Subscripts

i, j Indices (e.g., antenna, matrix element)



k Index (e.g., subcarrier, column)
n,m Indices (e.g., time sample, correlation shift, frequency)
s RACH symbol index
u,v ZC sequence root and cyclic shift indices
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RA Random Access
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symb Symbol
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∗ Complex conjugate
−1 Matrix inverse
E[·] Expected value operator
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| · | Magnitude
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O(·) Big-O notation (computational complexity)
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√
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Abbreviations

3GPP 3rd Generation Partnership Project
5G Fifth Generation mobile networks
6G Sixth Generation mobile networks
ACI Adjacent Channel Interference
AMBA Advanced Microcontroller Bus Architecture (ARM)
AMC Adaptive Modulation and Coding
ARM Advanced RISC Machines (Processor Architecture/Company)
ASIC Application-Specific Integrated Circuit
ASIP Application-Specific Instruction-set Processor
AXI Advanced eXtensible Interface (ARM AMBA bus specification)
AXI4-Stream AXI4 Streaming protocol
BOM Bill of Material
BRAM Block Random Access Memory
BPSK Binary Phase Shift Keying



C++ C++ Programming Language
CAZAC Constant Amplitude Zero Autocorrelation
CBRA Contention-Based Random Access
CC Coherent Combining
CCI Co-Channel Interference
CD Cholesky Decomposition (processing stage)
CFRA Contention-Free Random Access
CoMP Coordinated Multi-Point
CP Cyclic Prefix / Control Plane
DC Synopsys Design Compiler
DFT Discrete Fourier Transform
DMA Direct Memory Access
DP Data Plane
DSP Digital Signal Processor / Digital Signal Processor
DUT Design Under Test
DVFS Dynamic Voltage and Frequency Scaling
EDA Electronic Design Automation
eICIC Enhanced Inter-Cell Interference Coordination
eMBB Enhanced Mobile Broadband
eNB Evolved Node B (4G Base Station)
FFT Fast Fourier Transform
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FPGA Field-Programmable Gate Array
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FSDB Fast Signal Database
FSM Finite State Machine
gNB Next Generation NodeB (5G Base Station)
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HLS High-Level Synthesis
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IDFT Inverse Discrete Fourier Transform
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IMRaD Introduction, Methods, Results, and Discussion
IoT Internet of Things
IQFP In-phase and Quadrature phase Level Floating Point (Block Floating-Point)
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ISA Instruction Set Architecture
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MAC Media Access Control (Layer 2) / Multiply-Accumulate
MATLAB MATLAB Programming Environment (MathWorks)
MIMO Multiple-Input Multiple-Output
MMSE Minimum Mean Square Error
mMTC Massive Machine-Type Communications
MRC Maximal Ratio Combining
NRE Non-Recurring Engineering
NR New Radio (5G Standard)
OFDM Orthogonal Frequency Division Multiplexing
OFDMA Orthogonal Frequency Division Multiple Access
OPEX Operational Expenditure
P&R Placement and Routing
PAPR Peak-to-Average Power Ratio
PDP Power Delay Profile
PDSCH Physical Downlink Shared Channel
PPA Power, Performance, and Area
PRACH Physical Random Access Channel
PRB Physical Resource Block
PrimePower Synopsys PrimePower (Power Analysis Tool)
PUSCH Physical Uplink Shared Channel
PVT Process, Voltage, Temperature
QAM Quadrature Amplitude Modulation
QPSK Quadrature Phase Shift Keying
RAM Random Access Memory
RAN Radio Access Network
RDD Disturbance Covariance Matrix Computation (processing stage)
RE Resource Element
RISC Reduced Instruction Set Computing
RTL Register-Transfer Level
SCS Subcarrier Spacing
SDF Standard Delay Format
SIMD Single Instruction, Multiple Data
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SNR Signal-to-Noise Ratio
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SRAM Static Random-Access Memory
SSB Synchronization Signal Block
SystemVerilog SystemVerilog Hardware Description and Verification Language
TCL Tool Command Language
TSMC Taiwan Semiconductor Manufacturing Company
UE User Equipment
URLLC Ultra-Reliable Low-Latency Communications
UVM Universal Verification Methodology
VCS VCS Functional Verification Solution (Synopsys Tool)
Verdi Synopsys Verdi (Waveform Analysis Tool)
Verilog Verilog Hardware Description Language
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ZCZ Zero Correlation Zone
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1 Introduction

The pursuit of higher data rates, lower latency, and massive connectivity in wireless
communication systems is driving the evolution from fifth-generation (5G) to sixth-generation
(6G) networks (Agboola et al., 2024). This advancement requires significant innovations in
baseband processing to handle increasingly complex algorithms and manage challenging
radio environments (Mucchi et al., 2023). A fundamental component of cellular access,
the physical random access channel (PRACH), faces growing interference challenges in
dense network deployments, particularly with the advent of beamforming and aggressive
frequency reuse in 5G new radio (NR) development (Guel et al., 2024). This chapter
introduces the context for this thesis, focusing on the need for advanced receiver techniques,
like interference rejection combining (IRC), for PRACH. It also investigates an efficient
IRC algorithm and its hardware acceleration using an application-specific integrated circuit
(ASIC) architecture. It outlines the motivation behind this research, defines the specific
objectives, addresses the research questions, describes the scope of the study, and identifies
its limitations.

1.1 Structure of the Thesis

This thesis is organised into five chapters. Chapter 1 provides the background, motivation,
objectives, research questions, scope, and structure of the thesis, with a focus on the need
for a hardware-accelerated IRC ASIC for PRACH. Chapter 2 discusses the evolution of
cellular networks, PRACH fundamentals, interference challenges, and the theory of IRC,
while also reviewing hardware implementation strategies and architectures, with a focus
on ASIC principles relevant to baseband processing. Chapter 3 details the study for the
specific IRC algorithm targeted for acceleration, describes the used ASIC implementation
methodology, and outlines the tools and target technology considerations. Chapter 4
presents the comparative results of the implementation process, including the synthesis
results for additional area and power. Finally, Chapter 5 summarises the key findings,
answers the research questions, discusses the practical implications and limitations, and
suggests potential avenues for future research.

1.2 Background and Motivation

The development of wireless communication systems continues at an increasing rate, with
the transition from 5G networks to the conceptualisation and development of 6G systems
already underway (Farhat et al., 2025). This transition requires innovations in baseband
processing, typically realised within large, complex system-on-chip (SoC) solutions. An
essential component within these SoCs is the PRACH accelerator block, which manages
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initial network access. Each generation introduces more demanding requirements in terms of
data rates, latency, connection density, and reliability, driven by emerging applications such
as immersive extended reality (XR), holographic communication, the massive internet of
things (IoT), and autonomous systems (Dangi et al., 2023). Meeting strict 6G targets, driven
by projections of exponential growth in mobile data traffic (Sabella, Micheli & Nardini,
2023), requires advancements across all layers of the network architecture, particularly
within the baseband processing of radio access networks (RAN) (Zeng et al., 2023). To
contextualise the scope of this work, Figure 1.1 illustrates the hierarchical relationship
between a full baseband processing SoC solution, the PRACH receiver block, and the
specific IRC hardware accelerator implemented in this thesis.

Baseband Processing SoC Solution

PRACH

IRC Hardware 
Accelerator

Figure 1.1: Illustration of the scale of the entire baseband processing SoC solution and how
the PRACH prototype and the implemented IRC hardware accelerator relate to it (not to
actual scale).

PRACH serves as an essential mechanism for user equipment (UE) to establish initial contact
with the next generation node B (gNB), request resources, and achieve the crucial uplink
synchronisation required for communication. Although multiple notations are used for base
stations, for example, the official term for a long-term evolution (LTE) base station is evolved
node B (eNB). In this thesis, the focus is on 5G NR and future 6G systems. Therefore, the
term gNB will be used predominantly to refer to the relevant 5G base station architecture
and its conceptual evolution towards 6G, as no standardised 6G term exists at the time of
writing. The reliability and efficiency of PRACH are essential for network access, handovers,
and maintaining connectivity, especially in ultra-dense and complex deployment scenarios
anticipated for 6G (Lodhi et al., 2023).
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Historically, PRACH implementations have relied mainly on properties like the favourable
auto- and cross-correlation characteristics of Zadoff-Chu (ZC) sequences to ensure reliable
detection (M. M. Hyder & Mahata, 2016). However, the substantial increase in device
density and aggressive spectrum use, characteristic of 5G and future 6G networks, leads to
a more challenging interference environment (Cho et al., 2023). Co-channel interference
from simultaneous access attempts (preamble collisions), inter-cell interference, and the
near-far effect severely degrade PRACH performance, leading to increased access latency
and detection failures. Traditional interference mitigation methods are often insufficient in
these interference-limited regimes (Vincenzi, 2021; Khan, 2024; Kolawole et al., 2024).

Advanced receiver techniques, like IRC, have already proven effective in enhancing data
channel performance under interference-limited conditions, particularly in uplink massive
multiple-input multiple-output (MIMO) scenarios (Davydov et al., 2020; Ren et al.,
2017). IRC leverages multiple receiver antennas to estimate the spatial characteristics of
interference and applies optimal combining weights, actively suppressing interference rather
than treating it as noise (Ohwatari, Miki, Abe, et al., 2012; Léost et al., 2012). Applying IRC
processing to the received signals presents a promising approach to improve the reliability
of PRACH in the upcoming challenging 6G landscape (Peralta et al., 2021).

However, implementing algorithms like IRC directly in the baseband processing chain
introduces computational complexity (Y. Xu et al., 2022). Meeting the demanding
real-time processing and low-latency requirements of PRACH detection (often within
hundreds of microseconds) while managing power consumption and silicon area
within the constraints requires dedicated hardware acceleration (Peccerillo et al., 2022).
General-purpose processors (GPPs) usually lack the necessary performance and efficiency,
and alternative programmable hardware like field-programmable gate arrays (FPGAs) or
application-specific instruction-set processors (ASIPs) also involve performance or power
penalties; ASICs offer the potential for optimal performance, power, and area (PPA)
efficiency for computationally intensive, well-defined tasks (Shahabuddin et al., 2021; J. Xu,
2024; Bailey, 2020). Implementing an ASIC for PRACH IRC processing could provide
the necessary reliability boost while freeing up digital signal processing (DSP) cycles and
reducing latency compared to other implementation methods. Furthermore, as network
densification and interference challenges are expected to keep increasing in the evolution
towards 6G systems, efficient and future-proof solutions, like hardware-accelerated IRC,
will become increasingly more important. This thesis investigates the feasibility and
requirements of implementing an ASIC-based IRC algorithm hardware accelerator, aiming
to bridge the gap between the high performance required for IRC in the current 5G and
future 6G PRACH scenarios and the practical constraints of hardware implementation.
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1.3 Objectives of the Study

The primary objective of this thesis is to investigate the feasibility of implementing the IRC
algorithm in an ASIC hardware accelerator for enhancing PRACH receiver reliability in
future 5G and 6G wireless systems. The end goal is to implement and synthesise an area-
and power-efficient hardware accelerator for the IRC algorithm, suitable for potential future
integration within a PRACH receiver processing chain, and to evaluate its feasibility using a
5nm fabrication process. The study also aims to explain the key design trade-offs involved in
different hardware implementation architectures and benchmark the ASIC synthesis results
against a prototype PRACH receiver implementation without an IRC capability and an FPGA
prototype implementation to determine the normalised required additional silicon area and
power.

1.4 Research Questions

To achieve the study objectives, the thesis aims to answer several key research questions:

• What are the key architectural considerations and inherent implementation decisions
associated with designing an ASIC hardware accelerator tailored for a specific IRC
algorithm, particularly within the context of the 5G NR and future 6G PRACH receiver
chain?

• How can the estimated additional silicon area and power consumption requirements
resulting from integrating a synthesised IRC ASIC accelerator, fabricated on a 5nm
process, into a PRACH receiver be quantified, and how do these metrics compare to a
baseline PRACH implementation lacking IRC capabilities?

• What are the architectural benefits of a pure ASIC implementation when benchmarked
against IRC logic derived from a pre-existing FPGA prototype and synthesised to the
same technology node for a direct comparison, particularly in terms of achievable
clock frequency and its implications for the estimated silicon area?

1.5 Scope and Limitations

The thesis focuses specifically on the implementation of a standalone ASIC hardware
accelerator for the IRC algorithm intended to be used in 5G NR and 6G PRACH receiver
processing chain. The scope encompasses a detailed algorithmic analysis of the core IRC
computational stages: covariance matrix computation, Cholesky decomposition, and the
forward substitution process (whitening). It also includes hardware considerations for
these stages, targeting an ASIC implementation. The scope also involves synthesising the
hardware accelerator using Taiwan Semiconductor Manufacturing Company (TSMC) 5nm
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libraries and multiple tools required for the entire implementation process. The comparison
to an FPGA architecture is performed by extracting the relevant logic from a prior 10nm
FPGA prototype and synthesising it for the same 5nm node, enabling a direct, like-for-like
analysis of the core logic’s architectural efficiency rather than a comparison of two different
products. Area and power results analysis to estimate achievable efficiency, as well as
benchmarking the implemented accelerator’s estimated metrics against data from previous
relevant hardware implementations and alternative architectures, are also within scope.

However, several aspects fall outside the scope of this study, which is important to frame
within the larger system hierarchy. This thesis focuses on the standalone ASIC hardware
accelerator block for the IRC algorithm. While this block is designed for integration, the
work does not include its final integration into a complete PRACH receiver prototype or a
larger SoC. Consequently, system-level effects such as bus contention, timing analysis and
verification (excluding simulation and waveform viewing for debugging), or interactions
with other processing elements are not considered. Any possible software or higher-layer
protocols implications associated with the overall RACH procedure are not considered.
The required changes for other functional blocks within the PRACH receiver chain,
caused by integrating IRC capability, are not addressed in this study, despite their direct
interaction and dependency on each other after integration. Therefore, in the context of
this study, “end-to-end” refers only to the end-to-end IRC processing chain. Physical
fabrication, tape-out, physical testing, and validation of the IRC hardware accelerator are
not included in this scope. Furthermore, the study does not include research into algorithmic
variations of IRC or extensive micro-architectural optimisation outside the standard PRACH
requirements. Economic and engineering cost analysis, as well as any fallback solutions if
IRC proves non-optimal for hardware acceleration, are also excluded. The implementation
of standard hardware interfaces, like AXI (advanced eXtensible interface), for future
integration is carried out but remains outside the primary focus of this study.
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2 Literature Review

This chapter focuses on the technological concepts relevant to designing an ASIC hardware
accelerator for IRC in the context of the PRACH. It begins by tracing the evolution
of cellular networks towards sixth-generation (6G) systems, highlighting the increasing
importance and challenges faced by the PRACH. Subsequently, the signal processing
fundamentals essential to PRACH, including the modulation, sequence design, and
correlation techniques, are introduced. The review then examines the growing problem of
interference in dense networks and introduces advanced receiver combining techniques,
focusing on the theoretical basis and algorithmic components of the IRC. The specific
application of IRC to enhance PRACH detection and various hardware implementation
strategies for wireless baseband processing are discussed, emphasising the ASIC design
considerations, methodologies, and challenges specific to IRC implementation.

2.1 Evolution of Cellular Networks and the Role of PRACH

The progression of cellular networks through multiple generations reflects a continuous
drive toward enhanced capacity, data rates, and service capabilities. While 5G networks
are being deployed globally, establishing the foundations for enhanced mobile broadband
(eMBB), massive machine-type communications (mMTC), and ultra-reliable low-latency
communications (URLLC), research has already begun to focus on defining 6G systems,
which are expected to be commercially adopted starting around 2030. Emerging
applications, such as XR, holographic communications, digital twins, and autonomous
systems, are projected to require capabilities that exceed those of 5G. Consequently, 6G
networks target significant improvements, including ultra-massive connectivity densities
(potentially even 107 devices/km2), sub-millisecond latencies, and peak data rates
approaching terabit per second, representing substantial advances over 5G (Alkasassbeh
et al., 2024).

PRACH serves as the fundamental mechanism for UE to initiate contact with the network,
request resources, and achieve uplink synchronisation. A reliable operation is critical for
initial network access, connection reestablishment, handovers, and maintaining uplink
timing. Access via RACH can be contention-based (CBRA), where multiple UEs may
compete for the same resources, leading to potential collisions, or contention-free (CFRA),
where the network pre-assigns dedicated preamble resources to a specific UE, typically
for scenarios like handovers, as defined by the network configuration and procedures
(ShareTechnote, 2025). Historically, interference management for PRACH has received
less attention compared to data channels, with early systems relying on time separation
via protocols like slotted ALOHA. The introduction of Zadoff-Chu (ZC) sequences in 4G
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LTE improved PRACH detection reliability due to their superior correlation properties.
(H. Holma & Toskala, 2009; 3GPP, 2005; 3GPP, 2008; M. Hyder & Mahata, 2017)

However, the relentless trend towards network densification and more intensive spectrum use
in 5G, and particularly in the envisioned 6G scenarios, increases interference, shifting the
system limitation from noise-dominated to interference-dominated environments (Siddiqui
et al., 2021; Cho et al., 2023; Kolawole et al., 2024). This shift is especially problematic
for contention-based RACH, where multiple UEs attempting access simultaneously can
cause mutual interference, leading to detection failures and increased latency (Guel
et al., 2024). The ultra-massive connectivity demands of 6G increase the likelihood
of such simultaneous access attempts, rendering reliable PRACH performance in
interference-limited environments a challenge. Therefore, advanced techniques like
IRC are increasingly necessary to maintain the reliability of the essential initial RACH
access procedure.

2.2 PRACH Signal Processing Fundamentals

The design and performance of PRACH are heavily reliant on the underlying principles
of digital signal processing. Orthogonal frequency division multiplexing (OFDM) is a
fundamental multicarrier transmission scheme in modern wireless systems owing to its
resilience against frequency-selective fading and its efficient implementation using the fast
Fourier transform (FFT) and its inverse (IFFT) (Chakrapani, 2020). OFDM operates by
dividing a high-rate data stream into multiple lower-rate streams. Each of these lower-rate
streams is then used to modulate an individual orthogonal subcarrier. This orthogonality,
which ensures that subcarriers do not interfere with each other over the symbol duration T ,
is achieved by spacing the subcarriers fn = n/T at intervals of ∆ f = 1/T (Lathi & Ding,
2018). Mathematically, this is expressed for complex exponential subcarriers as follows:

∫︂ T

0
e j2π fnt(e j2π fmt)∗dt = T δnm, (2.1)

where (·∗) denotes the complex conjugate, and δnm is the Kronecker delta (equal to 1 if
n = m and 0 otherwise). This property allows subcarriers to be placed very close together,
improving spectral efficiency.

Although OFDM defines a multicarrier structure, it is not a modulation technique itself.
Instead, conventional digital modulation schemes are independently applied to each
subcarrier to encode the actual information bits (Lathi & Ding, 2018). The data are mapped
to complex symbols (constellation points), which then modulate the amplitude or phase
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of the individual orthogonal subcarriers. Typical modulation schemes used for OFDM
subcarriers in 5G NR systems include (3GPP, 2025a):

• Quadrature phase shift keying (QPSK): A scheme encoding 2 bits per symbol, often
used in challenging channel conditions or for control information.

• Quadrature amplitude modulation (QAM): Used extensively for data transmission due
to higher spectral efficiency. Various orders are used for this purpose.

◦ 16-QAM (4 bits/symbol)

◦ 64-QAM (6 bits/symbol)

◦ 256-QAM (8 bits/symbol)

◦ Potentially 1024-QAM (10 bits/symbol) in favourable conditions.

• Binary phase shift keying (BPSK): Encodes 1 bit per symbol, robust but spectrally
inefficient. Occasionally, it is used for essential control information or as a specific
reference signal.

The choice of modulation scheme per subcarrier (or group of subcarriers) is often determined
by adaptive modulation and coding (AMC) based on the current radio channel quality, which
balances the data rate against robustness (Alqahtani et al., 2018).

The efficient implementation of the OFDM scheme relies heavily on baseband processing,
which involves transformations between the time and frequency domains. At the transmitter,
IFFT is used to efficiently compute the inverse discrete Fourier transform (IDFT), which
transforms the frequency-domain symbols (representing the modulated subcarriers) into
a composite time-domain signal for transmission. Conversely, at the receiver’s digital
front end, FFT efficiently computes the discrete Fourier transform (DFT) to recover the
frequency-domain symbols (Cortes et al., 2012):

X [k] =
N−1

∑
n=0

x[n]e− j2πkn/N , k = 0,1, ...,N −1 (DFT), (2.2)

x[n] =
1
N

N−1

∑
k=0

X [k]e j2πkn/N , n = 0,1, ...,N −1 (IDFT). (2.3)

Although the equations above define the required transformations, their direct computation
has a complexity of O(N2). The practicality of OFDM stems from the existence of the
FFT and IFFT algorithms, which compute DFT and IDFT, respectively, with reduced
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computational complexity of O((N/2) log2 N). This efficiency renders the OFDM scheme
suitable for real-time implementation in wireless systems (Mokhnache et al., 2025). For
digital design, this presents both an opportunity and a challenge because the FFT/IFFT
blocks can be optimised for high performance; however, they also consume more silicon
area and power (Dawwd & Nori, 2018; Elango & Kannan, 2019).

OFDM symbols include a guard interval known as the cyclic prefix (CP) to combat
inter-symbol interference (ISI) caused by multipath channel delay spread and to maintain
subcarrier orthogonality at the receiver. The CP is created by copying the end portion of
the OFDM symbol and prepending it to the beginning of the OFDM symbol. If the CP
duration is longer than the maximum channel delay spread, ISI can be effectively eliminated.
Furthermore, CP transforms the linear convolution effect of the channel into a circular
convolution over the observation window, which simplifies the equalisation performed in
the frequency domain after the FFT (Sjöberg, 2017).

Building upon the OFDM waveform structure, orthogonal frequency division multiple access
(OFDMA) is employed in 5G NR to share the available time-frequency resources (groups
of subcarriers over specific time durations) among multiple users. The resource grid is
organised into physical resource blocks (PRBs) comprising 12 consecutive subcarriers in
frequency and spanning a set of OFDM symbols in time (e.g. one slot). The most minor
units within this grid, each defined by one subcarrier over one OFDM symbol, are known
as resource elements (REs) (Bengtsson, 2021). While user data channels often involve the
dynamic allocation of these PRBs based on scheduling decisions, channels like PRACH
utilise specific, pre-configured time-frequency resources known as PRACH occasions, which
are defined within the overall OFDMA structure (Javel, 2022).

Zadoff-Chu (ZC) sequences are integral to PRACH preamble generation in standards like
5G NR due to their unique and advantageous properties (Andrews, 2023). A ZC sequence
of length LRA with root index u is as defined in (3GPP, 2025a):

xu(n) = e− j πun(n+cf)
LRA , n = 0,1, ...,LRA −1. (2.4)

This form applies directly when the sequence length LRA is odd, which is the case for
standard 5G NR PRACH sequence lengths, like 139 and 839 (both of which are odd prime
numbers), and cf is typically 1 (3GPP, 2025a; ShareTechnote, 2025).

The constant amplitude zero autocorrelation (CAZAC) property of ZC sequences is
particularly important (Andrews, 2023; Gregoratti, Arteaga & Broquetas, 2023).
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• Constant amplitude: The magnitude |xu(n)| = 1 for all n. This property ensures
a low peak-to-average power ratio (PAPR) for the sequence itself, which improves
the transmitter power efficiency and relaxes the dynamic range requirements for the
hardware components.

• Ideal autocorrelation: The cyclic autocorrelation function is zero for all non-zero time
shifts, provided LRA is prime and u is co-prime to LRA (which holds for 1 ≤ u < LRA).
This ’zero autocorrelation’ property enables precise and simplified timing estimation
at the receiver, crucial for the initial access procedure (ShareTechnote, 2025).

Furthermore, ZC sequences exhibit optimal cross-correlation properties (Andrews, 2023;
Gregoratti, Arteaga & Broquetas, 2023). For sequences of prime length LRA, the magnitude
of the cyclic cross-correlation between the sequences generated with different root indices
(u ̸= u′) is constant and minimal.

|Rxuxu′ (m)|= 1√
LRA

, for u ̸= u′. (2.5)

This property is vital for distinguishing PRACH preambles transmitted simultaneously by
different UEs, even in the presence of interference, as each UE typically uses a preamble
derived from a different root sequence u (3GPP, 2025a; ShareTechnote, 2025).

Additionally, the specific mathematical structure of the ZC sequences, involving quadratic
phase terms and modular arithmetic within the sequence definition in Eq. (2.4) leads
to several exploitable symmetries and properties, especially when the sequence length
LRA is prime (Gregoratti, Arteaga & Broquetas, 2023). These properties facilitate both
practical analysis and efficient implementation, thereby reducing computational and storage
requirements.

The DFT of a ZC sequence is, up to scaling and conjugation, another ZC sequence with a
related root index. Specifically, if xu(k) is the DFT of xu(n), then xu(k) is closely related to
x∗v(m), where v is the multiplicative inverse of −u modulo LRA (i.e., uv ≡ −1 (mod LRA))
and m is related to k. This time-frequency symmetry implies that ZC sequences retain their
desirable structure in both domains, allowing for efficient frequency-domain generation in
systems like OFDM (Andrews, 2023; Gregoratti, Arteaga & Broquetas, 2023).

Further symmetries manifest purely within the time domain, particularly when LRA is odd,
offering direct computational and storage benefits (Andrews, 2023; Gregoratti, Arteaga &
Broquetas, 2023):
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• Index symmetry: A sequence generated with root index LRA − u is the complex
conjugate of the sequence generated with root index u:

xLRA−u(n) = x∗u(n), for n = 0,1, . . . ,LRA −1. (2.6)

This effectively halves the number of unique root sequences requiring computation or
storage.

• Intra-sequence index symmetry: Elements within a single sequence are related by:

xu(LRA −n) = xu(n−1), for n = 1,2, . . . ,LRA. (2.7)

Knowing that xu(0) = 1, this relationship allows the elements in the second half of the
sequence (i.e., for indices greater than (LRA − 1)/2) to be determined from elements
already computed in the first half. (e.g., xu(LRA−1) = xu(0) = 1, xu(LRA−2) = xu(1),
etc.).

Together, these structural properties Eq. (2.6), Eq. (2.7), along with the DFT relationship,
highlight the advantageous mathematical structure of ZC sequences and provide practical
means to optimise their generation and storage in hardware or software often reducing the
computational load or memory footprint by roughly half or more, depending on the specific
implementation strategy.

Correlation is the fundamental operation for PRACH detection (M & S, 2021; Vanhamäki,
2023; Dahlman, Parkvall & Sköld, 2020). Autocorrelation measures the similarity between
a sequence and cyclically shifted versions of itself, while cross-correlation measures the
similarity between two different sequences (Lathi & Ding, 2018; Lyons, 2011). The periodic
(or cyclic) autocorrelation function, Rxx(m), is defined as in Eq. (2.8):

Rxx(m) =
LRA−1

∑
n=0

x(n)x∗((n+m) mod LRA). (2.8)

For ZC sequences, the CAZAC property ensures that the autocorrelation Rxx(m) defined in
Eq. (2.8) is zero for m ̸= 0 (mod LRA) (3GPP, 2025a; M & S, 2021), enabling ideal timing
detection via correlation peak finding (Dahlman, Parkvall & Sköld, 2020). The periodic (or
cyclic) cross-correlation function, Rxy(m), between sequences x(n) and y(n) is defined as in
Eq. (2.9) (Lathi & Ding, 2018):
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Rxy(m) =
LRA−1

∑
n=0

x(n)y∗((n+m) mod LRA). (2.9)

Low cross-correlation values between preambles derived from different root ZC sequences
minimise interference and false detections (Guel et al., 2024). These correlation operations
can be efficiently implemented using frequency-domain processing via the Wiener-Khinchin
theorem equivalents for discrete signals (Lyons, 2011). By transforming the sequences
x(n) and y(n) to the frequency domain using FFT to get X(k) and Y (k), the frequency
domain representation Z(k) of the correlation result can be computed through element-wise
multiplication:

Z(k) = X(k) ·X∗(k) (for cyclic autocorrelation). (2.10)

Z(k) = X(k) ·Y ∗(k) (for cyclic cross-correlation). (2.11)

An IFFT is then applied to Z(k) to obtain the time-domain correlation result R(m) (Lyons,
2011). This FFT-based approach reduces the correlation computational complexity
from O(LRA

2) to O(LRA logLRA) (Lathi & Ding, 2018), a large advantage for hardware
implementation (Vanhamäki, 2023).

Cyclic shifting provides a mechanism to generate multiple orthogonal preambles from a
single root ZC sequence (3GPP, 2025a). A cyclic shift Cv applied to a sequence xu(n) yields
the final time-domain preamble transmitted by the UE, which is denoted xu,v(n) and defined
as:

xu,v(n) = xu((n+Cv) mod LRA). (2.12)

While the preamble is generated in the time domain, it is processed in the frequency
domain at the gNB receiver. According to the 3GPP specification, the frequency-domain
representation, here denoted Yu,v(k), is the DFT of the time-domain sequence xu,v(n) (3GPP,
2025a). A fundamental property of the DFT, the shift theorem, provides a computational
shortcut for this operation. It states that a cyclic shift in the time domain corresponds
to a linear phase rotation applied to the frequency-domain representation of the original,
un-shifted root sequence (Lathi & Ding, 2018). This relationship is expressed as:
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Yu,v(k) = Xu(k)e− j 2πkCv
LRA , (2.13)

where Xu(k) is the DFT of the root sequence xu(n). This property is essential for receiver
efficiency, as it allows for the detection of different preambles by identifying a simple
phase ramp rather than performing more complex correlations. The vector of these received
frequency-domain samples Yu,v(k), corrupted by channel effects, noise, and interference, is
precisely what forms the input vector d(k) for the RDD and Whitening stages of the IRC
hardware accelerator.

The network carefully configures the root sequences and the set of allowed cyclic shifts, often
defining a zero correlation zone (ZCZ) configuration to ensure orthogonality is maintained,
considering factors like maximum channel delay spread and timing uncertainty within the
cell (3GPP, 2025b).

5G NR defines various specific formats: long preamble formats (0–3) utilise subcarrier
spacings of 1.25 kHz or 5 kHz, which are distinct from the standard NR numerologies used
for data transmission (3GPP, 2025a). Short preamble formats (A1–A3, B1–B4, C0, C2) align
with standard NR subcarrier spacings, typically employing 15 kHz or 30 kHz in FR1, and
60 kHz or 120 kHz in FR2 (Dahlman, Parkvall & Sköld, 2020). Each format also specifies
parameters like the cyclic prefix (CP) length and the number of sequence repetitions (3GPP,
2025a). PRACH occasions (time-frequency resources) are configured by the network (3GPP,
2025b) and are linked to synchronisation signal blocks (SSBs), which facilitate beam-based
random access, particularly important in millimetre-wave deployments.

In conclusion, the standard PRACH processing chain at the gNB receiver involves
transforming the received time-domain signal to the frequency domain (via FFT), correlating
the relevant frequency bins with the known reference ZC sequences (efficiently done via
multiplication in the frequency domain as per Eq. (2.10) and Eq. (2.11)), transforming the
result back to the time domain (via IFFT), and performing peak detection on the resulting
power delay profile (PDP) to estimate timing and identify the transmitted preamble (M &
S, 2021). The computational efficiency of FFT/IFFT and correlation steps is paramount for
real-time hardware accelerators (Vanhamäki, 2023; Lyons, 2011).

2.3 PRACH Resource Mapping in the OFDM Grid

The fundamental time-frequency resource grid structure employed in 5G NR, based on
OFDM principles, provides the framework for mapping physical channels and signals. While
data channels like PDSCH and PUSCH receive dynamic resource assignments from the gNB
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scheduler, the PRACH utilises pre-configured resources known as PRACH occasions (3GPP,
2025a). A detailed understanding of this mapping is important for designing the PRACH
receiver hardware.
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Figure 2.1: Mapping of a PRACH occasion within the 5G NR OFDM slot time-frequency
grid.

Figure 2.1 provides a visual representation of how a PRACH occasion is situated within the
standard OFDM slot structure. The overall grid is defined in time by OFDM Symbols, with
14 symbols typically constituting one slot for standard CP configurations. In frequency,
the grid is composed of multiple physical resource blocks (PRBs), each containing 12
consecutive subcarriers. The smallest addressable unit is the resource element (RE),
spanning one subcarrier and one OFDM symbol (3GPP, 2025a; ShareTechnote, 2025).

The pointed out 12-symbol area in Figure 2.1 represents the PRACH occasion itself. Its
frequency span is determined by the LRA active subcarriers carrying the ZC-based preamble
sequence (LRA is 139 for short formats, 839 for long formats). This block of LRA subcarriers,
using the specific PRACH subcarrier spacing (∆ fRA), is mapped onto a larger frequency
allocation defined by NRA

RB PRBs, relative to a reference SCS (∆ f ). According to 3GPP
TS 38.211, for short preambles (LRA = 139), this allocation span NRA

RB is 12 PRBs when
∆ fRA = ∆ f (e.g., both 15 kHz or both 30 kHz). The LRA active subcarriers are typically
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centred within this 12-PRB allocation, leaving unused guard subcarriers at the edges. The
PRACH SCS itself can differ from that of the surrounding data channels (3GPP, 2025a).

In the time domain, the PRACH occasion spans NRA
symb OFDM symbols, with the duration

depending on the configured PRACH format (e.g., NRA
symb = 12 symbols for Format B4, as

illustrated in the example within Figure 2.1) (3GPP, 2025a). This precise, pre-configured
time-frequency mapping allows the gNB to reliably detect PRACH transmissions.

The structural characteristics detailed here, especially the non-power-of-two sequence
length LRA mapped within a standardised NRA

RB PRB allocation, directly impact the design of
PRACH processing hardware, and optimising computations involving these dimensions on
processors typically favouring power-of-two operations presents a challenge.

2.4 Interference Challenges and the Case for IRC in PRACH

As cellular networks become denser and utilise spectrum more aggressively, interference
increasingly replaces noise as the primary factor limiting system performance (B. Yang et
al., 2018; Sudhamani et al., 2023; Cho et al., 2023). This transition is especially problematic
in 5G and future 6G deployments, where ultra-dense gNB and UE topologies introduce
spatially correlated interference that degrades reception quality (Kolawole et al., 2024). The
uplink random access procedure, particularly the PRACH, is highly sensitive to interference
due to its open-loop, contention-based nature. These interference conditions motivate the
need for receiver-side suppression techniques that are fast, adaptive, and implementable in
hardware-constrained environments.

Interference in cellular networks arises from various sources:

• Co-channel interference (CCI): Caused by concurrent transmissions on the same
time-frequency resources.

• Adjacent channel interference (ACI): Results from signal leakage into neighbouring
bands due to imperfect filtering or nonlinearities.

• Inter-cell interference (ICI): Originates from neighbouring cells, especially severe at
cell edges.

• Intra-cell interference: Due to non-orthogonal transmissions from users in the same
cell, including preamble collisions and imperfect cross-correlation in PRACH.

In contention-based RACH, defined in the 3rd generation partnership project (3GPP) NR
physical layer specification (3GPP, 2025a), these interference types manifest as: preamble
collisions (intra-cell CCI), cross-correlation interference (due to imperfect preamble
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orthogonality), and the near-far effect (strong UE signals masking weaker ones). Unlike
scheduled data channels, PRACH offers limited coordination, rendering transmitter-side
mitigation techniques such as scheduling, power control, and frequency planning ineffective.
As such, the interference must be addressed at the receiver.

Interference mitigation approaches developed for general cellular systems include inter-cell
coordination strategies like coordinated multipoint (CoMP) (Lee et al., 2012) and enhanced
inter-cell interference coordination (eICIC) (Vincenzi, 2021), which aim to process signals
across multiple cells jointly. These methods reduce interference but require tight inter-base
station cooperation and high backhaul capacity, which are incompatible with the time-critical
and uncoordinated nature of PRACH. Transmitter-side solutions, like power ramping and
adaptive preamble selection, also fall short in dense scenarios where spatial interference is
highly variable (Gesbert et al., 2010; Khan, 2024). While useful for long-term interference
shaping, these methods cannot adapt per-subframe to the dynamic uplink environment seen
in PRACH.

In contrast, receiver-side interference rejection techniques can exploit spatial characteristics
immediately. Beamforming and null-steering with MIMO arrays attempt to suppress known
interferers but require accurate direction-of-arrival estimation and are impractical when many
users transmit simultaneously (Teklu, Choi & Meng, 2023). Furthermore, these techniques
typically operate after correlation, which limits their ability to prevent interference from
contaminating the correlation process itself.

MIMO systems, particularly massive MIMO, provide spatial degrees of freedom to support
interference suppression (H. V. H. Holma & Mogensen, 2023). At the receiver, combining
techniques like maximal ratio combining (MRC) aim to maximise the signal-to-noise ratio
(SNR) by weighting each antenna branch by its channel gain. MRC is effective in white
noise but fails to suppress spatially correlated interference, treating it as additional noise
(Burke, Zeidler & Rao, 2005; Jadhav & Hendre, 2013; Lathi & Ding, 2018). The combined
SNR for L antennas using MRC is the sum of individual branch SNRs (Lathi & Ding, 2018):

γMRC =
L

∑
i=1

γi. (2.14)

In PRACH, where collisions and near-far interference dominate, this limitation renders MRC
ineffective.

IRC extends MRC by modelling the interference as coloured noise with a known spatial
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structure (Léost et al., 2012). IRC computes the interference-plus-noise covariance matrix
and uses it to weight received signals optimally:

wIRC ∝ R−1
i+nh, (2.15)

where Ri+n is the interference-plus-noise covariance matrix and h is the channel
vector. This provides a linear filter that suppresses interference while maximising the
signal-to-interference-plus-noise ratio (SINR) (Davydov et al., 2020; Ren et al., 2017). The
theoretical foundation is based on optimal linear receiver theory for coloured noise, where
a whitening filter is applied before matched filtering (Lathi & Ding, 2018). Studies have
shown that minimum mean square error (MMSE)-IRC outperforms MRC in dense uplink
scenarios like PRACH (Ohwatari, Miki, Asai, et al., 2011; Ohwatari, Miki, Abe, et al.,
2012).

The structure of IRC makes it particularly suitable for PRACH enhancement. Unlike
transmitter-side coordination, IRC can be implemented locally at the receiver, operates
subframe by subframe, and directly leverages the spatial characteristics of the antenna array.
It operates on the received signal before correlation, ensuring that interference does not
corrupt the preamble detection process (Guel et al., 2024; Peralta et al., 2021).

In summary, IRC emerges as the most suitable advanced receiver technique for addressing
the specific interference challenges inherent in 5G NR PRACH. It uniquely addresses
PRACH’s most important challenge: the need for real-time, subframe-level interference
suppression without external coordination. Other techniques fall short for this specific
application; coordination-based methods like CoMP and eICIC are incompatible with
PRACH’s uncoordinated nature, simpler receiver combining like MRC treats interference
merely as additional noise (Burke, Zeidler & Rao, 2005; Jadhav & Hendre, 2013; Lathi &
Ding, 2018), and beamforming or null-steering often rely on post-correlation processing,
which fails to protect the initial preamble detection (Teklu, Choi & Meng, 2023). In
contrast, IRC operates locally at the receiver, adapts subframe-by-subframe by estimating
the interference spatial structure, and crucially, applies interference suppression before the
preamble correlation stage, safeguarding the detection process itself (Guel et al., 2024;
Peralta et al., 2021). Evidence from LTE studies and recent 5G NR analyses, particularly
for scenarios like two-step RACH, confirms performance improvements in coverage and
reliability through the use of MMSE-IRC (Chaudhari & Kwon, 2022). As networks
evolve towards 6G with anticipated increases in device density and interference complexity
(Mucchi et al., 2023), the need for efficient real-time interference mitigation for initial
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access will only intensify. While the computational demands of IRC present a challenge, its
demonstrated performance and adaptability motivate the development of dedicated hardware
accelerators, like the ASIC investigated in this thesis, to efficiently utilise its full potential
for enabling reliable and scalable random access in current 5G and future 6G systems.

2.5 Computational Structure and Hardware Suitability of IRC

The IRC algorithm involves three main computational stages: covariance estimation,
Cholesky decomposition, and whitening transformation.

The first stage of IRC involves estimating the disturbance covariance matrix. In an ideal
scenario, this matrix would capture the spatial statistics of only the interference and noise
(i + n). However, a key challenge in PRACH processing is the inability to separate the
desired signal from the interference and noise before this stage. To address this, a common
and practical simplification is adopted: the covariance matrix is estimated using the total
received frequency-domain signal vector d, which includes the desired signal component.
This matrix, denoted Rdd, is calculated as:

Rdd = E(ddH). (2.16)

This method offers an advantage in implementation simplicity. However, it comes with
a performance trade-off, as including the desired signal in the disturbance estimation can
slightly degrade the effectiveness of the subsequent whitening process. The estimate of Rdd

must be updated rapidly to reflect the dynamic channel and interference conditions (Khan,
2024).

Second, Cholesky decomposition is used to factor Rdd into a lower triangular matrix L:

Rdd = LLH. (2.17)

Cholesky decomposition is preferred for its numerical stability and efficient implementation
with positive definite Hermitian matrices (Golub & Loan, 2013; Higham, 2008;
Krishnamoorthy & Menon, 2013). This step transforms the correlated interference
environment into one amenable to standard detection techniques by enabling a whitening
transformation.

Third, the whitening transformation is applied to each received subcarrier vector X̃(k) by
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solving:

LX̃whiten
(k) = X̃(k), (2.18)

using forward substitution. This transformation decorrelates the spatial interference
components in the signal, thereby improving the effectiveness of subsequent correlation
stages (Kessy, Lewin & Strimmer, 2018). In dynamic 5G NR MIMO environments,
studies have shown that sparse or limited pilot signalling can make covariance estimation
difficult. In such cases, adaptive and approximate whitening strategies have been proposed,
including simplifying the covariance matrix structure (e.g., diagonal approximation) to
reduce whitening complexity (Chaudhari & Kwon, 2022).

From a hardware design perspective, each of these operations, covariance estimation,
Cholesky decomposition, and forward substitution, offers structured and repeatable
computational patterns. These characteristics make IRC an ideal candidate for dedicated
hardware acceleration. For instance, the Cholesky decomposition and forward substitution
stages are well-suited for pipelined and parallelised implementations (Chu, 2003).

The computational complexities of the IRC components vary quite notably. Covariance
matrix estimation, which involves averaging outer products across subcarriers and
OFDM symbols, has a complexity of O(Nsub · Nsym · N2

RX), where NRX is the number of
receive antennas. The Cholesky decomposition of the covariance matrix, a key operation
in whitening, has a cubic complexity of O(N3

RX/3), which becomes dominant for larger
antenna arrays. Finally, the whitening step using forward substitution scales as O(Nsub ·N2

RX)

and must be executed per subcarrier.

In the broader context of interference-limited wireless systems, theoretical work has
demonstrated that the performance of MMSE-type receivers is closely tied to the structure
and estimation accuracy of the interference covariance matrix, particularly in the presence
of substantial multi-user interference. This highlights the role of reliable, low-latency
interference suppression mechanisms for initial access in dense 5G deployments (Abdelaal,
2017). These computational costs and theoretical considerations together motivate the
design of a specialised hardware solution to achieve real-time performance under the strict
latency constraints of PRACH detection.
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2.6 Hardware Architectures for Baseband Processing in 5G/6G

Baseband signal processing in wireless systems requires high throughput and low latency,
which poses a challenge for traditional general-purpose processors (GPPs), like x86 or
advanced reduced instruction set computer (RISC) machines (ARM), including ARM
central processing units (CPUs), that offer maximum flexibility but typically cannot meet
real-time baseband workloads without hardware assistance. They excel at control plane
processing and are often used for scheduling and high-level coordination. However, for
computationally intensive physical layer algorithms (e.g., massive fast Fourier transforms,
channel estimations, or PRACH correlations), a software-only solution on a GPP would
consume excessive cycles and power (Peccerillo et al., 2022). This limitation has driven the
use of specialised processors and accelerators for baseband processing.

Digital signal processors (DSPs) provide a middle ground by offering architectural features
tailored to signal processing (such as MAC units, SIMD instructions, and circular buffers).
Modern DSP cores can handle many baseband tasks with software flexibility (Shahabuddin
et al., 2021). However, achieving 5G performance entirely on DSPs may require very
high clock rates or many parallel cores, leading to higher power consumption compared
to dedicated logic (Smith, 1997; Shahabuddin et al., 2021). Thus, while DSPs improve
efficiency over GPPs by executing arithmetic kernels more efficiently, they can still fall short
in throughput or energy efficiency for the most demanding tasks (e.g., real-time processing
of wideband 5G NR signals) when used alone.

FPGAs have been widely used for prototyping and even deployment of baseband functions
due to their flexibility. FPGAs implement functionality in reconfigurable logic and can
be reprogrammed to support new standards or updates. In 4G and early 5G infrastructure
(especially in some open RAN deployments), FPGAs and SoC FPGAs have enabled
programmable baseband processing (Chamola et al., 2020). The advantage of FPGAs
is the ability to highly customise parallel datapaths and exploit fine-grained parallelism.
This flexibility, however, comes at the cost of logic overhead. FPGAs utilise LUTs and
routing fabrics that introduce transistor redundancy, resulting in higher power consumption
and lower achievable clock frequencies for a given algorithm compared to an ASIC
implementation (Kuon, Tessier & Rose, 2008; J. Xu, 2024). For example, an FPGA large
enough to implement a 5G baseband function will inherently consume more power and
silicon area than a custom chip of similar capability. Moreover, as 5G pushes toward wider
bandwidths and massive MIMO, even high-end FPGAs may hit limits in logic resources or
on-chip memory for buffering data (Mahdavi, 2021; Pereira, 2019). Thus, while FPGAs
minimise non-recurring engineering (NRE) cost and allow iterative development (the
“firmware” design can be updated easily), their performance per watt is inferior to ASICs.
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5G’s stringent cost and power constraints in large-scale deployments are motivating a shift
from FPGA-based prototypes to ASIC solutions in gNBs (Peccerillo et al., 2022; J. Xu,
2024).

Application-specific instruction-set processors (ASIPs) attempt to combine the flexibility
of software with the specialisation of hardware. An ASIP is essentially a programmable
processor customised for a particular application domain (in this case, wireless baseband),
often by adding custom functional units and instructions for heavy kernels. This approach
can achieve performance and energy efficiency close to dedicated hardware, while retaining
reprogrammability for algorithm updates via firmware changes. For instance, an ASIP-based
GNSS receiver was reported to be 2–3 times more energy efficient than a pure programmable
solution (GPP or generic DSP), while being more versatile than fixed-function hardware
(Shahabuddin et al., 2021). Another study demonstrated an ASIP for baseband that attained
energy-per-operation nearly on par with an ASIC accelerator, outperforming a traditional
DSP in efficiency (Shahabuddin et al., 2021). These results highlight that ASIPs can reach
a sweet spot in the design space, offering a compromise between the high performance
but inflexibility of ASICs and the flexibility but lower performance of general processors.
However, the trade-off lies in the development effort; designing a custom instruction set
architecture (ISA) and toolchain (compiler, simulator, etc.) is substantial and incurs its
own NRE costs. Consequently, ASIPs are generally viable when a family of products or
a long-lived application can amortise the one-time design cost. Otherwise, under tight
time-to-market constraints, the fully custom approach may not be feasible for a single
project, despite the technical merits.

At the end of performance and efficiency lies the application-specific integrated circuit
(ASIC). An ASIC implementation hardwires the baseband algorithms into digital logic
specific to the task. This yields the best possible PPA characteristics for a given technology
(Smith, 1997; Mahdavi, 2021). By eliminating the configurability overhead of FPGAs and
the instruction decode overhead of processors, ASICs can optimise the data paths, memory
architecture, and control logic exactly for the algorithm’s needs. In practice, an ASIC
design for a 5G baseband function can achieve the same throughput as an FPGA at a lower
clock frequency and power consumption (Studer, Fateh & Seethaler, 2011). One analysis
noted that an ASIC can implement a given soft logic design with a process technology
one or two nodes older than an FPGA while still meeting performance, highlighting the
efficiency gap (J. Xu, 2024). The cost for this efficiency is inflexibility (the hardware
cannot be repurposed post-fabrication for a different algorithm or standard) and very high
development cost and time. ASIC design involves a full hardware development cycle:
writing register-transfer level (RTL) code in very high speed integrated circuit (VHSIC)
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hardware description language (VHDL)/verification logic (Verilog)/system verification
logic (SystemVerilog), extensive simulation and verification often using methodologies
like universal verification methodology (UVM) in SystemVerilog for testbenches, logic
synthesis and place-and-route with EDA tools, and thorough sign-off timing, power, formal
equivalence checking, etc. (Palnitkar, 2003; Pedroni, 2004; Sutherland, Davidmann &
Flake, 2006; IEEE Standards Association, 1993; IEEE Standards Association, 2005; IEEE
Standards Association, 2017; Bailey, 2020). Tools like the Synopsys design compiler
for synthesis, the verification compiler suite (VCS) for simulation, and formality for
equivalency verification are often employed to ensure the design is correct and meets timing
requirements (Bailey, 2020; Bushnell & Agrawal, 2000). This flow is labour-intensive and
requires deep hardware expertise, which is why ASICs have traditionally been reserved
for high-volume or performance-focused products where the investment is justified. In the
context of 5G infrastructure, however, the economics can favour ASICs: the large number
of gNBs (and even user devices) amortise the design cost, and the power savings of custom
silicon translate to lower operational and cooling costs over the network’s life (Bailey,
2020; Castañeda et al., 2021). As a result, there is an industry trend in 5G moving away
from FPGA- or DSP-centric solutions back toward ASIC chips for layer one processing,
especially for power-hungry tasks like massive MIMO signal processing (Peccerillo et al.,
2022; Shahabuddin et al., 2021).
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Figure 2.2: Performance to flexibility axis of the considered hardware accelerator
architectures.

In summary, each platform presents a trade-off between flexibility and efficiency. This
relationship is visually represented in Figure 2.2, which plots the considered hardware
architectures along the axes of performance and flexibility. GPPs and DSPs offer fast
development and maximum reprogrammability, but may fall short in terms of performance
and power efficiency for 5G baseband applications. FPGAs offer a reconfigurable hardware
solution suitable for prototyping and niche deployments, albeit at the cost of higher power
and area (Kuon, Tessier & Rose, 2008). ASIPs represent a midpoint, delivering ASIC-like
speed with some programmability, at the expense of design effort. ASICs deliver the highest
performance and lowest power per operation, which is highly attractive for 5G/6G baseband
processing, provided that one can afford the development complexity and that the design
will not need frequent alteration.

2.7 ASIC Implementation Challenges for IRC-Based PRACH Detection

Implementing an IRC-enabled PRACH detector on an ASIC involves several design
challenges, since each of the algorithm steps must be carefully mapped to the hardware to
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meet real-time latency requirements and to minimise power and area (Mahdavi, 2021; Parhi,
1999).

A foremost consideration is numerical precision. Wireless signal processing algorithms
are often developed and simulated in floating-point (e.g., in MATLAB or C++ reference
models), but a practical ASIC will use fixed-point arithmetic for efficiency. Fixed-point
implementation requires determining adequate bit widths for representing signals, matrix
elements, and calculation results, such that quantisation error does not significantly degrade
detection performance (Padgett & Reay, 2004; Surapong, 2012). To balance the high
dynamic range required for wireless signals with the efficiency of fixed-point hardware,
specialised block floating-point formats, like IQ level floating-point (IQFP), are often
employed (Özaslan, 2021). The specific 32-bit IQFP variant utilised in the target system
consists of 14-bit signed mantissas (mreal) for the in-phase (I) and (mimag) quadrature (Q)
components (Q1.13.0 format) and a shared 4-bit unsigned exponent (e) (Q0.4.0 format).
The numerical value of a complex sample is therefore z = 2e × (mreal + j · mimag). This
structure enables the exponent to scale both the I and Q components to handle varying signal
power levels, while the fixed-point mantissas facilitate efficient arithmetic computations
(Özaslan, 2021). This IQFP format is the primary representation for complex samples in the
IRC hardware accelerator. Consequently, determining adequate fixed-point bit-widths for
internal calculations (like the covariance matrix accumulation or Cholesky decomposition
steps) must consider the input/output IQFP format and potential intermediate value growth
before final conversion or formatting back to IQFP. For example, the covariance matrix R
(of dimension N ×N) can be accumulated in a higher bit-width to maintain precision, then
decomposed using fixed-point arithmetic. The Cholesky decomposition of R is sensitive
to numerical precision; if too few bits are used, the whitening filter might not accurately
suppress interference; more bits improve fidelity but at the cost of area and power for
larger adders, multipliers, and memory. A common technique is to use simulation to
evaluate fixed-point performance vs. floating-point, and allocate just enough bits to meet
performance targets with a margin. Prior hardware implementations of matrix inversion
or linear detection often guide these choices; for instance, fixed-point implementations of
Cholesky decomposition have been demonstrated with careful scaling to preserve matrix
condition (Patil, Das & Routray, 2011; Nihl & Bruijckere, 2023). The 14-bit mantissas are
composed of one sign bit and 13 integer magnitude bits, representing integer values from
-8192 to +8191. This block floating-point representation is highly advantageous for wireless
communication signals, as the exponent provides a wide dynamic range to handle variations
in signal power, while the integer mantissa allows for efficient arithmetic in hardware.

The challenge of preserving precision during computation remains. When two IQFP
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numbers are multiplied, their integer mantissas are multiplied, and their exponents are
added. For example, the product of two real samples (ma · 2ea)× (mb · 2eb) results in
(ma ×mb) ·2ea+eb . The product of two 14-bit signed integers is a 28-bit signed integer. The
RDD stage must accumulate hundreds of these products. A naive approach of truncating the
product after each multiplication would lead to a rapid and unacceptable loss of precision,
as well as a potential for overflow.

The implemented hardware addresses this issue by utilising a wider internal accumulator.
The VHDL code defines a 41-bit signed fixed-point format for the intermediate accumulation
of the integer products. Simultaneously, the sum of the exponents for each product
is calculated and used to normalise all partial products to a shared exponent before
accumulation. After the full summation is complete, the final result, a large accumulated
integer and a summed exponent, is scaled via a barrel shifter, an efficient hardware
implementation of division by powers of two and truncated down to the format required by
the subsequent CD stage. This explicit management of both integer mantissa and exponent
accumulation is a cornerstone of implementing block floating-point arithmetic efficiently in
an ASIC.

Another major challenge is efficiently implementing matrix operations. Directly inverting
an N ×N matrix in hardware (where N equals the number of RX antennas used for PRACH,
e.g., 4, 8, or more) is computationally expensive. A more efficient approach is to use a
decomposition, like the Cholesky decomposition (since R is Hermitian positive-definite),
to transform the matrix inversion into solving triangular systems (Parhi, 1999; Mahdavi,
2021). Many ASIC designs for wireless receivers avoid explicit matrix inversion, instead
using techniques like Cholesky or QR decomposition, followed by forward or backwards
substitution. This not only saves hardware (by reusing structures for both decomposition
and solving) but is also numerically stable. However, even a Cholesky engine must handle
matrix sizes and latency requirements. For PRACH, the covariance matrix is relatively small
(dimensions equal to the antenna count), but it needs to be recomputed for each PRACH
slot and possibly for each hypothesised preamble detection attempt. A fully pipelined matrix
decomposition engine can be instantiated to produce one result per clock cycle after an initial
latency (Nihl & Bruijckere, 2023). However, if N is small, a simpler iterative architecture
might suffice to save area. In the context of this work, a fully parallel matrix solver (with
N processing elements) is the fastest solution, albeit with a larger area cost. Conversely, a
sequential solver iterating over matrix rows or columns can reuse a single arithmetic unit,
saving area at the cost of increased processing time. The PRACH processing latency budget
(relative to the frame structure and how soon the gNB must respond) will dictate how much
parallelism is required. Given that PRACH occurs in specific slots and the detector ASIC
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can be designed to meet the worst-case of several simultaneous preambles, it is feasible to
time-multiplex hardware and still meet the deadline.

Memory architecture is another key consideration. The design must buffer intermediate
samples for multiple antennas using an on-chip SRAM for the covariance matrix R, its
decomposition, and the whitening filter. Efficient memory banking and access patterns
are important to avoid stalling the datapath (Weste & Harris, 2011; Jacob, Ng & Wang,
2007). Furthermore, the transfer of data between these pipelined processing stages
(RDD, CD, Whitening) and internal buffers is managed using a standardised hardware
interconnect protocol, AXI4-Stream, part of the ARM AMBA (advanced microcontroller
bus architecture) AXI family (Salman, 2021). AXI4-Stream is specifically designed
for high-throughput, unidirectional data streaming between hardware blocks, making
it well-suited for pipelined signal processing chains. It employs a simple ready/valid
handshake mechanism to manage data flow, eliminating the need for complex addressing
and thereby efficiently decoupling the connected modules (ARM Limited, 2023). The use
of AXI4-Stream interfaces (as depicted in Figure 3.1) with appropriate data widths (e.g.,
512-bit for input, 32-bit between internal stages) is fundamental to achieving the required
data throughput and modularity in the hardware. For example, computing R involves
accumulating ri j = ∑k yk,iy∗k, j (sums of products of antenna signals); this can be done on the
fly as samples arrive, using accumulators for each matrix element. Care must be taken to
ensure that the memory or register for these accumulators has sufficient bandwidth (reading
N samples per clock for N antennas to update all N(N + 1)/2 covariance terms over many
cycles).

Parallelism and pipelining are essential to meet latency requirements (Parhi, 1999). The
PRACH detector may have to check multiple preamble hypotheses in one slot (since multiple
different preamble sequences could have been transmitted by different UEs). Operations
across antennas are inherently parallel; for instance, multiplying a whitening matrix (size
N ×N) by the vector of received samples (length N) is a matrix-vector multiply that can
be unrolled across N parallel multipliers. The design leverages the fact that N is relatively
small by instantiating parallel multiply-accumulate units for the matrix-vector operation,
effectively forming the output in one clock cycle after the matrix is ready. Pipelining is also
employed for the processing stages: while the correlation for one PRACH attempt is being
processed, the hardware is already receiving the samples for the next slot to compute the
covariance matrix for the following slot. Careful attention must be paid to the control logic
that schedules the stages without conflict, potentially utilising double buffering of memories.

A further area optimisation is achieved by reusing hardware blocks for real and imaginary
signal paths. Since baseband PRACH signals are complex-valued, many datapaths (e.g.,
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matrix multipliers, accumulators) must operate on both real and imaginary parts. Rather than
duplicating all logic, shared multipliers and adders can be time-multiplexed, or scheduled
such that both parts are handled in interleaved cycles or via single instruction, multiple data
(SIMD) style datapaths (Mahdavi, 2021). This technique reduces total silicon area while
retaining full complex arithmetic functionality.

Power optimisation techniques are applied throughout the ASIC design to ensure energy
efficiency. Clock gating is extensively used; many blocks of the PRACH detector are idle
except during the PRACH slots, so their clocks can be stopped when not in use to save
dynamic power. For example, the matrix decomposition engine does not toggle outside of
the PRACH occasions. The data path width is also considered: by minimising bit-widths,
switching capacitance is reduced. Another opportunity for power saving is algorithmic:
if interference is detected to be low (e.g., the covariance matrix is nearly diagonal,
indicating noise-dominated conditions), the receiver can bypass the computationally
intensive IRC computation and use a simpler combiner for that slot. This kind of dynamic
voltage-frequency scaling or algorithm selection can reduce operations when complete IRC
is not needed. Research has proposed adaptive detection schemes where a simpler matched
filter is used for non-interference-limited cases and the complex IRC processing is only
activated for interference-limited signals (Chaudhari & Kwon, 2022). Such strategies, if
implementable in real time, can yield power savings by avoiding unnecessary computations.
In the design, there is the capability to bypass the IRC under certain conditions, trading a
slight performance loss for a power reduction. However, the control logic and additional
validation for two modes add complexity, so the baseline implementation focuses on
always-on IRC processing, with the goal that the ASIC’s efficiency is already high enough
to meet power targets.

Finally, verification and validation of a complex signal processing ASIC. Although
thorough verification and validation are not within the scope of this thesis, in standard
commercial implementations, especially ASIC designs, thorough verification at multiple
levels is typically required. Bit-accurate C++ and MATLAB models provide a reference for
functional outputs and are often used to generate test vectors. Using a UVM environment in
SystemVerilog, testbenches can apply randomised sequences of inputs (simulating various
PRACH scenarios: single UE, multiple UEs, different interference levels, etc.) to the RTL
and check that the detector signals the correct preamble detections and false alarm rates
align with expectation (IEEE Standards Association, 2017; Sutherland, Davidmann & Flake,
2006; Bailey, 2020). Formal verification (with a tool like Synopsys Formality) ensures
that after logic synthesis, the netlist still matches the verified RTL’s intended behaviour for
all reachable states (Bushnell & Agrawal, 2000). These steps, while time-consuming, are
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crucial for an ASIC that will be fabricated, as post-silicon fixes are extremely costly or
impossible. The need for such rigorous verification is another reason ASIC development
time is longer compared to FPGA or software solutions. Nonetheless, the end result is a
piece of silicon highly optimised for its task: in this case, an interference-aware PRACH
detector that can operate within the tight real-time constraints of a 5G/6G gNB.

2.8 Why an ASIC for Interference-Rejection PRACH Detection?

Given the above considerations, this section clarifies why an ASIC was chosen as the
implementation platform for the PRACH IRC receiver in this project, taking into account
the trade-offs in power, performance, area (PPA), flexibility, and development effort. Only
a custom ASIC can reliably achieve the needed performance within the power and area
constraints. In terms of performance, an ASIC designed for IRC can incorporate massive
parallelism and deeply pipelined operations tailored for PRACH timing. This ensures that
even under heavy interference, the detection can be performed within the time budget.
Competing platforms would struggle here: a GPP or DSP might simply be too slow, and
an FPGA might meet the latency requirements but consume much more power or possibly
not fit the design in a mid-range device (J. Xu, 2024). The power advantage of ASICs
is also a decisive factor. A custom chip can operate the PRACH detector at a moderate
clock frequency (since operations are done in parallel hardware) and use only the logic
needed for the task, whereas an FPGA at equivalent performance would toggle a great
deal of redundant circuitry (routing fabric, unused LUTs) and likely need to run at higher
clock rates to serialise portions of the algorithm (Castañeda et al., 2021). Especially for a
component that may reside in every gNB sector and run continuously during random access
slots, the cumulative energy savings of an ASIC are notable for operators.

In terms of area, while an ASIC has a fixed upfront cost, the design can be synthesised to
a target silicon area that balances cost and capability (Mahdavi, 2021). The design aims to
minimise area by leveraging algorithmic simplifications (e.g., exploiting symmetry of the
covariance matrix to halve computations and storage, reusing hardware for both real and
imaginary parts, etc.). The result is that, even with the inclusion of the IRC processing
blocks, the entire detector can occupy a small footprint on silicon. Unlike an FPGA, there is
no cost associated with an extensive array of general-purpose logic; only the specific logic
needed is fabricated. When manufactured in large volume, the per-chip area cost is amortised
and can be cheaper than deploying high-end FPGAs. Industry analyses have noted that for
5G infrastructure, a well-designed ASIC solution can reduce bill of material (BOM) costs
compared to FPGA or generic hardware, especially as deployment scales up (J. Xu, 2024;
Castañeda et al., 2021).
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Regarding flexibility and reconfigurability, choosing an ASIC means sacrificing the ease of
reprogrammability offered by software or FPGA logic. This is mitigated through careful
design: the ASIC is parameterised to support all needed PRACH formats and a reasonable
range of interference conditions. Key algorithm parameters (like the threshold for detection,
or toggling IRC on/off if needed) are made configurable via registers, so the chip isn’t
entirely rigid. It is true that if the 3GPP standard changes the PRACH format or procedure
significantly, an ASIC would require a redesign (or at least a silicon revision), whereas a
software-based solution could update overnight. However, PRACH formats in standards
tend to evolve slowly and remain backwards compatible; and part of the literature survey
indicated that IRC will likely remain a favoured approach for interference mitigation
(3GPP, 2025a; Chaudhari & Kwon, 2022). Moreover, the environment of use (the gNB)
typically contains both software-defined elements and hardware accelerators. A common
approach is a heterogeneous design, where time-critical PHY functions are implemented
in ASICs/FPGAs, with higher layers implemented in software. The proposed ASIC would
slot into such an architecture, and any minor mismatches or new requirements can often
be handled by slight protocol adjustments or by leaving some margin in the hardware
capabilities.

The development time and effort required for an ASIC are certainly higher than for other
platforms, and therefore, ASIC projects must leverage tools and methodologies like the
Synopsys toolchain and UVM verification to manage the complexity. This investment is
justified by the expected outcome. The literature review showed that alternative approaches
(ASIP or FPGA) either could not achieve the same level of efficiency or would end
up pushing the complexity elsewhere (e.g., an ASIP needs a full compiler/toolchain
development, and an FPGA design might need very large devices and complex timing
closure efforts) (Shahabuddin et al., 2021; Peccerillo et al., 2022). Rapid prototyping
techniques and agile hardware design flows can reduce the time-to-market of ASICs.
Frameworks based on Chisel or similar high-level synthesis (HLS) environments have
demonstrated successful tape-outs of signal processing ASICs in a fraction of traditional
timelines (Bailey, 2020). These approaches, when coupled with simulation-driven
verification and automated RTL generation, help mitigate the risk and duration of custom
chip design.

In conclusion, the ASIC approach is chosen to maximise PPA for random access processing.
While development is more arduous, the end result is a highly optimised hardware block
that outperforms more flexible solutions. This is particularly important for interference
rejection combining in PRACH, which is a demanding use case requiring both real-time
linear algebra computational latency and reliability. By surveying GPPs, DSPs, FPGAs,
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and ASIPs, the analysis indicates that only an ASIC can simultaneously meet the real-time
performance needs and power efficiency goals for the target 5G/6G application, especially
at scale (Peccerillo et al., 2022; Shahabuddin et al., 2021).
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3 Methods

This section outlines the methodology used for designing and implementing the
hardware-accelerated PRACH IRC feature. It encompasses the specific algorithmic
steps adapted for hardware, the development environment including tools and target
technologies, the processes for synthesis and verification, the analyses performed to assess
the implementation’s performance, power, and area, as well as other concepts required to
understand the overall IRC system within a PRACH receiver.
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Figure 3.1: IRC hardware block diagram.

3.1 Algorithm Implementation

The hardware implementation of the PRACH IRC feature follows a parallel and pipelined
processing chain designed for efficiency and low latency. An initial subcarrier sequencer
stage first reorganises the received raw direct memory access (DMA) data into an
antenna-interleaved format suitable for efficient RDD processing. For short PRACH
formats, a coherent combining (CC) stage is subsequently employed to sum received
symbols within predefined groups from this adapted stream, thereby enhancing the SNR
before whitening and reducing the required computational and memory resources for
subsequent operations. For long PRACH formats, this CC stage is bypassed. The core IRC
operations are: disturbance covariance matrix computation (RDD), Cholesky decomposition
(CD), and whitening through forward substitution. The RDD block operates on the adapted,
original (pre-CC) received samples to accurately estimate the interference statistics. The
CD block processes the output of RDD. The RDD and CD blocks operate in parallel with
the CC block (when CC is active). The Whitening block processes either the output of the
CC block (for short formats) or the adapted original received samples (for long formats
where CC is bypassed). Data flows between these stages via standardised AXI4-stream
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streaming interfaces to enable modularity and manage data transfer. The overall IRC
hardware architecture and the external conditional CC block are depicted in Figure 3.1,
while Figure 3.2 illustrates the data structures and formats processed at each stage. The
top-level hardware architecture implements the algorithmic stages in a deeply pipelined
sequence to maximise throughput. An important component in this pipeline is the use of
an AXI4-Stream first-in, first-out (FIFO) buffer positioned between the RDD and the CD
stages.

This FIFO is not merely a register; it is an elastic buffer that decouples the two
computationally intensive blocks. The RDD stage processes a continuous stream of
input samples, and its output rate can have minor variations. The CD stage, being an
iterative solver, has a more bursty input consumption pattern. The FIFO absorbs these rate
differences, ensuring that the CD core is never starved for data and that the RDD core is not
stalled by backpressure. This decoupling is a fundamental hardware design choice that:

• Simplifies timing closure: It breaks long combinational paths that would otherwise
exist between the RDD and CD logic, making it much easier to meet high-frequency
clock targets.

• Enables modular design: Each block can be designed and verified independently, with
a standardised streaming interface, greatly improving design re-usability.

• Manages latency variations: It provides tolerance for variations in processing time
within each block without halting the entire pipeline.

This buffered, pipelined dataflow is a practical and efficient method for implementing
complex, multi-stage signal processing algorithms in hardware.
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Figure 3.2: IRC data structures and formats.

For short PRACH formats, coherent combining groups the received OFDM symbols NRA
symb

into Ngroup groups, each containing Ncoh = NRA
symb/Ngroup symbols. The combining operation

sums the complex frequency-domain samples within each group for every physical antenna
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a and subcarrier k. This creates a logical antenna output, where each logical antenna
corresponds to a specific physical antenna within a specific symbol group. Let s be the
original symbol index (0 ≤ s < NRA

symb) and g be the group index (0 ≤ g < Ngroup). The
symbols belonging to group g range from smin(g) = g ·Ncoh to smax(g) = (g+ 1)Ncoh − 1.
The combined output for logical antenna ā (representing physical antenna a in group g) at
subcarrier k is given by:

Yā(k) =
1

Nscale

smax(g)

∑
smin(g)

da,s(k), (3.1)

where da,l(k) is the vector of received samples on physical antenna a for symbol l at
subcarrier k, and Nscale is a potential scaling factor (often related to Ncoh or handled
implicitly via exponent adjustment in IQFP). The index ā can be thought of as a composite
index (a,g). The output of the CC block for a given subcarrier k can be visualised as a set
of vectors, one for each logical antenna ā:

Yā(k) =

⎡⎢⎢⎢⎢⎣
Yā,0(k)

Yā,1(k)
...

Yā,NRX−1(k)

⎤⎥⎥⎥⎥⎦ . (3.2)

The output data stream from the CC block effectively reduces the number of symbols from
NRA

symb down to Ngroup, with each output symbol representing a coherently combined group.
This combined signal is then passed to the Whitening stage for short formats.

The following sections detail the processing within each block and the data structures passed
between them, considering the conditional nature of coherent combining.

3.1.1 Disturbance Covariance Matrix Computation (RDD)

The first core step in the hardware-accelerated PRACH IRC processing chain is the
computation of the disturbance covariance matrix, denoted Rdd. This module characterises
the interference environment by capturing the spatial correlation of interference and noise
across the receiver antennas (Trees, 2001). Accurate estimation of Rdd enables subsequent
stages, like whitening, to effectively cancel interference.

The block receives frequency domain samples via a 512-bit AXI4 stream (Figure 3.1).
This interface is capable of delivering the complete set of received samples across all NRX
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antennas for each subcarrier index k and symbol index s. Each sample da,s(k) is in the
32-bit IQFP format (14b Real mantissa Q1.13.0, 14b Imaginary mantissa Q1.13.0, 4b shared
exponent Q0.4.0). The input vector arriving on the stream for a specific symbol s and
subcarrier index k contains the samples from all antennas:

ds(k) =

⎡⎢⎢⎢⎢⎣
d0,s(k)

d1,s(k)
...

dNRX−1,s(k)

⎤⎥⎥⎥⎥⎦ . (3.3)

The RDD block operates on the original, pre-coherent combining frequency domain samples,
ds(k), even when the CC block is active for short PRACH formats. The RDD block runs in
parallel with the CC block, ensuring that the covariance matrix reflects the statistics of the
raw received signal before any combining takes place. This parallel input capability (NRX up
to 16) ensures that all antenna data for a given subcarrier index is available simultaneously,
thereby reducing latency. The RDD block internally utilises only the samples corresponding
to the even-indexed subcarriers from this original input stream for the covariance matrix
computation defined in equation (3.4). The summation index k in equation effectively selects
only the input samples where the subcarrier index is even (represented as 2k in the equation’s
terms dai,s(2k) and d∗

aj,s(2k)). This approach simplifies the computation and reduces the data
volume processed, since the interference statistics relevant for IRC are sufficiently captured
by sampling half of the available subcarriers from the pre-CC signal.

The disturbance covariance matrix Rdd is formed by computing the average correlation
between the received frequency domain signal samples of every pair of antennas across all
PRACH symbols and half of the subcarriers (Léost et al., 2012; Davydov et al., 2020).

Rdd(ai,aj) =
2

LRA ·NRA
symb

NRA
symb−1

∑
s=0

(LRA−1)/2

∑
k=0

dai,s(2k)d∗
aj,s(2k). (3.4)

Equation (3.4) defines each element of the matrix, where ai,aj are antenna indices (ranging
from 0 to NRX − 1), s is the PRACH symbol index, k is the subcarrier index, LRA is the
sequence length (e.g., 139, 839), NRA

symb is the number of symbols, and dai,s(2k) represents the
input received frequency domain sample for antenna ai, symbol s, subcarrier 2k. This input
data is provided in a block floating-point format, IQFP, consisting of a complex mantissa
(Real: Q(1.13.0), Imaginary: Q(1.13.0)) and a shared 4-bit exponent (Q(0.4.0)) common to
the real and imaginary parts. d∗

aj,s(2k) is the complex conjugate.
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The constructed matrix will be Hermitian, and square with dimensions NRX ×NRX, where
NRX is the number of antennas. The equation is evaluated for all pairs of antenna indices
Rdd(ai,aj), where ai and aj can take any values from a1 to aNRX , including the diagonal
elements where ai = aj. The diagonal elements represent the average received power on each
antenna, and the off-diagonal elements with ai ̸= aj represent the average correlation between
the received signals on different antennas. Within the constructed matrix, the antenna index
ai of an element Rdd corresponds to rows, and the index aj corresponds to columns.

For clarity, the following example uses NRX = 8 antennas, although the RDD module’s input
interface supports up to NRX = 16. For this NRX = 8 example with PRACH format A2
(3GPP, 2025a):

• Random access sequence length of 139 (LRA = 139)

• 4 PRACH symbols (NRA
symb = 4)

The disturbance covariance matrix Rdd will be an 8×8 matrix, computed using the equation:

Rdd(ai,aj) =
2

139 ·4

3

∑
s=0

69

∑
k=0

dai,s(2k)d∗
aj,s(2k). (3.5)

The random access sequence length, LRA = 139, refers to the length of the ZC sequence used
for creating the PRACH symbols. It is the number of subcarriers contained in one PRACH
symbol over which the ZC sequence is spread. LRA is defined by the 5G New Radio standard,
and it is 139 for short preambles, and 839 for long preambles (3GPP, 2025a). The term (2k)

and the upper summation limit (LRA −1)/2 in the equation relate to the fact that only every
other sample is used. Specifically, only the even-indexed subcarrier samples. So in the case
of (LRA−1)/2 = (139−1)/2 = 69, the summation would go from k = 0 to k = 69, covering
subcarrier samples 0,2,4, . . . ,138.

NRA
symb = 4 refers to the number of symbols in a single PRACH preamble, or the times the ZC

sequence is repeated within a single preamble. NRA
symb is defined in 5G NR to be s ∈ N : 1 ≤

s ≤ 12 according to the preamble format used (3GPP, 2025a). The summation over s goes
from 0 to 3, because 4 PRACH symbols are used. This summation accounts for the received
samples across all PRACH symbols.

Inside the summations, the product of dai,s(2k)d∗
aj,s(2k) is computed. This is the correlation

between the received frequency domain signal samples on antennas ai and aj, for PRACH
symbol s and subcarrier 2k. Each element, like Rdd(a1,a2) is computed by setting the
appropriate values for ai and aj in the equation so, Rdd(1,2) would be computed with ai = 1
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and aj = 2.

The asterisk (·∗) notation represents the complex conjugate. In the equation, it is applied to
daj,s, indicating that dai,s is being correlated with the complex conjugate of daj,s. The factor

2
LRA·NRA

symb
= 2

139·4 is used to normalise the sum, so that each matrix element represents an

average correlation.

The outer dimensions of the constructed disturbance covariance matrix are determined by
NRX. In this case, with 8 antennas, an 8×8 Hermitian matrix is constructed:

Rdd =

⎡⎢⎢⎢⎢⎣
Rdd(1,1) Rdd(1,2) · · · Rdd(1,8)
Rdd(2,1) Rdd(2,2) · · · Rdd(2,8)

...
... . . . ...

Rdd(8,1) Rdd(8,2) · · · Rdd(8,8)

⎤⎥⎥⎥⎥⎦ . (3.6)

Although the disturbance covariance matrix Rdd is Hermitian (Ri,j = R∗
j,i), only its lower

triangular part is computed and stored in hardware to save resources. The full matrix
properties are recoverable from the stored lower half due to the conjugate symmetry
property Ri,j = R∗

j,i, reducing redundancy and computational and storage overhead while
preserving correctness. The computed complex elements Ri,j are output from the RDD
block sequentially via a 32-bit AXI4 stream. Each 32-bit transfer carries one complete
complex value, with both the real and imaginary parts represented in Q(1.15.0) format (16b
Real + 16b Imag = 32b), as shown in Figure 3.1. This stream-based output also helps to
reduce redundancy and facilitates pipelining. Internally, the accumulation of the products
dai,s(2k)d∗

aj,s(2k) is performed using wider fixed-point accumulators (40-bit precision) to
maintain accuracy and prevent overflow during the summation process, before the final
result is scaled and formatted to the Q(1.15.0) output representation.

Specifically, the stored lower triangular part, leveraging the conjugate symmetry, can be
visualised as:

Rdd(LowerTri) =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

Rdd(1,1)
Rdd(2,1) Rdd(2,2)
Rdd(3,1) Rdd(3,2) Rdd(3,3)

...
...

... . . .

Rdd(NRX,1) Rdd(NRX,2) Rdd(NRX,3) · · · Rdd(NRX,NRX)

⎤⎥⎥⎥⎥⎥⎥⎥⎦
, (3.7)
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where only the elements on and below the main diagonal are computed and streamed.

The accumulation of Rdd is performed incrementally as input frequency domain samples
arrive (stream processing), utilising pipelined hardware (D. Yang, Peterson & Li, 2012). The
output stream of Ri,j elements feeds the subsequent Cholesky decomposition stage, buffered
by an AXI4 stream queue to handle data flow between the blocks 3.1.

3.1.2 Cholesky Decomposition (CD)

The Cholesky Decomposition (CD) stage factorises the computed Hermitian positive-definite
disturbance covariance matrix Rdd into Rdd = LLH, where L is lower triangular with real
positive diagonal entries (Golub & Loan, 2013; Higham, 2002). This decomposition
is essential for the subsequent whitening step. The hardware block implementing CD
receives the complex elements Ri,j sequentially via a 32-bit AXI4 stream from the preceding
AXI4 stream queue 3.1. Each 32-bit transfer contains one complex element in Q(1.15.0)
format (16b Real + 16b Imag). The relationship Ri,j = ∑

j
p=1 li,pl∗j,p (for i ≥ j) defines the

factorization.

Rdd = LLH, (3.8)

where L must have real diagonal elements and each element of the original matrix can
be expressed as Ri,j = ∑

j
p=1 li,pl∗j,p (assuming i ≥ j, since L is lower triangular). This

relationship ensures that the resulting matrix L correctly preserves the properties of
the original covariance matrix. The matrix Rdd is Hermitian, meaning Rdd = RH

dd, or
equivalently, Ri,j = R∗

j,i for all i, j. Additionally, Rdd is positive definite, which means
nHRddn > 0 for all nonzero vectors n ∈ CNRX .

In the previous section antenna indices (ai,aj) were used to specify how the covariance
matrix is constructed from physical samples from each specific antenna, but for the
mathematical treatment in the Cholesky decomposition standard matrix indices (i, j) are
used, which correspond directly to the antenna indices from the previous section (e.g., Ri,j

corresponds to Rdd(ai,aj)).

It is also worth noting the role of indices overall in the Cholesky decomposition algorithm.
The algorithm works sequentially column by column, indexed by k (from k = 1 to k = NRX),
computing the elements of the lower triangular matrix L. Index i identifies the specific row
being calculated within the current column k (i.e., computing li,k for i ≥ k). The formulas
often involve summations over contributions from preceding columns or elements within the
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current row. To avoid confusion between the indices i and k (identifying the element li,k
being computed) and the index used inside these summations, a dedicated summation index
is introduced, denoted here by p. This index p runs over the relevant range (e.g., from 1 to
k−1) within the sums, ensuring clarity in the formulas (Golub & Loan, 2013).

For computing the first column (k = 1) of the new L matrix, the algorithm begins with the
diagonal element (1,1):

R1,1 =
1

∑
p=1

l1,pl∗1,p = l1,1l∗1,1 = |l1,1|2. (3.9)

Since l1,1 is required to be real and positive:

l1,1 =
√︁

R1,1. (3.10)

For the elements below the diagonal in column 1 (i > 1):

Ri,1 =
1

∑
p=1

li,pl∗1,p = li,1l∗1,1 = li,1l1,1 (since l1,1 ∈ R). (3.11)

Solving for li,1:

li,1 =
Ri,1

l1,1
(i = 2,3, . . . ,NRX). (3.12)

For the second column (k = 2), the algorithm also first computes the diagonal element (2,2):

R2,2 =
2

∑
p=1

l2,pl∗2,p = l2,1l∗2,1 + l2,2l∗2,2 = |l2,1|2 + |l2,2|2. (3.13)

Solving for l2,2 (which is real and positive):

l2,2 =
√︂

R2,2 −|l2,1|2. (3.14)
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For elements below the diagonal in column 2 (i > 2):

Ri,2 =
2

∑
p=1

li,pl∗2,p = li,1l∗2,1 + li,2l∗2,2 = li,1l∗2,1 + li,2l2,2 (since l2,2 ∈ R). (3.15)

Solving for li,2:

li,2 =
Ri,2 − li,1l∗2,1

l2,2
(i = 3,4, . . . ,NRX). (3.16)

Generalising this pattern, for the k-th column, the diagonal element lk,k is computed using
Rk,k:

Rk,k =
k

∑
p=1

lk,pl∗k,p =
k−1

∑
p=1

lk,pl∗k,p + lk,kl∗k,k =
k−1

∑
p=1

|lk,p|2 + |lk,k|2. (3.17)

Solving for lk,k (real and positive):

lk,k =

⌜⃓⃓⎷Rk,k −
k−1

∑
p=1

|lk,p|2. (3.18)

And for the elements below the diagonal in column k (i > k):

Ri,k =
k

∑
p=1

li,pl∗k,p =
k−1

∑
p=1

li,pl∗k,p + li,kl∗k,k =
k−1

∑
p=1

li,pl∗k,p + li,klk,k (since lk,k ∈ R). (3.19)

Solving for li,k:

li,k =
Ri,k −∑

k−1
p=1 li,pl∗k,p

lk,k
(i = k+1, . . . ,NRX). (3.20)

The resulting lower triangular matrix L, whose complex off-diagonal elements li,k (i ̸= k) are
represented in Q(1.15.0) format, mathematically has the structure:
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L =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

l1,1 0 0 · · · 0
l2,1 l2,2 0 · · · 0
l3,1 l3,2 l3,3 · · · 0

...
...

... . . . ...
lNRX,1 lNRX,2 lNRX,3 · · · lNRX,NRX

⎤⎥⎥⎥⎥⎥⎥⎥⎦
. (3.21)

However, for hardware efficiency, only the non-zero elements on and below the main
diagonal are computed, stored, and streamed. This effective structure is:

L(HW) =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

l1,1
l2,1 l2,2
l3,1 l3,2 l3,3

...
...

... . . .

lNRX,1 lNRX,2 lNRX,3 · · · lNRX,NRX

⎤⎥⎥⎥⎥⎥⎥⎥⎦
. (3.22)

For the algorithm to succeed, lk,k > 0 for all k is a requirement. If at any step the term under
the square root for lk,k is non-positive, this indicates that Rdd is not positive definite (or is
numerically close to singular), and the standard Cholesky decomposition cannot proceed. In
practical implementations, numerical stability should be considered, as rounding errors may
accumulate during the computations, especially in fixed-point arithmetic (Higham, 2002;
Oppenheim, Schafer & Buck, 1999). This can be addressed through various numerical
techniques, like pivoting (though less common for Cholesky) or regularisation (e.g., adding a
small positive value ε to the diagonal of Rdd before decomposition: R′

dd = Rdd+εI) (Studer,
Fateh & Seethaler, 2011) if needed.

The outputs of the Cholesky decomposition hardware block are streamed to the whitening
stage via an AXI4 interface. These outputs are the complex elements li,k of L via a 32-bit
stream (labeled “Matrix” in 3.1), where each 32-bit transfer carries one Q(1.15.0) complex
value (16b Real + 16b Imag). The associated block exponent Ediag for the real diagonal
elements lk,k is output via a separate 5-bit stream (labeled “Exponent” in 3.1), carrying the
Q(1.4.0) exponent.

To continue the 8×8 matrix example from the earlier section, the calculation of each element
would follow this pattern:
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L =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

√︁
R1,1

R2,1
l1,1

√︁
R2,2 −|l2,1|2

R3,1
l1,1

R3,2−l3,1l∗2,1
l2,2

√︁
R3,3 −|l3,1|2 −|l3,2|2

...
...

... . . .
R8,1
l1,1

R8,2−l8,1l∗2,1
l2,2

R8,3−∑
2
p=1 l8,pl∗3,p
l3,3

· · ·
√︂

R8,8 −∑
7
p=1 |l8,p|2

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
. (3.23)

This matrix illustrates the dependency pattern of the algorithm, where each element depends
on previously computed elements. For example, to compute l5,3 (fifth row, third column),
the algorithm would calculate:

l5,3 =
R5,3 − l5,1l∗3,1 − l5,2l∗3,2

l3,3
, (3.24)

assuming elements l5,1, l5,2, l3,1, l3,2, and l3,3 have already been calculated.

The algorithm requires approximately N3
RX
3 floating-point operations (complex mult, add,

sqrt, div) (Krishnamoorthy & Menon, 2013), making it substantially more efficient than
alternative decomposition methods like LU factorisation for Hermitian matrices. For the
8×8 example, this amounts to approximately 83

3 ≈ 171 complex operations.

The column-wise recursive nature of the Cholesky algorithm facilitates pipelined hardware
execution. As elements Ri,j are streamed in, the corresponding elements li,k and the diagonal
exponent Ediag are computed and streamed out. This allows the subsequent whitening stage
to begin its processing as soon as the required outputs from the CD block are available,
enabling overlap between the CD and whitening computations (Ballard et al., 2009).

While the mathematical formulation of Cholesky decomposition is generic, the hardware
implementation includes an architectural optimisation for area and efficiency. Instead
of a fully parallel hardware structure that would compute all elements of the L matrix
simultaneously at great area cost, the design employs a serial, iterative solver. This
core serially processes the input Rdd matrix column by column, reusing a smaller set of
arithmetic resources. This is a classic area-for-latency trade-off that is highly suitable for
this application, as the matrix dimensions (up to 16x16) are small enough to be solved
iteratively within the required time budget.

A particularly insightful detail is the hardware implementation of the division and square root
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operations required for the diagonal elements (e.g., lkk =
√︂

Rkk −Σ|lkp|2). A direct, iterative
arithmetic calculation for square roots and divisions would be slow and resource-intensive.
The design avoids this by implementing the required 1/

√
x function using a piece-wise linear

approximation. This technique involves:

1. LUTs: the input value x is used to index two small, pre-computed tables that store
slope (m) and offset (c) values for a line segment that approximates the function in that
specific region.

2. Linear calculation: a simple and fast linear calculation, yest = mx+ c, is performed
using the retrieved slope and offset to get a high-quality initial estimate.

3. Iterative refinement: this estimate is then polished with a single Newton-Raphson
iteration, using the formula yn+1 = 0.5×yn×(3−x×y2

n), to achieve the final required
precision.

This LUT-based approximation, followed by a single refinement step, is a highly efficient
hardware optimisation that reduces silicon area and power consumption compared to a direct
arithmetic implementation, at the minor cost of the memory required for the LUTs.

3.1.3 Whitening Through Forward Substitution

Whitening transforms the received signal vector into a new signal x such that its components
are statistically uncorrelated and typically have unit variance. This means the covariance
matrix of the whitened signal becomes the identity matrix. This is a crucial step in IRC,
as the spatial disturbance observed across antennas is typically coloured, i.e., the noise
and interference components are correlated across antennas. Direct detection on such
coloured disturbance is suboptimal; the whitening process removes these dependencies and
normalises the power, improving the effectiveness of subsequent signal processing (Léost
et al., 2012; Kessy, Lewin & Strimmer, 2018). The hardware architecture for the whitening
block employs a common and efficient design pattern: a control path/data path (CP/DP)
split. This separation allows for independent optimisation of the block’s two primary
functions: management and computation.

• The control path acts as the brain of the operation. It contains the main finite-state
machine (FSM) that orchestrates the entire whitening process for a set of input data. It
is responsible for receiving and interpreting configuration data, managing the buffering
of the incoming L matrix elements from the CD stage into local on-chip memories
(RAMs), and controlling the flow of the input signal vectors (d(k) or Yā(k)) into the
datapath by generating the necessary control signals.

• The data path is the number-crunching engine. It is a deeply pipelined structure
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containing the dedicated arithmetic units (multipliers, adders, subtractors) required
to execute the forward substitution algorithm (xi = (di−∑(li j ×x j))/lii) at high speed.
It is intentionally kept simple and regular, reacting to the control signals from the CP
to process the data vectors.

This CP/DP split is crucial for efficiency. The datapath can be heavily pipelined to achieve
the maximum possible clock frequency and throughput for the repetitive calculations, while
the more complex, state-dependent decision-making logic is isolated within the control path.
This results in a cleaner, more modular, and higher-performance design.

The goal of whitening is to find a transformation matrix W such that the covariance matrix
of the transformed signal x = Wd is the identity matrix I. Assuming the covariance of the
original signal is E[ddH] = Rdd, the condition becomes:

E[xxH] = E[(Wd)(Wd)H] = WE[ddH]WH = WRddWH = I. (3.25)

One common choice for the whitening matrix is the inverse Hermitian square root of
the covariance matrix, W = R−1/2

dd , which satisfies the condition: R−1/2
dd Rdd(R

−1/2
dd )H =

R−1/2
dd RddR−1/2

dd = I. However, computing the matrix inverse square root directly is
computationally expensive and can be numerically sensitive, making it less suitable for
fixed-point ASIC hardware implementations (Kay, 1993).

A practical and efficient approach leverages the Cholesky decomposition described
previously: Rdd = LLH. The whitening hardware block (labeled “IRC Whitening” in 3.1)
receives its inputs via AXI4 streaming interfaces, as depicted in the figure:

• The complex elements (16b Real + 16b Imag) of the lower triangular Cholesky factor
L (Q1.15.0 format) from the CD stage via a 32-bit stream (“Matrix”).

• The associated block exponent Ediag for the diagonal elements of L (Q1.4.0 format)
from the CD stage via a 5-bit stream (“Exponent”).

• The frequency domain signal vectors d(k) = X̃(k) to be whitened, arriving via a
separate 256-bit AXI4 stream. This width accommodates parallel input for NRX = 8
antennas, receiving one 32-bit IQFP sample per antenna simultaneously (256/32 = 8).

These inputs provide the necessary information (L, Ediag, and d(k)) to perform the whitening
computation (Golub & Loan, 2013).

Using this factorization, the whitening matrix W = L−1 can be chosen. This choice satisfies
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the whitening condition (3.25) because:

WRddWH = L−1(LLH)(L−1)H = (L−1L)(LHL−H) = I · I = I. (3.26)

Thus, applying the transformation x = L−1d achieves full whitening, yielding a signal x
whose components are decorrelated and have unit variance.

Instead of explicitly computing the inverse matrix L−1, the whitened signal x(k) for each
subcarrier k is computed by solving the lower-triangular system Lx(k) = d(k) using the
received L, Ediag, and d(k). This is achieved efficiently using the forward substitution
algorithm, performed independently for each subcarrier k. The Cholesky factor L used here
may be specific to the subcarrier, L(k), or shared across subcarriers. Solving the system
yields the whitened vector X̃whiten

(k) = L(k)−1X̃(k).

It should be noted that applying the full inverse of the covariance matrix, R−1
dd = L−HL−1,

results in a signal z = R−1
dd d. The covariance of this signal is E[zzH] = R−1

dd , which is not the
identity matrix unless Rdd = I. This transformation is sometimes used in other contexts, like
forming the MRC or MMSE filter, but it is distinct from the whitening operation defined by
WRddWH = I. The implementation described here computes x=L−1d, which is a whitening
transform.

For simplicity in illustrating the forward substitution steps, the system is denoted as:

Lx = d, (3.27)

where x is the NRX ×1 output vector for one subcarrier, d is the NRX ×1 input signal vector
(IQFP format), and L is the NRX×NRX Cholesky factor (received as 32-bit complex Q1.15.0
elements with a 5-bit Q1.4.0 diagonal exponent via the specified streams).

For a system with NRX antennas, this matrix equation expands into a system of linear
equations:

l1,1x1 = d1

l2,1x1 + l2,2x2 = d2

...
...

lNRX,1x1 + lNRX,2x2 + · · ·+ lNRX,NRXxNRX = dNRX

. (3.28)
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The recursive nature of forward substitution means that each output component xi is
computed sequentially using only previously computed components x1, . . . ,xi−1 (Golub &
Loan, 2013). And, x1 can directly be solved from the first equation:

x1 =
d1

l1,1
. (3.29)

With x1 determined, its value can be substituted into the second equation to solve for x2:

x2 =
d2 − l2,1x1

l2,2
. (3.30)

Continuing this pattern, for the i-th element:

xi =
di −∑

i−1
j=1 li,jxj

li,i
. (3.31)

This recursive formula enables efficient computation of all elements of the whitened vector
x. The computational complexity of forward substitution is O(N2

RX), which is significantly
more efficient than explicitly computing L−1 followed by matrix multiplication (O(N3

RX)) or
computing R−1/2

dd (Golub & Loan, 2013).

Continuing with the 8-antenna system example from previous sections, the whitening of a
received vector d = [d1,d2, . . . ,d8]

T proceeds as:

x1 =
d1

l1,1

x2 =
d2 − l2,1x1

l2,2

x3 =
d3 − l3,1x1 − l3,2x2

l3,3
...

x8 =
d8 −∑

7
j=1 l8,jxj

l8,8

. (3.32)

The diagonal elements li,i used in the division steps are derived from the streamed L elements
and the Ediag exponent... The forward substitution calculations produce the whitened output
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vector x(k). The hardware implementation outputs these NRX complex samples in parallel,
matching the NRX = 8 parallelism of the 256-bit signal input stream. The outputs are
provided via three parallel AXI4 streams 3.1:

• A 32-bit stream (“Exponent”) carrying the 4-bit IQFP exponent for all 8 antennas.

• A 192-bit stream (“Real Mantissa”) carrying the real mantissa for all 8 antennas.

• A 192-bit stream (“Imaginary Mantissa”) carrying the imaginary mantissa for all 8
antennas.

The 192-bit width for mantissas signifies 192/8= 24 bits per real/imaginary mantissa on this
output streaming interface, representing the internal hardware precision during calculation.
This parallel output structure facilitates real-time latency and pipelining.

The output for a single subcarrier k, X̃whiten
(k), containing the whitened samples for all

NRX = 8 antennas produced in parallel, can be represented as:

X̃whiten
(k) =

⎡⎢⎢⎢⎢⎣
xwhiten

1 (k)

xwhiten
2 (k)

...
xwhiten

8 (k)

⎤⎥⎥⎥⎥⎦ , (3.33)

where each element xwhiten
ant (k) is streamed out with its components (exponent, real mantissa,

imaginary mantissa) in parallel across the dedicated output interfaces shown in Figure 3.1.
The complete dataset is formed by collecting these vectors for k = 1 . . .Nk.

The final whitened output samples, as stored or consumed by downstream blocks, adhere
to the standard IQFP format: 14-bit signed mantissas (Q1.13.0) for real and imaginary
parts, and a shared 4-bit unsigned exponent (Q0.4.0). Achieving this final format requires
reformatting (e.g., truncation or rounding) of the 24-bit mantissas present on the hardware’s
streaming output interface. This final IQFP format provides sufficient dynamic range and
precision while being efficient for hardware implementation.

3.2 Synthesis

The translation of the VHDL-93 compliant RTL description of the PRACH IRC hardware
accelerator into a gate-level netlist optimised for physical implementation was performed
using Synopsys design compiler. This synthesis stage targeted a TSMC 5nm standard
cell library. The VHDL code was compiled hierarchically due to dependencies managed
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with a file list. The synthesis flow followed standard EDA practices, encompassing initial
elaboration of the design, mapping of the technology-independent logic into specific
standard cells from the TSMC 5nm library, and a comprehensive multi-pass optimisation
phase. A set of constraints was defined and iteratively refined to guide the synthesis tool
towards an optimal balance of clock frequency, silicon area, and power consumption.

Timing constraints were only minimal, and dialled in with an iterative approach to defining
the target clock frequency based on the demanding low-latency requirements of 5G NR and
future 6G PRACH detection. This involved analysis of the critical paths, particularly within
the computationally intensive RDD stage, and setting appropriate clock uncertainty and
input/output delay specifications. The synthesis process involved exploring different timing
targets; for instance, initial assessments indicated achievable frequencies under certain
conditions, while more aggressive targets were also pursued, which sometimes resulted in
timing violations. Area minimisation was also pursued, with the tool directed to optimise
logic for a reduced silicon footprint. The synthesis reports provided detailed metrics on
cell area utilisation, including breakdowns by cell types and register counts, which were
monitored across different synthesis runs.

Power optimisation strategies were also enabled, encouraging the selection of lower-power
cell variants and the automatic inference of clock gating by the design compiler, where
functionally permissible and beneficial for reducing dynamic power. A power estimation
report was also obtained. This synthesis-time power characterisation utilises the power
models embedded within the specific TSMC 5nm standard cell libraries (including
low-voltage threshold, standard-voltage threshold, and low-leakage low-voltage threshold
variants for process-voltage-temperature (PVT) conditions) and was configured for a defined
global operating voltage. The report contains a breakdown of estimated power across
different categories, like clock network, register, and combinational logic. The design
compiler estimates power based on:

• Static power (leakage power): Calculated from the leakage characteristics of the
individual cells in the synthesised netlist.

• Dynamic power: Estimated by the synthesis tool based on cell internal power
(consumption within cells during switching) and net switching power (dissipation in
interconnect capacitances). For these synthesis-time estimates, the design compiler
typically relies on default switching activities or activities derived from statistical
propagation through the logic.

The synthesis process was managed through TCL and bash scripts, which defined clock
characteristics, I/O timing specifications, and optimisation directives. This allowed the tool
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to perform extensive logic restructuring, gate sizing, and buffer insertion, as well as to
configure the capture and writing of the necessary synthesis results reports. The successful
completion of this phase yielded a gate-level Verilog netlist, representing the IRC accelerator
implemented with TSMC 5nm standard cells, standard delay format (SDF) files encoding
the timing information of the synthesised logic, constraint reports, and area and power
estimates. Violation and timing path reports from the compiler were used to refine the
synthesis constraints and identify performance bottlenecks, pinpointing specific modules as
contributors to critical paths under aggressive timing scenarios.

3.3 Simulation

A simulation of the VHDL RTL implementation of the PRACH IRC hardware accelerator
was performed to verify its correspondence with the algorithmic behaviour defined by a
MATLAB reference simulation. The entire simulation environment and workflow, including
compilation, elaboration, and execution, were managed using a custom-developed Makefile.
This Makefile automates the invocation of Synopsys VCS for simulation and Synopsys
Verdi for waveform analysis and debugging. Test vector generation was accomplished using
custom MATLAB scripts. These scripts were designed to process complex PRACH signal
data for various configurations, like preamble format A2 with eight antennas, converting
the data into the specified IQFP format (14-bit I/Q mantissas, 4-bit shared exponent). The
output of these scripts was then automatically packaged into VHDL constant arrays within
VHDL packages, which were directly utilised by the main VHDL testbench. This testbench
instantiated the top-level design under test (DUT). It configures the DUT’s RDD, CD,
and whitening modules for the target scenario (e.g., eight antennas, 139 LRA sequence
length, 4 PRACH symbols for format A2) and then drives the input AXI4-Stream interfaces
with the pre-packaged data. The VCS simulation options were configured for full 64-bit
operation, kernel debugging capabilities, netlist connectivity checks, a timescale of 1
ns/1 ps, full debug access, and VHDL variable support. The VHDL files were compiled
using VHDL-2008 (due to a couple of the testbench features for signal manipulation
and conditional logic being more readily and efficiently expressed in the VHDL-2008
standard) with similar debug options, and all compilation and simulation outputs logged.
A simulation time limit was imposed to manage runtimes. Waveform data was captured in
FSDB format and subsequently loaded into Verdi for detailed inspection of internal signals
and AXI4-Stream transactions for debugging. The testbench included specific checks by
monitoring internal error flags from the DUT and various FIFO status flags, reporting
warnings for any operational issues detected. The primary goal of this simulation effort
was to check functional correspondence between the hardware outputs and the MATLAB
reference simulation.
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4 Results

This chapter presents and analyses the quantitative results from the synthesis of the IRC
hardware accelerator. The design was implemented in VHDL and synthesised using
Synopsys Design Compiler, targeting a modern 5nm TSMC technology node. The analysis
evaluates key post-synthesis metrics, silicon area and power consumption, to determine the
feasibility and relative efficiency of the proposed ASIC solution.

The results are examined across the following implementation scenarios, which are
compared against a common reference:

• Baseline PRACH prototype: This is the reference design against which all
comparisons are made. It represents a complete, functional PRACH receiver
prototype without IRC functionality. For the purposes of this analysis, its area and
power metrics are defined as the 100% normalisation baseline.

• FPGA prototype: This represents the IRC logic extracted from a complete, pre-existing
PRACH receiver prototype that was initially implemented on a 10nm FPGA. To create
a fair architectural comparison, the dedicated block memories of the original FPGA
design were replaced with synthesisable RAM models, and this extracted logic was
synthesised for the same 5nm TSMC technology node as the pure ASIC versions.
This process allows for a direct, like-for-like comparison of the core logic’s efficiency,
independent of other platform-specific factors.

• ASIC implementation (ASIC 1-7): This refers to the full-custom ASIC IRC hardware
accelerator. In these pure ASIC implementations, all components, including the
arithmetic logic, control logic, and all on-chip memories, were synthesised directly
into the 5nm standard cell library. Seven distinct configurations were synthesised for a
range of target clock frequencies to analyse the trade-offs between performance, area,
and power.

For a meaningful comparative assessment without disclosing absolute figures, all area and
power metrics are normalised to the Baseline PRACH prototype. This approach effectively
quantifies the marginal cost of integrating the IRC functionality, allowing for an evaluation
of the design’s relative efficiency.

4.1 Comparative Analysis of Synthesis Results

This section provides a detailed comparative analysis of the synthesis results. To establish
the context for this analysis, the various implementation configurations were synthesised for
a range of clock frequencies, all normalised to the baseline PRACH prototype’s operational
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frequency (defined as 1.00), as shown in Figure 4.1. The seven ASIC configurations
methodically span the range from a low-speed target of 0.038 to a full-speed target of 1.00,
allowing for a detailed investigation of how area and power scale with performance. The
analysis that follows will focus on silicon area, power consumption, and derived relative
efficiency metrics across these operational points.
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Figure 4.1: Relative Clock Frequency of Implementations. Values are normalised against
the PRACH prototype baseline clock frequency, which represents a relative clock of 1.00.
This figure establishes the performance targets for the subsequent area analyses, specifically
power and efficiency.

4.1.1 Silicon Area Results and Analysis

The silicon area required by a hardware accelerator is a primary determinant of its
manufacturing cost and integration feasibility. This section quantifies the physical footprint
of the IRC accelerator and analyses its scaling behaviour.

The initial finding is that the area overhead for both accelerator implementations and all
ASIC configurations is minor compared to the full baseline PRACH receiver prototype, as
shown in the full-scale comparison in Figure 4.2.
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Figure 4.2: Normalised Area of Implementations (Full Scale). Values are normalised against
the PRACH prototype baseline area (100%). The minimal area of all accelerator variants
underscores the low overhead of integrating the IRC function.

The detailed data presented in Table 4.1 and Figure 4.3 reveal that the ASIC implementations
occupy between just 7.79% and 9.63% of the baseline area. This is a favourable outcome,
indicating that the computationally intensive IRC functionality can be integrated with a
marginal area increase of less than 10%, confirming the architectural compactness of the
design.
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Table 4.1: Normalised Area Results of Hardware Accelerator Implementations at Various
Clock Frequencies and Reference PRACH prototype. Area is normalised relative to the
PRACH receiver prototype baseline. Implementations were synthesised using Synopsys
Design Compiler targeting a 5nm technology node.

Implementation Target Clock Freq. Normalised Area
(Rel. to PRACH fclk) (%)

ASIC1 0.038 7.79
ASIC2 0.077 7.79
ASIC3 0.198 7.79
ASIC4 0.385 8.09
ASIC5 0.600 8.63
ASIC6 0.769 8.88
ASIC7 1.000 9.63

PRACHa 1.000 100.00
FPGAb 0.198 8.29
1-7 The implemented IRC hardware accelerator, synthesised for the specified relative clock frequencies.
a Reference PRACH prototype corresponding to a relative clock frequency of 1.00 ( fclk), used as the
normalisation baseline. The area of this baseline PRACH prototype (100%) is PRACH without the IRC
hardware accelerator.
b FPGA-derived IRC logic, synthesised for a relative clock frequency of 0.198. The logic was extracted
from a complete 10nm FPGA PRACH prototype. For a direct architectural comparison, its block memories
were replaced with synthesisable models, and it was then synthesised using Synopsys Design Compiler
targeting the 5nm TSMC library. The area estimation is therefore a like-for-like comparison of the core
logic efficiency against the pure ASIC implementation.
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Figure 4.3: Normalised Area of Implementations. This detailed view highlights the subtle
increase in area for ASICs at higher clock speeds and compares them to the FPGA prototype.

A direct comparison between the pure ASIC implementation and the FPGA-derived logic
at the same relative clock frequency (0.198) further validates the choice of an ASIC
architecture. The FPGA-derived logic requires a normalised area of 8.29%, which is
slightly higher than the 7.79% required by its pure ASIC counterpart (ASIC 3). This
result aligns with established hardware design principles, which stem from the fundamental
architectural differences between the two implementation targets. In a pure ASIC, the
design is synthesised into a set of highly optimised, specific standard cells (e.g., NANDs,
flip-flops), and the connections between them are created as direct, custom metal pathways.
This custom-built approach minimises area and power by including only the essential
circuitry. In contrast, an FPGA architecture relies on general-purpose, reconfigurable
look-up tables (LUTs) to emulate logic, all connected via a vast, predefined grid of wires
called a programmable interconnect fabric. This fabric, with its programmable switches,
introduces area, power, and delay overhead compared to the direct wiring of an ASIC.
Therefore, the slightly higher area of the FPGA-derived logic (8.29% vs. 7.79%) directly
reflects this inherent inefficiency of a reconfigurable architecture, even in an experimental
synthesis, validating the choice of a pure ASIC for achieving superior power, performance,
and area (PPA). It is important to understand the context of this 8.29% figure. It was
obtained by synthesising the logic extracted from a 10nm FPGA prototype onto the 5nm
node for this type of comparison. A practical, real-world FPGA implementation on a
commercial 10nm or 7nm node would utilise dedicated hardware blocks, like BRAMs and
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DSP slices, and would almost certainly fail to achieve this clock speed while occupying a
larger physical footprint due to the inherent overheads of its programmable architecture.
This synthesis exercise, therefore, serves to compare the architectural efficiency of the core
logic itself fairly.

The relationship between silicon area and clock frequency, depicted in Figure 4.4, provides
further insight into the design’s physical characteristics.
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Figure 4.4: Normalised Area vs. Relative Clock Frequency (ASICs and FPGA). The plot
shows the area floor at low frequencies and the modest growth required to achieve higher
performance.

The data reveals two distinct behavioural phases:

1. Low-frequency plateau: For relative clock frequencies up to 0.198 (ASIC 1 to ASIC 3),
the normalised area remains constant at 7.79%. This value represents the fundamental
logic footprint of the accelerator, containing the essential arithmetic units, registers,
and control logic required to implement the RDD, CD, and whitening algorithms.
This ’area floor’ is dictated by the algorithm’s inherent complexity, not its operational
speed.

2. Modest high-frequency growth: As the target clock frequency increases from 0.198
to 1.00, the area grows modestly from 7.79% to 9.63%. This 23.6% increase in the
accelerator’s area is the result of the synthesis tool’s efforts to achieve timing closure
at higher speeds. To meet the more stringent timing constraints of the critical path, the
tool introduces additional logic, like inserting buffers to manage high-fanout nets and
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upsizing standard cells to reduce propagation delays.

This observed trend demonstrates a classic area-speed trade-off. However, the sub-linear and
modest nature of the area increase confirms the architectural efficiency of the design, which
does not require excessive physical resources to operate at higher frequencies.

4.1.2 Power Consumption Analysis

For any component intended for large-scale deployment in base station infrastructure, power
consumption is a paramount concern, directly impacting operational expenditure (OPEX)
and thermal design. This section dissects the total power and its constituent parts to evaluate
the relative energy efficiency of the IRC accelerator. It is important to note that these
power figures are derived from pre-layout synthesis estimates, which use statistical wire-load
models for interconnect. While highly indicative of trends and relative performance, final,
definitive power consumption figures would be determined after the place-and-route stage,
where physical wire parasitics are accurately extracted. Note that power data for the FPGA
prototype was not available. The detailed results are presented in Table 4.2.

Table 4.2: Normalised Power Consumption Results of the Hardware Accelerator
Implementation at Various Clock Frequencies and Reference PRACH Prototype. Power
metrics are normalised relative to the PRACH Prototype baseline. Implementations were
synthesised using Synopsys Design Compiler targeting a 5nm technology node.

Implementation Target Clock Freq. Total Power Leakage Power Switching Power Internal Power
(Rel. to PRACH fclk) (%) (%) (%) (%)

ASIC1 0.04 0.80 8.28 0.36 1.30
ASIC2 0.08 1.60 8.28 0.73 2.60
ASIC3 0.20 4.13 8.30 1.90 6.70
ASIC4 0.39 8.26 9.08 3.93 13.28
ASIC5 0.60 13.69 9.87 7.65 20.66
ASIC6 0.77 18.09 10.22 10.54 26.80
ASIC7 1.00 24.69 10.67 15.38 35.40

PRACHa 1.00 100.00 100.00 100.00 100.00
1-7 The implemented IRC hardware accelerator, synthesised for the specified relative clock frequencies.
a Reference PRACH receiver prototype corresponding to a relative clock frequency of 1.00 ( fclk), used as the
normalisation baseline. The power values of this baseline (100%) are from PRACH without the IRC hardware
accelerator.
% Each power component (Total, Leakage, Switching, Internal) is normalised independently to the
corresponding component of the PRACH baseline.

As expected, the total power consumption of the dedicated ASIC implementation is lower
than that of the full baseline PRACH receiver prototype (Figure 4.5). A detailed view
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(Figure 4.6) and trend analysis (Figure 4.7) reveal a strong, near-linear positive correlation
between total power and clock frequency.
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Figure 4.5: Normalised Total Power of Implementations (Full Scale). Values are normalised
against the PRACH Prototype baseline total power (100%). FPGA data not available.
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Figure 4.6: Normalised ASIC Total Power. This detailed view clearly shows the strong,
positive correlation between operational frequency and total power consumption.
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Figure 4.7: Normalised Total Power vs. Relative Clock Frequency (ASICs). The near-linear
relationship confirms that dynamic power is the dominant factor in the accelerator’s power
profile.

The accelerator’s normalised power consumption scales from just 0.80% at the lowest
frequency (ASIC 1) to 24.69% when operating at the same frequency as the baseline (ASIC
7). This behaviour is governed by the fundamental equation for dynamic power in CMOS
circuits (Pdynamic ∝ CV 2 fclk). The fact that integrating the accelerator increases the total
system power by less than 25% while running at full speed is a positive result, confirming
its suitability for power-constrained environments.

A deeper analysis of the power components leakage, switching, and internal power,
reinforces this understanding, as visualised in Figures 4.8 through 4.10.
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Figure 4.8: Normalised Power Components (Full Scale). Grouped bars show Leakage,
Switching, and Internal power for ASIC implementations and the PRACH baseline. FPGA
data not available.
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Figure 4.9: Normalised ASIC Power Components. This detailed view highlights the scaling
of dynamic power (Internal and Switching) compared to the relatively stable leakage power.
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Figure 4.10: Normalised Power Components vs. Relative Clock Frequency (ASICs).
This visualisation reinforces that while leakage power has a flat trajectory, dynamic power
components increase sharply, dominating the total power at higher performance points.

The trends for each power component are as follows:
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• Leakage (static) power: The leakage power exhibits only a minor increase with
frequency, rising from a normalised value of 8.28% to 10.67% across the full range.
This is a secondary effect related to the modest increase in silicon area observed
earlier; the addition of more logic cells, some of which may be low-threshold-voltage
variants used for timing optimisation, results in slightly higher static power dissipation.

• Dynamic power (switching and internal): In contrast, the dynamic power components
show a near-linear increase with clock frequency. Normalised internal power (power
consumed within standard cells during switching) rises from 1.30% to 35.40%, and
switching power (power dissipated charging and discharging interconnect capacitance)
rises from 0.36% to 15.38%.

These trends confirm that the accelerator’s power profile is overwhelmingly dominated by
dynamic power, which is directly coupled to its computational activity and operational
speed. At lower frequencies, leakage constitutes a significant portion of the accelerator’s
total power, whereas at higher frequencies, its contribution becomes secondary to the rapidly
scaling dynamic power.

4.1.3 Efficiency Analysis

To synthesise the area and power results into a measure of overall effectiveness, two
efficiency metrics were defined: area efficiency and power efficiency. Relative efficiency is
calculated as the ratio of normalised performance (relative clock frequency) to normalised
resource consumption (area or power). The normalised performance is multiplied by 100 to
make the graphs’ scale clearer, so that a value greater than 1.0 indicates superior efficiency
compared to the baseline PRACH receiver prototype, which by definition has an efficiency
of 1.0. It should be noted that the accelerator is expected to demonstrate significantly higher
relative efficiency, as it is a small, specialised unit being compared against a much larger
and more complex baseline system. Therefore, while the high efficiency values confirm the
validity of the acceleration approach, the most important insights are derived from observing
the scaling trends among the different ASIC configurations themselves. The general formula
is:

Relative Efficiency =
Normalised Performance ×100

Normalised Resource
. (4.1)

As illustrated in Figure 4.11, all accelerator implementations are substantially more
area-efficient than the baseline PRACH receiver prototype.
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Figure 4.11: Relative Area Efficiency of ASIC Implementations and FPGA. Relative
efficiency = (Norm. Clock Frequency) / (Norm. Area). The dashed line at 1.0 represents
the PRACH baseline efficiency. Higher values indicate better relative efficiency.

The area efficiency of the ASIC improves monotonically with increasing clock frequency,
rising from a value of 0.49 for ASIC 1 to 10.38 for ASIC 7. This is a direct consequence
of performance (clock frequency) increasing at a much faster rate than the corresponding
silicon area. The trend shows diminishing returns, as the curve’s slope decreases at higher
frequencies, but it confirms that from a pure area-cost perspective, operating the accelerator
at higher clock frequencies yields more computational performance per unit of silicon.

The power efficiency analysis, shown in Figure 4.12, reveals a more nuanced trade-off.
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Figure 4.12: Power Efficiency of ASIC Implementations. Efficiency = (Norm. Clock
Frequency) / (Norm. Total Power). The peak efficiency at low frequency highlights a key
design trade-off.

While all ASIC implementations are more power-efficient than the baseline, their efficiency
does not increase monotonically with frequency. Instead, the power efficiency peaks at a
relative value of 4.81 for ASIC 2 (operating at a relative frequency of 0.077), and then
gradually declines to 4.05 for ASIC 7 (at the maximum frequency).

The reason for this peak at ASIC 2, rather than the lowest-frequency ASIC 1, lies in the
relationship between static and dynamic power. At the extremely low frequency of ASIC 1,
its dynamic power consumption is minimal, causing the relatively constant static (leakage)
power to constitute a larger fraction of its total power. As the clock frequency increases
from ASIC 1 to ASIC 2, the performance increases by 103%, while the total power doubles.
This disproportionate gain in performance relative to power cost results in an initial rise
in efficiency. However, for all subsequent frequency increases (ASIC 3 to ASIC 7), the
growth in dynamic power scales almost perfectly with the growth in frequency. This linear
relationship between power and performance, slightly worsened by the power cost of
additional timing-closure logic, causes the efficiency ratio to decline steadily from its peak.

This analysis reveals a crucial insight: the point of maximum performance (ASIC 7) is not
the point of maximum power efficiency. An optimal operating point for power efficiency
exists at lower clock frequencies, presenting a choice for system deployment: prioritising
maximum throughput versus maximising computational work per watt. This discovery has
direct practical implications, suggesting that a technique like dynamic voltage and frequency
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scaling (DVFS) could be employed to operate the accelerator at its most energy-efficient
point during periods of lower throughput demand, and at its maximum performance point
only when necessary.

4.2 Synthesis Findings

The synthesis results offer a positive outlook for the proposed ASIC-based IRC hardware
accelerator. The key findings from this analysis are summarised as follows:

• High feasibility and low overhead: The accelerator can be integrated into a larger
PRACH receiver prototype with a minimal silicon area overhead (less than 10%) and
a manageable power budget (increasing the PRACH receiver’s power by less than
25% at full speed). Crucially, this modest power cost enables a fundamental new
capability: reliable interference rejection, which is absent in the baseline, making it a
highly effective and feasible architectural trade-off. This confirms that implementing
advanced IRC algorithms in a dedicated ASIC is a feasible and cost-effective approach.

• Quantified design trade-offs: The results quantify the fundamental trade-offs between
performance, area, and power. Area scales sub-linearly with frequency due to a fixed
logic floor and modest additions for timing closure, while power scales almost linearly,
dominated by dynamic consumption. These trends are consistent with established
semiconductor physics and provide actionable data for system designers.

• Demonstrated higher efficiency: In all configurations, the dedicated ASIC accelerator
is more area- and power-efficient relative to the baseline, validating the hardware
acceleration strategy, even though this is normal and expected. The most valuable
insight, however, comes from the efficiency scaling across the ASIC configurations,
which presents the design’s performance in terms of resource trade-offs.

• Identification of optimal operating points: The analysis reveals that the point of
maximum performance does not align with the point of maximum power efficiency.
A distinct peak in power efficiency is observed at low to moderate clock frequencies.
This reveals an important design choice, enabling system-level optimisation based
on deployment priorities, whether that is maximising data throughput or minimising
energy consumption for OPEX reduction.

In conclusion, the results demonstrate that a dedicated ASIC is a feasible solution for
accelerating IRC processing in PRACH, offering substantial performance and efficiency
gains at a modest integration cost. The quantitative data provides a solid foundation
for making informed architectural decisions regarding performance targets and power
management strategies.



77

5 Conclusions

This thesis investigated the feasibility and efficiency of implementing an IRC hardware
accelerator for the PRACH as an ASIC. The preceding Chapter presented the results from the
synthesis of this accelerator, detailing its silicon area and power consumption characteristics
across a range of operational frequencies. This chapter provides an interpretation of these
findings, placing them within the context of the research questions posed in the introduction,
and discuss the practical implications of the results for the design of future 5G and 6G
baseband systems, acknowledge the inherent limitations of the study, and conclude by
proposing directions for further work.

The thesis demonstrated the design, implementation, and evaluation of an ASIC hardware
accelerator for interference rejection combining in the 5G NR physical random access
channel. The key findings directly answer the research questions posed. It was determined
that integrating IRC imposes a small area overhead of less than 10% and increases
total system power by less than 25% relative to a baseline PRACH receiver prototype,
confirming its feasibility. The pure ASIC approach was shown to be more area-efficient
and higher-performing than logic derived from an FPGA prototype but synthesised under
the same conditions, validating the architectural choice for custom hardware. Furthermore,
the analysis of relative efficiency trade-offs identified distinct optimal operating points
for area and power, and provided a framework for understanding the design’s scaling
properties. By answering the research questions and achieving the primary objective, this
work offers practical data points to the feasibility study of future baseband hardware design,
concluding that dedicated hardware acceleration of IRC is an efficient strategy for meeting
the demanding interference management requirements of 5G and future 6G networks.

5.1 Interpretation of Key Findings

The synthesis results presented in Chapter 4 provide a case for utilising dedicated hardware
acceleration for IRC in next-generation cellular networks. The key findings can be distilled
into three main areas: the high feasibility and low overhead of the implementation, the edge
of the ASIC architecture over a comparable FPGA, and the performance-efficiency trade-off
revealed by the analysis.

The first and most fundamental conclusion is the confirmation of the accelerator’s viability.
The results demonstrated that the entire IRC processing chain can be integrated into a
larger PRACH receiver prototype with a low marginal cost. The normalised area overhead
remained below 10% of the baseline PRACH prototype, even at the highest target frequency.
Similarly, the total system power increased by less than 25% relative to the baseline PRACH
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prototype. It is vital to contextualise this figure. The overhead is not on the entire baseband
SoC, but only on the PRACH block itself, representing a much smaller increase in total
chip-level power. In exchange for this manageable power increase, the system gains a
powerful interference suppression capability that directly enhances PRACH reliability.
Moreover, this 25% figure represents a worst-case, always-on power scenario; the design’s
integrated bypass logic means that average power consumption in real-world conditions
could be lower. This demonstrates that the implementation is not only feasible but also
power-efficient in terms of the performance gained per watt.

The low-cost integration is also made possible by a design philosophy that prioritises
compatibility with the existing PRACH system architecture. The IRC accelerator is
designed as a synergistic co-hardware accelerator, rather than a completely isolated
function, despite being implemented as a standalone solution for this thesis. This
compatibility is evident at multiple levels: it natively operates on the system’s existing IQFP
data format and standard bus interfaces, eliminating the need for any costly conversion
logic. Algorithmically, it acts as a pre-conditioner, whitening the interference to restore the
mathematical conditions under which the existing downstream correlator operates optimally.
Structurally, its pipelined, streaming architecture matches the data flow of the PRACH
system, preventing bottlenecks. This deep integration is highlighted by its interaction with
the existing coherent combining (CC) logic, demonstrating that the IRC accelerator was
designed to adapt to and leverage the PRACH system’s specific operational modes. This
approach significantly reduces integration effort and risk, making IRC a pragmatic upgrade
for enhancing PRACH reliability.

Secondly, the analysis provides an answer to the third research question by comparing the
pure ASIC to logic derived from a pre-existing 10nm FPGA prototype. To ensure a fair,
architectural comparison, the extracted FPGA logic was synthesised on the same 5nm node.
The results showed the pure ASIC achieved a smaller area footprint (7.79% vs 8.29%) at
the same clock frequency, validating the choice of a full-custom architecture. This area
difference, while modest, stems directly from the inherent overhead of a reconfigurable
design paradigm, which relies on general-purpose LUTs and a complex interconnect mesh
rather than optimised, direct wiring. It is vital to recognise that this was a best-case
comparison for the FPGA-derived logic. A practical FPGA on its native commercial
process node would face significant performance limitations due to routing delays and
would consume a much larger physical area, making the real-world PPA advantage of
the ASIC even more substantial than these figures suggest. This finding confirms that for
computationally intensive, well-defined baseband functions, a pure ASIC implementation is
the superior path to achieving an optimal PPA ratio.
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The third finding addresses the nuanced relationship between performance and efficiency.
The analysis revealed that maximum operational performance and maximum power
efficiency are not achieved at the same operating point. While area efficiency increased
monotonically with performance, power efficiency peaked at a low to moderate frequency
(ASIC 2) before declining. This peak occurs because, at extremely low frequencies,
static leakage power dominates the total power budget, resulting in the accelerator being
less efficient per operation. As frequency increases, the gains from rapidly increasing
dynamic-power-driven throughput initially outpace the total power cost. However, once
dynamic power becomes the dominant component, the efficiency curve flattens and then
declines as the minor, super-linear power costs associated with timing-closure logic
begin to erode the performance-to-power ratio. This insight into the design’s efficiency
characteristics is an important finding regarding the system architecture.

5.2 Practical Implications

The findings of this study have several practical implications for the wireless communications
industry, particularly in the design and deployment of 5G-Advanced and future 6G radio
access networks.

The demonstrated feasibility and benefits of the IRC hardware accelerator justify its
inclusion in the design of next-generation base stations. For network equipment vendors
and SoC designers, this work serves as a design-point analysis. The quantified area and
power metrics de-risk the inclusion of IRC in PRACH receiver chains, advocating for a
heterogeneous SoC architecture.

For network operators, the implications relate to network performance and OPEX. The
ability to reliably suppress interference on the PRACH translates directly to improved initial
access success rates, reduced latency, and higher overall cell capacity. The performance
versus efficiency trade-off identified in this thesis offers an actionable choice for deployment
strategy. The discovery of a distinct peak in power efficiency suggests the inclusion of DVFS
for utility. Base stations could operate the accelerator at its most energy-efficient point (near
the ASIC 2 frequency) during periods of lower network load, then scale up to maximum
performance only when high interference or traffic demand necessitates it. This allows for a
dynamic balance between ensuring reliable connectivity and minimising operational energy
costs.
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5.3 Limitations of the Study

While this thesis provides a detailed analysis, it is essential to acknowledge its limitations,
which in turn suggest avenues for future research.

First, the analysis is confined to a standalone accelerator block. A lack of integration into
the complete PRACH receiver SoC means that system-level effects, like bus contention or
interactions with other processing blocks, were not considered. The verification performed,
while sufficient for confirming functional correspondence with the MATLAB model, did not
extend to a comprehensive, methodology-driven verification environment like UVM, which
would be required for a production-ready design.

Second, the area and power results are based on pre-layout synthesis estimates using
statistical wire-load models. These figures represent a best-case lower bound and do not
account for the physical effects of placement and routing (P&R) within a complete SoC.
Upon integration, the final silicon area and power consumption of the IRC accelerator block
itself are expected to increase for several reasons:

• Area increase: In an integrated SoC, the P&R tool must route physical connections
from the IRC block to other system components (e.g., a DMA controller, configuration
registers or the next block in the PRACH chain). These global routes are longer
than the local interconnect estimated during standalone synthesis. To meet the timing
requirements on these long nets, the tool must insert larger and more numerous buffers
and repeaters, which directly increase the cell area. Furthermore, routing congestion in
a dense SoC can force the logic of the IRC block to be spread out, thereby increasing
its overall footprint.

• Power increase: The power consumption will increase due to both dynamic and static
effects. The longer physical interconnect wires have a higher parasitic capacitance
(C). As dynamic switching power is directly proportional to this capacitance (P ∝

C ·V 2 · f ), the power required to drive these signals across the chip will be higher than
the pre-layout estimate. Additionally, the extra buffer and repeater cells added for
timing closure will increase the overall static leakage power of the block.

Consequently, a full post-layout analysis, after physical design is complete, would be
necessary to obtain sign-off quality area and power metrics. This analysis would utilise
extracted, physically accurate parasitic data to provide a true reflection of the block’s cost
within the integrated SoC.

Third, the scope of optimisation was primarily guided by the synthesis tool. Extensive
manual micro-architectural optimisation, like fine-tuning pipeline stages or exploring



81

alternative arithmetic structures, was not performed. The study focused on a single, albeit
effective, implementation of the IRC algorithm and did not evaluate algorithmic variations
that might offer different PPA trade-offs.

5.4 Further Research

Building on the foundation established by this thesis, several avenues for further research
can be pursued to advance this work.

The most immediate step is to complete the ASIC design flow. This involves physical design
(place-and-route) followed by post-layout analysis to obtain sign-off quality metrics for
timing, area, and power. For power analysis, this would include using a tool like Synopsys
PrimePower with realistic signal vectors to achieve the highest accuracy and to analyse the
adaptive bypass capability that is already included in the design. The current study focused
on a worst-case, always-on power analysis to establish a baseline. Future work should
simulate and quantify the power savings of this adaptive mode under realistic, dynamic
network scenarios where interference levels vary over time. This would provide a more
complete picture of the accelerator’s average power consumption and its efficiency in an
operational deployment. The ultimate goal of this path would be silicon fabrication and
subsequent performance validation of the physical chip.

On the architectural front, specific micro-architectural optimisations should be explored. The
synthesis reports indicated that the critical path at higher clock rates than those reported
in the results resides within the RDD stage. Further work should focus on optimising this
block, potentially by inserting additional pipeline registers or restructuring its clock network,
to enable even higher operational frequencies if required. From a system perspective, the
full integration of the accelerator into a complete PRACH SoC is a crucial next step. This
would allow for end-to-end system-level simulation and verification. It would also enable
a more complete approach of hardware-software-algorithm co-design, where the algorithm,
its hardware implementation, and the controlling software are optimised together to achieve
the best overall system performance.

Finally, comparative studies involving alternative architectures and algorithms would be
highly valuable. This could include exploring different IRC algorithm variations, like
utilising the upper triangular matrix instead of the lower one. In a software or programmable
processor (ASIP) implementation, computing the upper triangular matrix U is often
preferred over the lower triangular matrix L. The reason is that standard algorithms
for U are row-wise, which is highly advantageous for performance on modern CPUs.
Programming languages like C++ store 2D arrays in row-major order, meaning elements
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of the same row are contiguous in physical memory. A row-wise algorithm accesses this
memory sequentially, creating high spatial locality. This access pattern maximises the
effectiveness of the CPU cache by increasing fast cache hits and minimising slow fetches
from main memory. Furthermore, this same data contiguity is crucial for compiler-driven
vectorisation, as it allows the compiler to easily autovectorise the computationally intensive
inner loops and map them to the processor’s SIMD units for parallel speedup.

This software-centric optimisation contrasts sharply with the fixed-function ASIC designed
in this thesis. In an ASIC, the memory architecture and data paths are custom-designed for
the algorithm. There are no inherent penalties for column-wise operations, as the on-chip
SRAM can be banked and its read ports can be configured to provide an entire column’s
data in a single clock cycle. Therefore, a compelling direction for further work would be the
design and evaluation of an ASIP for the same IRC task, but based on a row-wise algorithm
for the upper triangular matrix. This would provide a quantitative comparison between a
highly optimised, fixed-function accelerator and a more flexible, programmable solution that
is itself optimised for its underlying processor architecture.
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