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The field of human action understanding (HAU) faces the great challenge of generating

natural and semantically accurate language descriptions from 3D motion data, which is

often due to the quality limitations of existing dataset annotations and the templated na-

ture of model outputs. This thesis aims to improve the performance of motion-to-text

(M2T) models by proposing a framework that focuses on improving the quality of train-

ing data and the controllability of the language generation process. This thesis intro-

duces a Semantically-Driven and Instruction-Tuned Motion-Integrated Language Solver

(MILS++), which is based on the Multimodal Iterative LLM Solver (MILS). First, a large

language model (LLM) is used to automatically optimize the text descriptions in the Hu-

manML3D dataset to create a high-quality corpus. Then, the motion data encoded by the

motion tokenizer is combined with the optimized text into a unified token sequence. Fi-

nally, a pre-trained text-to-text Transformer (T5) model is fine-tuned on this unified data

using natural language instructions to guide the generation process. The experiments on

the HumanML3D benchmark show that the proposed MILS++ achieves consistent im-

provements over the MotionGPT baseline on a range of evaluation metrics, including R-

Precision, CIDEr, and BERTScore. The results confirm that improving the quality of text

descriptions and adopting instruction-based fine-tuning are effective and low-cost strate-

gies to improve the accuracy and naturalness of action-based language generation, and lay

a scalable foundation for future research in the field of multimodal action understanding.
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1 INTRODUCTION

1.1 Background

Human Action Understanding (HAU) [1–10] is a technique for recognizing and analyz-

ing human actions. It focuses on understanding the meaning of movements, studying how

movements change over time, and how movements are affected by the environment. This

technology has applications in many fields, such as healthcare [11, 12], affective com-

puting [13–20], and human-computer interaction [21–23]. For example, when applied to

visual surveillance [24–27], it can detect abnormal behavior. It can also help with au-

tonomous driving, analyzing how pedestrians move to avoid collisions. As technology

evolves, HAU can also help researchers gain a deeper understanding of human behavior,

advancing artificial intelligence and cognitive science.

To do this, HAU combines image analysis and machine learning methods. Traditional

methods rely heavily on video data, but this is susceptible to background interference and

computationally expensive. To address these issues, researchers have tried other forms of

data, such as skeleton, depth map, and point cloud-based representations of actions [8],

which are more structured and computationally efficient.

RGB frames-based video dataset is still the most widely used data type in action recog-

nition. Common datasets include Kinetics-700 [28] and Something-Something V2 [29].

These data not only record human actions, but also contain background information and

object interactions, providing a complete visual scene. However, these datasets also pose

a number of problems, including large data size, high storage requirements, and the fact

that they do not directly model the action, but only capture the image on a frame-by-

frame basis [30], and are subject to the interference of background and illumination. All

these lead to less accurate action recognition. Fig. 1(a) demonstrates the characteristics of

RGB frames-based video datasets, where the complete scene can be seen, but key action

features are not extracted separately [28].

To capture movement more accurately, researchers began using skeleton data [31]. It

marks key points of the human body with 2D or 3D coordinates, an approach that is

structured and informative, and also reduces background interference. Unlike ordinary

video, skeleton data is not affected by changes in viewing angle and can represent body

movements in a stable manner. Common datasets like NTU RGB+D [32], are mainly

used for gesture analysis and movement classification. However, the skeleton data also
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has limitations. It lacks contextual information, as illustrated in Fig. 1(b), the skeleton

data only provides information of body joint positions without capturing interactions with

objects, which makes it difficult to distinguish some similar actions, such as “playing

soccer” and “playing shuttlecock” [32]. In addition, obtaining high-quality skeleton data

is costly and usually requires expensive motion capture devices [33].

To find a balance between computational efficiency and semantic understanding [34], the

researchers proposed motion data. Unlike ordinary video, motion data does not record

the complete scene and does not focus only on the joints as skeleton data does, which

preserves both the temporal and dynamic changes of the action. As shown in Fig. 1(c),

motion data can present actions in a structured way while being easier to align with lin-

guistic descriptions [35]. This allows it to have wider applications in multimodal learning

and AI action understanding.

Figure 1. Visualization of Video, Skeleton, and Motion Data: (a) Example classes of video Data
in Kinetics-700 [28]; (b) Configuration of body joints of skeleton Data in NTU RGB+D [32]; (c)
Examples of motion Data in Human Motion-Language 3D Dataset (HUMANML3D) [35].

Despite research on HAU rapid development, there are still many problems with tradi-

tional methods. Early models relied heavily on hand-crafted feature extraction and tra-

ditional machine learning methods [8], where experts needed to set rules manually, such

as analyzing joint angles to study gait, or recognizing gestures by movement trajectories.

These methods perform well in controlled environments, but have poor generalization

ability in the real world, making it difficult to adapt to changes in movements with differ-

ent styles and environments. Therefore, research has gradually shifted to deep learning,

evolving from time-series modeling to multimodal approaches, and finally entering the

Transformer era [8].

In the development of deep learning, Recurrent Neural Network (RNN) [36] is gradu-

ally used to learn time series features. Long Short-Term Memory (LSTM) and Gated

Recurrent Unit (GRU) [36] have been further improved to solve the problem of vanish-
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ing gradient, so that the model can handle longer sequences and improve the accuracy of

short-term prediction. However, they are still difficult to model long sequence dependen-

cies and have limitations in capturing complex action semantics.

The emergence of Transformer [37] changes this situation. It introduces a self-attention

mechanism that can efficiently handle long sequence data. For example, Vision Trans-

former (ViT) is used for visual feature extraction [38]. Models like TimeSformer [39] and

Video Swin Transformer [40] are able to learn global temporal dependencies and perform

more robustly in long sequences and occlusion cases.

Meanwhile, Contrastive Language-Image Pretraining (CLIP) [41] introduced language-

based action recognition. It aligns textual descriptions with visual data, which makes

zero-sample learning possible and improves the model’s understanding of the action con-

text.

On this basis, Large Language Model (LLM) [42] brings a new change, which further im-

proves the multimodal alignment capability. Unlike traditional models that focus only on

action features, LLM can combine textual, visual and action information simultaneously.

For example, LLM such as GPT-4 [43] and LLaMA [44] rely on the Transformer struc-

ture to efficiently capture long-distance dependencies and contextual information. When

combined with vision models, LLMs leverage large-scale pre-training to integrate both

verbal and visual information to distinguish similar actions, such as “kicking a soccer

ball” and “kicking a shuttlecock”, to improve the recognition accuracy [45].

Although LLM + multimodality brings a lot of possibilities, there are still challenges.

transformers are computationally intensive and not easy to process in real time [46]. In

addition, to make motion, speech, and visual data seamlessly integrated is still a difficulty

in cross-modal alignment research.

1.2 Objectives and delimitations

The objectives of this research are as follows:

1. Familiarizing with existing state-of-the-art models for human motion understanding

and multimodal learning.

2. Constructing a dataset tailored specifically for human action understanding tasks.
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3. Developing and implementing a multimodal large language model capable of hu-

man motion recognition and analysis.

This research focuses on advancing the integration of human motion and language but

sets clear boundaries to define its scope:

1. This research focuses on human motion understanding using multimodal learning

and does not address other applications such as medical rehabilitation or biome-

chanics analysis.

2. The study relies on existing motion datasets and does not involve the collection of

new motion capture data.

3. The scope of large language models is limited to selected architectures.

4. Computational efficiency and real-time performance optimization are not the pri-

mary concerns of this research.

1.3 Structure of the thesis

This thesis focuses on the “motion to text” (M2T) task in human motion understand-

ing, aiming to improve the model’s ability to generate natural and semantically accurate

language descriptions. Chapter 1 explains the research background, objectives and scope.

Chapter 2 reviews the relevant work in the field of human motion understanding, covering

the characteristics of motion data, the development of traditional and deep learning mod-

els, and the latest progress of multimodal large language models. Chapter 3 introduces the

core method of this study MILS++ in detail, including its framework overview, text de-

scription optimization strategy (MILS (D) and MILS (T)), unified token expression and

instruction fine-tuning mechanism. Chapter 4 presents the experimental part, detailing

the datasets used, evaluation criteria and various experimental results. Finally, Chapter 5

discusses existing research and looks forward to future work. Chapter 6 summarizes the

main contributions and conclusions of this thesis.
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2 HUMAN ACTION UNDERSTANDING

2.1 Motion Data Description

In the field of motion-based action recognition, the main datasets include the following:

Human Motion-Language 3D Dataset (HUMANML3D) [35] and Archive of Motion Cap-

ture as Surface Shapes (AMASS) [34]. These datasets are important for the modeling of

movement and language, and can enhance movement modeling, improve semantic align-

ment, and increase the diversity of the data, making up for the shortcomings of earlier

approaches.

This research focuses on motion data, which is a type of structured data used to describe

human movement. It is numerically represents spatial and temporal dynamic informa-

tion such as joint coordinates, skeletal movement trajectories, and body movement pat-

terns [47]. These data are usually derived from motion capture systems, depth sensors,

or video-based keypoint detection algorithms, providing quantitative information about

human movement. Using these data, the details and semantics of the movements can

be better understood, helping to improve the understanding of complex scenes and also

improving multimodal learning.

Skinned Multi-Person Linear Model (SMPL) [48] is a parametric 3D human body model

used for motion representation. It provides a standardized way to describe human shape

and movement and serves as the foundation for various motion capture datasets. It uses a

complete body mesh rather than relying only on skeletal keypoints. This model is com-

monly applied to motion capture (Motion Capture (MOCAP)) data, where human move-

ments are recorded using multi-camera and depth sensor setups. The captured motion

is processed through non-rigid mesh fitting, ensuring that the 3D representation aligns

closely with real human body structures and movement accuracy.

The SMPL model represents human motion using two main parameter sets: shape pa-

rameters, which define the individual’s body shape and physical characteristics, and pose

parameters, which describe the rotation and spatial position of the joints. It uses the

Linear Blend Skinning (LBS) [49] method to smoothly deform the mesh to follow the

movement of the skeleton, thus generating natural animations for a wide range of actions,

including simple gestures and complex movements. As shown in Fig. 2, this model pro-

vides a complete process for transforming raw motion capture data into parametric 3D

representations [48].
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Figure 2. SMPL provides a realistic 3D representation of human shape and pose, with rendering
engine compatibility, animator-friendly controls, and is ready for research use [48].

AMASS [34] is a huge 3D human motion dataset. It integrates 18 separate motion capture

datasets such as KIT Motion-Language Dataset [50], and MPIPose Limits [51]. AMASS

unifies data from these disparate sources into a standardized, large-scale human motion

library that covers a wide range of motions, from everyday activities to high-intensity

sports.

To make this data compatible, AMASS takes a unified approach to movement data [34].

It converts raw movement sequences into SMPL pose and shape parameters [52]. This

reduces differences between datasets, such as differences in skeletal structure, sampling

frequency and movement format. Unlike traditional motion capture data, AMASS does

not just store joint trajectories, but provides a compact but expressive way to preserve

overall motion patterns and detailed movements.

The AMASS dataset contains over 40 hours of motion data covering more than 11,000

motion sequences [34]. These include basic walking and running, interactive behaviors

such as shaking hands and grasping objects, and high-intensity movements such as gym-

nastics, martial arts, and dance. AMASS is recorded in a high temporal resolution, mak-

ing it ideally suited for research on prolonged action modeling, action prediction, and the

application of reinforcement learning to the field of artificial intelligence.

As shown in Fig. 3, AMASS converts movement data from different datasets into a uni-

fied SMPL format, ensuring data consistency while preserving movement details [34].

It provides a large amount of standardized action data, but it focuses mainly on human

movement itself and does not consider how to correspond to natural language. To remedy

this, HUMANML3D [35] adds linguistic descriptions to AMASS, allowing the data to

contain both actions and text, which enables a better understanding of human behavior in

subsequent model training.
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Figure 3. AMASS is a large-scale motion database created by unifying various motion capture
datasets under a single parametric framework [34].

HUMANML3D [35] collects more than 1500 high-quality action sequences, each with a

detailed natural language description. This makes it a great resource for Text-to-Motion

(T2M) and Motion-to-Text (M2T) tasks. Unlike pure motion data, HUMANML3D not

only synchronizes time, but also establishes a correspondence between actions and lan-

guage, allowing the model to better learn the connection between actions and descrip-

tions. Fig. 4 shows some examples of HUMANML3D, which shows the correspondence

between actions and text [35]. Each line represents a different action, such as a simple

wave or handshake, or a more complex combination of actions, such as a jump followed

by a lunge. This approach allows the model to understand the meaning of human actions

in different contexts.

Figure 4. HUMANML3D is a 3D human motion-language dataset that originates from a combi-
nation of the HumanAct12 and AMASS datasets [35].
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This dataset is based on the large-scale MOCAP data from AMASS, and references the

semantic tags of HumanAct12 [53], which ensures the diversity of actions while enriching

the linguistic descriptions. Each action sequence contains joint movement trajectories,

both general movements (e.g. walking, running, jumping) and detailed movements (e.g.

waving, shaking hands, lunging forward) [35]. The corresponding textual description not

only describes the basic action (e.g. “wave your left hand”), but also includes contextual

information (e.g. “wave to someone with your left hand”).

2.2 Traditional and Deep Learning-based Models

Traditional action modeling methods used to rely heavily on hand-designed algorithms

and traditional machine learning techniques to extract useful features from visual data [8].

These methods understand human actions by focusing on specific visual or spatial features

and do not require large-scale language models. Two of the more common methods are

pose estimation and depth detection, each of which has advantages and disadvantages.

Pose estimation focuses on recognizing key points of a person’s body, such as joints and

limbs, and mapping those points to an image or video. For example, OpenPose [54] uses

Convolutional Neural Network (CNN)s [55] to accurately detect key points of the body.

This method can convert complex movements into clear structured data, making it very

useful in areas such as sports analysis, rehabilitation therapy, and movement tracking.

However, it has limitations, such as possible recognition errors in case of occlusion, large

changes in viewpoints, or noisy data, especially in dynamic scenes or when the back-

ground is complex.

Depth detection, on the other hand, utilizes depth sensors like Microsoft Kinect [56] to

obtain 3D spatial information about a person. By analyzing depth maps, these methods

can accurately recognize people and movements even in poor lighting or with complex

backgrounds. Traditional machine learning algorithms, such as Support Vector Machine

(SVM) [57], are often used to classify and recognize these spatial patterns. Depth de-

tection has the advantage of adapting to a variety of complex environments, but it relies

more on hardware and depth sensors are more expensive, so it may not be practical in

some application scenarios.
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2.3 Large Language Models

LLM breakthroughs have brought about the rapid development of artificial intelligence.

At the heart of these models, is the Transformer-based architecture [37]. From early se-

quence models to today’s multimodal systems, advances in LLM have transformed natural

language understanding and advanced cross-modal learning [58]. This part reviews how

LLM has evolved, explore how these advances have expanded from text processing alone

to the combination of vision and language [41], and introduce new models such as Large

Language and Vision Assistant (LLaVA) [59], which have allowed linguistic reasoning

and multimodal perception to be more tightly coupled with multimodal perception.

The Transformer architecture was proposed by Vaswani et al. [37], which replaces RNN

with a self-attention mechanism. Compared with RNN, which processes sequences step

by step, Transformer can capture the global information of the whole sequence at once,

which solves the problem of gradient vanishing in long sequence training. In addition,

Transformer supports parallel computing, dramatically reducing training time and allow-

ing the model to handle larger datasets.

Based on the Transformer architecture, models such as the GPT family (e.g., GPT-4) [43]

and LLaMA [44] continue to drive advances in language modeling. These models learn

deep semantic structures from massive textual data through large-scale self-supervised

learning, and are therefore capable of generating coherent text, performing complex rea-

soning, and adapting to a variety of Natural Language Processing (NLP) tasks. Pre-

training gives the models broad generalization capabilities, while fine-tuning allows them

to focus on specific tasks such as dialogue generation, summarization, and logical reason-

ing. Among other things, GPT-4 sets a new standard in the field of natural language pro-

cessing, demonstrating a high degree of fluency and accuracy, especially in open-ended

questions and advanced reasoning [43].

As the demand for multimodal learning increases, research has gradually shifted from

single language modeling to the combination of language and vision [58]. The emergence

of visual-linguistic models, such as LLaVA [59], represents an important breakthrough in

this field. Unlike traditional LLM that only process text, LLaVA can understand visual

information, allowing for richer input to the model. As shown in Fig. 5, the architecture

of LLaVA consists of a visual coder, a projection layer, and a language model [59]. The

visual coder extracts image features and maps them to the space of the language model

through the projection layer. Combined with textual instructions, the language model

generates appropriate responses, enabling it to perform tasks such as image-generated
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text and visual question and answer.

Figure 5. LLaVA network architecture [59].

A key part of multimodal alignment is instruction fine-tuning, which further enhances the

model’s ability to handle multimodal tasks [59]. During the training process of LLaVA,

the researchers used multimodal datasets generated by GPT-4. These datasets contain

pictures, corresponding text descriptions, and task-specific instructions. With this fine-

tuning, the model can better understand the relationship between visual and verbal infor-

mation and improve its adaptability to different tasks.

2.4 Motion-based Language Models to Multimodal

Since action sequences are high dimensional and change rapidly. There are many difficul-

ties in adding motion data to LLM. Recently, some new methods, such as MotionGPT [60]

and Motion LLM [61] [62], which address these issues through new techniques such as

better action representation, semantic matching and cross-modal reasoning.

MotionGPT [60] makes a major breakthrough in action and language modeling. It pro-

poses a unified framework to combine 3D action data and language. Fig. 6 shows the

flow of this model [60]. First, the model converts continuous 3D motion data into motion

tokens using a motion encoder. The Vector Quantized Variational Autoencoder (VQ-

VAE) [63] is used here to discretize the data while preserving key temporal variations and

spatial features. These action tokens are then mapped to a shared representation space

along with text tokens, which are uniformly processed with the Transformer. In this way,

treating actions as a foreign language [60].
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Figure 6. The framework of MotionGPT [60].

MotionGPT performs well on a variety of tasks such as T2M and M2T [60], and motion

prediction through a shared representation. For example, it takes as input the action tokens

and textual commands from the action vocabulary and sends them to the Transformer for

processing. The language encoder and decoder process this information to generate action

or output tokens. This design allows the model to generate a wide range of rich content,

while also providing flexibility in describing complex action scenarios.

MotionLLM [61] is optimized on top of MotionGPT to make motion modeling more ef-

ficient. It uses a lightweight adapter to improve computational efficiency. In Fig. 7, when

MotionLLM processes a motion sequence, it first converts the motion data into discrete

“motion tokens” through an encoder (based on VQ-VAE), which turns the motion data

into a common “vocabulary”, allowing it to work seamlessly with language models [61].

The adapter module connects the action tokens to the language model, ensuring compu-

tational efficiency while maintaining the model’s performance.

Figure 7. MotionLLM pipeline [61].
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MotionLLM employs autoregressive generation and is flexible enough to handle different

lengths of motion data. The output tokens can be decoded into textual descriptions or

reduced to actions. Like the one shown in the figure, it supports tasks such as action-

to-text and action prediction. The modular design allows it to adapt to different action

scenarios while reducing the consumption of computational resources, making it more

suitable for practical applications [61].

Another version of MotionLLM [62] is even stronger, combining video and motion data

to give the model a deeper understanding of human behavior. Fig. 8 shows its training

process, which is divided into two steps [62].

Figure 8. The framework of MotionLLM [62].

In the first step, Vision-Language Translator (V-L Translator) [41, 59] converts the video

and motion data into a linguistic format that the model can understand. The Vision En-

coder processes the video and the V-L Translator is responsible for converting this infor-

mation into a format that the LLM can accept. The model can choose whether to process

the input with a Video Encoder or a Motion Encoder, so that it can adapt to different types

of data.

In the second step, the model is fine-tuned on the MoVid dataset [59] so that it is better at

analyzing actions and temporal relationships in the video, and also at understanding inter-

actions. This process uses Low Rank AdaptationAQ (LoRA) [64] to improve efficiency

while ensuring the model’s ability to generalize across tasks. MotionLLM uses a modu-

lar design to keep the video and action data semantically consistent while also reducing

computational costs.

This model is particularly effective in dynamic scene understanding, such as analyzing

the behavioral interactions of multiple individuals, or generating meaningful motion de-
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scriptions. It combines multiple data types and uses efficient modeling methods, making

MotionLLM [62] perform well in multi-modal tasks, greatly expanding the application

scope of motion modeling.
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3 MILS++ METHODS

3.1 Framework Overview

This section introduces the Semantically-Driven and Instruction-Tuned Motion-Integrated

Language Solver (MILS++) method in detail. The idea of this method is derived from

Multimodal Iterative LLM Solver (MILS) [65], which uses the iterative reasoning abil-

ity of large language models to optimize the output of multimodal tasks. Specifically,

MILS++ adopts an iterative description optimization strategy to gradually improve the

quality and naturalness of motion description through repeated generation and evaluation.

This method focuses on a core task in motion understanding: converting human motion

sequences into natural language descriptions. This task M2T requires the model not only

to identify motion categories but also to express the entire motion process in accurate and

fluent language. Compared with traditional motion recognition, it is more complex.

Currently, there are two key problems: 1) the descriptions in the data are not rich enough,

and many sentences are too short and lack details and context; 2) The model’s understand-

ing ability is limited, and the output text is often templated, not natural enough to read,

and difficult to reflect the logical relationship between motions. In order to solve these

problems, the MILS++ framework was proposed.

The MILS++ framework is designed to generate comprehensive descriptions by incor-

porating two distinct styles derived from the approach: MILS (D) (Detail-focused) and

MILS (T) (Timeline-focused). MILS (D) focuses on enriching the expression in detail

to make the text content more specific and descriptive. On the other hand, MILS (T)

emphasizes the chronological timeline to ensure the description closely follows the order

of actions in the motion sequence. The complete MILS++ method integrates description

content in both these styles to provide a rich and temporally accurate narrative.

To achieve this framework, a unified token expression is adopted. Both motions and

texts are represented as token sequences. The model can process motion information like

processing language. This idea comes from the “motion is language” concept proposed by

MotionGPT [63]. As shown in Fig. 1(c), motion data can present motions in a structured

way while being easier to align with linguistic descriptions [35]. This allows it to have

wider applications in multimodal learning and AI motion understanding.

The complete process of the MILS++ method is shown in Fig. 9 and is divided into three
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modules: description optimization, unified token expression, and model training with

instruction tuning.

LLM Prompt:
"Rewrite the following motion description
into 3 detailed, natural-sounding
sentences."

 Raw text 
(from HumanML3D)

Motion-aware scoring

Optimized one-to-one text

LLAMA 3.1B

Unified Token Expression Instruction Tuning

"Please describe this action:"
"What happens next?"

Motion
Tokens

T5 decoder

Output: Natural language description

QA-style
prompts

"After sitting down, the person ...
the ground. "

Description Optimization

Motion Encoder
(from VQ-VAE)

Motion Tokens

Special Tokens: 
<motion>, <eom>, <text>, <eot>

Mixed Input Format:
<motion>, [motion tokens], <eom>, <text>

<Token 1>
<Token 2>
<Token 3>

Text Tokenizer
Text Tokens

<Token 1>
<Token 2>
<Token 3>

...

Motion Data Pretrained
Model

Figure 9. A three-stage pipeline for motion-to-text generation. The process involves optimizing
text descriptions (left), unifying them with tokenized motion into a single input format (center),
and instruction-tuning a pretrained model on this data to generate answers to prompts (right).

In the description optimization stage, the text description in the original data is rewritten

and screened with the help of a large language model to make it more specific and closer to

the motion itself. Each optimized description is matched with the corresponding motion

one by one, providing the model with higher quality data pairs.

The motion data are then converted into a discrete token sequence through the encoder

VQ-VAE [63]. This sequence retains the structural information of the motion, such as

time order and motion changes. During training, motion tokens are paired with the corre-

sponding text tokens. The model learns to generate a language description that matches

the motion after seeing a token sequence of a motion.

In model training, a command fine-tuning strategy is used to effectively utilize this unified

input. By adding natural language instructions to the input, for example, “Please describe

the following motion:”, This type of instruction can help the model form an output format

that is closer to human expression. This strategy also gives the model preliminary interac-

tive capabilities, allowing it to respond to more complex queries, such as answering open

questions such as “What might happen after this motion?”.

This method achieves a unified expression form. The modeling process between motion

and language is more intuitive. The improvement in text quality makes model training

more efficient. After adding instructions, the language output is also more flexible and

suitable for various tasks, such as description generation, motion prediction, and interac-
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tive question and answer.

3.2 Description Optimization

In the HumanML3D dataset [35], there are many short descriptions. Some contain only

simple words such as “walk” or “turn” and lack the expression of the details of the motion.

Such low-quality descriptions affect the learning ability of the model.

An automated process was developed to enhance the training data for the motion-to-text

task. This method is inspired by the MILS framework [65], which proposes a general,

iterative generator-scorer loop for multimodal tasks. The framework is adapted here to

refine motion descriptions, making them more accurate and faithful to the motions them-

selves. The original text is rewritten by the language model for multiple rounds, and the

better version can be retained by filtering through semantic similarity.

During this process, the original description is fed into the LLaMA-3.1-8B-Instruct [44]

model for rewriting. The generated sentences retain the original meaning while adding

more details, such as the movements of body parts, the amplitude of the movements, the

order of the process, etc. A maximum of 3 to 5 candidate texts are generated for each

description. The verb structure is retained during generation, while the other content is

enriched and adjusted as much as possible.

Each candidate sentence is then fed into the text encoder and the corresponding motion

into the motion encoder [66]. The two are mapped into the same semantic space and

scored using cosine similarity.The similarity score between the motion and the candidate

text is computed as:

Score = cos (fmotion(x), ftext(s)) , (1)

where fmotion(x) is the embedding of the motion sequence x, and ftext(s) is the embedding

of the candidate text s in the shared semantic space.

The sentence with the highest score is selected as the new description of the motion. If

all candidate sentences score below a set threshold (such as 0.75), the candidate text is

regenerated for up to 5 rounds. If it still fails to pass the screening, the original description

will be retained.

This method does not change the motion itself, but only improves the text quality. These

optimized motion-text pairs are used in the model training and instruction fine-tuning
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stages to help the model perform better when generating descriptions.

3.3 Unified Token Expression

The VQ-VAE model [63] was used to encode continuous motion data into discrete motion

tokens. The goal of this process is to represent the original motion sequence as a string of

integer numbers, which is convenient for unified modeling with the language model.

The VQ-VAE model consists of an encoder, a codebook, and a decoder. The input motion

is represented as x ∈ R
T×D, where T is the number of frames and D is the feature

dimension of each frame. Each frame can describe joint positions, directions, or other

motion features.

The encoder E(·) maps the input to a latent representation ze(x). Each latent vector is

then quantized to the nearest entry in the codebook E = {ek}
K
k=1

, forming the discrete

token representation zq(x).

To reconstruct the original motion, the decoder D(·) maps zq(x) back to a continuous

sequence x̂. The model is trained by minimizing the following loss function [63]:

L = ∥x−D(zq(x))∥
2

2
︸ ︷︷ ︸

reconstruction loss

+ ∥sg[ze(x)]− zq(x)∥
2

2
︸ ︷︷ ︸

codebook loss

+ β∥ze(x)− sg[zq(x)]∥
2

2
︸ ︷︷ ︸

commitment loss

, (2)

where sg[·] is the stop-gradient operator, used to block gradient flow through certain paths

during backpropagation. The hyperparameter β controls the strength of the commitment

loss and is typically set to 0.25.

During the training process, some additional strategies are also used to improve the re-

construction effect. These strategies include L1 smoothing loss, speed constraints, and

codebook update mechanisms (such as Exponential Moving Average (EMA)) [63].

After training, each motion can be represented as a sequence of tokens, such as:

[21, 47, 88, ... , ... , 35, 12, 6]

To maintain focus on the core motion-to-text (M2T) mapping task, the VQ-VAE tokenizer

is kept frozen throughout the training process. This approach ensures the stability of the
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motion representation and significantly reduces computational costs. These tokens retain

the main pattern of the motion and also support subsequent sequence-based modeling.

Subsequent modules can process these motion tokens together with language tokens.

In order for the model to process both motion and language, the motion token and text

token are integrated into the same vocabulary. In this way, the model can understand

and generate information of these two modalities in a unified sequence of tokens. Among

them, the text is first segmented by BPE and then converted into a string of integer tokens,

while the motion is encoded into discrete tokens through the VQ-VAE model.

For distinguishing different modalities, some special symbols are introduced, including:

<motion><eom>: indicates the start and end of the motion part;

<text><eot>: indicates the start and end of the text part.

The final input is a mixed token sequence as shown in Fig. 10 (following the Seq2Seq

structure of T5 [67]).

Motion Encoder
(from VQ-VAE)

Special Tokens 

Example input:

<motion>, [motion tokens], <eom>, <text>

<motion>, 17, 45, 23, 8, 99, <eom>, <text>, The person sits down, <eot>

Text Tokenizer
...

[motion tokens] <text tokens> <motion>, <eom>, <text>, <eot>

Figure 10. Motion tokens from a VQ-VAE encoder, text tokens, and special symbols are combined
to form the unified input sequence [63].

All tokens in this sequence (including text, motion and special symbols) come from the

same vocabulary. This vocabulary contains subwords of text, codebook numbers of mo-

tions, and various control symbols.
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The model is trained to predict the next token. The difference between modalities does

not need to be explicitly modeled. The design is simpler, the training method is more

unified, and it supports different tasks.

3.4 Instruction tuning

To help the model understand the task more clearly, an instruction-based training method

is introduced [59]. In this approach, natural language is used as a prompt, combined

with motion input, to guide the model in learning how to generate descriptions. Building

on this concept, the method proposed in this thesis implements a fine-tuning stage that

utilizes the optimized, high-quality descriptions generated in Section 3.2. These refined

descriptions serve as the target outputs for the model to learn from, enhancing its ability

to produce more detailed and naturalistic language.

This study focuses on motion-to-text, so the design of the instructions mainly serves the

task of generating motion descriptions. These instructions have a simple structure and are

phrased in natural language. For example:

• Please describe this motion in one sentence.

• Please explain what this person did.

• Please write a description for the following motion.

The input for model training consists of two parts. One part is the instruction text, and the

other part is the token sequence of the motion. The motion part is marked with special

symbols, and the input example is as follows:

["Please describe this motion in one sentence:",

"<motion>", 1, 35, 88, 14, 92, "<eom>"]

The goal of the model is to output a sentence in natural language. The output is also

represented as a sequence of tokens, for example:

["A person turned right and jumped up."]
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The model uses a single, shared vocabulary. It includes motion tokens, which is discrete

motion codes from the VQ-VAE codebook, and text tokens, which are parts of words for

instructions and descriptions. Cross-entropy loss is used for optimization during training.

The training data contains motion sequences paired with many different instructions, and

all of this data is mixed together. This helps the model maintain its generative ability

while improving its adaptability to different types of tasks.



26

4 EXPERIMENTS

4.1 Data

This study uses the HumanML3D dataset [35] for training and testing. The dataset is built

on the AMASS 3D action library [34], each sample contains an action sequence and 1 to

3 related text descriptions.

The actions are sampled at a frequency of 20 frames per second and represented by bone

coordinates. Each action contains about 60 to 120 frames, corresponding to a time length

of 3 to 5 seconds. The text is manually annotated in English with natural sentences, and

each text has an average of about 13 words.

The dataset is divided according to the official split defined in the dataset release [35].

The training set contains 14,616 actions. The validation set and test set each have about

2,000. In the dataset, each original action contains a mirror version. The mirror action

is obtained by flipping the body left and right, and the meaning of the action remains

unchanged, and the corresponding text is also consistent.

Including the mirror version, the training set contains a total of 29,232 pairs of actions and

texts. The original motion and mirrored motion are used in training, which can expand the

amount of data and improve the generalization ability of the model for symmetric motion.

All text descriptions are automatically optimized to be more accurate and semantically

clear. The description optimization method has been introduced in Section 3.2. Each

training sample contains a motion sequence and an optimized text, which is used to su-

pervise the training of the motion-to-text model.

4.2 Evaluation criteria

This study uses the evaluation method officially provided by HumanML3D [35]. The

evaluation relies on a pre-trained action-text feature space. This space consists of a frozen

action encoder and a text encoder, which is used to extract unified cross-modal features

for both modalities.

The evaluation indicators cover aspects such as text quality, action relevance, genera-
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tion diversity, and semantic matching. Linguistic quality is measured against reference

texts using BLEU, ROUGE, and BERTScore. Semantic matching and action relevance

are evaluated via retrieval accuracy, where R-Precision and Matching Score determine

if a generated text can be correctly paired with its motion among distractors. Genera-

tion variety is assessed by calculating the average dissimilarity between sentences, using

the Diversity metric for the whole dataset and Multimodality for descriptions of a single

motion.

4.2.1 Language generation indicators

These indicators are used to measure the similarity between the generated text and the

reference text. They are commonly used indicators in the field of natural language pro-

cessing, as follows:

• BLEU-n [68]:Evaluates how many n-gram segments in the generated text match

exactly with those in the reference text. It measures the precision of overlapping

n-grams as

BLEU = BP · exp

(
N∑

n=1

wn log pn

)

, (3)

where pn is the precision of n-grams, wn is the weight assigned to each n-gram

(typically uniform), and BP is the brevity penalty that penalizes overly short sen-

tences.

• ROUGE-L [69]: Measures the quality of generated text by computing the longest

common subsequence (LCS) between the candidate and reference texts, it focuses

more on recall and evaluates sentence-level matching. The ROUGE-L score is de-

fined as

ROUGE-L =
(1 + β2) · LCS

Recall + β2 · Precision
, (4)

where LCS is the length of the longest common subsequence between generated

and reference texts.

• CIDEr [70]: Gives higher weights to rare words, which can reflect the richness of

text description. It computes the cosine similarity between the TF-weighted n-gram

vectors of the candidate and the reference sentences as

CIDEr(c, r) =
1

m

m∑

i=1

g(ci) · g(ri)

∥g(ci)∥ ∥g(ri)∥
, (5)
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where g(ci) and g(ri) are the importance-weighted n-gram vectors of the i-th can-

didate and reference sentence.

• BERTScore [71]: Uses the pre-trained BERT model to extract sentence semantic

embeddings and compare them in semantic space.The score is calculated as the

F1-score based on pairwise cosine similarity between token embeddings as

BERTScore = F1(Precision,Recall), (6)

This score focuses on meaning rather than exact word matching.

These indicators are calculated by the open-source nlgmetricverse toolkit [].

4.2.2 Semantic Matching Indicator

It is used to measure whether the generated text matches the action. This part of the

evaluation is based on the feature extractor provided by HumanML3D as follows [35]:

• R-Precision (Top-1, 2, 3): Use the generated text as a query to determine whether

the corresponding action appears in the top k search results. It is calculated as

R-Precision@k =
1

N

N∑

i=1

1 [GTi ∈ Top-k(Retrieve(Ti))] , (7)

where Ti is the generated text for the i-th sample, GTi is the ground-truth motion,

and 1[·] is the indicator function returning 1 if the ground-truth is within the top-k

results.

• GT R-Precision (Top-1, 2, 3): Use the manually written text as a query to re-

trieve the corresponding action, which is used as a reference for the upper limit of

performance. It is defined as

GT R-Precision@k =
1

N

N∑

i=1

1
[
GTi ∈ Top-k(Retrieve(T ref

i ))
]
, (8)

where T ref
i is the human-written reference text for sample i, and ⊮[·] is the indicator

function.
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• MM Distance: Calculate the average distance between the action and the text em-

bedding. The smaller the distance, the better the match. It is calculated as

MMDist =
1

N

N∑

i=1

∥fm(Mi)− ft(Ti)∥2, (9)

where fm(·) and ft(·) are feature extractors for motion and text respectively.

• Matching Score: indicates the similarity between action and text in the shared

feature space. The higher the value, the more relevant it is. It is computed as

Matching Score =
1

N

N∑

i=1

fm(Mi) · ft(Ti), (10)

where fm(·) and ft(·) are embedding functions for motion and text, respectively,

the higher scores indicate stronger semantic correspondence.

All indicators are recorded during the training process to observe the performance of the

model in text generation, action alignment and diversity in real time.

4.3 Description of experiments

4.3.1 Training Settings

This experiment uses the three-stage training framework of MotionGPT [60], and the

overall process is shown in Fig. 11. The purpose is mainly to focus on the M2T task, so

there are some specific settings made for each stage.

STAGE 1: Text optimization

Before training begins, the text description corresponding to the action is optimized. This

step generates two different styles of descriptions for the original text (for example: “A

person sits down”) through the LLaMA 3.1-8B-Instruct [44] model:

MILS(D)-Detail Focus: Emphasizes the specific details of the action, such as “The person

slowly bends their knees, shifts their weight backward, and lowers themselves onto the

ground.”
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Rewrite descriptions with LLaMA 3.1
Score and select best using MotionCLIP
Generate two styles: MILS(D): Detail-focused / MILS(T): Order-focused

MILS(D) : “The person slowly bends their knees, shifts their weight
backward, and lowers themselves onto the ground.”

Raw text : A person sits down

MILS(T) : “The person first bends their knees, then lowers their body, and
finally sits on the ground.”

LLAMA 3.1B
Prompted to generate two types of descriptions

STAGE 1: Text Optimization

STAGE 2: Tokenization & Input Construction

Motion → VQ-VAE tokens / Text → BPE tokens
Merge tokens with special markers into a single sequence.

Mixed Input Format:
<motion>, 17, 45, 23, 8, 99, <eom>, <text>, The person sits down, <eot>

STAGE 3: Pretraining + Instruction Tuning

Pretrain with motion + text pairs
Fine-tune with natural prompts

QA-style prompts
"Describe this action."
"What is happening in this motion?"

Pretraining model

"Please describe this action:"+ <motion>

Output: Natural language description

"After sitting down, the person places their
hands on the ground."

Instruction Tuning

Figure 11. Overview of the experimental process.

MILS(T)-Sequence Focus: Focuses on the order in which the actions occur, such as “The

person first bends their knees, then lowers their body, and finally sits on the ground.”

To score these descriptions, both the motion and the candidate texts are first mapped into

a shared semantic space using the feature encoders provided by MotionCLIP [66]. The

best description is then selected based on the highest cosine similarity score between the

motion and text embeddings. Subsequently, the optimized text and original action data

are tokenized, and these action tokens are merged with text tokens and special markers

are added to form a single mixed input sequence. It should be noted that the first stage

of training the VQ-VAE action encoder in the MotionGPT framework was skipped and

directly used the pre-trained tokenizer model provided by motionGPT to encode the action

data.

STAGE 2: Action-language pre-training

In this stage, the model performs action-language pre-training. The goal is to let the

model learn how to generate text from action tokens. Instruction prompts are not used in

this stage. The input is a sequence of action tokens and the output is a complete sentence.

A standard sequence-to-sequence generation model is used here.

STAGE 3: Instruction fine-tuning

This is the core stage of model training. In this stage, instruction prompts was added

before the action tokens (for example: “Please describe this action.” or “What is this

action doing?”). The model needs to learn how to follow these instructions and output
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more accurate text descriptions. Each input sample contains an instruction prompt word

and an action token sequence, and the corresponding output is its text description. Finally,

the model generates natural language descriptions such as “After sitting down, the person

put his hands on the ground.” based on the instruction and action input.

Model configuration and training details

The model used in this experiment uses T5-base [67] and is implemented based on the

Huggingface Transformers framework. The same vocabulary is used for text and action

tokens. The model structure is not modified and no new branches are added.

The dataset contains 29,232 samples from the original actions and their mirrors of Hu-

manML3D [35]. Each sample contains an optimized description and the corresponding

action token. All training is done on two NVIDIA A100 GPUs.

The experiment use the AdamW optimizer with a learning rate of 1 × 10−4 and a batch

size of 32. Each training stage is set to 20 training steps, and no warmup, label smooth-

ing, or gradient clipping is used. After each training step, language generation metrics

(BLEU, ROUGE, CIDEr, BERTScore) and action-text matching metrics (R-Precision,

GT R-Precision, MM Distance, Matching Score) are recorded. The evaluation process

uses the feature evaluation tools provided by nlgmetricverse and HumanML3D.

4.3.2 Input and output format

The input required for model training includes action sequences and corresponding text

descriptions.

The original motion is a set of continuous frames, each containing the 3D coordinates of

multiple joints. By inputting the pre-trained tokenizer model, each segment of motion is

encoded into a discrete token sequence of fixed length. Each segment retains a maximum

of 64 motion tokens, and the value is a discrete index. For example:

[21, 47, 88, 35, 12, 6, ...]

These motion tokens together with the text tokens constitute the final input.

The text description has been optimized by the language model, with clearer semantics
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and more complete content. The optimized sentences are converted into a format with

annotations, for example:

A person is walking forwards.

#A/DET person/NOUN is/AUX walk/VERB forwards/ADV#0.0#0.0

This format consists of three parts, separated by the symbol #. The first part is the original

text; the second part is the part-of-speech tag, where each word is followed by a slash and

the corresponding part-of-speech tag; the third part consists of two floating-point values,

which represent the start and end frames of the action.

During the instruction fine-tuning stage, the final input format is as follows:

["Please describe this action: ", "<motion>",

21, 47, 88, ..., "<eom>", "<text>"]

["What is the overall activity? ", "<motion>",

34, 62, 74, ..., "<eom>", "<text>"]

["What is the person’s right arm doing? ", "<motion>",

16, 45, 64, ..., "<eom>", "<text>"]

The output target is the corresponding natural language description. For example:

["The person begins to walk forward,

moving with a smooth and natural pace.", "<eot>"]

["The person is performing a series of kickboxing moves.",

"<eot>"]

["The right arm is extended forward and

then forcefully pushes the ball.", "<eot>"]

All tokens come from the same vocabulary. The model uses the same encoding method

for motion and text. The input sequence is padded to make the length uniform.
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4.4 Results

Table 1 and Table 2 present the results of the motion-to-text task. In order to study the

training effect of different description methods, two styles are generated in the text opti-

mization stage. MILS (D) focuses on the detail expression to make the text content more

specific, and MILS (T) emphasizes the timeline to make the description closer to the order

of action. The complete method MILS++ includes description content in both styles.

Table 1. Comparison with MotionGPT on standard metrics.

Model R@1 R@3 MMDist ↓ BLEU@1 BLEU@4 ROUGE-L CIDEr BERT-F1

MotionGPT 0.52 0.80 2.98 41.95 4.10 27.90 3.30 0.25
MILS (D) 0.59 0.82 3.52 40.71 5.20 33.30 5.10 0.30
MILS (T) 0.58 0.84 3.19 42.15 5.12 32.23 5.12 0.32
MILS++ 0.63 0.87 3.26 43.04 5.89 35.10 5.42 0.35

Table 2. GT matching metric comparison (using manual description as query item).

Model GT R@1 GT R@3 GT MMDist ↓

MotionGPT 0.27 0.50 4.95
MILS (D) 0.50 0.76 4.09

MILS (T) 0.49 0.74 4.12
MILS++ 0.50 0.76 4.09

On R@1 and R@3, MILS (T) scores slightly higher, 0.60 and 0.84 respectively, while

MILS (D) scores 0.58 and 0.82. The difference between the two is not large and they are

at the same level overall. This shows that whether emphasizing details or time, the model

can improve some semantic matching capabilities. In terms of language metrics, such

as CIDEr and BERT-F1, MILS (T) has relatively higher values. This shows that tempo-

ral structure guidance is more helpful in improving the naturalness of text and language

coverage.

The performance of the complete method MILS++ is relatively stable, and nearly all

indicators have been slightly improved. The improvement of these scores reflects the

quality of text generation, indicating that the language is more fluent and closer to human

expression. Overall, the two strategies are complementary. After combining, the model

can understand the action more accurately and the output language is more natural.
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Compared with MotionGPT, the numerical gap of MILS++ is more obvious. Although

these improvements are not huge, it shows that in the Motion-to-Text task, MILS++ can

bring small but stable optimization in multiple dimensions. The GT Matching results are

also noteworthy. The R-Precision achieved using descriptions generated by MILS++ is

higher than that achieved using the original ground-truth descriptions, suggesting that the

optimized texts are more effective for retrieval tasks and potentially better aligned with

the motion’s core semantics.

In addition to these quantitative improvements, Fig. 12 provides a comparison, visually

demonstrating that MILS++ generates more detailed and semantically richer descriptions

than the baseline model.

MotionGPT
A person catches a ball, winds up and throws the ball then stops standing sideways.

MILS++
The person reaches forward to catch the ball, pulls their arm back while shifting their weight, then throws the ball with force 
and ends standing sideways.

Ground Truth
Person is practicing their shot put.

MotionGPT
A person is kick boxing and holding his arms in front of his chest.

MILS++
The person performs a series of kickboxing moves while keeping both arms raised in front of their chest in a guarded stance.

Ground Truth
A person seems to be hitting an object with their right foot.

Figure 12. Proposed MILS++ model generates more detailed and semantically accurate motion
descriptions than the MotionGPT baseline. The ground truth description is provided for reference.

MILS++ has improvements in various indicators compared to the baseline model. Al-

though current results have not improved significantly, the trend is consistent and the

performance is more stable. It is suitable in scenarios that require detailed expression and

interactive capabilities.
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5 DISCUSSION

5.1 Current study

The goal of the research is to improve the performance of the model in motion-to-text

tasks, so that the model can generate more natural and semantically accurate language

descriptions of actions. There are two key points in the method design: one is to optimize

the text quality to make the training corpus clearer; the other is to use instruction prompts

to make the model generation process more aware of language structure.

Based on the results of the ablation experiments, as shown in Table 1 and Table 2, that

MILS (D) and MILS (T) have different focuses on text optimization, resulting in their

respective advantages in indicator performance.

MILS (D) emphasizes the detailed expression of actions. The optimized sentences in-

clude more adjectives, adverbs, details of body parts or action methods, which are easier

to establish direct mapping relationships with motion tokens. This high overlap of vocab-

ulary is conducive to the improvement of BLEU and ROUGE-L indicators, which mainly

measure the overlap of word-level matching and n-gram structure.

In contrast, MILS (T) prioritizes the temporal order and temporal logic of actions. This

focus on sequentiality and consistency is reflected in its excellent performance on metrics

that evaluate motion text alignment and semantic coherence (e.g., MMDist and CIDEr, as

well as GT R@1 and GT R@3), indicating that it is very effective in capturing temporal

dynamics and enhancing overall narrative fluency.

The full version MILS++ performs the most stable among all indicators. Limited by the

training rounds, the improvement is not large, but there are consistent improvements in

many indicators. This shows that the strategy of combining the two description directions

is complementary, detail optimization enhances semantic signals, and time guidance im-

proves language expression.

Instruction tuning guides the model to generate more coherent and complete sentences

by adding input prompts (such as “Please describe the action”). This does not change

the core content of motion-to-text mapping, but it can improve the model’s syntactic and

expressive performance.

In the test, the model after instruction tuning generates more complete and natural de-
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scriptions. Compared with the model before tuning, it has a more obvious improvement

in language quality, which is suitable for improving language readability and expanding

interactive capabilities.

The core components of the proposed method were developed specifically for this thesis.

This includes the description optimization process, which leverages the LLaMA 3.1-8B-

Instruct model, as well as the design of instruction prompts and the reconstruction of

the unified input structure. The implementation built upon the open-source MotionGPT

framework, utilizing its pre-trained VQ-VAE tokenizer and related evaluation tools which

were adapted for the experiments. All experiments, data analysis, and visualization were

conducted independently.

In summary, the MILS method used in this study achieved steady optimization of the

motion-to-text task at a low cost, improving the accuracy and naturalness. By optimizing

the data level and adjusting the training objectives, the method is not dependent on the

change of the model structure, which enhances the transferability and practical application

value of the method. This provides a scalable starting point for further integration of

action understanding and language generation in the future.

5.2 Future work

According to the experimental results, the research still has limitations. In terms of dis-

tribution indicators such as MMDist, this method performs relatively poorly. This type

of indicator measures the overall distribution difference between the model output and

the reference description in the semantic space, while the optimized text tends to be con-

centrated in expression and has a unified style, which may lead to an increase in the

distribution distance. This suggests that although the current strategy improves the clarity

and semantic correspondence of the text, there is still room for improvement in terms of

language diversity and richness of expression.

Future research can go deeper in semantic understanding. By incorporating action script

knowledge or causal reasoning mechanisms, the model can understand the internal logic

behind complex action sequences, rather than just describing surface phenomena. This

deeper understanding would also place higher demands on the diversity and style control

capabilities of the text generation module. Introducing diversity rewards or developing

more sophisticated sentence control strategies can generate richer and more natural lan-

guage while ensuring semantic accuracy.
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This MILS++ method can also be extended to tasks such as Text-to-Motion and motion

prediction to build cross-modal capabilities. These explorations are expected to evolve

this study from a one-way description task to a more comprehensive multimodal under-

standing and generation framework, thereby enhancing its practical value and generaliza-

tion capabilities.
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6 CONCLUSION

This thesis aims to solve the problems of poor training data quality and model-generated

text templating in the “action-to-text” (M2T) task. A three-stage framework was pro-

posed and validated, centered on description optimization, unified token expression, and

instruction fine-tuning. The evaluation results on the HumanML3D dataset show that the

proposed MILS++ model outperforms the MotionGPT baseline model in both semantic

matching and language generation quality. The study thus concludes that a data-centric

approach, which adapts the MILS framework for optimization and uses instructions to

guide generation, is a low-cost yet effective strategy for improving performance without

requiring architectural modifications. This work lays a solid foundation for expanding

the framework to two-way action-language tasks and more comprehensive multimodal

understanding in the future.
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