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Both academics and practitioners have long acknowledged the significance of demand 

forecasting in manufacturing. The tools for time-series-based demand forecasting have also 

made significant advances in recent years, driven by significant improvements in machine 

learning and data mining. On the other hand, both old statistical models and new, more 

complex machine learning models require substantial amounts of historical data to capture 

demand patterns. Thus, recent advances often cannot be directly applied to new, rapidly 

growing, and opportunistic industries. 

The purpose of this research is to explore whether classifying these opportunities from the 

sales pipeline using machine learning can bring added value to the demand forecasting 

process in the electrical manufacturing industry. The research followed the design-science 

research framework, consisting of two main parts: a literature review and empirical research. 

In the literature review, academics' perspectives on demand forecasting and lead 

classification were explored. In the empirical part, the knowledge from the literature review 

and business was applied to build, test, and evaluate a framework for demand forecasting.  

As an outcome of the study, we presented a forecasting framework that enables case 

companies to classify a significant portion of their leads using machine learning and guide 

where judgmental resources should be utilized. In the research, five machine learning models 

suggested by academics were tested, achieving an accuracy of 78% without notable bias. A 

key challenge identified was the enormous inequality in opportunities, resulting in varied 

risk profiles and a lack of holistic data, particularly behavioral interaction data. 
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Kysynnänennustamisen merkitys valmistavalle teollisuudelle on jo pitkään tunnistettu sekä 

tutkijoiden että ammatinharjoittajien keskuudessa. Aikasarjapohjaisen kysynnän 

ennustamisen työkalut ovat myös ottaneet valtavia harppauksia viime vuosina 

koneoppimisen ja tiedon louhinnan kehittyessä. Toisaalta sekä vanhat tilastolliset mallit että 

uudet monimutkaisemmat koneoppimismallit vaativat huomattavan määrän historia dataa 

kysynnän rakenteen oppimiseen. Näin ollen alan viimeaikaisimpia edistysaskeleita ei voida 

soveltaa toimialoilla, jotka ovat uusia, nopeasti kasvavia ja luonteeltaan opportunistia. 

Tämän tutkimuksen tarkoituksena on selvittää, voisiko uusien mahdollisuuksien luokittelu 

myyntiputkesta koneoppimiseen pohjautuvilla malleilla tuoda lisäarvoa sähköteollisuuden 

kysynnänennustamiseen. Tutkimus seurasi suunnittelutieteen menetelmiä jakautuen 

kirjallisuuskatsaukseen ja empiiriseen osaan. Kirjallisuuskatsauksessa selvitettiin, miten 

kysynnänennustamista ja mahdollisuuksien arviointia on lähestytty tieteellisessä 

kontekstissa. Empiirisessä osassa sovellettiin kirjallisuuskatsauksesta ja liiketoiminnasta 

saatua tietoa yhdessä ennustusmallin kehityksessä ja arvioinnissa. 

Lopputuloksena esiteltiin ennustamisviitekehys, jonka avulla case-yritys voi luokitella 

suurimman osan liideistään koneoppimismallin avulla ja kohdistaa inhimilliset resurssit 

mahdollisimman tehokkaasti. Yhteensä viittä eri kirjallisuuden ehdottamaa mallia testattiin, 

saavuttaen parhaimmillaan 78 %:n tarkkuuden ilman merkittävää vinoutumaa. Haasteina 

tutkimuksessa tunnistettiin suuren epätasa-arvon mahdollisuuksien vaikutusten välillä, mikä 

johti mahdollisuuksien välillä vaihtelevaan riskiprofiiliin, ja dynaamisen sekä erityisesti 

asiakaskäyttäytymiseen liittyvän datan puutumisen. 
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1  Introduction 

Demand forecasting has consistently been a challenging task. Hürtgen et al. (2020) from 

McKinsey stated that it is often hard, if not impossible, to predict sudden demand surges, 

black swan events, and the length of specific events. However, when it comes to forecasting 

for the next 3 to 18 months, in general, they promise an opportunity to reduce inventories 

and obsolescence by 20 to 40 percent per product, and even a 5% increase in sales due to 

more accurately matched demand. While these claims may vary significantly based on 

business, supply chain maturity, and industry specifics, achieving better demand forecasting 

will increase the efficiency of the entire supply chain and yield tangible results. Artificial 

intelligence (AI) and machine learning (ML) have rapidly gained attention in various 

domains, including demand planning and forecasting. Advances in these technologies are a 

key reason for the improved forecasting performance observed (Aamer et al. 2020; Douaioui 

et al. 2024). On the other hand, in some cases, essential high-quality data may be unavailable 

for these tools due to low efforts towards digitalization, novelty of circumstances, or a 

combination of the two. This challenge is particularly true in opportunity-based businesses, 

where large opportunities can drastically alter the business and significantly impact the 

demand curve. These opportunities create a novelty aspect, where no two opportunities are 

identical, and individual evaluation might be needed. On the other hand, these opportunities 

have a significant impact and often introduce higher levels of emotions and biases from the 

people involved, disturbing the decision-making process (Xu et al. 2022). Finding the 

balance between machine learning and judgment is a challenging task, but one that is 

necessary if we want to improve demand forecasting in this specific environment. 

 

1.1  Background and Purpose of the Study 

Our case company operates in the electrical manufacturing industry, and its demand is a 

combination of previously won contracts and new opportunities that it secures. Demand 

forecasting has been especially challenging during the ongoing global market slowdown, 

prompting initiatives to improve its performance. In this thesis, we focus especially on 
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evaluating the new sales opportunities from the sales pipeline, as they are considered a clear 

area of weakness in forecasting due to the lack of a systematic and researched approach. 

Furthermore, the case company wants to explore quantitative methods with the forecasting 

process to assess their potential value in their environment. Previously, the company 

experimented with more traditional time-series-based statistical methods but found them 

unable to achieve the desired performance levels.  

 

1.2  Research Objectives and Limitations 

On a higher level, this thesis aims to create an artifact for the case company to improve 

demand forecasting and generate insights on how to approach their demand planning. More 

precisely, the objective is to evaluate whether machine learning prediction models, along 

with human judgment, can enhance demand forecasting performance for the case company. 

Setting good and robust research questions that support the research process and guide it is 

essential (Doody & Bailey 2016). In our case, we employed a combination of qualitative and 

quantitative research methods. More quantitative measures are adopted when answering the 

questions, where proper, e.g., performance metrics of the machine learning models. In other 

areas where quantitative data are lacking, we employ qualitative evaluation methods, and 

the research questions themselves are also qualitative. The research and sub-research 

questions of this thesis are listed below: 

RQ1 

How could the case company effectively predict their lead conversion and measure how 

this prediction accuracy affects the forecasted demand levels? 

RSQ1 

What is the performance of machine learning models in lead classification, and how does 

this compare to traditional, judgment-based methods? 
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RSQ2 

Under what general conditions would our framework be beneficial for demand forecasting 

compared to traditional or advanced time-series-based forecasting? 

 

The scope of this thesis must be set to support answering the research questions and to 

maintain focus for precise and consistent results. Thus, this thesis will not cover how the 

proposed methods and framework could be implemented in practice at the case company. 

Still, we aim to evaluate how they would ideally function if implemented. We are limited to 

a qualitative and speculative evaluation of the framework, as no alternative evaluation 

methods were feasible 

1.3  Research Methodology and Design Approach 

This thesis employs a mixed-methods approach, integrating both quantitative and qualitative 

elements into the research. The research begins with a literature review to establish a strong 

and balanced theoretical foundation for the problem at hand, and the second part consists of 

empirical research based on the Information Systems Research Framework (ISRF), 

illustrated in Figure 1. The ISRF guides us to consider and integrate knowledge from 

academic publications with domain knowledge from our case company. This approach 

enables the creation of a framework artifact tailored to the use case, well-justified based on 

all available knowledge. More specifically, the research aligns with design science research 

(DSR), where the objective is to create artifacts and evaluate them (Vom Brocke et al. 2020). 

This research aims to develop a framework for evaluating business opportunities and their 

impact on future demand levels. Our approach to empirical research and how DSR was 

utilized during the empirical part of this research is outlined at the start of Chapter 4. 
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Figure 1. Information systems research framework (Adopted from Hevner et al. 2004) 

 

In this thesis, various technical tools were employed to develop the artifact, conduct analysis, 

and support the research process. Software such as Python, along with Jupyter notebooks, 

was used for modelling and data handling. Python libraries such as Pandas, scikit-learn, 

Matplotlib, and Seaborn were utilized for processing and modeling data, as well as creating 

visualizations. Large language models, such as OpenAI’s ChatGPT-4, were also utilized to 

support literature searches, clarify technical concepts, assist in code development, and refine 

language in the thesis, according to the guidelines of LUT University (LUT 2023).  

 

A literature review is essential for establishing a sound theoretical foundation for the 

research. Knopf (2006) listed the following benefits of literature review: 
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• It can familiarize you with the general landscape of academic literature related to 

your topic. 

• It prevents you from researching something that is already known or done. 

• It can help to innovate ideas and approaches. 

• It can help you to understand the current flaws of existing research. 

• It can help you generate larger context, helping to highlight your new conclusions. 

 

Many of these benefits are crucial for addressing our research questions and achieving our 

research objectives. We must explore multiple scientific areas to reason and justify our 

solution holistically by considering several viewpoints. We require a general understanding 

of demand forecasting trends and processes to assess how sales opportunities influence 

demand levels and justify why opportunity-based demand differs from conventional demand 

forecasting methods. Additionally, we focus on the latest scientific research on lead scoring 

and classification methods, as well as their potential benefits for addressing this problem. 

Finally, we must identify suitable machine learning methods for our use case and determine 

effective ways to evaluate the results.  

 

Our literature review more closely resembles a narrative literature review than a systematic 

review. Narrative reviews are typically more qualitative and broader than systematic 

reviews, but as a drawback, they have a larger risk of introducing and being affected by 

biases (Rother 2007). We argue that this approach better suits the exploratory nature of 

developing a tailored forecasting framework for the case company, especially when there 

are no undisputed and clear ready-made solutions, and the level of novelty is high. To 

mitigate the risk of bias, certain aspects of the systematic review were incorporated by 

establishing a general framework for the review. This was achieved by defining guidelines 

for performing the narrative literature review. We chose to favor more recent and highly 

cited literature over older and less cited sources where possible. The recency aspect is 

justified by the assumption that recent publications incorporate relevant findings from older 

work. Therefore, recent literature is assumed to reflect the current state of knowledge more 

accurately, though this may not always be the case. Citation counts are one metric for 
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assessing the scientific consensus, and without further justification, we should prefer 

publications with higher citation counts. One reason to prefer less-cited publications is to 

highlight counterarguments towards the current consensus and consider different 

perspectives and opinions. When these two aspects are not aligned, more recent publications 

are preferred on the assumption that they may reflect changes in the current consensus. When 

focusing on more specialized questions, available research may be limited, reducing the 

reliability of citation-based metrics. To add transparency to the thesis, the number of 

references by year is shown in Figure 2, reflecting an emphasis on recent literature.  

 

 

Figure 2. References per year 

 

1.4  Research Structure  

The structure of this thesis can be found below in Table 1, where the structure of the research 

is illustrated in input-output format. The thesis consists of five main chapters, each built 

upon the previous chapters. The introduction aims to frame the research setting and establish 

objectives that align with both the case company’s goals and the scientific research gaps. 

The next two chapters include the literature review, both focusing on different areas of the 

problem. The first of the two familiarizes us with the basic concepts and trends of demand 

forecasting, while also discussing how the methods found in the literature can be applied to 
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the context of our case company. The second chapter of the literature review dives into lead 

scoring and classification methods, creating a holistic picture of the new and old and the 

strengths and weaknesses of different methods. In the fourth chapter, we conduct the 

empirical part of this research by developing and evaluating the created artifact. Finally, in 

the fifth chapter, we present our key findings and conclusions, discussing how well we 

achieved our research objectives. 

 

Table 1. Research structure in input-output table 

Input Chapter Output 

High-level objective from the 

case company is to improve their 

demand forecasting, and an 

initial understanding of the 

business 

1. Introduction Research background, objective, 

questions, scope, and basic 

structure 

Academic literature on 

qualitative and quantitative 

demand forecasting and 

evaluation metrics 

2. Demand Forecasting Familiarization with the key 

aspects and techniques used in 

academics. Understanding of 

their weaknesses and strengths in 

the research context 

Academic literature about lead 

scoring and classification 

methods 

3. Lead Scoring Methods Understanding of the use cases 

and benefits of lead classification 

methods in the research context 

The theoretical foundation 

created from previous chapters 

and domain knowledge from 

interviews 

4. Improving Demand 

Forecasting with Lead 

Classification 

Research artifact that satisfies the 

needs of the case company and 

could improve the demand 

forecasting of opportunities 

Findings of the literature review 

and DSR 

5. Discussion and 

Conclusions 

Answers to research questions 

and further research ideas 
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2  Demand forecasting 

The goal of the demand forecast is to estimate future demand and better align resources with 

requirements, thereby reducing inventories and waste while making the company’s 

processes and the associated supply chain more efficient. (Seyedan& Mafakheri 2020) Idea 

seems straightforward and you would think that many companies have achieved good 

forecasting accuracies, but Chase (2016 pp. 22-24) but Chase (2016, pp. 22–24) argues that 

demand forecasting is one of the greatest challenges companies face regarding supply chain 

efficiency. He states that companies have tried to improve their forecasting processes, but 

have neglected other aspects of forecasting, including data quality, personnel, analytics, and 

technology. By pouring resources into improving forecasting but focusing on the wrong 

elements, skepticism toward demand forecasting has increased, and the opportunity to 

achieve satisfactory accuracy levels has decreased. He also states that the accuracy level at 

the aggregated level across industries would be between 50% and 65%, and half of that 

without the aggregation of products, which can be considered too low to achieve satisfactory 

results in aligning resources and requirements. The numbers provided by Chase should be 

taken with a grain of salt, as the literature suggests that the actual numbers could be more 

accurate, particularly when manufacturing fast-moving consumer goods (Davydenko & 

Fildes 2013). When considering more recent literature, it has been demonstrated that 

achieving over 90% accuracy is feasible in certain cases, particularly when utilizing machine 

learning (Dalimunthe 2023). With demand forecasting, it is essential to note that accuracy 

metrics are not absolute, and the cost of error may not be linear, nor will it be the same for 

different businesses. The main argument that can be drawn from the literature is that, in 

many cases, demand forecasting accuracy falls short of the desired level. 

 

Our approach to demand forecasting differs a lot from the norm in academic literature, due 

to the case company’s business environment. Literature typically discusses demand 

forecasting in mature industries with sufficient data and relatively stable consumption, where 

volatility is often caused by factors such as promotions (Abolghasemi et al. 2020). In these 

cases, historical demand may offer information needed to forecast the future; however, when 

demand is driven by varying lead sizes, historical demand may not be a reliable indicator for 
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the future, especially with limited historical data. On the other hand, we must consider the 

well-researched ways to forecast demand to understand the process in general and its pitfalls. 

 

2.1  Demand Planning Process 

In the context of the manufacturing industry, demand planning and demand forecasting are 

typically integrated into the Sales and Operations Planning (S&OP) process, which seeks to 

balance customer demand with the company's and supply chain's supply capabilities 

(Tuomikangas & Kaipia 2014). S&OP has gained popularity over the older, more siloed 

approach to planning, as the advantages of cross-coordination have been recognized 

(Harwell 2006; Lapide 2016). A tactical level that covers medium term, or 3-18 months, and 

is performed at the product or product family level every month, is the most typical and 

usually best supports the S&OP process in the manufacturing industry. (Pereira et al. 2020) 

 

Time and product aggregation are individually selected for each business to best support 

their needs, and numerous ways have been developed to produce the best aggregation (Babai 

et al. 2022). The argument for higher levels of aggregation is to achieve higher forecast 

performance. This is especially true when considering challenging demand patterns in terms 

of forecasting, such as intermittence (Rens et al. 2020). Also, more complex businesses 

following the make-to-order (MTO) approach instead of make-to-stock (MTS) might benefit 

from a higher level of aggregation (Gansterer & Margaretha 2015). Aggregation increases 

the number of observed events that the forecasting model can utilize, thus evening out 

anomalies and making the demand statistically more robust, and creating better-performing 

forecasts. However, forecasts must also provide sufficiently detailed insights to support 

decision-making. Thus, we can argue that forecasting should occur at the highest aggregation 

level that still satisfies decision-making requirements, balancing accuracy and usability. This 

statement holds with both time and product aggregation. 
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The forecasting horizon depends on business requirements and directly affects the choice of 

method. Syntetos et al. (2016) illustrated the relationship between the forecasting horizon 

and available historical data, as shown in Figure 3. With limited historical data, statistical 

models lack sufficient patterns to produce accurate forecasts. On the other hand, as the 

forecasting horizon grows, the probability of structural changes and factors that statistical 

models cannot consider increases; thus, judgmental forecasting can be seen as more 

appropriate. Moreover, we argue that this holds even with the more recent advances in 

artificial intelligence. These advanced machine learning methods are more complex and 

prone to overfitting, resulting in weaker generalization and performance with unseen data 

when the amount of data is limited. (Cerqueira et al. 2022)  

 

 

Figure 3. Relationship of judgemental and statistical forecasting (Adopted from Syntetos et al. 2016) 
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2.2  Judgemental Demand Forecasting 

Judgmental or qualitative forecasting refers to forecasting the future based on human 

judgment rather than statistical values. In the literature, judgmental-only demand forecasting 

does not have as strong a footing as quantitative methods, but most often, judgment is mixed 

with statistics. We will cover the mixed methods in Chapter 2.3, but first, we will focus on 

judgment-only methods. Zellner et al. (2021) researched how judgmental, statistical, and a 

mix of them work in the forecasting domain and introduced some methods that can be 

applied to the judgment-only approach. These methods are listed in Figure 4. 

 

 

Figure 4. Judgemental forecasting methods (Adopted from Zellner et al. 2021) 

 

They divided the methods into two individual and group methods. The individual methods 

aim to harness the knowledge of a singular forecaster. For example, calibration and training 

methods try to mitigate cognitive biases of decision makers by offering training and 
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increasing the understanding of common pitfalls. The group methods, on the other hand, are 

based on the simple fact that when using multiple judges, we can incorporate multiple 

viewpoints. What we want to highlight is that widening the viewpoint and mitigating the 

cognitive biases are the main goals of many of the judgmental forecasting methods and 

should be kept in mind. 

 

Moreover, we should consider the most common cognitive biases and their potential effects. 

Some common biases mentioned in the forecasting context are, e.g., optimism, anchoring, 

overconfidence, and representativeness. Optimism bias occurs when individuals 

overestimate the likelihood of favorable outcomes and underestimate the likelihood of 

unfavorable ones. Anchoring bias occurs when decision-makers rely too heavily on initial 

values, skewing subsequent forecasts. Overconfidence bias, however, relates to the 

individual's ability to understand their own abilities and flaws. If individuals overestimate 

their own abilities, it can lead to stronger optimism bias and investing less time in the 

forecasting task than needed. Finally, the representative bias occurs if the new instance 

closely resembles older observations somehow, and this new instance is thought to achieve 

the same kind of outcome as the older, well-remembered observation. (Nardi et al. 2022) We 

can also note that the biases are flaws of thinking; they might be more individual-dependent, 

but could also affect a whole group. By understanding some of the biases, we can further 

justify why incorporating multiple decision makers and training them would yield better 

decisions. 

 

Another key factor is individuals’ goals and motivations, and how these influence their 

forecasts. Desirability bias refers to the tendency to favor outcomes that are more 

emotionally or strategically appealing, regardless of likelihood. In the case of demand 

forecasting, the more desirable option would most often be the one producing higher demand 

(Fildes & Goodwin 2011). Desirability bias is a form of motivated reasoning based on Krizan 

& Windschitl (2007). They also distinguish this from optimism bias, which can produce too 

optimistic predictions even without motivation behind the reasoning. We can apply the idea 

of motivated reasoning to demand forecasting and different shareholders. Most often, sales 

teams are rewarded with increased sales, but also serving the customer as well as they can is 
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their intent to future-proof the sales. Thus, their intent is to maximize sales and service the 

customer on time by having at least enough resources in the supply chain. Also, there is little 

to no cost in forecasting too large values for sales functions, other than reputation loss, and 

how the lack of reputation could affect them in the future. The supply-chain team, by 

contrast, faces both risks and benefits from forecast inaccuracies. Over-forecasting raises 

inventory and resource costs, while under-forecasting risks lower on-time delivery and sales. 

Executives’ motivations may vary based on company maturity and strategic priorities. 

Mature and slowly growing companies usually aim to optimize their costs, thus motivating 

a more balanced opinion between optimism and pessimism. On the other hand, if the 

company is rapidly growing, it might focus more on growth in numbers rather than costs. 

This could produce pressure to forecast higher numbers than reality. These examples are 

dependent on the company and goal setting, but show the common logic that different 

shareholders might have vastly different motivations behind their actions, and further 

demonstrate the need for cross-coordination between functions in the forecasting process. 

 

2.3  Quantitative Approach to Demand Forecasting 

When diving into the quantitative side of demand forecasting, a common approach in the 

literature is to divide quantitative models into two categories: traditional statistical models 

and machine learning based models. The approach that is right for the company is heavily 

dependent on the trade-off between the cost of inaccuracy and the cost of forecasting itself. 

This trade-off is illustrated well in Figure 5. 
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Figure 5. Trade-off between model complexity and accuracy (Adopted from Feizabadi 2022) 

While adopting more complex data and models to achieve better accuracy, the cost of 

forecasting itself increases. With simpler data and models, the expected accuracy is lower, 

and consequently, the cost of inaccuracy in demand forecasting is also lower. Therefore, the 

optimal solution balances the costs of forecasting with the cost of inaccuracy. (Feizabadi 

2022) These costs are case dependent, and the cost of forecasting might be lower for one 

business and higher for another. This highlights the fact that gathering data to train the most 

complex and advanced models may not be an appropriate solution in all business cases, and 

less accurate solutions can yield the best cost reductions. This also highlights the fact that if 

a company does not have access to great data, traditional and simpler methods can be 

appropriate solutions in the short term. Also, if the company has not achieved a mature state 

or expects changes in the business environment, simpler methods might be adequate for the 

current situation. 

 

Ren et al. (2020) argued that the three largest reasons for utilizing the simpler statistical 

methods are: easy operation and implementation, fast computing times, and a closed-form 

expression that helps the model to cooperate with other business operations. While utilizing 

the simplest statistical methods in demand forecasting, the clear consensus of the literature 
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supports the idea that not all statistical models are equal with all kinds of demand patterns 

(Boylan et al. 2008; Kostenko & Hyndman 2006; Syntetos et al. 2005). The simplest models 

are not able to make use of explanatory variables and rely only on the historical lagging 

values; thus, the statistical conditions should be stable and appropriate for the chosen model. 

The idea to categorize the demand patterns by the size variance and level of intermittence 

was introduced by Williams (1984), and there have been some advances in the early 2000s 

by redesigning the cut-off values for the categories by Syntetos et al. (2005).  

 

The average inter-demand interval (ADI) expresses the average time between demand 

occurrences. 

 

𝐴𝐷𝐼 =
∑ 𝑡𝑖𝑁

𝑖=1

𝑁
 

 

(1) 

Many statistical methods struggle with intermittence and thus models like Cronston have 

been developed specifically for intermittent demand forecasting and have outperformed 

other models like single exponential smoothing with this kind of intermittent demand data 

(Syntetos et al. 2005). The squared coefficient of variation (CV²) attempts to express how 

well the demand level of the current period is related to previous periods. 

 

𝐶𝑉2 =

[
 
 
 √∑ (𝜀𝑖 − 𝜀)2𝑛

1=𝑛
𝑁
𝜀

]
 
 
 
2

 
(2) 

 

𝜀 =
∑ 𝜀𝑖𝑛

𝑖=1

𝑁
 

(3) 

Where ε𝑖   is demand per period and ε  The average demand. Usually, the demand pattern 

with low variation between periods is easier to forecast than one with higher variance. (Kaya 

et al. 2020; Syntetos et al. 2005) Based on these two measures, the demand can be divided 

into four individual categories, seen in Figure 6. 
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Figure 6. Four demand categories (Adopted from Syntetos et al. 2005) 

 

Understandably, the smooth demand is the easiest to predict, because the variance in demand 

is low and there is no intermittence. Erratic and intermittent demands are already challenging 

to predict, and the performance of statistical methods is heavily dependent on how stable the 

statistical properties of the demand are. Lastly, the lumpy demand is seen as particularly 

challenging to forecast. There is a high variability between demands when they occur, but 

also periods without demand. There has been some discussion about what appropriate cut-

off values for the categories would be. Syntetos et al. (2005) argued that William’s (1984) 

values were case dependent and based on a low sub-sample and proposed new cut-off values 

of p = 1.32 and CV2 = 0.49. These values were based on changes in the performance of 

Croston’s and Syntetos & Boylan methods 

 

However, variance and intermittency are not the only patterns we can spot from historical 

demand data. Sepúlveda-Rojas et al. (2015) approached the same problem by evaluating if 

the demand has a trend, seasonality, or is statistically stationary. These elements ruled which 
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model would be appropriate to select. The models they suggested are in Figure 7. These 

categories do not exclude the use of previously mentioned categories, and there is not enough 

research on how, for example, lumpy data that still has seasonality and trend could be 

forecasted.  

 

 

Figure 7. Selecting Quantitative model (Adapted from Sepúlveda-Rojas et al. 2015) 

 

The usefulness of these categorization methods is highly case-dependent. For example, when 

considering categorization by intermittence and variance, it could be useful in guiding us to 

the right path in choosing an appropriate method or grouping the demand patterns of 

different SKUs and choosing models individually for these more homogenous SKU groups. 

Thus, it can be considered as a tool to evaluate the complexity of the demand forecasting 

task and how the problem should be approached. 

 

The idea of categorization can be developed further as Mejía & Aguilar (2024) did. They 

used clustering algorithms to group products by their time-series statistics and chose 

forecasting models individually for each group based on their performance. This novel 

categorization approach lacks extensive research support, but logically, it uses the same 

elements as the two categorizations presented earlier. On the other hand, we can spot a great 

weakness in this approach. The influence of statistical features on forecasting performance 

cannot be reliably assessed prior to actual model evaluation. Thus, the clustering might 

outweigh less informative and performance-impacting features in the clustering phase, 

creating clusters where the attributes that matter for time-series modeling are not as 

homogeneous as we would want. This approach also depends on qualitative feature selection 
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and may not yield optimal results. However, these weaknesses can be mitigated through 

sound judgment and professional expertise. 

 

Moreover, we want to understand what kind of quantitative models are commonly used in 

the manufacturing context and how they compare. Fatima et al. (2024) researched which 

forecasting models are used, especially in the manufacturing industry context. In their 

findings, they listed various forecast models and their advantages and disadvantages. These 

findings are presented in Table 2. 

 

Table 2. Advantages and disadvantages of various forecasting models (Adopted from Fatima et al. 2024) 

Type Model Advantages Disadvantages 

Statistical ARIMA • Handles linear relationships. 

• Can model stationary time series. 

• Required stationery data. 

• Struggles with non-linearity. 

Regression 

Models 

• Interpretable. 

• Can manage multiple predictors. 

• Assumes linear relationship. 

• Sensitive to outliers. 

Mean 

Absolute 

• Simple to compute. 

• Provides a baseline measure. 

• Does not capture complex 

patterns. 

Machine 

Learning 

ANN • Can model complex non-linearity. 

• Flexible architecture. 

• Requires a large dataset. 

• Black box nature. 

RNN • Can capture sequences and 

patterns over time. 

• Suitable for time-series data. 

• Might struggle with long-term 

dependencies. 

LSTM • Addresses the vanishing gradient 

problem of RNNs. 

• Models long-term dependencies. 

• Computationally intensive. 

• Requires careful tuning. 

KNN • Non-parametric. 

• Simple to understand. 

• Computationally expensive. 

• Sensitive to irrelevant features. 

Prophet • Handles seasonality and holidays. 

• Robust to missing data. 

• Assumes additive model. 

• Might require domain-specific 

adjustments. 

Fuzzy Fuzzy 

Networks 

• Can handle uncertainty and 

vagueness. 

• Flexible modeling. 

• Requires expert knowledge. 

• Can be computationally 

intensive. 
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The list of Fatima et al. (2024) is not exhaustive, but it lists some of the most common 

models. We can note the common themes between the model types: Statistical models 

generally require assumptions about data structure and may struggle to capture complex, 

nonlinear patterns, but machine learning models require larger datasets, are computationally 

intensive, and are able to handle more complex patterns. This aligns well with what we 

discussed before regarding the categorization methods. We can also compare the findings of 

Fatima et al. with those of Ingle et al. (2021). Ingle et al. mentioned many of the same models 

in their research, but presented some guidance on the models' usage. They stated that 

machine learning models are better suited for daily or monthly forecasting and yearly 

forecasting; they suggested statistical models. They noted that while simpler statistical 

models may outperform machine learning in stable conditions, ML tends to excel in volatile 

environments with nonlinear or high-dimensional patterns. To better understand the special 

characteristics of distinct types of models, we will cover some of them more closely. 

 

We highlight autoregressive moving average (ARMA) models for their versatility across 

domains. As Shumway et al. (2017) stated, the differentiating aspect in the ARMA model is 

the combination of the autoregressive and moving average parts. The autoregressive part 

models the linear relationship between the historical values and is defined as: 

 

𝑌 𝑡 =  𝑐 + 𝛼1𝑦𝑡−1  +  𝛼2𝑦𝑡−2 + … + 𝛼𝑛𝑦𝑡−𝑛 +  𝜀𝑡 

 

(4) 

Moving average part is defined as: 

 

𝑌𝑡  =  𝜇 +  𝜀𝑡  +  𝜃1𝜀𝑡−1 + ···  +  𝜃𝑛𝜀𝑡−𝑛  

 

(5) 

ARMA models are commonly used in demand forecasting and have shown impressive 

performance (Fattah et al. 2018; Ghosh 2020; Ingle et al. 2021). What makes models from 

the ARMA family exceptionally versatile is that some versions can incorporate both 

seasonality and explanatory variables, such as the seasonal autoregressive integrated moving 

average with exogenous regressors (SARIMAX). These kinds of models have also been 
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successfully implemented in demand forecasting, and with proper implementation, they can 

yield strong results (Surya 2024). 

 

Exponential smoothing and the Holt-Winters model are also often mentioned in forecasting 

contexts, as did Sepúlveda-Rojas et al. (2015) and Fatima et al. (2024). The Holt-Winters 

method is even said to be one of the most widely used and successful demand forecasting 

methods, due to the satisfactory results it has achieved and its ease of implementation 

(Goodwin 2010; Kumar et al. 2024). Cristino et al. (2024) mentioned that the achievements 

of Holt-Winters can be attributed to the ability to flexibly adjust to seasonal fluctuations. Of 

course, we need to remember to take these statements with a grain of salt. Being the most 

widely used does not mean it can perform well with all kinds of data. As Ingle et al. (2021) 

mentioned, statistical methods can struggle with volatile demand and short forecasting terms. 

 

The current trend of academic literature is strongly revolving around machine learning and 

how it can be leveraged to gain better-performing demand forecasts. Douaioui et al. (2024) 

in their systematic literature review identified a clear shift towards artificial intelligence, and 

the transformational potential of AI in demand forecasting has been recognized, at least in 

terms of the number of publications. Seyedan & Mafakheri (2020) also identified this trend 

earlier. This trend could be explained by the huge publicity that machine learning and AI 

have achieved, resulting in positive outcomes. Companies are willing to invest more capital 

to use more complex methods that can provide more accurate results. Also, increasing data 

availability and the trend toward data-driven decision-making have boosted this trend 

(Seyedan & Mafakheri 2020). 

 

Machine learning methods have also shown impressive performance in more challenging 

cases. Especially when the intermittent and coefficient variance grow as with lumpy demand, 

statistical methods might no longer produce satisfactory results. There has been research to 

highlight that more advanced models like neural networks have outperformed models that 

are often utilized, especially with lumpy demand with a large margin (Mukhopadhyay et al. 

2012). Also, other kinds of statistical methods have been challenged, and machine learning 

models have displayed powerful performance overall (Kiefer et al. 2021; Spiliotis 2022). 
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Even more skeptical academic literature recognizes the potential of machine learning and 

that they can beat even the best statistical methods in some business applications due to their 

flexible nature (Makridakis & Assimakopoulos 2018). 

 

Because machine learning models utilize more features, the data becomes more diverse and 

originates from multiple sources. This increases the importance of data quality compared to 

statistical models that might only need lagging values. The concept of “Garbage in, Garbage 

out” holds true with machine learning. If the data is inaccurate, has a lot of missing values, 

does not include the whole spectrum of variables, or the data quality is unsatisfactory in 

some other way, the performance of the machine learning model will suffer. Thus, achieving 

accurate machine learning predictions depends critically on high-quality data. 

(Venkataramanan et al. 2024) The other considerable requirement is the amount of data, 

where too little data can lead to overfitting. When the model is overfitting, it is achieving 

great accuracy with the training data but lower accuracy with the unseen testing set. This is 

because the model memorizes noise from the training data rather than identifying meaningful 

patterns. The result of this is a poorly generalizing model that works in theory but not in 

practice. The topic has also been researched, and simpler statistical methods have 

outperformed more complex models when the amount of data is limited (Cerqueira et al. 

2022). Modeling involves balancing simplicity for generalization with complexity for 

capturing data patterns. (Ying 2019) 

 

Cross-learning involves training a model on multiple related time series to improve 

prediction for individual series. This approach assumes shared structure across the series. 

(Montero-Manso et al. 2020; Smyl 2020) This way, we can utilize data from multiple SKUs 

or product families to build more robust models for individual SKUs or product families, 

thereby boosting performance. Literature also states that more studies should be conducted 

to investigate when cross-learning is appropriate. Another weakness of the methods is the 

added computation cost. (Spiliotis et al. 2022) 

 

In summary, there is no single approach to demand forecasting that works for all companies. 

Characteristics that might affect the best approach are, for example: 
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• The cost of inaccuracy 

• Cost of modeling 

• Available data 

• Challenge level of the forecasting 

• Demand characteristics 

 

The demand can be characterized by several features, for example, the coefficient of 

variation in demand size, the mean demand interval, seasonality, trend, and stationarity. 

When combined with business context, these features can help guide the selection of 

forecasting models suited to specific demand environments. Statistical models are simpler 

and often use only lagging values. Simplicity is their strength and weakness. They are 

relatively easy to implement and interpret, but might not always be able to capture the more 

complex patterns. Machine learning models are more complex, often also use explanatory 

variables, and are prone to overfitting, especially when the amount of data is limited.  

 

2.4  Mix of Statistics and Judgment 

Most often, judgment and statistics are not applied alone but together. Perera et al. (2019) 

even argued that Judgment and forecasting are intertwined; even when forecasts are not 

manually adjusted, judgment influences model selection, inputs, or interpretation. But it is 

also common to use ensembled methods that combine both the quantitative forecast and 

human judgement (Arvan et al. 2019; Perera et al. 2019). Perera et al. introduced two distinct 

methods to ensemble the qualitative and quantitative methods together: concurrent 

incorporation and a posteriori incorporation, which can be seen in Figure 9.  
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Figure 8. Incorporating Qualitative Judgment into Quantitative Forecasting (Adopted from Perera et al. 2019) 

 

In concurrent incorporation, the two forecasts are individually composed, and the previously 

chosen averaging method is used. The more common a posteriori incorporation relies on a 

statistical forecast that acts as a baseline, which is adjusted based on domain knowledge if 

needed. (Perera et al. 2019) We argue that the latter method is more logical when considering 

that the main problem with quantitative models might be that they do not have or are unable 

to capture information that would be needed in forecasting. The judgmental adjustment 

allows us to add insightful information that is more qualitative and might create structural 

change to the time series. This judgmental layer can add qualitative insight not captured by 

statistical models, but it also risks introducing human bias. Arvan et al. (2019) stated that 

judgmental forecasting is best with unstable time series or when the forecasting horizon is 

on the longer side. Statistical methods are traditionally more effective with more stable time 
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series when the horizon is not too long. Notably, this finding closely aligns with the idea 

presented by Syntetos et al. (2016). By combining these two methods, we can gain an edge 

over both methods individually. They also point out that judgment is improved with 

structural changes or when contextual information is needed.  

 

The fact that the judgmental layer is prone to being affected by the biases of the individuals 

means that adjusting does not always produce the desired outcome. Petropoulos et al. (2016) 

investigated how the biases could affect forecasting accuracy when using the judgmental and 

statistical forecasting methods together. In their case, they concluded that recent and large 

down movements affect the forecasting accuracy greatly when utilizing judgment, especially 

if the forecasting process is not well thought out. They stated that in these cases, the statistical 

methods could produce more accurate forecasts compared to the hybrid approach. For 

example, with intermittent data, Syntetos et al. (2009) concluded that judgmental 

adjustments created value, especially with larger negative adjustments. They argued that 

optimism bias was a factor behind positive adjustments, making them less accurate. 

Kourentzes & Fildes (2023) reported similar findings. They found that short-term 

adjustments were often smaller and yielded zero to low values in statistical forecasting. On 

the other hand, with longer horizons of 8 to 12 months, the large and medium-sized 

adjustments created considerable value to the forecast, but overly large adjustments would 

hurt the performance. They also found that restricting small adjustments could be beneficial 

in forecasting accuracy. Wibowo (2024) employed a policy tree algorithm, a modified 

decision tree algorithm, to determine the optimal action when adjusting the forecast. Figure 

10 illustrates this policy tree. 
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Figure 9. Decision tree for adjusting statistical forecast with judgement (Adopted from Wibowo 2024) 

 

His findings were simple: if the judgmental forecast was higher than the statistics, the best 

action would be to trust the statistical forecast. If the statistical forecast is higher than the 

judgmental forecast, then the decision maker (DM) should choose either a simple average or 

rely on judgment, depending on the observed accuracy of the statistical model. This aligns 

with Kourentzes & Fildes, where positive adjustments often do not bring value; however, if 

the adjustment is overly large, it can hurt performance. The policy tree counteracts the large 

adjustments by utilizing a simple average of the two methods. Khosrowabadi et al. (2022) 

also found that positive adjustments rarely improve forecast accuracy, while negative ones 

often do. Finally, Davydenko et al. (2013) also found that judgmental adjustments created 

slightly more accurate forecasting on average on the SKU level. In their research, the 

probability of successful adjustment was 0.535 when the outcome was positive and 0.661 

when it was negative. 

 

Lastly, when considering a mix of human judgment and statistical models, trust towards the 

model and algorithm aversion must be considered. Zellner et al (2021) pointed out that 

models that are more interpretable to humans increase their trust towards the models, and 

humans are more likely to trust statistical forecasts. They even point out that when mixing 
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the methods, complex “black box” models like neural networks should not be utilized 

because they contradict the idea of interpretability. To combat this, they point out that 

humans can be trained to understand and trust the more complex models, which could enable 

the use of even the most complex models with judgment. The same kind of solutions are 

recommended by other researchers with algorithm aversion (Mahmud et al. 2022) 

 

In summary, we have found that mixing the two strategies together can result in better 

accuracy, but humans often fall into optimism or motivated reasoning. There is a clear need 

for setting policies for adjusting the forecast to constrain human biases. Also, when mixing 

the strategies, the human should be able to trust the algorithm, meaning that they should be 

able to understand the model and how well it performs and its weaknesses, to counter the 

algorithm aversion and harness both methods efficiently together. 

 

2.5  Evaluation of Demand Forecasts 

When diving further into forecasts, we must consider how the performance of the models 

can be measured and compared to each other. Understanding the metrics is essential to 

evaluating the model's performance and understanding the results. One of the most common 

metrics for evaluating the performance of forecasts is mean absolute percentage error 

(MAPE), which has the advantage of discarding the scale and being as simple as possible, 

as Svetunkov (2024) mentions. He also mentions that MAPE is scale sensitive, and higher 

values will decrease the metric, and lower values can inflate it. This means that for 

intermittent demand, the metric may indicate poor performance even when the forecast is 

reasonably accurate, and the same model can show inferior performance when seasonality 

is at its lowest and great performance when seasonality is at its highest. Svetunkov also states 

that MAPE favors under forecasting and is not symmetrical, which is not an ideal situation 

when considering demand forecast, and means that the interpretation is lacking if the scale 

can affect the outcome. To better understand the measurement, the formula is shown below 

(Jadon & Patil 2024). 
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𝑛

𝑖=1

 

 

(6) 

The disadvantages of MAPE are well recognized across academics, especially with 

forecasting intermittent demand (Kim & Kim 2016). When considering other measures, 

RMSE is often compared to mean absolute error (MAE) (Chai & Draxler 2014; Hodson 

2022). But Svetunkov points out that MAE is more appropriate when trying to forecast the 

median point and struggles especially with intermittent data, and when predicting the mean 

point, root mean squared error (RMSE) is often an appropriate choice. Below we present the 

formulas for both MAE and RMSE (Hodson 2022). 

 

𝑀𝐴𝐸 =  
∑ |𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 −  𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒|𝑛

𝑖=1

𝑛
 

 

(7) 

 

RMSE  =  √
1

𝑛
∑(𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒  −  𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒)2

𝑛
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(8) 

Mean absolute scaled error (MASE) can also be utilized. It is a metric that scales itself by 

naïve forecasting, thus you get a comparison of how well the model is performing against 

naïve forecasting (Hyndman & Koehler 2006). It is also suggested to use it with intermittent 

data. The formula highlights how the scaling operation happens. (Hyndman 2006) 

 

 MASE =  ∑(|𝑞𝑡|

𝑛

𝑡=1

) 

 

(9) 

 

𝑞𝑡 =
𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 −  𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒

1
𝑛 − 1

∑ |𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 − 𝑁𝑎𝑖𝑣𝑒 𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡|𝑛
𝑡=2

 

 

(10) 
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In the literature, multiple measures are often used to evaluate the model. However, it is also 

suggested to use multiple measures as process indicators. (Tadayonrad & Ndiaye 2020) Most 

of the different metrics mentioned have clear advantages; MAE is great for representing 

forecasting accuracy to someone who might work with the products but is not proficient in 

forecasting and metrics, because the error is not scaled. RMSE outweighs the larger errors 

in the forecasting that would have a greater impact, and MASE is well-suited for comparison 

between different models and even datasets. On the other hand, all these metrics evaluate 

accuracy but neglect bias. Especially when utilizing judgment in the forecasting process, it 

is beneficial to understand the bias that old decisions have produced. Jadon et al. (2024) 

suggest Mean Bias Error (MBE) for cases when it is needed to understand if the model has 

bias and if the bias is negative or positive. The formula of the MBE is almost identical to 

that of MAE. 

𝑀𝐵𝐸 =  
∑ (𝐴𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 −  𝐹𝑜𝑟𝑒𝑐𝑎𝑠𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒)𝑛

𝑖=1

𝑛
 

 

(11) 

Together, the accuracy and bias measures give a holistic picture of the forecasting ability, 

but also help to recognize the sources of error and improve the demand forecasting model. 

To create a summary of the metrics introduced, we created Table 3. Moreover, we underlined 

metrics that we found to be useful in the context of demand forecasting. MAPE was the only 

metric poorly suited to this context due to several limitations in demand forecasting and no 

clear benefits when compared to others. 

 

Table 3. Summary of the time-series metrics 

Metric Advantages and Disadvantages 
MAE • Easy to interpret 

• Scale dependent 

• Equal error weights 

• Cannot handle intermittence 

MAPE • Cannot handle intermittence 

• Scale sensitive 

RMSE • Scale-dependent 

• Highlights large errors 

MASE • Scale independent 

• Handles intermittence well 

• Allows comparison of different series 

MBE • Measures the overall forecasting bias 

• Scale dependent 



38 

 

 

 

3  Lead Scoring and Classification Methods 

The age of digital transformation has transformed the sales operations of most companies. 

Customer relationship management (CRM) is more essential than ever. The strong need to 

store and manage data that is related to customers is often resolved by CRM systems. The 

CRM systems can improve business relationships, customer satisfaction, sales growth, and 

retention rates. (Nwabekee et al. 2024) CRM systems offer a more data-driven approach to 

sales operations and unlock analytical capabilities that companies could not achieve before 

the digital age. Data from the CRM system can be used to address problems such as customer 

segmentation, direct marketing, customer lifetime value, and churn prediction (Gončarovs 

2017). Potla & Pottla (2024) noted how the future of artificial intelligence is also tied to the 

future of CRM systems, and artificial intelligence has the potential to radically change CRM 

systems. They argued that artificial intelligence could unlock hyper-personalization towards 

customers, improve predictive analytics, and be key in automating sales processes that could 

not be automated beforehand.  

 

Especially related to our case, CRM systems can be a great source of information when 

trying to predict future demand (Gupta & Agarwal 2024; Venkataramanan et al. 2024; Zohdi 

et al. 2022). They can help to give a wider and more in-depth picture of the customers and 

interactions with them, and together with ERP data, they create a holistic view of customers 

and their behavior and buying patterns (Gupta & Agarwal 2024). Goel et al. (2023) studied 

how Salesforce, one of the leading CRM systems, is used together with machine learning 

and artificial intelligence by professionals. Their findings supported the idea that artificial 

intelligence and machine learning, combined with CRM data, are seen as an opportunity. 

For example, 75% of users in the study had used them together for predictive analytics, and 

68% for lead scoring. These two use cases were also seen as effective, as professionals rated 

their effectiveness above 4.1 out of 5. Additionally, 70% of respondents supported the 

statement that integrating artificial intelligence and machine learning in Salesforce can 

enhance sales forecasting. These findings would strongly support our research and that 

utilizing CRM with machine learning could enhance demand forecasting. Since CRM 

systems include data that arguably has a predictive nature in the sales process, we see that it 
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has great potential for demand forecasting purposes. In the next chapters, we will discuss 

how leads have been evaluated in academic literature and how machine learning can be part 

of this process.  

 

3.1  Lead Scoring 

The sales pipeline is the structured process of how leads mature into a paying customer. It 

offers the ability to foster leads with appropriate engagement and action. Leads refer to new 

prospects or existing customers that have given a signal of interest, either intentionally or 

unintentionally (Wu et al. 2024b). Companies can gather leads in several ways, and the 

quality of these leads can vary significantly. In some contexts, the number of leads can be 

large compared to their quality and the resources available to process them. In the sales 

pipeline, leads that show sufficient potential become classified as opportunities. 

Opportunities are leads that the sales team has an ongoing open process for (Eitle & Buxman 

2019). Ultimately, the opportunities could translate into actual sales deals. To illustrate this 

process, see Figure 11.  

 

 

Figure 10. Sales pipeline and conversion types (Adopted from Eitle & Buxman 2019) 
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From Figure 11, we can also see the different conversion types. If our goal is to estimate the 

number of deals, as in this case, we can choose between lead-to-sales and opportunity-to-

sales deal conversions. By considering lead cases from the start of the pipeline, we will most 

often lose some accuracy but achieve a longer time horizon. With opportunities, we may 

already understand how the negotiations are progressing, but the time period before a 

possible conversion is much shorter. Below, we will focus on lead-to-sales deal conversion 

because the process of understanding and evaluating leads and opportunities is the same, but 

academic research most often focuses on lead-to-sales deal conversion. 

 

If the number of leads is too large or the quality of some leads is low, the process of lead 

scoring can be utilized to prioritize leads. Lead scoring is the process of evaluating leads 

using descriptive data and interactions to rank them against each other (Nygård & Mezei 

2020). This ranking helps to prioritize resources where the expected gain is the largest and 

thus process important leads more efficiently in time. Traditionally, lead scoring has been 

entirely judgment-based, relying on the salesperson’s subjective assessment of a lead’s 

priority. The salesperson's biases and subjectivity may lead to misjudging leads. (Wu et al 

2024a) Based on the literature review, Wu et al. (2024b) produced a classification framework 

for lead scoring models, which can be seen in Figure 12. 

 

Figure 11. Lead scoring model classification framework (Adopted from Wu et al. 2024b) 

 

In their framework, the models are divided into two main categories: traditional and 

predictive. Based on their research, the predictive models were the majority, around 85% of 

articles fitting the requirements, and there is increasing interest in them. All traditional 
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methods are based on historical performance rules and are mostly simple and easy to 

interpret. Lamb of Spam offers a fast way to rule out low-quality leads based on previously 

set attributes and focus on the other leads that should offer a better expected outcome. 

However, it does not rank the leads, making it more akin to a simple, judgmental 

classification method. Rule and scorecard models are quite similar and give a rating to the 

lead based on rules, thus also rating the leads. The primary difference between the two is 

that the scorecard incorporates weights based on a statistical approach, whereas the rule-

based approach weights individual rules equally. (Wu et al. 2024b) 

 

Predictive models are more data-driven and focus on gathering insight and more complex 

relationships from the data of various kinds of leads. (Wu et al. 2024b) Classification is a 

commonly used machine learning task that tries to determine which class a new observation 

would fit into. A classification problem is a good example of supervised learning, where the 

class label of the observation is fed to the machine learning model during training, and the 

model attempts to minimize the error rate of the chosen metric. Clustering, on the other hand, 

is an unsupervised learning method where the labels of observations are unknown, but 

observations are grouped based on their similarity to one another. (Ayodele 2010) 

Regression techniques are typically used to forecast continuous outcomes or, in some cases, 

to examine associations rather than causal relationships between variables (Maulud 2020). 

 

As discussed, lead scoring is typically used by the sales team to prioritize efforts where the 

outcome is most beneficial. In our case, we aim to understand the quality of leads to 

determine whether they will impact the demand level. The extent to which leads can predict 

future sales depends on the alignment between the forecasting horizon and the sales cycle 

duration. In industrial businesses with high complexity, the cycle times are long and growing 

with complexity (Bradford et al. 2016). This, in theory, could provide a satisfactory 

forecasting horizon depending on business needs. The academics have overlooked the 

opportunity to use the lead scoring models also in demand forecasting, but it is not unheard 

of. For example, Bohanec (2016) implemented a model that predicted the value of B2B sales 

at the end of the month by classifying opportunities. On the other hand, Megahed et al. 

(2016) built a sales prediction model where the number of leads and opportunities in the 
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sales pipeline were modeled to create sales predictions. Moreover, the idea of using a sales 

pipeline as a tool for sales prediction has also gained attention (Reddy Vangoor et al. 2024). 

We argue that lead and opportunity classification have exciting potential with demand 

forecasting, as it offers data straight from the customer interface, and this has the potential 

to create more market-driven and dynamic forecasting methods. Arguably, the classification 

approach is also better suited for demand forecasting purposes than clustering. Classification 

provides an easy-to-interpret probability and an adjustable decision threshold, rather than 

clustering, where the lead should be compared to the outcomes of the other leads in the 

cluster. Notably, we did not find any examples from the literature where clustering would 

have been used for grouping leads for demand forecasting purposes. Lastly, regression is the 

third predictive lead scoring method. The only regression approach mentioned by Wu et al. 

(2024b) was by Xu et al. (2017), who used time-series regression to predict future sales 

numbers. Its weakness lies in not evaluating leads individually, as classification models do, 

thus losing valuable detail and being a suboptimal solution in our context. 

 

3.2  Feature Selection 

The key behind the successful utilization of machine learning is the quality of data and 

information (Budach 2022). Machine learning models can find structures and dependencies 

that the human eye cannot, but require complex information. Thus, the features that we offer 

to the model should be as informative as possible. In literature, the features used differ a lot, 

based on business applications and industry, as we can see from Table 4 below. A simple 

but often used method is to divide features into two kinds: static data, like lead and customer 

characteristics, or dynamic data, like customer behavior and interactions (Benhaddou & 

Leray 2017; Duncan & Elkan 2015; Nygård & Mezei 2020).  
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Table 4. Features used in lead scoring 

Publication Features on a general level Industry 

Jadli et al. 2022 Visitor’s actions on the website, website form data, and 

lead source 

Online 

education 

Rezazadeh 2020 Business unit, opportunity type, project location, nature 

of work, account, sales manager, segment, key account, 

user-entered provability, project duration, total value 

Consulting 

 

 

 

Eitle & Buxmann 2019 Company size, industry, location, sales channel, sales 

unit, competitors, product features, and status in sales 

pipeline.  

Software 

Nygård & Mezei 2020 Number of website visits, email sends, location, source of 

lead, and historical sales. 

Not specified, 

B2C Sales 

Benhaddou & Leray 2017 Key words from company news CRM provider 

Ali & Lee 2018 Lead creation time, interaction data between the sales 

representative and the customer 

Automotive 

sales 

Duncan & Elkan 2015 Automatically gathered behavioral data and static data 

like company size, industry 

Software 

Wu, et al. 2024a Demographic information about the leads and data related 

to call history between sales representatives and clients 

Software 

 

From the above, we can see that the data differs a lot between industries, and there are no 

examples from manufacturing. The success of lead scoring and classification depends 

heavily on the organization's level of digitalization and its commitment to data-driven 

decision-making. These factors support the gathering of quality data that can bring the 

desired information for quantitative methods. On the other hand, manufacturers might often 

prioritize volume and stable customers over opportunities where investments in lead 

classification might not be essential. We should also consider that there might be a gap in 

examples that would inspire transformation. 

 

3.3  Machine Learning Models for Lead Scoring 

As we previously discussed, the classification task is a common approach to utilizing 

supervised machine learning in the lead scoring process. Based on the literature, various 
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kinds of models have been utilized for the problem quite successfully. Wu et al. (2024b) 

reviewed recent literature about lead scoring and found that the most commonly used 

classification-based machine learning methods are used in academic literature. A list of their 

findings is presented in Table 5. 

 

Table 5. Classification models used in lead scoring (Wu et al. 2024b) 

Algorithm Number of publications 

Decision tree 13 

Logistic regression  13 

Random forest 9 

Gradient boosted trees 8 

Neural Network 7 

Bayesian Network 4 

K-nearest neighbor 2 

Fuzzy logic 1 

Support vector machine 1 

 

From the list, we can conclude that he most popular family of algorithms is decision tree–

based models because decision tree, random forest, and gradient boosted trees represent 30 

out of the 58 mentions. Logistic regression is the second most common approach, with 13 

mentions in recent publications. More advanced neural networks have only seven counted 

mentions from the publication time reviewed. The algorithms with four or fewer mentions 

were not considered as literature does not give strong justification, and the small number of 

publications could imply that they have been implemented into special scenarios, or there 

are some other limitations regarding their implementation. 

 

We must also understand different metrics and how to interpret them. In classification tasks, 

multiple metrics are often used to counter the weaknesses of others and provide an overall 

picture of the predictions. One of the simplest ways could be the confusion matrix, which 

shows the number of observations in a matrix where predicted and true labels are considered. 

Other common metrics to consider include accuracy, receiver operating characteristics 

(ROC) curve, Area under the curve (AUC), precision, recall, and F1-score. Metrics like 
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precision and recall can be used to determine if the model has a bias towards either class. 

ROC-curve shows the true positive rate and false positive rate, showing us how the threshold 

affects the prediction outcome, and AUC creates a scalar value to compare the ROC-curves 

by measuring the area under the curve. Finally, accuracy simply gives the ratio of true 

predictions and false predictions. For a more balanced view between the classes, we can use 

an F1-score that counts the harmonic mean of precision and recall. (Tharwat 2021) The 

formulas for all metrics except AUC and ROC are shown in Table 6, where TP represents 

true positive, FP false positive, TN true negative, and FN false negative. Additionally, 

custom metrics are sometimes used to evaluate results from a specific viewpoint when 

necessary (Morys-Magiera et al. 2023; Padubidri et al. 2024). 

 

Table 6. Accuracy metrics in binary classification (Adopted from Zhao et al. 2021) 

Metric Formula 

Precision(P) TP

𝑇𝑃 + 𝐹𝑃
 

Recall(R) TP

𝑇𝑃 + 𝐹𝑁
 

F1-Score 
2 ×

P × R

𝑃 + 𝑅
 

Accuracy TP + TN

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

 

Furthermore, we will consider some tactics commonly used with machine learning before 

diving into individual models. Hyper-tuning is the process by which the optimal parameters 

for models are decided, and it is used to achieve the best possible performance. 

Liashchynskyi & Liashchynskyi (2019) compared the three most common ways for hyper-

tuning: grid search, random search, and genetic algorithm. Grid search is based on an 

exhaustive approach, where the algorithm tries every parameter combination and returns the 

best achieved score. Random search tries to speed up this process by trying a number of 

random combinations, not achieving the exact best model, but a close representation of it. 

The idea of grid and random searches is illustrated in Figure 13. Genetic algorithms are based 

on solving problems iteratively, selecting the best combinations as a baseline for the next 

process until a set fitness level is achieved. Also, other methods like Bayesian optimization 

exist and have gained popularity in more challenging tasks (Frazier 2018) 
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Figure 12. Grid search vs Random search (Adopted from Liashchynskyi & Liashchynskyi 2019) 

 

Regarding model training, optimization, and evaluation, we should also consider utilizing 

cross-validation techniques to build more robust models, as suggested by Nti et al. (2021). 

The cross-validation technique is simple yet achieves better generalization and more robust 

evaluation than traditional training-test splitting. The idea of cross-validation is to divide 

data into k folds, use k-1 sets for training, and evaluate the model's performance with the 

fold left out from training. This process is repeated for all fold combinations, and the 

aggregated metrics are most often compared and evaluated. According to Nti et al., the 

most common k values in the academic literature are five and ten; however, they suggested 

that a seven-fold value would yield the best compromise regarding computational power 

and achieved accuracy. 

 

When considering more closely which modeling technique could be the best fit for our task, 

we must consider the characteristics we should use to evaluate the models. Based on our 

problem, we will decide on four dimensions that we will consider when evaluating which 

models we should choose: 
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• Performance 

• Interpretability 

• Ease of implementation 

• Data requirements 

 

Performance in this context tells how well the algorithm has performed against other 

models when compared to them and what kind of accuracy the algorithm has achieved. We 

must also consider that data characteristics and the nature of the phenomenon greatly affect 

model performance (L’heureux et al. 2017). Thus, comparing models across different 

datasets is not appropriate, and instead, we should consider relative model performance 

within individual studies. As a second dimension, we will consider the interpretability of 

the model. We want to understand which features the model weighs more than others, to 

reason whether the predicting ability is based on real causality and not on, e.g., information 

leakage. Easy interpretability would also support the idea of using judgment together with 

the model, as interpretability can minimize algorithm aversion, as previously mentioned. 

Ease of implementation is necessary so that the model can be implemented and maintained 

in the long run. It also refers to the technical skills and understanding needed to implement 

the model and choose parameters for it to achieve performance that could be seen as 

satisfactory. Lastly, we will see if models have clear limitations or advantages in terms of 

data quality, characteristics, and size. 

 

3.3.1  Decision Tree  

Decision trees are common and simple methods for classification. The tree consists of nodes 

that include rules regarding the value of a feature, and, depending on the result, the 

appropriate child node is chosen. There are multiple algorithms to choose from when 

computing the tree, but all of them try to divide the data into two homogeneous sets, which 
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have attributes differentiating the groups. (Song & Ying 2015) The basic structure of a 

decision tree can be seen in Figure 14. 

 

Figure 13. Structure of a decision tree (Adopted from Song & Ying 2015) 

 

Lee et al. (2022) list the strengths of decision trees as interpretability compared to multiple 

other models, like logistic regression and random forest. They also mention that decision 

trees have inbuilt methods to control overfitting, like limiting the number of layers, which 

can also be altered by hyperparameter tuning. This helps to achieve high generalization and 

perform well with unseen data. These characteristics are also supported by Kotsiantis (2013). 

He also points out that Decision trees typically perform well with categorical data but may 

struggle with modeling smooth nonlinear relationships in continuous data. In addition, 

outliers could affect the performance negatively, but heteroscedasticity and multicollinearity 

do not (Piramuthu 2008).  
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3.3.2  Ensembled Decision Trees 

To combat the challenges of the simple and rigid structure of decision trees, which are not 

able to handle the most complex structures in the data, ensemble methods have been applied 

to decision trees. Ensembled models refer to methods to combine multiple weaker models 

together and minimize the error of a single model, thus achieving higher performance than 

a singular model would (Dong et al. 2020; Sagi & Rokach 2018). The most common 

approaches are bagging and boosting. In bagging, individual models are trained with 

different bootstrapped replicas of the data, and in boosting, weak learners are iteratively 

made stronger. (Galar et al. 2011) Ensemble methods can increase performance, but the main 

drawbacks are computational requirements and loss of interpretability, when the model 

cannot be presented as a singular tree. 

 

Common ensemble decision tree-based models that have also been applied to lead scoring 

problems are random forest, XGBoost, and CatBoost. Eitle & Buxmann (2019) tested all 

three models with the same lead data, and all models achieved equivalent results. When 

predicting Lead-to-Opportunity and Opportunity-to-Sales conversions, CatBoost achieved 

the best performance, with XGBoost close behind, but the differences were very minor in 

performance. As expected, Lead-to-Sales conversion prediction performance was lower, but 

random forest outperformed the other models, with XGBoost second; the differences were 

more pronounced. They also used the decision tree as a base model, and all three ensembled 

models offered better performance, with a small margin. Also, Sharma et al. (2023) and 

Nygård & Mezei (2020) found that random forest outperformed decision tree in lead 

classification. Based on these findings, all tree-based models discussed could fit our problem 

description. Ensembled models could offer better performance, but the decision tree provides 

concrete rules for classification and offers better opportunities to evaluate the results. 
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3.3.3  Logistic Regression 

Logistic regression is another quite simple and common approach for classification tasks, 

most often with binary targets. Logistic regression works with both continuous and 

categorical data by fitting logistic regression to the features and shows the probability of an 

observation being part of the predicted target group. It offers a good interpretation by 

showing odd ratios that display the probability of change when variables are changed by one 

unit. This can be especially useful when trying to understand how the various features affect 

the outcome and how they are weighed. (Castro & Ferreira 2022) 

 

Logistic regression has also been implemented in lead scoring. Sharma et al. (2023) 

implemented logistic regression, and based on their findings, the performance was 

comparable to that of a simple decision tree. The findings of Nygård & Mezei (2020) support 

this. In their research, the performance of decision trees and logistic regression was similar 

in four out of five data aggregations. In one dataset, the performance of logistic regression 

was noticeably lower than that of other models. On the other hand, when Yim et al. (2024) 

compared the model performance in their research, logistic regression achieved the same 

level of performance as random forest. Logistic regression should fit our problem set in the 

same way as the previous models. The notable gain that we can achieve by implementing 

logistic regression in our testing is the odds ratio, which can offer a good interpretation and 

understanding of the phenomenon.  

 

3.3.4  Neural Networks 

The last models that we will cover are neural networks. They have been used in classification 

tasks across various domains, including lead classification. Neural networks are not a 

singular model, but a family of models built using the same techniques. The common 

structure of neural networks includes an input layer, hidden layers, and an output layer, but 

how these are set up can depend on the requirements of the problem set. Neural networks 

can understand overly complex structures if built correctly; thus, they are often used in 
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applications such as credit scoring. (Louzada et al. 2016) A known problem with neural 

networks is the black box phenomenon, where the user has no real visibility into how the 

model works and how different variables affect the outcome (Guidotti et al. 2018). Thus, 

neural networks do not satisfy our requirement for interpretability. In the domain of lead 

scoring, there are few examples of comparing neural networks against other models. 

Espadinha-Cruz et al. (2021) found the performance of neural networks to be similar but 

slightly better compared to decision trees. In comparison, by Nygård & Mezei (2020), the 

overall performance of the neural network model was quite the same, compared to random 

forest, but a bit better against decision trees and logistic regression. It also has a widely 

recognized problem: because of its complex structure, neural networks are prone to 

overfitting and achieve low generalization with limited data (Bejani & Ghatee 2021). Neural 

networks have immense potential, and they can be trained for complex tasks. But because 

they need special expertise to build, work as a black box, and have not displayed exceptional 

performance against other models, they do not meet our requirements for a classification 

model. Other previously mentioned models have displayed equivalent performance with 

easier implementation or lower performance with higher interpretability in classification 

tasks.  

 

In summary, we found that four of the five model types met our criteria. Decision trees and 

logistic regression are robust, interpretable, and have displayed satisfactory results both in 

lead scoring and other domains. We argue that gradient boosted tree models likely offer 

better performance, albeit with reduced interpretability. We argue that this increase in 

performance could outweigh the decrease in interpretation in most cases. The only model 

type that did not fit our criteria was neural networks, as they require more data due to their 

complex structure, more expertise to develop and train, and are notoriously hard to interpret. 

 

3.4  Mix of Judgment and Binary Machine Learning in Decision-making 

Vanderschueren (2024) states that machine learning can help in reducing uncertainty in 

decision-making processes, but most often, models are prediction-focused instead of 
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decision-focused. This means the model is optimized for prediction accuracy and 

minimizing prediction error, rather than making the most optimal decisions. In some cases, 

cost-oriented evaluation can be utilized to optimize the models for specific decisions. For 

example, Tortora et al. (2024) utilized this method for predicting machine failures. Each 

prediction category (TP, TN, FP, FN) can have various kinds of costs associated with it, and 

by utilizing this cost matrix and confusion matrix together and optimizing the expected loss, 

they could train the model to minimize the expected loss. In some cases, this common tactic 

might not be enough. In the supply chain, the cost effect might be hard to estimate, and it is 

not always linear. Thus, creating effective metrics for it can be challenging. If we cannot 

fully optimize the model for decisions and provide all contextual and qualitative data to the 

model, we should most probably adopt a collaborative approach between humans and 

artificial intelligence. Chenna (2024) claimed that enhanced forecasting accuracy is one of 

the key benefits that this kind of collaboration can achieve. They claimed that by integrating 

artificial intelligence, pattern recognition, and analytical capabilities, human knowledge, and 

the ability to interpret qualitative factors, the potential impact could be a 50% reduction in 

forecasting error. 

 

First, we should find out which kind of decision human judgment is best at. From a 

perspective of decision sciences, Boyacı et al. (2024) researched how human and machine 

learning work together. According to their theorem, when DM is assisted by machine 

learning and the information cost is high, they are more likely to believe in the machine. The 

relationship between prior belief, in this case, machine learning prediction, and information 

cost, can be seen from Figure 15.  

 



53 

 

 

 

 

Figure 14. Effect of prior belief on DM’s tolerance to information cost (Boyacı et al. 2024) 

In our case, we can argue that small leads in general should have a larger information cost 

than larger ones, because they both contest the same resources of DM, and more of their 

resources are allocated for nurturing higher leads, making the information more readily 

available. Thus, when evaluating smaller leads, utilizing human judgment is unlikely to 

significantly boost prediction accuracy as much as with larger ones. Furthermore, they state 

that the role of information cost increases when the prior belief is not strong, which might 

be the case with young leads because the information is not readily available, especially if 

the sales representative lacks prior experience with the customer, for example. 
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4  Improving Demand Forecasting with Lead Classification 

Our case study aims to find how lead scoring and classification could be applied to the 

demand forecasting problem in the case company and how lead classification would interact 

with judgment. Empirical research is structured around the commonly used design science 

research process (DSRP) (Peffers et al. 2007). The model includes six steps that are 

represented in sequential order but offers three distinct entry points for the research. The six 

steps are: problem definition & motivation, objectives of a solution, design & development, 

demonstration, evaluation, and finally communication. The model also offers four entry 

points: problem-centered approach, objective-centered solution, design & development-

centered approach, and observing a solution. Figure 16 shows the process structure and our 

general approach to the research problem related to demand forecasting. 

 

 

Figure 15. DSRP (Adopted from Peffers et al. 2007) 

 

In our case, the entry point for the research is a high-level problem: the unsatisfactory 

forecasting ability of future demand. By choosing the problem-centered approach, our 

process starts from the first step of the model and builds the solution around the problem 

definition. 
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Problem definition & motivation 

The goal of the first step of the DSRP model is to specify the research problem, justify why 

the research is conducted, and define what kind of value the solution would create. It is also 

recommended to atomize the research problem conceptually to show the complexity and 

structure of the problem. (Peffers et al. 2007) 

 

Objectives of a solution 

The second step is about objective setting, where we will specify what we want from the 

artifact that we will develop. Objectives should align with the problem definition, but could 

be either qualitative or quantitative, depending on the problem and artifact created. (Peffers 

et al. 2007) 

 

Design & development 

In the third step, we will create the actual artifact that tries to solve our problem. This step 

will also require the theoretical foundation that we have gathered from the literature review 

because we will use this foundation for choosing what kind of artifact could satisfy our 

objectives. (Peffers et al. 2007) 

 

Demonstration 

After building the artifact, we will focus on demonstrating its abilities to solve our problem 

in an appropriate way. In our case, this will mean demonstrating the artifact’s usefulness in 

predicting the conversion of leads and lead amounts. The usefulness can be demonstrated by 

the binary classification metrics introduced in Chapter 3, as well as through visuals. 

 

Evaluation 

In the evaluation phase, we will observe and measure the artifact's abilities and see how well 

it solves our problem and if it achieves our set objective. The appropriate evaluation method 
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depends on the type of problem. (Peffers et al. 2007) In our case, the evaluation will be 

mostly qualitative due to the lack of actual implementation and data from it.  

 

Communication 

The last step is communicating our problems, solutions, and findings to others. We also want 

to communicate the novelty and utility of the model. (Peffers et al. 2007) 

 

4.1  Problem and Objective Definition 

The company's initiative to improve its demand forecasting process and accuracy formed the 

high-level objective of this study. It was also evident that, due to unique business 

characteristics such as rapid growth, a large product portfolio, and a high proportion of MTO 

products, traditional solutions would likely offer limited added value. Additionally, the 

forecasting process was centered on the SIOP manager, who had a contextual understanding 

of the problem and process. Lastly, there was no clear understanding of which solution 

approach could be appropriate for the case company. Due to these limitations, a less 

traditional approach—unstructured interviews—was selected, even though structured or 

semi-structured formats are more common in design research. It must be noted that even 

though unstructured interviews do not have predefined questions, they are not random or 

aimless (Zhang & Wildemuth 2016). This high-level objective structured the iterative 

discussions with the SIOP manager, enabling alignment between academic framing and 

business priorities. Furthermore, this process was iterated until we had a clear and well-

defined problem, objectives, and final scope for the research. This approach draws from agile 

philosophy to address the fuzzy front end of research in our context (Twidale & Hansen 

2019). This kind of iterative approach aligns better with the reality of research and how the 

problem might evolve throughout the research process (Kerssens‐van Drongelen 2001). The 

benefits were that we successfully merged the business needs and contexts with the 

knowledge from academic literature without overreaching directions that would not work. 

This iterative problem refining process used to create alignment between academic framing 

and business knowledge is illustrated in Figure 17. 
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Figure 16. Process of defining problem and objectives 

 

Through iterations, it became evident that more common approaches to the problem were 

not applicable. The case company had tried to implement simple statistical forecasting tools 

like moving average, exponential smoothing, and ARIMA-based models, but they had not 

added any value to the forecasting performance itself. The literature review showed that the 

case company’s long forecasting horizon, combined with short and volatile demand history, 

makes judgment a critical factor that the process must support. This also meant that more 

complex machine learning models, which are often used for time-series data, would not be 

appropriate due to the short demand history and the lack of data needed to generalize a more 

complex model. Furthermore, the company had used two distinct kinds of approaches in 

their demand forecasting; the recurrent business from larger and older clients was often 

forecasted based on customer forecasts, and new customers were approached by 

judgmentally reviewing leads in the sales pipeline. This led to an exploration of how leads 

could be evaluated more accurately based on existing literature. Lead scoring was also seen 

as applicable in the business context because the sales-cycle time was considered sufficiently 
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long to provide visibility into future demand needs, and the company had not previously 

applied quantitative lead scoring methods, relying instead on informal or judgment-based 

evaluations. Finally, this understanding shaped the problem and objective towards how 

predictive lead scoring methods could be applied in the case company, understanding the 

future demand, and whether this would be a better approach than completely judgmental. 

With this approach, we had completed the first two steps from the DSRP model and were 

ready to start designing and developing the artifact. 

 

4.2  Lead Classification 

The basis of our approach towards the artifact was the recent comparison of different 

machine learning models in the literature, and the models that were identified as appropriate 

for lead scoring in the literature were applied in the testing phase (Wu et al. 2024b). Before 

starting the development, gathering an understanding of the data and business is crucial. This 

idea is supported by Hevner et al. 2004 regarding design science research, but also in the 

data-mining realm (Schröer et al. 2021; Wirth & Hipp 2000). Understanding the business 

and data was gathered during the problem refining process. 

 

4.2.1  Business and Data Understanding 

The case company operates internationally, offering state-of-the-art electrification solutions 

for drivetrains used in various applications. Their customer base is conducted by original 

equipment manufacturers (OEM), distributors, and some end-users. The customer base is 

highly heterogeneous, and the demand levels from different customer types vary. OEMs 

typically order larger quantities monthly, with stable demand, to meet their serial 

manufacturing needs. Other customers might order singular items or systems for their 

projects. The business can be characterized as a high mix-low volume operation, where the 

product portfolio offers a wide variety of options and customizations, but demand for 

individual products or SKUs is often low. This also leads to the fact that keeping the 
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inventory of finished goods is not really an option, and the business operates on a make-to-

order basis. 

 

The CRM data used includes all individual opportunities for each material from the system 

implementation to the start of the study, from June 30, 2021, to November 30, 2024. The 

original dataset consisted of 8251 observations and 37 columns, but not all were suitable for 

machine learning purposes. We discovered that each opportunity in the system has a unique 

opportunity ID. This one opportunity ID can and usually has products from multiple product 

families. This could cause data leakage, as nearly identical rows differing only by product 

family and quantity would be used in both training and testing, biasing performance 

estimates. To limit this, we removed all opportunity duplicates. Some features were also not 

applicable and would create time or causal dependencies related to the date of inputting the 

opportunity to the system or the state of the sales process. Thus, these columns would bias 

the model toward opportunities further along in the sales pipeline. Columns like sales-rep-

judged lead conversion probability and expected revenue were excluded, as they change 

during the sales process. Thus, they were excluded because no historical snapshot of their 

values throughout the lead lifecycle was available. After logical feature elimination, we 

moved to understanding the data more in depth. 

 

4.2.2  Exploratory Data Analysis and Preprocessing 

As a first step, trying to understand the problem and data, we chose to investigate the actual 

historical demand and examine the difficulties with the traditional ways of demand 

forecasting and why our approach could be justified. This was done using the demand 

categorization framework introduced in Chapter 2. As a threshold, we used the ones 

presented by Syntetos et al. (2005) and divided the monthly demand of each product family 

into categories using the actual sales data from the past three years to smooth the yearly 

fluctuations. This is illustrated in Figure 18 below.  
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Figure 17. Demand categorization of product families 

 

As we can see, even after aggregating the demand for monthly and product family levels, 

most of the product families can be seen as particularly challenging to forecast, and only one 

could be categorized as having a smooth demand pattern. The demand shows both high 

variance and intermittence, making satisfactory time-series forecasting results difficult or 

impossible without explanatory data. Of course, if this were due to strong seasonality, it 

would make these observations useless, and adopting a seasonal forecasting model could 

bring impressive results. Unfortunately, we found no evidence of clear seasonality either at 

the aggregated level (Figure 19) or at more granular levels. 
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Figure 18. Monthly Seasonality of demand data 

 

Also, our historical timeframe with the demand data is short, around 3 years, with only 35 

data points, with monthly aggregation at the most, and fewer with newer product families, 

which suggests that statistical models would likely outperform more complex ones given the 

small dataset (Cerqueira et al. 2022). Thus, our data suggest that both statistical and complex 

models would struggle, due to volatility and limited data volume, respectively. Thus, we can 

effectively reason that solely historical-based time-series forecasting would not produce 

satisfactory results, and the only way to improve them would be to add explanatory variables 

if possible. However, no explanatory variables offering sufficiently detailed information 

about the business environment were identified. 

This realization led us to investigate sales pipeline opportunities as a basis for prediction, 

instead of relying on traditional time-series forecasting. As a first step, we wanted to 

understand the impact of the leads and the inequality between them. As we previously 

discussed, the size of the leads can be a notable challenge in the forecasting process, where 

a small percentage of leads control most of the demand. We analyzed and illustrated this in 

Figure 20, where we used the Lorenzo curve to describe inequality between observations 

(Denuit et al. 2019). In the figure, we limited the data to only including won leads to value 

the true weight towards the demand level. The disparity between leads is substantial: 

approximately 90% of leads account for only 20% of total demand, and the top 10% produce 

the rest. This clearly shows that if we use only normal binary accuracy metrics when 
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evaluating the leads, we cannot expect to know much about the amount of demand that it 

will convert. We also argue that because of the huge inequality between the leads, it means 

that the cost of decision-making will differ, and using more resources for the most impactful 

leads should be advised. Meaning, if we see that more resource-intensive ways of predicting, 

like judgmental review, can improve the prediction accuracy, they should be utilized with 

the most impactful leads. 

 

 

Figure 19. Lorenzo-curve of the quantity of won leads 

 

Furthermore, we saw that the lead age, which was our only dynamic and continuous feature, 

had special meaning in the prediction. Thus, we mapped the age distributions for lost and 

won leads in Figure 21 below. We can see that the probability of winning a lead decreases 

as the leads age. Nearly 80% of leads are won within the first year. In contrast, lost leads 

have a broader distribution with a much thicker tail. 
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Figure 20. Lead age distributions 

 

As we acknowledged in the literature review, the lead data is dependent on the type and 

characteristics of the business and available data. This means that different businesses can 

have unique sets of features, and the importance of these features may vary significantly. 

The features available in this study and not eliminated in the logical elimination process are 

presented in Table 7. 

 

Table 7. Features used in lead scoring 

Feature Number of 

categories 

Type  

Age Continuous Dynamic 

Quantity Static 

Sub-vertical 87 Categorical 

 Opportunity type 6 

Region 4 

Country 40 

Customer type 4 

Account owner 179 

Opportunity owner: Manager 72 

Opportunity owner 194 

Product family 16 
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From Table 7, we can see that most of the features were static lead information, where the 

only exception to this is the age of the lead analyzed earlier. The age of the lead is 

automatically updated by the CRM system until the lead is closed. A significant limitation 

is the absence of behavioral interaction data, which has been shown to improve lead 

classification accuracy.. For example, the number of emails and calls between the customer 

and sales representative, or when the sales representative last contacted the customer, could 

indicate if the negotiations are held actively or if the lead has turned cold. Another limitation 

is the lack of customer data—such as type, size, and growth—which, as demonstrated in the 

literature, are valuable predictors (Duncan & Elkan 2015; Eitle & Buxmann 2019). 

 

We also have a clear challenge with the number of categories in some features. Categorical 

features without clear relationships can normally be one-hot encoded (Rodríguez 2018). In 

our case, this would significantly increase the dimensionality, so we adopted labeling 

instead. The great weakness of labeling is that it creates ordinal relationships between the 

categories, and many of our features do not inherently have one. We did not consider this a 

problem, as Poslavskaya & Korolev (2023) suggest that label encoding may outperform one-

hot encoding in homogeneous ensemble decision tree models such as XGBoost. They found 

that the two encoding methods had no significant difference in terms of prediction accuracy. 

Notably, the ordinal relationship could lead to biases in the classification, as the model could 

interpret the new sales representative’s category as negative and the older representative’s 

categories as positive attributes. For example, an old sales representative could have 

remarkably high performance in one sector and suddenly be moved to a more challenging 

sector due to their good past performance. This may lead the model to incorrectly assume 

continued high performance from the representative. Nevertheless, as literature suggests, the 

high dimensionality resulting from one-hot encoding could cause problems, so we adopted 

labeling, but are aware of the possible risks associated with this decision. Additionally, 

further preprocessing was not conducted in the end, as the research by Ruczyński & Kozak 

(2024) found that decision tree-based models, such as decision trees, random forests, 

CatBoost, and XGBoost, gain minimal advantage from preprocessing techniques like feature 

selection and data imputation. In their findings, the outcome was either the same or worse in 

84.5% of cases. Based on these decisions, we must note that the data is optimized for our 

high-performance models and not optimally prepared for the decision tree or logistic 
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regression. This was acknowledged and accepted, as these two models were chosen more 

for interpretability and benchmarking than performance. Based on the literature, we had 

strong evidence that the more complex ensembled tree models would create greater results 

in most cases, as we did not have an example where logistic regression would have 

outperformed ensembled tree models in the literature. Also, we argued that creating a 

secondary dataset optimized for logistic regression would add minimal value to the study or 

the artifact. 

 

4.2.3  Lead Classification Modeling and Evaluation of the Results 

In the design and modeling phase, we trained and tested all five of our models. As our goal 

was to train models that would have as high predictive abilities with unseen data as possible, 

we adopted hyperparameter tuning together with cross-validation. As previously discussed 

in the literature review, cross-validation should be used to minimize overfitting problems, 

where the model would fit to the noise of the training data (Montesinos López et al. 2022). 

We chose to follow Nti et al. (2021) and use a 7-fold approach—a compromise between the 

less computationally demanding 5-fold and the more accurate but intensive 10-fold method 

common in academic studies. We also saw that the exhaustive grid-search approach was 

most appropriate in our case, because the hyperparameter space that we saw appropriate to 

test is small, with many of our models. We also wanted a more systematic approach, 

especially with the hyperparameters related to the depth and leaf splitting, which rule the 

model's complexity and the number of predictors with the ensembled tree models. Lastly, 

we chose F1-score as a metric for hyperparameter tuning. This decision was justified by the 

fact that we were concerned for both precision and recall of the model, as both error types 

could affect the demand forecast, and if we considered only one side, it could create 

unwanted bias.  

 

The actual values tested for each hyperparameter tuned can be seen below in Table 8. We 

used the model’s default values as baselines, adding both higher and lower values to test 

varying complexities. This approach was inspired by Arnold et al. (2024), who suggested 

that the default values are the best starting point, especially when lacking suggestions from 
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literature or past experiences. In some models, like CatBoost, the default parameters will 

change dynamically, and in these cases, the parameters are chosen to be near the 

recommended values in the documentation (CatBoost 2025). Many of the models had more 

hyperparameters than we chose to tune, because not all are equally important or have as 

much effect on performance. The decisions were made qualitatively, where parameters 

related to the model's complexity and the learning rate were strongly preferred. Although 

this may limit tuning comprehensiveness, it was considered to be acceptable given the 

constraints on computational resources, and more in-depth tuning could be performed if the 

research showed clear potential. 

 

Table 8. Model parameters and tested values 

Model Parameters and tested values 

Decision Tree 'max_depth': [5, 10, 20, None] 

'min_samples_split': [2, 4, 5, 6] 

'min_samples_leaf': [1, 2, 4, 8] 

 

Logistic Regression 'C': [0.1, 1, 10] 

'penalty': ['l1', 'l2'] 

'solver': ['liblinear', 'saga'] 

 

Random Forest 'n_estimators': [100,200, 300] 

'max_depth': [4, 6, 8, None] 

'min_samples_split': [1, 2, 4] 

'min_samples_leaf': [1, 2] 

XGBoost 'n_estimators': [100, 200, 300] 

'learning_rate': [0.01, 0.1, 0.5] 

'max_depth': [4, 6, 8] 

'subsample': [0.5, 0.7, 1.0] 

CatBoost 'iterations': [500, 1000, 1500] 

'learning_rate': [0.01, 0.1, 0.5] 

'depth': [2, 4, 6, 8] 

'l2_leaf_reg': [2, 4, 6] 

 

After running the grid search, we had hyper-tuned models, a list of the optimized parameters, 

and all the metrics that we had chosen to measure. These findings can be found in Table 9 
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below, where the best absolute values are also underlined. The argument to use a separate 

validation set for final review to minimize the possibility of an overfitting problem would 

be a valid one. But due to the extremely small number of usable observations for machine 

learning purposes, we decided to use all available data for training purposes, trying to 

maximize the learning, and this was a compromise that we had to make with the current 

dataset.  

 

Table 9. Classification models performances 

 

 

Based on the findings, the simpler models that we chose for their interpretability achieved 

weaker scores, and the three ensembled tree models chosen by their impressive performance 

achieved far better and close to equal results. We can also see that the scores are very 

balanced overall, especially the precision and recall are close to each other with the more 

complex models, resulting in good F1 scores. To further analyze, we drew the ROC curves 

Model Optimal parameters AUC 

 

Accuracy F1- 

Score 

Precision Recall 

Decision Tree 'max_depth': 5, 

'min_samples_leaf': 8, 

'min_samples_split': 5 

0.8120 

± 

0.0451 

0.7495  

± 

0.0429 

0.7483 

± 

0.0427 

0.7381 

± 

0.0582 

0.7621 

± 

0.0540 

Logistic 

Regression 

'C': 1, 

'penalty': 'l2', 

'solver': 'liblinear' 

0.7879 

±  

0.0361 

0.7306 

± 

   0.0452 

0.7433 

±  

0.0413 

0.6969 

±  

0.0446 

0.7981 

± 

0.0514 

Random 

Forest 

'max_depth': 8, 

'min_samples_leaf': 1, 

'min_samples_split': 2, 

'n_estimators': 100 

0.8603 

± 

0.0267 

0.7782 

± 

0.0234 

0.7773 

± 

0.0253 

0.7619 

± 

0.0195 

0.7938 

± 

0.0357 

XGBoost 'learning_rate': 0.1, 

'max_depth': 4, 

'n_estimators': 200, 

'subsample': 1.0 

0.8567 

± 

0.0181 

0.7803 

± 

0.0085 

0.7792 

± 

0.0077 

0.7659 

± 

0.0182 

0.7937 

± 

0.0193 

CatBoost 'depth': 4, 

'iterations': 500, 

'l2_leaf_reg': 2, 

'learning_rate': 0.1 

0.8612 

± 

0.0158 

0.7873 

± 

0.0148 

0.7836 

± 

0.0116 

0.7801 

± 

0.0253 

0.7880 

± 

0.0166 



68 

 

 

 

for all seven folds and calculated the mean ROC curve in Figure 22. In all examples, the 

ROC curves show very round profiles, showing satisfactory performance in terms of false 

and true positives. We can also note the changes in standard deviation. At both extremes, the 

standard deviations are smaller than in the middle, indicating that some cases are clear 

decisions for the models, while others could go either way. Most probably, the different folds 

had distinct kinds of distribution between these unclear observations, making different 

variations of models have slightly different opinions about the predictions. 
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Figure 21. ROC-curves for each model 

When compared to academic research, the outcome aligns well with the findings of others. 

For example, Eitle & Buxmann (2019) achieved an accuracy of 75% with their baseline 

model, a decision tree, 77% accuracy with random forest, and the best accuracy score of 

79% with XGBoost and CatBoost in their opportunity-to-sales classification. It is also 
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notable that their other metrics, like precision, recall, and F1, very closely align with our 

findings. In lead-to-sales classification, their weakest model was again the decision tree with 

57% accuracy, and random forest achieved the best score with 71%. Of the two, we believe 

the opportunity-to-sales conversion more closely aligns with our case, because leads are only 

entered into the system once there is some understanding of customer needs. Thus, they 

resemble qualified opportunities more than raw leads. When compared to some publications, 

our performance falls notably behind. As an example, Rezazadeh (2020) achieved around 

81% with XGBoost compared to our results of around 78% and Jadli et al. (2022) achieved 

over 90% accuracy scores with random forest and Logistic regression. We believe these 

differences reflect variations in data and business context, rather than poor model 

implementation. Especially Jadli et al. achieved over 90% accuracy with logistic regression, 

and none of our models came close to that, not even the more complex ones. Ali & Lee 

(2018) reported an unusually high improvement in AUC, from 86% to over 99%, using time-

evolving interaction data, making it an outlier among academic studies. When comparing 

the data that we used to the examples shown previously in Table 4. The best equivalents in 

terms of features used were Rezazadeh (2020) and Eitle & Buxmann (2019), which also 

achieved quite equivalent results as we mentioned above. Many of the publications that 

achieved better results used more dynamic data, especially behavioral data, creating 

compelling evidence that if we want to improve our results, we should explore the idea of 

including behavioral data in our model. 

  

After understanding our model’s performance and how it compares to the academics, we 

must choose which model to use for the final artifact. All the models have their strengths in 

this case. The difference in accuracy between our best model, CatBoost, and our worst 

model, logistic regression, is under five percentage points, but on the other hand, logistic 

regression offers more interpretable results. Arguments for all five models could be made, 

but because our goal was to research the quantitative methods and use less judgment, we 

chose to adopt the model with the best performance. On top of that, as we previously 

mentioned, the F1-score is the most appropriate for our business case, where both precision 

and recall matter. As CatBoost has the best F1-score with a small standard deviation, it is a 

logical choice for the artifact. Thus, we chose to adopt CatBoost to be part of the final 
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artifact, but we note that any of the three ensembled models would bring about equal 

performance results, and the two simpler models would bring great interpretation. 

 

To further evaluate the model of our choice, we investigated the feature importances and 

compared them to knowledge of the case company, as literature suggests (Saarela & 

Jauhiainen 2021). To create a more holistic view of this, we used the seven different fits of 

the CatBoost models and created a boxplot visible in Figure 23. The figure effectively shows 

the importance of each feature, but also the deviation between different folds.  

 

 

Figure 22. Boxplot for feature importances with CatBoost 

 

The figure above shows that 'Age' was the most important feature in CatBoost, although it 

had a large deviation. This was understandable, as our explanatory analysis revealed that the 

age distribution is significantly different between lost and won leads. The categorical values 

that had the most distinct categories were the opportunity owner and account owner, but they 

still created value for the prediction. We believe that account owners have a larger deviation 

because they might, in some cases, have very regular clients that generate a sizable number 

of new opportunities that are easy to win. However, on the other hand, some account owners 

do not have such clients, which makes their position worse. Surprisingly, the weakness of 

the product family was that it is a weaker feature than almost any other. It may be that the 
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distribution between won and lost leads across different product families is too general, and 

the ratio between won and lost leads is close to equal. However, on the other hand, we 

expected that with other categorical features, the product family would have brought more 

value. Overall, we can see that all features were relevant towards predicting power, but the 

only dynamic feature, age, was the most useful of all. Its weakness as a predictor is that it 

adds little value compared to real-time negotiation information, making it poor for long-term 

forecasts. 

 

4.3  Demand Forecasting Framework 

Finally, we should create guidelines on how our machine learning model should be used for 

the task and what should be noted. We observed that the accuracy achieved by our models—

and those in academic literature—may be sufficient on their own and produce satisfactory 

results in some business applications, where the leads are close to the same value and the 

cost of misclassifications is close to equal in each case. In the manufacturing industry, this 

is often not the case, and as our explanatory analysis revealed, our case company’s leads are 

significantly unequal. As a solution, we offer a more in-depth review of the leads that have 

the most significant impact on demand levels. Our judgmental resources are limited, and we 

cannot evaluate all leads at the early stages, nor would it add significant value due to the 

limited information available. Thus, we should consider setting a clear threshold for when 

judgment should be applied and when it should not. This is challenging for multiple reasons; 

first, we do not have factual evidence of how much the judgment improves the prediction 

accuracy of the model or what accuracy is achieved solely with a judgmental approach. We 

also assume that the accuracy of judgment increases as leads age, due to the accumulation 

of additional information. Secondly, we cannot know how many leads can be reviewed with 

the current resources, and the time that reviewing leads might differ depending on the case. 

Thirdly, we can assume that the number and size of leads will fluctuate through market 

cycles, making it impossible to set a threshold based on an absolute quantity, or at least this 

should be adjusted over time. The third point is also supported by our insights on how DM 

would use more effort predicting leads that they see as more important to the business, and 

this fact would be less dependent on absolute values. Lastly, we must point out that the value 
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and resource requirements differ between product families, and quantity is not the best way 

to evaluate the lead's impact. Based on these points, we suggest setting an absolute yet 

dynamic monetary threshold. Furthermore, because ramping up the process will need time 

and learning, and it is unclear how many leads can be evaluated with the current resources, 

the threshold should initially be set high and gradually lowered until available resources are 

fully utilized.  

 

With the judgmental review, we should direct our efforts to evaluate the aspects of the lead 

that the model is not capturing because those aspects can offer the greatest benefit compared 

to what our model can achieve. To better understand this, we analyzed the model's feature 

limitations and gaps in the available training data based on academic benchmarks. Based on 

the literature, we gathered elements that should be evaluated when reviewing the lead: 

• Customer relationships and interactions with them 

• Product information 

• Competitors and markets 

 

Right now, our model is trained with the most basic, mostly static data of the lead and offers 

a limited viewpoint on the quality of the lead. Interaction data is a good example of 

information unavailable in our dataset, despite its effectiveness being well-supported by 

academic literature (Ali & Lee 2018; Duncan & Elkan 2015; Wu et al. 2024a). The activity 

from the customer side can commonly be seen as a good indicator of interest, and we argue 

that especially in B2B business, the activity and time used correlate with interest. Thus, the 

quantity, frequency, and quality of past interactions regarding a lead should be considered 

by humans when reviewing the lead. The relationship element also relates to interactions but 

reflects the history of cooperation. It is easily reasoned that customers who have done 

business with the company before and have had good experiences with their products might 

see them as more trustworthy to do business with in the future. In literature, relationships 

are not very often mentioned, but we argue that they go hand in hand with interaction data 

when working in an industry with long-lasting cooperation. 
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Product data is important because many products are highly customized to meet specific 

customer technical requirements. Therefore, we must assess how well our offering aligns 

with customer requirements. Product details were mentioned in some research, but often 

there might not be quantitative data about our own products and customer requirements 

(Eitle & Buxmann 2019). Thus, making it hard to include qualitative models. On the other 

hand, since we are now discussing judgmental review, we have a better readiness to evaluate 

the product offering on a qualitative basis. 

 

Lastly, we argue that competitor and market data must be considered in evaluations. We 

need to understand the customer's possibilities to finalize the deal and, for example, if there 

are risks like missing financing. Also, understanding what our competitors could offer and 

what we are against would be essential. These were also noted in the literature (Duncan & 

Elkan 2015; Eitle & Buxmann 2019). 

 

Often, these three elements should be evaluated together and not separately to give the 

needed context. For example, the customer is seeking extraordinary product features that 

few competitors can offer or are willing to invest time in. However, we have had a good 

relationship with the customer historically and have completed similar product development 

projects with them. In this kind of case, the probability that the customer would choose us 

as a partner is high, even though the product itself might not be our core competency. 

 

We also propose strategies to mitigate bias in human judgment, which can otherwise reduce 

forecasting accuracy. As mentioned in the number of publications, most often judgmental 

predictions regarding demand are positive, and the positive adjustments are more often 

wrong than the negative ones (Davydenko et al. 2013; Khosrowabadi et al. 2022; Wibowo 

2024). The idea of conservatism in judgmental demand forecasting is widely accepted in the 

literature. Thus, we should advise forecasters to be pessimistic and risk-averse when judging 

large leads. Following this advice may be challenging, and therefore, other measures should 

also be considered. The keys to mitigating bias are to include the opinions of many 

individuals from diverse viewpoints and to educate them about biases and how to combat 
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them. This is well supported by academic research in both group decision-making and 

demand planning. (Attah et al. 2024; Kreuter et al. 2021; Zellner et al. 2021) 

 

After predicting the lead, we should also consider how to evaluate forecasting accuracy in 

the future and improve our forecasting methods. As previously mentioned with machine 

learning, only focusing on a single metric might not show the full picture, and we should 

measure multiple aspects of the forecasting process. First, we should have metrics for 

determining the accuracy and biases of binary predictions with our machine learning model 

and judgment. This can be achieved with the same metrics that we used to evaluate our 

model. Especially, accuracy, precision, and recall should create a holistic and interpretable 

picture of the prediction accuracy. Discussion about what basis the prediction metrics should 

be evaluated should also be held. The conversion time of individual leads is not set in stone 

and can vary, as we saw in the explanatory analysis. Thus, calculating the prediction metrics 

for the current month might give skewed results, for example, if we have very many young 

leads that are much harder to predict. Thus, we would recommend that all predictions be 

recorded for individual leads for the whole life cycle of the lead, making it possible to 

analyze what the metrics look like for n-month-old leads and how the accuracy changes 

through the typical lead lifecycle. 

 

In addition to traditional prediction metrics, we should also consider quantity and monetary 

accuracy to create a more application-specific perspective. Another critical dimension is how 

accurately the forecasted monthly demand distribution aligns with actual demand patterns. 

The process of allocating forecasted leads across months is outside the scope of this thesis, 

but it is essential to distribute the quantities from the leads to the individual months. This 

part should be approached similarly to methods in time-series forecasting literature. Still, we 

should note that intermittency in the demand data is possible, and we should choose metrics 

that do not give skewed results due to it. Thus, we suggest using RMSE and MASE, along 

with the bias measure MBE. These three would bring us both error measures but also 

understanding of the bias and align well with the literature (Hyndman & Koehler 2006; Jadon 

et al. 2024; Svetunkov 2024; Tadayonrad & Ndiaye 2023). 
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Finally, we want to summarize our framework and create an overall picture of it before 

evaluating it. Our Lead-to-Demand forecast framework is illustrated in Figure 24 below. 

 

 

Figure 23. Lead-to-Demand forecast -framework 

 

We begin with the lead data gathered from the CRM system. This data is first preprocessed 

and then fed to the machine learning model that we have developed. The model should be 

regularly retrained with updated data to maintain predictive accuracy in a dynamic 

environment. Next, the impact of the lead should be evaluated, and a judgmental review 

should be conducted, if necessary, based on the current threshold. The final output should 

be a list of leads with conversion probabilities, from which only predicted conversions are 

selected and allocated across forecast months. We also identify three key points for 

collecting data to evaluate forecast performance going forward. With three measuring points, 

we can measure the predictive ability of machine learning and judgment, but also the timing 

and distribution errors that could affect the demand levels in the end. 

 

4.4  Evaluation of the Solution 

The next step in the DSRP will be to evaluate the built framework and justify its use. We 

will also try to list the strengths and weaknesses of the framework. This will mostly be done 

with our qualitative judgement, but statistical results from model development are used 
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where applicable. The largest challenge in the evaluation phase is that we do not have data 

about the current level of the case company when evaluating individual leads or forecasting 

demand. Also, evaluating individual leads and the outcomes would not really create a 

reliable justification, because each lead is very case sensitive and involves a lot of data that 

we do not have available in tabular format, as previously mentioned. The evaluation was 

done by listing arguments for and against the framework and later justifying the arguments. 

These arguments are listed in Table 10. 

 

Table 10. Evaluation of the framework 

Strengths Weaknesses 

The framework can automate the evaluation of all 

leads, especially those with less impact. 

Data size and quality bring limitations to training 

and evaluation. 

The performance of the machine learning model 

aligns with the literature and produces satisfactory 

results. 

The features may not be as robust as the 

quantitative evaluation suggests 

The predictions are balanced, with similar precision 

and recall scores, and the model’s decision 

threshold is adjustable. 

Lacks a clear structure for judgmental review. 

The framework allows for the utilization of 

judgment in the lead review and offers adjustable 

thresholds. 

 

The framework identifies what to measure and 

where, enabling future improvements. 

 

 

A clear strength of the framework is its ability to automate the evaluation of less impactful 

leads without relying on human judgment. This is a clear advantage, as we previously 

mentioned, when resources are scarce, there are not enough resources to allocate to 

evaluating the less meaningful leads, resulting in less accurate predictions. Thus, our model 

can evaluate large volumes of leads, allowing human resources to focus on the most 

impactful ones. Our framework supports this by allowing adjustable thresholds for 

judgmental review, avoiding overload that could compromise predictive accuracy. The 

machine learning model also showed adequate performance, achieving very balanced recall 

and precision scores and comparing well with academic achievements. Notably, the model's 

threshold can also be adjusted as needed. We found benchmarking to be challenging as 
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academics did not give us good insights into performance in related fields, and all the lead 

classification publications were from other industries than where our case company operates. 

We also know that lead prediction abilities were strongly industry-specific, thus making it 

challenging to say the final word on whether the lead classification accuracy is as great as 

the literature review would suggest. Finally, we want to point out that the company’s forecast 

can be improved further, and our approach suggests what should be measured and with 

which metrics to enable it. Gathering data about the current level of prediction ability is 

essential to understand if further improvements are needed, where the problem areas are, and 

what the next steps could be to improve it. 

 

When it comes to weaknesses, we could identify multiple limiting factors that might hinder 

the use of the framework or where the framework would need to be extended beyond the 

scope of this thesis to achieve optimal results. Quantitatively, the main challenge is the 

limited number of leads, which restricts the volume of usable training data that we could use 

to train and evaluate the model, but also the quality of the data. The company’s leads were 

highly unequal in terms of business impact. The clear challenge with this is that there might 

not be enough datapoints from these extremes, making the predictions statistically 

insignificant and hindering the reliability of predictions. We are also concerned that the 

features used to train the model may lack the robustness we assumed or hoped for. Our data 

was mostly static and business-related, meaning it might not accurately reflect structural 

changes in the business or markets, as dynamic and behavioral data could. As an example, 

the company could have strong products for a specific application and dominate the market 

historically. However, due to competitors' innovations, the company’s offering might 

become less competitive, which the model may fail to capture as a structural change in the 

short term. 

 

We also emphasize the importance of structuring the judgmental review to reduce bias. 

Creating a structured tool to support judgmental review was beyond the scope of this thesis, 

but such a tool would be essential to reduce strong biases in lead forecasting decisions. There 

is strong support in the literature that demand forecasting should always be well structured 

and the process should be consistent (Croxton et al. 2002). 
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5  Discussion and Conclusions 

This thesis aimed to research how the case company could achieve better demand forecasting 

accuracy in the manufacturing industry with rapid growth and large opportunities, and what 

quantitative methods would support this. The industry experienced market turbulence, and 

the case company had a strong initiative to improve their current forecasting methods and 

research, which quantitative approaches would best fit their circumstances and offer a better 

understanding of the future demand. The literature review supported the initial 

understanding of the company representatives that simple time-series methods would offer 

little to no value in forecasting due to large fluctuations and intermittence in demand, even 

when aggregated on the product family level, which creates challenges in time-series 

forecasting (Syntetos et al. 2005). Also, the short historical timeframe and need for a long 

forecast horizon of 18 months supported the idea that solely quantitative methods would not 

be an option when trying to approach the demand forecasting from a traditional perspective 

(Syntetos et al. 2016).  

 

As a solution, we adopted research into a more ambitious direction and researched whether 

lead classification could offer a quantitative solution for understanding the quality of current 

opportunities in the sales pipeline. Academics had convincing evidence that achieving over 

70% accuracy with machine learning based predictive lead classification models was doable 

(Eitle & Buxmann 2019; Jadli et al. 2022; Rezazadeh 2020). However, there was little 

evidence that such models apply to manufacturing, as most existing literature focuses on the 

software industry, with some exceptions like consulting and car sales (Eitle & Buxmann 

2019; Rezazadeh 2020). Nevertheless, we trained, optimized, and tested five machine 

learning models, most supported by the literature (Wu et al. 2024b). Our findings were well 

in line with other academics, and our best model, CatBoost, achieved 78% accuracy, low 

standard deviation, and balanced precision and recall scores in cross-validation. 

 

Moreover, we discussed the problems related to lead classification associated with the 

company’s industry and its business. Large inequality between the opportunities challenged 
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the machine learning only approach, and the idea of assisting the decision-making in high-

stakes decisions was well justified. We created a general framework on how the model 

should be used, together with judgmental review, and what metrics should be used to enable 

future improvement. Lastly, we evaluated the framework and what we could expect from it 

if it were fully implemented. We pointed out that simple lead data did not offer all the 

viewpoints needed to evaluate leads fully, and more holistic viewpoints should be included 

with the data. With support from literature, we saw that customer behavioral data would be 

essential in making the model more robust and increasing the predicting ability (Ali & Lee 

2018; Nygård & Mezei 2020). 

 

Finally, we want to give clear answers to each of the research questions of this research and 

evaluate how well we achieved the aim of this study. We will first answer the sub-questions 

meant to guide the research process towards the main research question, and finally conclude 

with the main research question. 

RSQ1 

What is the performance of machine learning models in lead classification, and how does 

this compare to traditional, judgment-based methods? 

 

Both the literature review and our model proved that achieving over 75% accuracy is doable 

even with limited data. In the case of this research, even the simpler models that were chosen 

for their interpretation displayed impressive scores of around 70%. The score achieved by 

the more complex models was close to that of the simpler models, which is most likely 

because the available data did not have any overly complex patterns. Notably, machine 

learning models allow adjustment of the decision threshold, which might be needed if there 

is a clear imbalance between precision and recall, or if we would want to adjust the threshold 

to be more optimistic or conservative based on business risk. This fact creates more 

flexibility and customizability to adjust the model to each business individually. Moreover, 

the company did not have clear data about the accuracy of its judgment, but based on the 

literature examples, machine learning is more consistent with its predictive ability. 

Additionally, we would like to note our reasoning for using judgmental resources solely on 

the most impactful leads, where decision-makers are ready to dedicate their time and 
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reasoning to focusing in-depth on the matter. Thus, automating the large part of lead 

classification, we can prioritize leads with the most impact to a more holistic review, where 

the decision-makers can use a wider range of information than our machine learning model. 

 

RSQ 2 

Under what general conditions would our framework be beneficial for demand forecasting 

compared to traditional or advanced time-series-based forecasting? 

 

We do not claim that our approach would suit or bring added value to most companies 

looking to improve their demand forecasting. Thus, we wanted to make a clear distinction 

in which conditions we see the framework or general approach of utilizing machine learning 

and judgmental review, which leads to creating added value to the demand forecasting. We 

see that the following conditions should be met to achieve the desired outcomes: 

• Lead-to-demand cycle time should closely satisfy the wanted forecasting horizon. 

• Notable amount of demand should come from new leads, and the demand patterns 

should show intermittence, large variance, or both without explaining time-series 

features, making the time series challenging to forecast. 

• The company should have enough lead data to train the model, preferably covering 

several aspects, e.g., customer behavior, customer and product characteristics, and 

competitor data. 

 

First, if we want to use the leads to forecast the future demand, we need to focus on the time 

it takes from a lead to convert to actual demand on average. If this time is noticeably short, 

for example, a few weeks, we cannot use it to forecast the next three months. Therefore, the 

lead-to-demand cycle must be sufficiently long to meet forecasting horizon requirements. 

Secondly, if the amount of demand coming from new leads or opportunities is low, the cost 

of forecasting might be higher than the cost of inaccuracy. Additionally, the demand should 

exhibit characteristics that suggest traditional or advanced time-series models would not 

perform well. Thirdly, data plays a crucial role in training and achieving the desired 
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performance. If the company does not have sufficient data or it is of inadequate quality, it is 

unlikely to be used effectively for forecasting demand.  

 

RQ1 

How could the case company effectively predict their lead conversion and measure how 

this prediction accuracy affects the forecasted demand levels? 

 

Finally, to answer the main research question, we offered our framework as a solution to it, 

which can be seen in Figure 24. To effectively predict leads in case the company’s 

circumstances are such that only relatively one-sided data is available and there is a large 

inequality between the leads, we offered a solution to combine the ease of quantitative 

machine learning and holistic judgement, combating the individual weaknesses introduced 

by both methods. We are not able to feed holistic information into the machine learning 

model, making it a less robust and suboptimal solution for high-risk decisions. On the other 

hand, it can be used to automate a significant portion of the lead classification process with 

great accuracy, thereby saving judgmental resources and optimizing judgmental decision-

making. Our framework also took a stance on how the thresholds should be chosen and 

adjusted to balance the resource usage and prediction accuracy by ramping down the 

threshold top-to-bottom within the limits of resources. We concluded that setting absolute 

thresholds or implementing a true hybrid model was not viable due to limited understanding 

of current lead prediction and demand accuracy levels. As we identified this as a key obstacle 

to future improvement of the framework, we also provided clear guidance on what should 

be measured in the future and which metrics would best suit each case. 

 

While discussing with the representative of the case company, the problem of forecasting 

was seen as particularly challenging in the current environment and with the current 

information assets. We see that our solution was not perfect, but it aligned with the current 

state of the company and achieved the aim of this study. Without a clear understanding of 

the current state of forecasting accuracy, either with judgment or quantitative methods, and 

with the current state of poor data quality and size, developing a better framework is 
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challenging. In retrospect, we argue that the initial objective of the quantitative model was 

too far-fetched for the circumstances, and the case company would have benefited far more 

from more process-oriented research aiming to standardize the demand forecasting process 

and create guidance for the data gathering that would further enable forecasting in the future. 

From an academic perspective, the research was more interesting and could create discussion 

about how lead classification could be utilized more in disruptive manufacturing businesses. 

Also, based on our research, the academics have overlooked the topic of how machine 

learning and judgment could be utilized together, especially in cases with different risk 

levels, in the context of lead classification, but also from a decision-making science point of 

view. Thus, these directions could work as topics for future research. 
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