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Large Language Models are increasingly capable of complex tasks and advanced reasoning. 

Use cases have been suggested for many high-stakes fields, such as law, medicine and 

finance. However, deploying these models for real world analytical tasks is still difficult and 

risky, as there are many considerations for model performance and result evaluation. Tasks 

also vary in context attributes, as for example legal documents often consist mainly of text 

data. Therefore, domain specificity is an important consideration, for example with business 

analytics tasks, where the context often consists mainly of structured numerical data. 

This research aims to develop a prompting framework specifically for business analytics 

domain, and it uses a set of financial statements data from 110 Finnish SMEs to test the 

analytical consistency and performance of the OpenAI o3 model with a series of prompts 

compiled according to that framework. The results indicate that at best the analytical 

performance of the current models could be useful for real-world uses with well-developed 

prompt for the specific task. However, the results clearly show that human evaluation of the 

results cannot be bypassed when using the models. 

This research emerged from the desire to develop low-threshold ways to adopt LLMs for 

recurrent and clearly structured analytics tasks, and to develop similarly low-threshold ways 

to evaluate and validate the model performance. The results of the thesis form a decent basis 

for such purposes.  
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Kielimallit kykenevät yhä monimutkaisempiin tehtäviin ja kehittyneempään päättelyyn.  

Harkittuja käyttökohteita löytyy monilta merkittävien seurausten aloilta, kuten juridiikasta, 

lääketieteestä ja rahoituksesta. Mallien käyttöönotto oikean elämän analytiikkatehtävissä on 

kuitenkin yhä vaikeaa ja riskialtista, koska niiden suorituskykyyn ja tulosten arviointiin 

liittyy merkittäviä haasteita. Tehtävien datakontekstit vaihtelevat, esimerkiksi oikeudelliset 

asiakirjat ovat usein pääosin tekstiä, kun taas liiketoiminta-analytiikassa konteksti koostuu 

pääasiassa taulukoidusta numeerisesta datasta. Toimivat sovellutukset ovat siis hyvin 

alakohtaisia. 

Tämä tutkimus pyrkii kehittämään nimenomaan liiketoiminta-analytiikkaan suunnitellun 

viitekehyksen kehotteille. Viitekehystä testattiin 110 suomalaisen pk-yrityksen 

tilinpäätösaineistolla, arvioiden OpenAI o3-mallin analyyttistä johdonmukaisuutta ja 

suorituskykyä sarjalla kyseisen viitekehyksen mukaisesti laadittuja kehotteita. Tulokset 

osoittavat, että parhaimmillaan nykyiset mallit voivat suorittaa oikeita analyysejä 

hyödynnettävällä tasolla, kun kehotteet on huolellisesti räätälöity kyseiseen tehtävään. 

Samalla tulokset kuitenkin korostavat, ettei ihmisen tekemää arviointia voida sivuuttaa 

kielimalleja käytettäessä. 

Tutkimus sai alkunsa halusta kehittää matalan kynnyksen tapoja ottaa kielimalleja käyttöön 

toistuvissa ja selkeästi jäsennellyissä analytiikkatehtävissä sekä luoda vastaavasti matalan 

kynnyksen menetelmiä mallien suorituskyvyn arviointiin ja todentamiseen. Tutkimuksen 

tulokset muodostavat kohtuullisen lähtökohdan näihin tarkoituksiin.  
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1  Introduction 

This research aims to use prompt engineering in a business analytics context to develop a 

prompting framework and prompts for Large Language Models (LLMs), to use the models 

as tools to perform financial analysis. The field of prompt engineering is fast-developing and 

deployed across many domains, for example only one survey by Zaghir et al. (2024) was 

inspecting 114 recent studies from 2022 to 2024 applying prompt engineering in medicine. 

This research is another contribution to how LLMs could be applied in real-world decision-

making and analytics tasks. Financial analysis for default risk prediction makes an excellent 

example of a combined business analytics task that can be at the same time descriptive, 

predictive and prescriptive, especially when using LLMs, which could potentially generate 

emergent insights to enhance human analysis.  

In the theoretical part of this thesis a prompt framework is outlined based on current literature 

and in the case study four different tree-of-thoughts prompts are built and tested. Tree-of-

thoughts prompts are selected because of the improved performance they have seemed to 

show over other prompts in such studies as by Wang et al. (2024) on the Reflection-of-

thoughts Tree framework, which this thesis partly is a response to. The OpenAI o3 model is 

prompted to simulate a team of financial analysts working on the same task to analyze the 

company’s positive performance or “health” and its negative financial factors or “risk” 

presented in the data. The numerical health and risk output results are then first evaluated 

based on their analytical consistency and coherence compared to two reference scores 

defined for this thesis, that are derived using composite scoring created by turning the 

financial data into binary attributes corresponding to score increasing traits based on 

different thresholds derived from justified reference values. For the other reference score the 

weights of the attributes are constant, and as a further benchmark the other is using gradient 

boosting to assign feature importance for the attributes. In the final evaluation some of the 

output results that deviated most from the numerical reference scores are analyzed 

thoroughly. 

Prompt engineering, the practice of designing input prompts to guide LLMs toward 

producing desired outputs, has emerged as a key technique for maximizing the utility of 

these models (Liu et al. 2023). LLMs could potentially be applied for example in creating 
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decision support systems, conducting sentiment or market analysis, or conducting credit 

scoring or forecasting in business and finance. Prompt design plays an important role in all 

of these potential applications. As a practical example with regards to decision support, 

LLMs can be used for condensing lengthy reports or articles into key points, facilitating 

quicker decision-making processes. Prompts can be designed to focus the model on specific 

sections or themes, ensuring that summaries meet the user's needs. For instance, the LLMs 

can be used to assist in producing executive summaries of financial reports. (Zhao et al. 

2024) Prompt engineering involves designing inputs that effectively communicate the 

desired task to LLMs. Techniques range from simple instructional prompts to more 

sophisticated methods such as chain-of-thought prompting with self-consistency. The goal 

is to elicit accurate, relevant, and context-aware responses from the model. (Liu et al. 2023; 

Wei et al. 2023) 

Confirming the correctness of LLM outputs in tasks such as statistical analysis and 

summarization remains a challenge. There's a need for methods to validate and verify results. 

There are often factual inaccuracies in model-generated summaries, gaps in the model 

knowledge and tendency within LLMs to produce untruthful or misleading information in 

mimicry of human falsehoods. (Maynez et al. 2020; Lin et al. 2021) Meaningful 

contributions for prompt engineering could therefore include more ways to mitigate 

inaccuracy, inconsistency and bias, more ways to improve the transparency and 

explainability of the model results and more ways to evaluate the results.   

1.1  Objectives and research questions 

The aim of the research is to create a prompting framework and follow it to develop tree-of-

thoughts prompts for financial analysis and evaluate the results for analytical consistency 

and coherency. By forming data-driven benchmark assessments of the reviewed companies 

such as the reference scores and then comparing the model outputs to them we aim to get an 

estimate on how well the model’s assessment follows the data and how well it reasons with 

the data. In other words, we want to see how similar the output assessment is to the kind of 

assessment we would expect to get. This makes the findings more about the model behavior 

than about decision performance which is a more transparent measurement of the output’s 

generalizability for example to prompting the tool to make predictions and assessing their 



9 

 

accuracy, since e.g. due to data limitations even when making a correct prediction there is 

no indication whether the assessment was objective to the data. 

We collect as much as possible useful information and actionable insights from the literature 

to form a base framework and then in the case study test and compare individual key 

procedures during prompting, i.e. explicitly asking the model to reflect and backtrack in its 

analysis, explicitly asking the model to be careful in its analysis and also utilizing the 

iterative method of interactive prompting that will be adaptive to the outputs. The prompts 

are built for the task of assessing a company’s positive performance or “health” and negative 

factors or “risk” based on its financial statement data from the review period and assigning 

scores for both also providing reasoning for the assessments. Evaluating the outputs and their 

consistency to reference values helps us to answer the following research questions: 

 

1. "How consistent and coherent financial analysis can OpenAI o3 produce through a 

tree-of-thoughts prompt framework and prompt engineering?” 

 

2. "How different components of the prompt framework —explicit reflection and 

backtracking, caution statements and iterative prompt revision —contribute to 

analytical consistency and coherence and how do their effects interact?” 

1.2  Scope and limitations 

The scope of the research is how to improve LLM outputs in financial analysis by manual 

prompt engineering framework, specifically through tree-of-thoughts prompting, and it does 

not consider any other ways to improve domain or task specificity such as fine tuning. The 

scope is limited to analysing financial statement data for the purposes of assessing company 

performance and risk, and the aim is also not to automate the process of analysis or the 

prompting itself. The outputs are evaluated based on analytical consistency and coherence, 

the purpose is not to build prompts for direct prediction or measure the results by prediction 

accuracy. The research is conducted exclusively with the OpenAI o3 model, and the results 

may not generalize to other LLMs. The benchmark reference scores are constructed using 

rule-based methods and machine learning, while justified with financial literature and theory, 
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these references are still subjective and may not fully reflect expert human judgment or real-

world defaults. The case study is applied to a finite number of companies and may not 

capture all complexities of diverse financial data. 

 

2  Theoretical Framework 

To formulate the prompting framework, we need to start by understanding the models 

themselves, and then we discuss input formation, going from prompting to prompt 

engineering and how they differ from other methods to steer and develop the model outputs, 

such as fine-tuning. Then we walk through the model outputs and topics related directly to 

them such as errors, bias, transparency and evaluation methods. Next considering prompting 

and prompt engineering in practise with examples relevant to a business context, then finally 

taking a close look at considerations specific to LLM analysis and using structured data.  

2.1  Large Language Models 

Large Language Models are generative artificial intelligence systems capable of creating 

new content such as text, images, music, or code by learning patterns from existing data. 

While the outputs can be novel, at a general level they resemble the data the models are 

trained on. LLMs are based on deep neural networks and transformer-based architecture. 

(Bommasani et al. 2021) Deep learning is based on neural networks with multiple layers 

between the input and output layers, allowing them to model complex, non-linear 

relationships in data. They are instrumental in learning hierarchical representations, which 

are crucial for understanding complex data like images and natural language. (LeCun et al. 

2015) Transformer-based models revolutionized the field by introducing mechanisms to 

handle sequential data more efficiently. Another key innovation is the self-attention 

mechanism, which allows the model to weigh the significance of different parts of the input 

data dynamically i.e. significance of a single token or a word in the input. This is particularly 

useful in language processing, where the context of a word depends on other words in a 

sentence. (Vaswani et al. 2017) 
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2.2  Potential LLM uses in business and analytics 

LLMs could potentially be applied in businesses to enhance data processing, automate tasks, 

and to generate insights from large volumes of textual data. LLMs can process vast amounts 

of unstructured data such as emails, social media posts or internal documents, and either 

extract valuable insights from them or produce completely new outputs based on the input 

data. (Nasseri et al. 2023; Pessanha et al. 2024) For instance, LLMs have been used for 

conducting sentiment analysis from customer feedback and financial modeling by extracting 

information from complex financial documents, such as earnings calls and regulatory filings, 

potentially enhancing analysts’ ability to make more informed decisions. They have also 

been implemented for trend analysis potentially aiding companies in strategy optimization 

by helping them anticipate market trends. (Li et al. 2023) LLMs could potentially also 

generate plausible future scenarios, allowing organizations to simulate different outcomes 

under varying conditions to test their decision-making frameworks, helping them to assess 

risks, forecast impacts of changes, and optimize strategies in uncertainty (Xu et al. 2024).  

LLMs are likely to not handle extensive numerical time-series data effectively, such as 

specialized statistical models. This is due to many factors such as demands posed by data 

complexity, difficulty of training due to scarcity of training datasets and hallucination 

problems. One of the suggested solutions for this has been direct integration of normal 

quantitative forecasting methods to the models. (Su et al. 2024) However, as the field and 

the models develop there have also been quite successful results with forecasting and time-

series analysis by LLMs directly, with the models also being able to generate useful 

explanations for their results (Yu et al. 2023). Many uses such as directly implementing 

forecasting or statistics in the language models remain dubious, and others at the least require 

high caution. However, potentially LLMs could still otherwise assist in creating predictive 

models, for example by automating tasks such as data pre-processing, feature engineering, 

and model selection, which could reduce the manual effort required and accelerate the model 

development (Nasseri et al. 2023). The models can also create synthetic data to improve the 

training of machine learning models, especially when real data is scarce or sensitive. (Yu et 

al. 2023) 

As LLMs could potentially handle routine data analysis tasks, such as data aggregation and 

preliminary analysis more efficiently than humans, this automation could allow analysts to 
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focus more time on strategic planning and complex problem-solving. (Davenport & Ronanki 

2018; Gebreab et al. 2024) LLMs  also quickly retrieve and summarize relevant information 

from extensive data sources, aiding analysts for example in staying updated with the latest 

industry developments. This could accelerate research and enrich the analyst’s analytical 

framework. (Davenport & Ronanki 2018; Xi et al. 2025) 

While remaining cautious of LLM use as decision-making support, although task automation 

with LLMs could be thought to potentially reduce the likelihood of errors associated with 

human fatigue or oversight, still for example the error patterns of students and LLMs have 

also been found to be remarkably similar, underlining that while the models might have 

greater output capacity there is still little reason to believe that the model outputs require less 

scrutiny than human outputs. (Davenport & Ronanki 2018; Liu et al. 2025) Furthermore, it 

has been suggested that dependence on automated outputs may reduce critical thinking 

among human experts, resulting in cognitive off-loading, in the short term potentially 

leading to oversight of nuanced insights that require human judgment and in the long-term 

diminished problem-solving skills and critical thinking (Gerlich 2024). Conversely, 

however, it has also been suggested that usage of AI instead leads to cognitive overload of 

the human experts, making mental and emotional fatigue the main driver for AI-induced 

decision-making impairment (Naseer et al. 2025). 

2.3  Prompting 

Prompting refers to the process of providing an input (or a "prompt") to a language model 

to generate a response. Prompts serve as cues or instructions that direct the model to produce 

relevant outputs such as text, images, or other types of content. The user inputs can vary 

from a simple question to detailed instructions, depending on the task at hand. The quality 

and specificity of the response are highly dependent on the phrasing, clarity, structure, and 

context provided within the prompt itself, since LLMs are trained on vast datasets and can 

produce a wide range of outputs. (Brown et al. 2020; Raffel et al. 2020; Liu et al. 2023) 

When presented with a prompt, an LLM encodes the input text into a series of numerical 

representations or tokens that capture semantic meaning. The model then predicts the most 

probable next word or sequence of words by analyzing these representations and considering 

the statistical likelihood of word combinations learned during training. (Radford et al. 2019) 
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Effective prompting requires an understanding of the model's capabilities and limitations, 

allowing users to elicit specific information or behaviors from it. (Brown et al. 2020)  

2.4  Prompt Engineering 

In addition to prompting itself, the discipline of prompt engineering has emerged, wherein 

experts craft precise prompts to improve the performance of language models. These 

advances aim to enhance the models’ interpretative capabilities, reduce ambiguity, and 

improve output quality by systematically designing and refining prompts. Creating input text 

that provides clear instructions or context to the model is essential. This can for example 

include specific questions, statements, or examples that set the stage for the desired output. 

By including examples or detailed descriptions in the prompt users help the model to 

understand the specific requirements of a task, and to generalize and also adapt to new tasks 

efficiently. This discipline also recognizes that even minor adjustments in wording, context, 

or format can lead to substantial differences in the model’s output. Poorly designed prompts 

can therefore result in ambiguous or irrelevant outputs, undermining the reliability and 

usefulness of the outputs altogether, making prompt engineering useful for more reliably 

generating actionable, accurate insights. (White et al. 2023; Ekin 2023; Geroimenko 2025, 

10, 13, 99)  

Prompt engineering is based on anticipating how the model will process the given input. 

Factors influencing this are e.g. model’s training data and biases. (Ekin 2023) Model’s 

training data and its resulting parameters affect how the model interprets certain words in 

the inputs and how it tokenizes them. Therefore, understanding and being knowledgeable of 

prompt patterns, i.e. input patterns that often produce good results and anti-patterns, i.e. input 

patterns that often produce bad results, is important. (Geroimenko 2025, 11-13) Other known 

predictable aspects in the output generation can also be considered, such as understanding 

how the model utilizes context, for example that the model prioritizes things differently 

based on where in the input they are placed. (Liu et al. 2024) 

Established knowledge of prompt engineering helps other than expert users to harness the 

power of these models without needing a deep understanding of the underlying algorithms. 

By focusing on how a query is structured, optimally the users can guide the model to deliver 

desired results with minimal technical intervention to the models themselves. This 



14 

 

democratizes access to advanced AI capabilities and enables broader, more practical 

applications across industries. For instance, large pre-trained models could be prompted to 

generate domain-specific outputs, such as financial analysis or legal advice, while avoiding 

erroneous interpretations depending on the wording and framing of the prompt. The goal is 

to steer the model toward producing responses that meet the user's needs.  (White et al. 2023; 

Ekin 2023; Geroimenko 2025, 12, 24-25) In general, prompt engineering gives the users 

greater control over the style, tone, and content of the model’s outputs (Reynolds & 

McDonell 2021). 

Generating domain specific responses usually requires the user’s own expertise either in the 

domain in question, or at least some expertise in prompt engineering itself is very helpful. 

(Busch et al. 2023) For example expert business analyst might easily craft prompts that 

incorporate industry-specific terminology, such as specific market conditions, regulatory 

changes, or common types of analysis, enhancing the relevance of the model's responses to 

the context of the industry it is applied in, leading to more actionable insights. However, 

with the same kind of raw data, non-business analysts could also produce similar responses 

by asking the model to generate its input from a business analysts’ perspective and to help 

the user by building the context in the response. (Geroimenko 2025, 25, 75) LLMs tendency 

to hallucinate and to present false assertions as facts can be also somewhat alleviated in 

domain specific contexts by knowledge injection, which means providing the model with 

relevant context knowledge and especially the relations between different entities related to 

the question. (Martino et al. 2023) Prompt engineering allows the users to rather fine-tune 

the prompts for specific tasks or domains, instead of needing extensive fine-tuning or 

retraining of models themselves, saving time and computational resources (Liu et al. 2021).  

Prompting is not solely about the initial input, instead it often involves iterative refinement. 

Some prompts are specifically aimed at affecting the output outcome in downstream tasks. 

Users may also want to adjust their prompts based on the model’s previous responses to steer 

the conversation or output in the desired direction. (Liu et al. 2023; ) This dynamic 

interaction highlights the importance of understanding both the technical and linguistic 

aspects of prompt design. (Reynolds & McDonell 2021). For instance, LLMs can engage in 

zero-shot or few-shot learning, meaning they are able to perform new tasks without explicit 

training examples relying on the contextual clues provided in the prompt, or with only a few 
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provided examples. The model then generalizes from the patterns observed or interpreted 

from the prompt to generate appropriate responses. (Brown et al. 2020)  

The outputs generated for instance by few-shot prompting, however, can be highly volatile 

and prone to bias and inaccuracy. Partly for this reason and at the same time, they are 

extremely sensitive to the decisions and details of the inputs. (Zhao et al. 2021) The 

capability for zero-shot and few-shot learning in LLMs stems from their training on vast and 

diverse datasets and question-answering by relying on their broad understanding of language 

patterns acquired during pre-training. This flexibility of large is particularly advantageous 

in domains where labeled data is scarce or expensive to obtain, versus more specific models 

that are trained on task-related datasets. (Brown et al. 2020; Busch et al. 2023)  

To more effectively utilize LLMs in decision-making processes, businesses  develop 

systematic approaches to prompt engineering. Establishing best practices, such as 

standardizing prompt structures could lead to more consistent and actionable outputs. (Busch 

et al 2023) In context of either a single business or industry in general, collaborative 

platforms where users share successful prompts and strategies also foster a community of 

practice, enhancing overall proficiency. (Liu et al. 2023) This could begin by sharing 

information amongst organizations by training and educating analysts on effective prompt 

construction, emphasizing clarity, specificity, and relevance, and continue by developing a 

repository of validated prompts for common analytical tasks, that can streamline workflows. 

Aligning prompt engineering efforts with organizational goals ensures that the insights 

generated support strategic objectives. (White et al. 2023)    

2.5  Beyond Prompt Engineering: Fine-tuning 

Fine-tuning and prompt engineering are two primary methods for adapting LLMs to specific 

uses. Compared to fine-tuning, transfer learning is a similar process of essentially taking a 

pre-trained language model and further training it on a specific dataset tailored to a particular 

task. Transfer learning is done when the specific dataset is too weak to be used for training 

from scratch, and fine-tuning is done to a pre-trained model on a task specific dataset to 

further adjust the model's parameters to improve performance. (Mathav et al. 2024) In fine-

tuning some previously frozen layers of the pre-trained model are also adjusted. (Siddiqi 
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2019) Meanwhile, prompt engineering focuses on crafting input prompts to elicit desired 

responses without altering the model's underlying parameters. (Liu et al. 2023).  

Fine-tuning the model often achieves superior results on specific tasks due to parameter 

optimization and also by the introduction of domain-specific data, which potentially allows 

models to better understand and generate domain-specific language, improving relevance 

and accuracy. In a business context this could mean for example incorporation of companies’ 

proprietary data, to support personalized outputs. However, it often requires substantial 

computational and engineering investments, it necessitates a significant amount of labeled 

data, which may not always be available, and it introduces the possibility to overfit on the 

fine-tuning dataset, reducing generalization capabilities. (Gururangan et al. 2020; Mathav et 

al. 2024)  While fine-tuning still has its place, as pre-trained language models have become 

larger and more sophisticated the necessity and paradigm of fine-tuning the models for most 

specified tasks seems to be declining in favor of using prompting directly to produce the 

more specified results. (Reynolds & McDonell 2021; Liu et al. 2023) 

2.6  Errors and inaccuracies 

While LLMs offer advanced capabilities in analytics and decision support, they also 

introduce challenges related to errors, oversights and inaccuracies. Evaluation is crucial to 

validate the outputs of LLMs, detect potential errors or biases, and maintain accountability, 

if LLM-generated insights are supposed to inform strategic decisions. Especially since errors 

can take so many forms and the models can generate convincing but completely incorrect or 

erroneous answers, including false justifications such as fake statistics or fake citations, also 

referred to as hallucinations. The models also generally give answers with very high 

confidence. (White et al. 2023; Geroimenko 2025, 89) LLMs capabilities to produce outputs 

that follow commonsense reasoning is improving over time, but they are not yet close to 

human levels on many aspects, which hinders the models’ ability to navigate novel 

situations. This becomes especially evident when the models are missing sufficient context. 

(Krause & Stolzenburg 2024) 

Ambiguous or poorly structured prompts can cause the models to produce inaccurate or 

irrelevant outputs. For example, a vague prompt like "Analyze the data for insights" may not 

provide sufficient guidance and does not specify the required output format, leading to 
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superficial or incorrect analyses and inactionable results. Vague or poorly structured prompts 

could also cause LLMs to misinterpret requests altogether, resulting in oversights by 

answering the wrong question. For example, a model might generate a statistically plausible 

but factually incorrect trend analysis if it misinterprets the context of the data. (Geroimenko 

2025, 18, 24, 86) 

2.7  Bias and insensitive outputs 

Despite best efforts with prompting LLMs may generate outputs that are incorrect, 

nonsensical, or biased, reflecting the data which they were trained on, as if the training data 

contains biases, the model will likely reproduce and even amplify them in its outputs. 

(Bender et al. 2021; Mehrabi et al. 2022; Kumar 2025) For instance, historical data reflecting 

societal biases, such as gender or racial disparities, can lead to biased analytics results when 

used in the models. In predictive policing, biased historical arrest data can cause the models 

to disproportionately target minority communities, perpetuating a cycle of discrimination. 

(Richardson, Schultz & Crawford 2019; Mehrabi et al. 2022) Some LLMs also have a 

knowledge cutoff date, after which they lack information, causing them to miss recent 

developments, which should be considered when prompting and utilizing the results 

(Geroimenko 2025, 10, 14). Another topic entirely is the issue of transparency that arises 

with the model training and development, as users usually have no visibility whatsoever to 

the training data that has been used on the model, which can also cause issues with 

accountability and trust. (Liu 2023) 

Thoughtfully designed prompts can only reduce the likelihood of biased or incorrect outputs 

by guiding the model away from foreseeable mistakes, sensitive topics or encouraging more 

balanced responses. The models lack true understanding and may produce plausible 

sounding but inaccurate information. (Bender et al. 2021; Kumar et al. 2025) However, the 

way prompts are crafted can also inadvertently introduce bias. Leading or loaded prompts 

might steer the model toward specific responses, affecting the neutrality and accuracy of the 

analytics. For example, a prompt that assumes a particular outcome (e.g., "Explain why sales 

decreased due to poor marketing") biases the model to confirm that assumption, potentially 

overlooking other factors. (Shin et al. 2020; Geroimenko 2025, 11-12, 62-63, 115-116)  
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There's also always the risk of the model generating biased, sensitive, or inappropriate 

content despite data quality, since bias can also be produced algorithmically in the training 

process. Even when the model is trained on non-prejudiced and balanced datasets, certain 

model architectures or learning algorithms might favor specific patterns, leading to skewed 

outputs. Prompt engineers can again only minimize these issues. (Suresh & Guttag 2021; 

Srinivasan et al. 2024) Therefore, not only careful prompt design but also critical evaluation 

of the model's outputs is essential when using LLMs. (Bender et al. 2021; Srinivasan et al. 

2024; Kumar et al. 2025) 

2.8  Transparency and explainability 

LLMs operate as black boxes. They contain complex architecture and massive parameter 

spaces, making it it difficult to inspect the algorithmic logic behind specific outputs, 

especially in analytics tasks where understanding the “reasoning” is essential. (Bommasani 

et al. 2021) There are significant challenges of trust towards the results of black-box analysis 

especially in fields where the stakes are high, such as in healthcare, and it has been found 

that clinicians were more inclined to trust a diagnostic tool when they could interpret the 

reasoning behind a diagnosis (Wysocki et al. 2022), and in finance with a state-of-art model 

it could be possible to produce real-world applicable human readable explanations for the 

forecasts made with LLMs (Yu et al. 2023). Without explainability, it is also harder for the 

user to identify or correct biases, reasoning errors and inconsistencies such as sensitivity to 

prompt wording. (Gao et al. 2023) Businesses must also comply with data protection laws 

and ethical guidelines. Regulations like the General Data Protection Regulation (GDPR) 

emphasize the right to explanation for automated decisions (Goodman & Flaxman 2017).  

When LLMs are used for analytics, they generate output based on learned patterns rather 

than explicit reasoning processes. The model’s internal logic remains hidden, making it 

challenging to validate results. While it does not fully “open up the black box,” prompting 

can partially reveal or impose structure on LLM output generation, which is particularly 

useful for analytics and decision-making tasks. (Geroimenko 2025, 92-93). Explainability in 

prompt engineering can mean for example chain-of-thought prompting, where the model is 

encouraged to generate intermediate reasoning steps, enhancing the transparency of the 
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results (Wei et al. 2022) or otherwise to just directly  prompt the model for explanations. 

(Nye et al. 2021; Lampinen et al. 2022)  

The explanations can even affect the outcome of the final output when the model is asked 

for explanations before making any predictions or conclusions, however, the LLMs 

explanations about its outputs may also not have anything to do with the outputs themselves. 

Same goes for any descriptive outputs based on any inputs or context given to the model, 

they may not have anything to do with each other, even on simple tasks. This can be useful 

for assessing the accuracy of the results. If the explanation includes inaccuracies that the 

model has hallucinated, it correlates highly with incorrect prediction output, and if the 

explanations are not consistent with the outcome it can also indicate that the prediction may 

be incorrect. However, consistency with the results or factuality of the explanations can still 

not be used as a reliable indicator that the results are correct. (Ye & Durrett 2022) It has also 

been shown that chain-of-thought explanations may not be faithful to the final predictions 

either and that the model can use completely different reasoning than what it disclaims. 

(Turpin et al. 2023) 

2.9  Evaluation of LLM outputs 

When talking about result evaluation we generally speak about evaluating and testing the 

overall quality of model outputs, although the same discussion is mostly valid also 

considering the evaluation of some single specific output. There are many ways to evaluate 

LLM results, and evaluation is relevant considering all of the aspects of the output, as 

illustrated in Figure 1 below. Common evaluation method is measuring and comparing 

model accuracy on benchmarks and test datasets, however in many disciplines these 

performance metrics may not generalize well to actual capability (Liao et al. 2021). Cross-

validation estimates are also common evaluation techniques, comparing LLM results with 

other data sources or analytical methods to help detect discrepancies, however it is also 

known that cross-validation estimates are often weak indicators of the model’s 

generalization performance (Bates et al. 2023). Implementing verification protocols, such as 

using standardized checklists and guidelines, can also help to ensure that all critical factors 

are considered in the analysis (Ribeiro et al. 2020). 
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 Figure 1. Diagram of example steps from model preparation to input and prompting to 

different aspects of result evaluation. 

 

The challenge in evaluating LLMs stems from the fact that there is usually not a single 

correct answer to a given evaluation, but rather the correctness is judged on a scale or 

refereed by the user, and the models are evaluated for a variety of humanlike capabilities 

rather than some specific objective. The performance metrics for statistical evaluation should 

then be designed in a way that the evaluated estimators, in this case the models, are expected 

with sufficient probability to generate same ranking as the evaluator estimation, the 

performance metric. Commonly used evaluation methods have tendency to overlook rank 

reversal, which means the rankings of the estimates compared to the performance metric is 

switched. (Binette & Reiter 2024) This of course requires an appropriate assessment that is 

used as the evaluator estimate i.e. the “correct” answers to compare the results to.  

Software and algorithms can also be designed to identify errors and quantify biases in the 

models; due to the complexity of that task this generally means specialized LLMs used to 

evaluate outputs and generalization capability of other LLMs. Therefore, even if the 

evaluator models could work, they themselves will also need evaluation and have the same 

kind of pitfalls as the other models. (Li et al. 2023; Shankar et al. 2024) Recording processes, 

decisions and their explanations for later review will allow for post-analysis of the outputs, 

aiding in interpretability of the results and detecting patterns of errors or biases (Anjomshoae 

et al. 2019). As the end-users of expert systems, the human subject matter experts themselves 

have a great role in the reviewing and evaluation of how the model’s outputs and 

explanations rise to the standards of the industry. For developing further accountability, it is 



21 

 

suggested the models should be open for auditing by external auditors and their development 

should include continuous assessment and reporting of issues, omissions or errors that users 

have identified, throughout their time of deployment. (Arrieta et al. 2020) 

2.10  Key Prompt Engineering concepts in Business Analytics context 

Instructions involve directly telling the language model what action to perform. Zero-shot 

prompting refers to the situation where the LLM is asked to perform a task based on clear 

instructions without providing examples, relying on the model's pre-trained knowledge 

(Brown et al. 2020). Some general principles for prompts are that the prompt should be clear, 

concise and specific. This means, for example, avoiding ambiguity from using words with 

multiple meaning and open-ended questions and generally avoiding unnecessary or complex 

words and sentences, to help with the model’s tokenization process. Being specific means 

clearly defining the desired outcome, while over-specification could be for example leading 

the answer or over-complicating the task. (Geroimenko 2025, 18-20)  For example, a 

financial analyst needs a concise summary of a lengthy annual report. Over-complicated and 

still unspecific bad prompt could read ”Provide a detailed financial summary of the 2022 

annual report, including especially but not only revenue growth, operating expenses, and 

net profit", while better wording might be for example “Summarize the key financial 

highlights from the 2022 annual report, focusing on revenue growth, operating expenses, 

and net profit." The prompt contains less words with concise language, still defining the end 

goal clearly.    

Examples provide instances within the prompt to illustrate the desired output format, 

enabling the model to learn from the examples and replicate the pattern. Few-shot prompting 

also refers to this situation, where the LLM is provided with one or more examples within 

the prompt to help it recognize the correct patterns and acquire context clues needed in the 

task and to generate appropriate responses. (Brown et al. 2020). Examples can also showcase 

the style and tone wanted from the output and otherwise give concrete reference point to the 

model and illustrate what kind of information the user is seeking. (Geroimenko 2025, 21-

22) For example, in customer feedback classification a business wants to categorize 

customer reviews, as illustrated in Figure 2. The analyst provides examples in the prompt, 
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and the model continues with "Neutral", following the pattern, suggesting it can be used to 

classify a large dataset of reviews accordingly.  

 

User input: 

Review: "The product arrived late."  

Sentiment: Negative  

Review: "Excellent customer service."  

Sentiment: Positive  

Classify the following:  

Review: "The quality is okay."  

Model output: 

Sentiment: “Neutral” 

Figure 2. Providing examples in the prompt, i.e. few-shot prompting 

 

Contextualization means including relevant background information in the prompts to help 

the model generate more informed and accurate responses by setting the appropriate context. 

Contextualized prompts could for example include detailed background information on the 

business problem or specific constraints that decision-makers face (Ekin 2023; Geroimenko  

2025, 20-21).  For example, in market analytics context, before generating a market report, 

the analyst provides background information needed for the analysis to account for: 

“Considering the increasing inflation rates and supply chain disruptions in 2023, analyze 

the potential impact on consumer electronics sales in North America.”  

Chain-of-thought prompting means instructing the model to generate intermediate 

reasoning steps leading to the final answer, potentially improving the processing of a 

complex task and providing transparency and interpretability to the results. The user designs 

prompts that explicitly instruct the model to show its reasoning process. This often involves 

providing examples where the reasoning steps are included. By presenting the model with 

examples of questions and detailed reasoning steps, the model learns to replicate this pattern 

for new, unseen questions. During inference, the model generates intermediate steps that 

logically progress toward the final answer, improving accuracy on complex tasks that require 

multi-step reasoning. (Wei et al. 2022) At its simplest, zero-shot chain-of-thought prompting 
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can be effective by simply adding phrases like "Let's think step-by-step" to prompts. The 

model can also be given an explicit reasoning path for the task, which could be then referred 

to as few-shot chain-of-thought. (Kojima et al. 2022) Both types of chain-of-thought prompts 

are illustrated in Figure 3 below, where in financial forecasting task the analyst inputs some 

reasoning points into the prompt that they want the model to consider: 

"Our company is evaluating the possibility of entering the Southeast Asian market with our 

line of eco-friendly consumer products: 

(Zero-Shot): Let's analyze this step-by-step.  

 

(Few-Shot): Lets analyze this step-by-step:  

1. Assess the market demand for eco-friendly products in Southeast Asia.  

2. Identify the main competitors in this space and their market share.  

3. Examine the regulatory environment and any trade barriers.  

4. Evaluate cultural factors that may affect product acceptance.  

5. Estimate the investment required for market entry and potential ROI.  

Based on this analysis, provide a recommendation on whether we should proceed with the 

expansion."  

Figure 3. Zero-shot and few-shot chain-of-thought prompts. 

 

Self-consistency in prompting means that multiple reasoning paths are generated and the 

most consistent answer is selected among them. By sampling diverse reasoning paths and 

aggregating the results, self-consistency prompting aims to mitigate errors caused by a single 

chain-of-thought that may be incorrect or suboptimal. The user provides a prompt that 

instructs the model to process through the problem step-by-step multiple times. The model 

then generates multiple reasoning paths (i.e., chains-of-thought) by sampling different 

outputs. If desirable, a single final answer can then be determined by aggregating the answers 

from all the sampled reasoning paths, often through a majority vote or other consensus 

mechanisms. (Wang et al. 2022) Majority vote is a simple consensus mechanism where the 

most frequently occurring answer among multiple outputs is selected as the final result. This 
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approach assumes that the correct answer is more likely to appear multiple times across 

independent outputs. (Kuncheva 2004, 113-123) In this case, the most consistent answer 

across the different reasoning paths is chosen as the final output, increasing the likelihood 

of correctness. This reduces variability in the outputs caused by the randomness in 

generation, by exploring different lines of thought, potentially uncovering solutions that a 

single reasoning path might miss, leading to more reliable results. (Wang et al. 2022). 

Role-based prompting means positioning the LLM as a specific type of decision-maker. The 

technique acts as a specialized type of contextualization which will affect the output format, 

style, and what is highlighted.  Assuming the role of a domain expert or consultant helps the 

model to provide specialized advice and insights and tailor the generated responses to align 

with particular roles in real-world business decision-making contexts. (White et al. 2023; 

Geroimenko 2025, 53-54). For example, one could expect conservative, company level 

financial analysis on the downstream tasks when asking:  “Act as a Chief Financial Officer 

making financial forecasts.”  

Tree-of-thought prompting uses the concepts of tree of thoughts frameworks to get the 

model to evaluate through intermediate reasoning steps in single prompt. (Hulbert 2023) 

These frameworks induce a problem-solving protocol to LLMs by making the model search 

through a tree of different thoughts, meaning that at each intermediate step of reasoning the 

model searches through multiple possible next steps for that branch of reasoning, forming a 

“tree”, this way allowing for comparison, self-evaluation, back-tracking and forward looking 

between these various paths.  This planning is achieved by first designing distinct “thought” 

steps and then generating multiple new “thoughts” from each step, finally evaluating the 

status or the progress that any of these “thoughts” would make towards the desired state, and 

what algorithm to use in this search over a tree-of-thoughts. (Yao et al. 2023) For example, 

the reflection-of-thoughts tree as introduced by Wang et al. (2024) utilized a discussion-

based simulation, emulating three medical experts reaching a consensus on medical advice. 

The framework prompted the model to go back to previous thoughts and judge again if they 

were appropriate in the light of new emergent ideas. It seemed to minimize any critically 

erroneous answers from getting through the sieve of the model’s internal reasoning within 

the answer itself.  
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2.11  LLMs as Data Analysts and the best prompts for analytical reasoning 

It has been proposed in one study comparing state-of-art LLMs (GPT-4) data analyst 

capabilities to human analysts that some of the strengths of human analysts over GPT-4 was 

that humans are more effective communicators, as they would for example mention how 

they feel about the data (surprised, confused) and that a human analyst tends to be 

conservative and avoid mistakes, whereas GPT-4 gives confident suggestions without full 

certainty. (Cheng et al. 2023) Human decomposition of tasks has also been shown to improve 

output reliability over letting the models generate reasoning chains by themselves. (Si et al. 

2023)  

Chain-of-thought prompting has been observed to be effective to boost accuracy and 

performance of GPT-4 for financial and other types of analysis and has been proposed as the 

baseline for such tasks in multiple sources. (Li et al. 2023; Si et al. 2023) Tree of Thought 

prompting allows the model for example to emulate complex and deliberate problem-solving 

and decision-making processes such as could take place between human experts, not only 

generating single but various potential solutions, evaluating and comparing each to reach the 

final answer. (Chen et a. 2023)  Especially on the state-of-art GPT-4 tree-of-thought prompt 

has managed to provide improved results on reliability and accuracy compared to basic 

input-output instructions, zero-shot chain-of-thought and few-shot chain-of-though prompts 

that it was tested against. (Wang et al. 2024) 

The researchers noted that the results with tree-of-thought prompts were promising, but 

despite any prompting method they used, the model still did not consistently provide the 

same answer for the same question when prompted multiple times with same input. (Wang 

et al. 2024) GPT-4 model has been shown to outperform fine-tuned domain specific models 

in some tasks but still falls short on other tasks demanding deeper structural analysis. For 

complicated predictions pre-training and fine-tuning may still be optimal. However, it has 

been observed that LLMs are generally still not reliable enough for trustworthy analysis 

overall, and that further research and improvements would be still needed for their use in 

real-life applications. (Li et al. 2023) 
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2.12  Context length and structured data in LLMs 

LLMs have fixed and finite context windows. Longer contexts exacerbate the risk of the 

model losing track of key information, leading to hallucinated facts and logical 

inconsistencies (Maynez et al. 2020; Bommasani et al. 2021). Despite advancements that 

theoretically allow the models to use as much as tens of thousands of tokens as their context 

windows, the way the models operate causes them to underutilize information in the middle, 

relying more on the front and back ends of the context. This can be somewhat addressed in 

prompting by front loading and backloading the important information, but for example with 

time series data the problem persists (Liu et al. 2024), and as with the long-context challenge, 

large tables also introduce substantial token length when serialized into text (Herzig et al. 

2020).  

Tables often encode relationships across rows and columns that do not naturally translate 

into a linear text representation. LLMs can struggle to capture these relational constraints, 

such as different formats, hierarchical groupings, or time series patterns, leading to less 

reliable reasoning on tasks like entity matching, data summarization, or analytics queries. 

(Sui et al. 2024) It has been found that reducing the context and only using relevant 

information for the model’s inference improves its output results when working with 

structured data. It has been proposed that the models may also be guided through the 

prompting framework to reduce the context they use themselves. (Lee et al. 2024) It has also 

been proposed that the structural data capabilities of the models are enhanced by encouraging 

the model to first internally retrieve important knowledge and critical values and ranges from 

the context in natural language format and to only then utilize it for the task. (Jiang et al. 

2023; Sui et al. 2024) Connecting all of these concepts together, we can form the base 

framework for our prompts as illustrated in Figure 4 below.   
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Figure 4. Concept diagram of the prompting framework. 

 

 

3  Case study: Developing and testing tree-of-thoughts prompts for 

financial analysis 

For company’s continued operation the most significant factors are its economic conditions, 

mainly profitability and solvency. Financial ratios provide a quantitative look at a company’s 

liquidity, solvency, profitability and operational dimension, although reference values for 

any ratios are highly context dependent. (Mäkinen 2002 23; Laakso et al. 2010 19; Laitinen 

1990 171) The case study has been conducted on data collected from 110 small Finnish 

service sector companies from Amadeus database. The data consists of three years of 

financial statement data covering financial statement ratios of company’s fundamentals 

presented by yearly current ratio, profit margin, ROCE and solvency ratio, appended also 

with yearly total revenue, total balance, total employees and operative months at the end of 
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the review period. The data was selected so that half of the reviewed companies were still 

operational two years after the review period and half of them had faced bankruptcy as two 

years had passed.  

The companies are from wide range of industries and locations around Finland, only a couple 

of examples are from any specific same area or sector. The data has been collected with 

simple random sampling from all available SMEs in the database while trying to remove the 

most critically bad quality or deficient data from it or to not select those observations from 

the database. The data sample is limited in size so it might have tilted distribution of 

companies with data that might indicate a financial struggle despite the company having 

been successful or with companies that have still faced a sudden bankruptcy despite having 

shown promising data on the review period. The data is from years 2016, 2017 and 2018, a 

period that had not any large macroeconomic turning points or anomalies in Finland. The 

time period is not disclosed to the model and the years are only referred to as t and t-x.  

3.1  Financial and non-financial risk and performance indicators 

The current ratio is a primary measure of a company’s liquidity, meaning its ability to cover 

short-term liabilities. The solvency ratio reflects long-term financial stability and structure, 

measuring the firm’s capacity to meet long-term obligations. These ratios can provide a clear 

signal of potential liquidity shortfalls that might precipitate default. (Salmi 2020) In Finnish 

financial literature some suggested reference values for current ratio are above 2 for a good 

value and below 1 for a weak value, and for solvency ratio above 40% for a good value and 

below 20% for a poor value. (Salmi 2020) The average solvency ratio for small and medium 

sized Finnish companies in the end of the review period of the research case study for all 

industries combined was 44,96% (Tilastokeskus 2025). 

Profit margin is a direct indicator of a company’s operational efficiency and managerial 

success (Higgins 2012, 40; White et al. 2003, 139)  Companies with poor efficiency are more 

vulnerable to economic downturns, while those with high efficiency are generally better 

positioned to absorb shocks, to attract investments and to receive credit. (White et al. 2003, 

140) For profit margin, suitable references values would be less than five percent for a poor 

value and above ten percent for a good value. (Yritystutkimus Ry 2011, 75) However, the 

average profit margin value for small and medium sized Finnish companies in the end of the 
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review period of the research case study for all industries combined was only 4,76% 

(Tilastokeskus 2025), illustrating the high relativity of all reference values.  

There is also a direct link between capital efficiency and creditworthiness (Campbell et al. 

2008), and return on capital employed (ROCE) essentially evaluates how effectively a firm 

uses its capital to generate profits. (Yritystutkimus Ry 2011, 64) In Finnish financial 

literature some suggested reference values for ROCE are above 15% for a good value and 

below 5% for a weak value. (Salmi 2020) As was the case with profit margin, according to 

these reference values the average ROCE value for small and medium sized Finnish 

companies in the end of the review period of the research case study for all industries 

combined was quite poor at only 4,9% (Tilastokeskus 2025). 

Studies have demonstrated that a rapidly declining asset base can be an early warning sign 

of financial distress (Altman 1968; Campbell et al. 2008). Similarly, revenue trends are 

critical as they directly reflect changes in the company’s operational performance and scope 

of operations. A negative or crashing revenue trend may signal declining market share or 

operational issues. (Leppiniemi & Leppiniemi 2000, 167; Yritystutkimus Ry 2011, 75) Low 

employee turnover is also an indirect indicator of organizational stability and management 

effectiveness, as conversely high employee turnover can disrupt operations, erode 

institutional knowledge, and reflect broader organizational or cultural issues. High turnover 

therefore reduces operational performance and correlates with higher operational risk. 

(Huselid 1995; Hausknecht & Trevor 2011)  

Newer companies often face higher uncertainty, lower market penetration, and weaker 

financial buffers, while older companies typically have more established operations and 

predictable cash flows. Younger companies have been empirically shown to exhibit higher 

failure rates compared to their more mature counterparts. (Laitinen & Laitinen 2004, 39–41) 

Company age can be a risk for creditors also in the sense that bankruptcies of younger 

companies are more sudden, making them harder to predict as they show less warning 

signals. (Pompe & Bilderbeek 2005; Laakso et al. 2010, 75) According to prior research, 

especially companies that are less than five years old have a major additional risk of 

bankruptcy. (Laitinen & Laitinen 2004, 39–41) However, when talking about a company 

being “mature” in this sense typically means it has gone through decades of development 

phases to form adaptive internal resilience strategies against external threats. (Conz et al. 

2017) 
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3.2  Composite risk scores 

Composite risk scores are a tool in credit risk analytics, designed to aggregate multiple 

financial and non‐financial indicators first into discrete categories representing relevant 

attributes for credit scoring, and then into a single measure that reflects the overall 

probability of default. (Siddiqi 2017, 4-5)  Early work in this area can be traced all the way 

back to Altman’s Z-score model, which employed a linear combination of financial ratios to 

discriminate between firms that ultimately default and those that did not. (Altman 1968) 

Composite risk scores should not only emphasize predictive accuracy but interpretability as 

decision support tools. An intelligently designed composite risk score is generally not only 

a product of algorithms but applied business domain expertise. The score should be 

pinpointing dimensions of company’s financial health that contribute most significantly to 

default risk considering a wide variety of factors (Siddiqi 2017, 4) The variables that are 

given to a prediction model are to be chosen in such manner that their coverage is as 

comprehensive as possible without including much of overlapping information (Laakso et 

al. 2010, 71). 

3.3  Gradient Boosting and feature importance 

Gradient boosting is an ensemble machine learning technique that constructs a strong 

predictive model by iteratively combining multiple weak learners, usually decision trees, to 

reduce the prediction error. At each iteration, the algorithm fits a new model to the residuals 

of the ensemble built so far, optimizing the overall loss function via gradient descent. Feature 

importance within this framework is commonly derived by measuring how much each 

feature contributes to reducing the loss. (Friedman 2001)  

When a decision tree within the gradient boosting framework splits the data based on a 

feature, it does so with the aim of reducing the loss function (which quantifies prediction 

error). The decrease in the loss due to a split is known as the “gain.” For each feature, the 

algorithm calculates the gain every time that feature is used to split a node. These gains are 

then summed over all trees in the ensemble and typically normalized to provide a relative 

measure of importance. A higher cumulative gain for a feature indicates that it contributes 

more to the predictive accuracy of the model (Friedman 2001; Chen and Guestrin 2016).  
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Various boosting methods such as gradient boosting have been effectively employed in 

financial analytics for predicting defaults and corporate bankruptcy. For instance, studies 

have demonstrated that boosting methods can outperform traditional statistical models in 

credit scoring tasks. In these applications, the derivation of feature importance is particularly 

valuable: it quantifies the contribution of each variable (e.g., specific financial ratios) in 

reducing the loss, highlighting the key drivers behind default risk. (Barboza et al. 2017; Xia 

et al. 2017) 

It should be noted that Boosting methods can take mixtures of numeric and categorical 

variables, as they are not affected by scaling or general data transformations that are needed 

for that. Also, specifically for these methods dichotomous discretization is otherwise 

redundant, due to how the models assign feature importance internally, if an attribute occurs 

infrequently in the training data, its relative importance as a splitting variable is 

automatically low, even if the attribute would in reality be very important in the specific 

cases where it occurs. (Hastie et al. 2009, 352, 368) 

3.4  Composite scores and further analysis of the largest deviators 

To create the reference scores for all companies to what the prompt results could be 

compared against, four composite scores were derived by transforming the data into two 

series of binary variables illustrated in the Table 1 below, one series of positive indicators 

for company health according to the rules below and thresholds illustrated in the Table 2 

below, and one series of negative performance indicators and red flags for company default 

risk according to the rules and thresholds illustrated in the Table 3 below. 

First reference scores were assembled by assigning all of these binary variables with the flat 

importance of 0,0714 (1/15), and applying the rating on all of the companies, forming scores 

named Flat Health and Flat Risk. Second reference scores were assembled by training two 

Gradient Boosting models on the complete population data. One model was trained with the 

positive binary variables to predict which companies did not default (Appendix 1), and one 

with the negative binary variables to predict which companies did default (Appendix 2). The 

feature importances were then taken from these models, using them for rating all the 

companies again forming the GB Health and GB Risk scores. The gradient boosted feature 
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importances in Table 1 below give insight into what has been the most determining factors 

for company health and company risk in this specific population. 

 

Table 1. Summary of the positive and negative dummy attributes and their feature 

importance from gradient boosting 

Feature Importance Feature Importance 

Positive Total Assets Trend 0.0616 Negative Total Assets Trend 0.1154 

Positive Revenue Trend 0.0173 Negative Revenue Trend 0.0098 

Stable Total Assets Trend 0.0398 Crashing Total Assets Trend 0.0259 

Stable Revenue Trend 0.0464 Crashing Revenue Trend 0.0309 

Employee Volatility Low 0.0611 Employee Volatility High 0.0513 

Stable Current Ratio 0.0538 Poor ROCE 0.0203 

Stable Profit Margin 0.0161 Poor Profit Margin 0.0258 

Stable ROCE 0.2985 Poor Current Ratio 0.0181 

Stable Solvency Ratio 0.1664 Poor Solvency Ratio 0.0766 

Strong Current Ratio 0.0306 Alarming ROCE 0.0069 

Strong Profit Margin 0.0093 Alarming Profit Margin 0.0705 

Strong ROCE 0.0016 Alarming Current Ratio 0.0491 

Strong Solvency Ratio 0.0546 Alarming Solvency Ratio 0.0801 

Well-rounded 0.1055 Red Flag 0.3983 

Old Company 0.0374 Young Company 0.0209 
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Table 2. Thresholds for positive binary attributes 

Variable 

label 

Explanation Current 

Ratio 

Profit 

Margin 

ROCE Solvency 

Ratio 

Stable The variable is never less than 

following thresholds: 

1 5 5 20 

Strong The variable is always stable and at 

end of the review period higher than 

the following thresholds: 

2 10 10 40 

Positive Trend The variable is higher in the last review year than the first year. 

Stable Trend The variable is always higher than in the previous year. 

Well-rounded The company has five or more positive markers. 

Old Company The company is ten or more years old. 

Employee Volatility Low The variable always has less than 30% changes at a time. 

 

Table 3. Thresholds for negative binary attributes 

Variable 

label 

Explanation Current 

Ratio 

Profit 

Margin 

ROCE Solvency 

Ratio 

Poor  The variable is at least once less than 

following thresholds: 

1 5 5 20 

Alarming The variable is at least once less than 

following thresholds: 

0,5 0 0 0 

Red Flag 

(2) 

The variable is at least once less than 

following thresholds : 

0,25 -5 -5 -20 

Negative Trend The variable is lower at the end of the review period than in the 

beginning. 

Crashing Trend The variable is 30% or more lower at the end of the review period 

than in the beginning. 

Red Flag (1) The assets or revenue crash more than 50% over the review period. 

Young Company The company is less than ten years old. 

Employee Volatility High The variable has changes of 30% or more at a time. 
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3.5  Measuring consistency and agreement of samples 

When comparing multiple samples to some benchmark, one goal is to determine how closely 

or consistently the test samples align with the reference measurements. A strong correlation 

indicates that as the reference scores change, the test scores change in a similar manner. 

However, it is important to note that high correlation does not imply good agreement or lack 

of systematic bias. (Bland & Altman 1986) A Shapiro-Wilk Test compares the data's 

distribution to a perfect normal distribution and calculates a statistic along with a p-value. A 

p-value below a chosen threshold (commonly 0.05) suggests that the data deviates 

significantly from normality. (Shapiro & Wilk 1965) For non-normally distributed data the 

Spearman’s rank correlation coefficient can be used to answer how similar the ordering of 

the objects produced by the assessor is to the ordering in the reference, no matter how far 

the numerical scores themselves are from the reference. When the coefficient gets value 1 it 

indicates perfect rank correlation and correspondingly -1 indicates perfectly reversed 

rankings. (Field 2013)  

Subtracting two scores pair by pair from each other obtains the difference between each 

observation, which can be positive or negative. Analyzing the mean difference gives a 

measure of systematic bias between samples, whether a sample tends to overestimate or 

underestimate compared to one another. Statistical tests such as the Wilcoxon signed-rank 

test can also determine whether these biases are statistically significant. The null hypothesis 

of the test is that the median of these differences is zero, meaning there is no systematic bias 

between the reference and test scores. A small p-value (<0.05) suggests you can reject the 

null hypothesis, implying the median difference is likely not zero, meaning there is a 

statistically significant bias. (Altman 1991, 191-192, 203; Rosner 2011, 333-334) 

Mean Absolute Error measures the average magnitude of the errors, while Root Mean 

Squared Error penalized the larger errors more heavily. These metrics enable direct 

comparisons between samples in terms of their typical deviations from each other. (Willmott 

and Matsuura 2005; Chai and Draxler 2014). Finally, Interclass Correlation Coefficient is a 

measure of how much the scores from different methods agree with each other when 

assessing the same subjects. It tells what portion of the total variability in the scores is due 

to true differences among subjects (higher score, closer to 1), rather than measurement error 

or inconsistency between raters (lower score, closer to 0). This makes ICC a valuable tool 
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when needing to decide if two measurement methods or raters are reliably assessing the same 

underlying attribute. The two-way random effects model (absolute agreement) is appropriate 

when you want to know if the methods would yield similar scores in any random population. 

The two-way mixed effects model (consistency) on the other hand focuses on whether the 

ratings are correlated and maintain a consistent rank order, without necessarily penalizing 

systematic differences. (Shrout & Fleiss 1979; Koo & Li 2016) 

3.6  Consistency and agreement of the test scores to reference scores 

The assessment of the test scores was made by comparing which tested prompt’s scores had 

the highest consistency and agreement with the reference scores. That should be at least a 

strong indicator of the model’s consistency with the data itself, as we assume that the 

reference scores are comprehensive and objective measurement of proportions of good and 

bad indicators in the companies’ attributes visible in the data. Acquiring the feature 

importances with the gradient boosting models also help to validate the reference scores, 

although some variables are less and some more meaningful in the boosting models, the 

overall scores are very consistent with each other and most of the variables are being 

assigned with meaningful importance, as can be seen from Table 1. The most important 

indicator of consistency to the reference scores and therefore the data was that the model 

would rank the companies as similarly to the reference scores as possible. This was mainly 

measured with the Spearman’s rank correlation coefficient. Mean Absolute Error and Root 

Mean Squared Error were also calculated for measuring agreement, Intraclass Correlation 

Coefficients also for both agreement and consistency, as well as simple mean difference for 

general bias direction (Appendix 3).  

Using the reference scores in conjunction for evaluating the results of the prompt scores, 

allowed to quite objectively address how consistent their analysis was to the data and how 

well overall did they take into account all of the apparent risk factors that can be caught with 

the indicator variables, and how balanced their assessment is when taking into account the 

positive performance as well. A separate look was also taken at how the prompts performed 

when the data was separated into those companies that had defaulted and those which had 

not. Overall accuracy was not tried to be measured, for example by trying to assess which 

prompt gave the defaulted companies the worst ratings, but instead the reliability of the 
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model reasoning according to what the data that the model had received was and comparing 

that relevancy to the data and the consistency of the analysis when prompted with different 

prompts. 

The outputs of the two of the most developed prompts were also taken into more detailed 

further analysis by choosing five of the largest deviators in scores of Risk and Health, as 

compared to the Gradient Boosting reference scores. The outputs were thoroughly studied 

for what factors the model paid attention to, how well the explanations of the model fitted 

the scores it gave, and how well the explanations and results overall fitted to the actual 

company data. This was done as the final evaluation of the outputs to check thoroughly on a 

smaller scale which actually seemed to have the soundest reasoning behind its answers. 

The steps of the analysis were as follows: 1. Do the output’s two scores converge towards a 

total of one? 2. Is the review found at the beginning of the explanations consistent to the 

data? 3. Are the explanations of the outputs individually simulated analysts consistent to the 

review and the data? 4. Are the explained discussion and summarized final scores and 

reasoning consistent to the previous individual analysis and the data? 5. Does the Health and 

Risk score scaling (subjectively) match the data? 6. Does the Health and Risk Score scaling 

(subjectively) each other? 7. Are the explanations for both scores (subjectively) reasonable? 

8. Overall rating of the output (good or bad), i.e. independent of any other analysis or the 

references, is the output consistent to the data and coherent or are parts of it inaccurate and 

misleading? (score convergence to a total of one will not automatically lead to negative 

evaluation)      

Steps one to four focus on internal consistency and steps five to seven focus on whether the 

analysis is actually coherent and consistent to outside world. For example: the model 

correctly recognizes from the data that a new company has excellent figures without any 

tangible weak points and also states this in the explanations of the outputs. Therefore, in this 

case the output health score should not be low and risk score should not be high, otherwise 

there is a clear inconsistency. The health and risk score should not be close to each other 

either. This kind of logical reasoning is quite objective, however, on a more detailed level 

the analysis becomes increasingly subjective, such as what is the appropriate amount of risk 

based purely on short operative history. The more subjective part of the evaluation is still 

based on the same justifications, references and threshold that was otherwise used for 

compiling the reference scoring.     
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3.7  Test prompts and prompting the model 

The base task in all prompts was the same, to assess all the company’s positive performance 

indicators from the review period and to give the company a rating of health score from 0 to 

1 and to assess all the negative performance indicators of the company from review period 

and give the company a risk rating score from 0 to 1 as can be seen in prompt A in the Figure 

5 below,  but the instructions for the answer formation was where the prompts were slightly 

different. In all prompts the model (OpenAI o3) was given instructions to answer the task as 

multiple financial analysts. The model was instructed to complete the task step-by-step. The 

model was also given some few-shot instructions for the steps it should take. In the first steps 

the model was instructed to form intermediate descriptive data of the input table, because it 

had been shown by Jiang et al. (2023) and Sui et al. (2024) that it might enhance the model’s 

capability of handling structural data. 

 

Figure 5. Prompt A 

Here are key financial values for the company from the last three years t to t-2:  

[data] 

Here is your task: Imagine three different financial analysts are completing the task: 

Assess all the company’s positive performance indicators from the review period and give the company a rating of health score from 0 

to 1 where 1 is the highest health possible and 0 lowest health possible. Then assess all the negative performance indicators of the 

company from review period and give the company a risk rating score from 0 to 1 where 1 is the highest risk possible and 0 lowest risk 

possible. Give the ratings as two digit decimals between 0 and 1. Give reasoning to the each factor that affects the ratings. 

The analysts complete the task above step by step:  

Step 1: Review the data, each independently  

Step 2: ..  

Step X: Each analysts give out their initial answers to the questions and the reasoning independently 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+1: Each analyst discuss together 

Step X+2: After discussing, each analyst give out their answers and the reasoning again 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+3: Analysts reach their final answers together and give the answer and the reasoning  

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Show your work of each step. 
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The intermediate steps between the initial review and the answer formation were left open, 

and the models were given instructions to perform as many steps as needed. This was to 

better leverage the role-playing aspect of the prompt and leave the model to decide which 

steps the experts would take in the process. The model was also instructed to show its work 

of each step. Several guided steps also followed after the model had completed all of its own 

steps. First each individual simulated analyst gave out their own answers and reasonings. 

Then the analysts discussed their findings together and on prompt B in Figure 6 below and 

onwards the analysts are also specifically encouraged to reflect on their own previous ideas 

based on the discussion and others’ thoughts. In the next step each analyst gave their answers 

and reasoning again after the discussion. In the last step the analysts gave out their compiled 

final assessment and its reasoning. On prompt C in Figure 7 below and onwards the model 

was also explicitly instructed that the analysts are to be careful in their analysis and avoid 

mistakes.  

 

Figure 6. Prompt B 

Here are key financial values for the company from the last three years t to t-2:  

[data] 

Here is your task: Imagine three different financial analysts are completing the task: 

Assess all the company’s positive performance indicators from the review period and give the company a rating of health score from 0 

to 1 where 1 is the highest health possible and 0 lowest health possible. Then assess all the negative performance indicators of the 

company from review period and give the company a risk rating score from 0 to 1 where 1 is the highest risk possible and 0 lowest risk 

possible. Give the ratings as two digit decimals between 0 and 1. Give reasoning to the each factor that affects the ratings. 

The analysts complete the task above step by step:  

Step 1: Review the data, each independently  

Step 2: ..  

Step X: Each analysts give out their initial answers to the questions and the reasoning independently 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+1: Each analyst discuss together, and analysts should be open to reconsidering their initial evaluations based on the shared 

evidence and others’ thoughts 

Step X+2: After discussing, each analyst give out their answers and the reasoning again 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+3: Analysts reach their final answers together and give the answer and the reasoning  

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Show your work of each step. 
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Figure 7. Prompt C 

On prompt D in Figure 8 below the model was also instructed more specifically about the 

results formation, after taking a look at the outputs of the earlier prompts. The model was 

more explicitly instructed that the two values are not related and they should not necessarily 

converge towards a total of one, like what happened with the other prompts, and it was 

explicitly stated that the default values of the scores were zero, and that only clearly positive 

metrics should count towards health scores, and only clear deviations from safe values 

should count towards risk scores. All of these are simple countermeasures against the model 

justifying value pairs that clearly converged towards a total of one, and they were chosen 

simply by extensive iterative testing with different prompts, and it can be noted that, while 

the model’s tendency to converge the scores to one was quite difficult to rein in, these 

methods seemed to work.  

Here are key financial values for the company from the last three years t to t-2:  

[data] 

Here is your task: Imagine three different financial analysts are completing the task. All of the analysts avoid mistakes and uncertainty 

in their own analysis: Assess all the company’s positive performance indicators from the review period and give the company a rating 

of health score from 0 to 1 where 1 is the highest health possible and 0 lowest health possible. Then assess all the negative 

performance indicators of the company from review period and give the company a risk rating score from 0 to 1 where 1 is the highest 

risk possible and 0 lowest risk possible. Give the ratings as two digit decimals between 0 and 1. Give reasoning to the each factor that 

affects the ratings. 

 

The analysts complete the task above step by step:  

Step 1: Review the data, each independently  

Step 2: ..  

Step X: Each analysts give out their initial answers to the questions and the reasoning independently 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+1: Each analyst discuss together, and analysts should be open to reconsidering their initial evaluations based on the shared 

evidence and others’ thoughts 

Step X+2: After discussing, each analyst give out their answers and the reasoning again 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

Step X+3: Analysts reach their final answers together and give the answer and the reasoning  

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert two digit decimal between 0 and 1> 

 

Show your work of each step. 
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Figure 8. Prompt D 

 

 

 

 

Here are key financial values for the company from the last three years t to t-2:  

[data] 

Here is your task: Imagine three different financial analysts are completing the task. All of the analysts avoid mistakes and uncertainty 

in their own analysis:Assess all the company’s positive performance indicators from the review period and give the company a rating of 

health score from 0 to 1 where 1 is the highest health possible and 0 lowest health possible. Then assess all the negative performance 

indicators of the company from review period and give the company a risk rating score from 0 to 100 where 100 is the highest risk 

possible and 0 lowest risk possible. Give the health ratings as two digit decimals between 0 and 1 and risk as integer between 0 and 

100. Give reasoning to each factor that affects the ratings. The two scores are entirely independent and do not affect each other, 

never revise health assessment based on risk or vice versa. Award health points only for metrics that are clearly above unsafe 

levels. If no metric is clearly favourable, default Health is at 0.00. Add risk points only for metrics that are clearly below safe levels. 

If no metric is clearly unfavourable, default is Risk at 0.  

 

The analysts complete the task above step by step:  

Step 1: Review the data, each independently  

Step 2: ..  

Step X: Each analysts give out their initial answers to the questions and the reasoning independently 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert integer between 0 and 100> 

Step X+1: Each analyst discuss together, and analysts should be open to reconsidering their initial evaluations based on the shared 

evidence and others’ thoughts 

Step X+2: After discussing, each analyst give out their answers and the reasoning again 

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert integer between 0 and 100> 

Step X+3: Analysts reach their final answers together and give the answer and the reasoning  

Health Score: <Insert two digit decimal between 0 and 1> 

Risk Score: <Insert integer between 0 and 100> 

Show your work of each step. 
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4  Results and discussion 

On the Table 4 below it can clearly be seen that the prompts performed best on the non-

default group (NO DEFAULT) and worst on the default group (DEFAULT), and overall 

(OVERALL) better on the risk scores than the health scores on every group as measured by 

Spearman’s rank correlation, the assumption being made that higher consistency as 

measured by Spearman’s rank correlation compared to the objectively formed scores should 

indicate higher analytical reasoning and reliability. Since the Spearman’s scale is from -1 to 

1, and if we consider that result of 0 would resemble a random shuffling of the values where 

there is close to zero positive or negative correlation, it could be said that the higher end 

scores at 0,75 and above would resemble decently good consistency, scores above 0,5 would 

resemble a clear correlation, and scores below that would resemble a quite vague connection. 

On this scale of assessment, the model’s performance with these prompts is overall mediocre 

in all other groups except when assessing the healthy companies of the non-default group.  

On the Table 5 below it can be seen that the mean difference between the prompts and test 

scores, as well as mean absolute error and root mean square error is highest when assessing 

health of the companies, and that with these prompts the model consistently scores the health 

higher than the references, essentially meaning that with these prompts the model seems to 

recognize health of the healthy companies, but it seems to get worse at assessing risk the 

more the risk or ambiguity increases in reality, and to fail to recognize the absence of healthy 

indicators in the companies that are or have been on the path to default. For difference and 

bias significance between the references and all the test scores the Wilcoxon signed-rank test 

p value was close to zero, meaning that we can reject the null hypothesis of no meaningful 

differences. When comparing the error metrics MAE and RMSE across the data, the results 

are very mixed for all prompts in all groups. 
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Table 4. Spearman rank correlation coefficient for Test prompts A, B, C, D compared to 

reference scores (Ref.) grouped by default status and type (health, risk) 

Group Ref. Test prompt Spearman r Spearman p 
NO DEFAULT Flat Risk A Risk 0,85 0,00 
NO DEFAULT Flat Risk D Risk 0,85 0,00 
NO DEFAULT Flat Risk B Risk 0,84 0,00 
NO DEFAULT Flat Risk C Risk 0,83 0,00 
NO DEFAULT Flat Health D Health 0,82 0,00 
OVERALL Flat Risk C Risk 0,82 0,00 
NO DEFAULT Flat Health B Health 0,79 0,00 
OVERALL Flat Risk A Risk 0,79 0,00 
NO DEFAULT Flat Health C Health 0,79 0,00 
NO DEFAULT Flat Health A Health 0,79 0,00 
OVERALL Flat Risk B Risk 0,77 0,00 
OVERALL Flat Health C Health 0,72 0,00 
OVERALL Flat Risk D Risk 0,72 0,00 
OVERALL Flat Health B Health 0,69 0,00 
OVERALL Flat Health D Health 0,68 0,00 
OVERALL Flat Health A Health 0,68 0,00 
DEFAULT Flat Risk C Risk 0,65 0,00 
DEFAULT Flat Risk A Risk 0,61 0,00 
DEFAULT Flat Risk B Risk 0,52 0,00 
DEFAULT Flat Health C Health 0,50 0,00 
DEFAULT Flat Health A Health 0,46 0,00 
DEFAULT Flat Health D Health 0,45 0,00 
DEFAULT Flat Health B Health 0,44 0,00 
DEFAULT Flat Risk D Risk 0,40 0,00 
     
NO DEFAULT 
NO DEFAULT 

GB Risk A Risk 0,84 0,00 
NO DEFAULT GB Risk D Risk 0,83 0,00 
NO DEFAULT GB Risk B Risk 0,83 0,00 
NO DEFAULT GB Risk C Risk 0,82 0,00 
NO DEFAULT GB Health B Health 0,81 0,00 
NO DEFAULT GB Health C Health 0,81 0,00 
NO DEFAULT GB Health D Health 0,81 0,00 
NO DEFAULT GB Health A Health 0,79 0,00 
OVERALL GB Risk C Risk 0,79 0,00 
OVERALL GB Risk A Risk 0,75 0,00 
OVERALL GB Risk B Risk 0,74 0,00 
OVERALL GB Health C Health 0,72 0,00 
OVERALL GB Health B Health 0,70 0,00 
OVERALL GB Risk D Risk 0,70 0,00 
OVERALL GB Health D Health 0,68 0,00 
OVERALL GB Health A Health 0,68 0,00 
DEFAULT GB Risk C Risk 0,64 0,00 
DEFAULT GB Risk A Risk 0,55 0,00 
DEFAULT GB Health C Health 0,51 0,00 
DEFAULT GB Risk B Risk 0,50 0,00 
DEFAULT GB Health B Health 0,46 0,00 
DEFAULT GB Health D Health 0,45 0,00 
DEFAULT GB Health A Health 0,44 0,00 
DEFAULT GB Risk D Risk 0,38 0,00 
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Table 5. The agreement of test scores for Test prompts A, B, C & D compared to reference 

scores (Ref.) grouped by default status and type (Health, Risk) 

Group Ref. Test prompt MAE RMSE ICC Agr. ICC Con. M. Diff. Bias direction 
NO DEFAULT Flat Risk A Risk 0,24 0,26 0,49 0,52 -0,09 Ref. < Test 
NO DEFAULT Flat Risk D Risk 0,18 0,23 0,72 0,75 -0,09 Ref. < Test 
NO DEFAULT Flat Risk B Risk 0,21 0,24 0,62 0,65 -0,09 Ref. < Test 
NO DEFAULT Flat Risk C Risk 0,21 0,25 0,61 0,66 -0,11 Ref. < Test 
NO DEFAULT Flat Health D Health 0,16 0,19 0,71 0,71 -0,03 Ref. < Test 
OVERALL Flat Risk C Risk 0,16 0,19 0,72 0,72 -0,01 Ref. < Test 
NO DEFAULT Flat Health B Health 0,17 0,21 0,72 0,76 0,09 Ref. > Test 
OVERALL Flat Risk A Risk 0,19 0,23 0,54 0,56 -0,07 Ref. < Test 
NO DEFAULT Flat Health C Health 0,17 0,21 0,68 0,69 -0,04 Ref. < Test 
NO DEFAULT Flat Health A Health 0,19 0,23 0,60 0,59 -0,01 Ref. < Test 
OVERALL Flat Risk B Risk 0,18 0,21 0,66 0,66 -0,01 Ref. < Test 
OVERALL Flat Health C Health 0,15 0,18 0,71 0,73 -0,06 Ref. < Test 
OVERALL Flat Risk D Risk 0,16 0,20 0,67 0,71 -0,08 Ref. < Test 
OVERALL Flat Health B Health 0,17 0,22 0,71 0,72 -0,05 Ref. < Test 
OVERALL Flat Health D Health 0,15 0,19 0,73 0,74 0,04 Ref. > Test 
OVERALL Flat Health A Health 0,20 0,24 0,52 0,60 -0,13 Ref. < Test 
DEFAULT Flat Risk C Risk 0,12 0,16 0,56 0,57 0,03 Ref. > Test 
DEFAULT Flat Risk A Risk 0,14 0,18 0,46 0,48 0,06 Ref. > Test 
DEFAULT Flat Risk B Risk 0,14 0,18 0,45 0,54 -0,10 Ref. < Test 
DEFAULT Flat Health C Health 0,15 0,19 0,42 0,44 0,06 Ref. < Test 
DEFAULT Flat Health A Health 0,16 0,21 0,34 0,47 -0,13 Ref. < Test 
DEFAULT Flat Health D Health 0,13 0,17 0,54 0,54 -0,01 Ref. < Test 
DEFAULT Flat Health B Health 0,21 0,25 0,23 0,42 -0,19 Ref. < Test 
DEFAULT Flat Risk D Risk 0,16 0,21 0,39 0,38 -0,01 Ref. < Test 

         
NO DEFAULT GB Risk A Risk 0,24 0,26 0,49 0,52 -0,09 Ref. < Test 
NO DEFAULT GB Risk D Risk 0,18 0,23 0,72 0,75 -0,09 Ref. < Test 
NO DEFAULT GB Risk B Risk 0,21 0,24 0,62 0,65 -0,09 Ref. < Test 
NO DEFAULT GB Risk C Risk 0,21 0,25 0,61 0,66 -0,11 Ref. < Test 
NO DEFAULT GB Health B Health 0,16 0,19 0,71 0,71 -0,03 Ref. < Test 
NO DEFAULT GB Health C Health 0,16 0,19 0,72 0,72 -0,01 Ref. < Test 
NO DEFAULT GB Health D Health 0,17 0,21 0,72 0,76 0,09 Ref. > Test 
NO DEFAULT GB Health A Health 0,19 0,23 0,54 0,56 -0,07 Ref. < Test 
OVERALL GB Risk C Risk 0,17 0,21 0,68 0,69 -0,04 Ref. < Test 
OVERALL GB Risk A Risk 0,19 0,23 0,60 0,59 -0,01 Ref. < Test 
OVERALL GB Risk B Risk 0,18 0,21 0,66 0,66 -0,01 Ref. < Test 
OVERALL GB Health C Health 0,15 0,18 0,71 0,73 -0,06 Ref. < Test 
OVERALL GB Health B Health 0,16 0,20 0,67 0,71 -0,08 Ref. < Test 
OVERALL GB Risk D Risk 0,17 0,22 0,71 0,72 -0,05 Ref. < Test 
OVERALL GB Health D Health 0,15 0,19 0,73 0,74 0,04 Ref. > Test 
OVERALL GB Health A Health 0,20 0,24 0,52 0,60 -0,13 Ref. < Test 
DEFAULT GB Risk C Risk 0,12 0,16 0,56 0,57 0,03 Ref. > Test 
DEFAULT GB Risk A Risk 0,14 0,18 0,46 0,48 0,06 Ref. > Test 
DEFAULT GB Health C Health 0,14 0,18 0,45 0,54 -0,10 Ref. < Test 
DEFAULT GB Risk B Risk 0,15 0,19 0,42 0,44 0,06 Ref. < Test 
DEFAULT GB Health B Health 0,16 0,21 0,34 0,47 -0,13 Ref. < Test 
DEFAULT GB Health D Health 0,13 0,17 0,54 0,54 -0,01 Ref. < Test 
DEFAULT GB Health A Health 0,21 0,25 0,23 0,42 -0,19 Ref. < Test 
DEFAULT GB Risk D Risk 0,16 0,21 0,39 0,38 -0,01 Ref. < Test 

 

The default group is especially important since overall false negatives are more dangerous 

than false positives in many high-stakes analytics uses. For example, for creditors 

performing financial analysis on their clients, picking up companies for closer screening in 

vain is better to a large extent than failing to pick up alarm signals on high-risk clients. 

Therefore, model performance in situations with high ambiguity would be more relevant 
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than performance with clearly healthy companies, meaning even that increased consistency 

and performance in the default group is to a moderate extent more valuable than slight 

performance loss on the non-default group.  

Starting off with comparing the results of the first and the most rudimentary prompt A 

against the results of the second prompt B with explicit reflection, overall, both of the 

prompts performed very similarly, with corresponding scores (i.e. A Health vs B Health) 

being within 0,02 from each other, as can be seen in Table 4 above. Overall prompt B 

performed better on the health scores and prompt A better on the risk scores against both 

reference scores, when comparing them by the Spearman rank correlation. Therefore, with 

this metric it is difficult to determine which prompt performed better. However, when 

looking at the ICC scores for absolute agreement (two-way random effects) and consistency 

(two-way mixed effects) Prompt B seems to overall perform better than prompt A, however 

not in the default group. In the prompting literature human decomposition of the task has 

been suggested to improve the model performance, which would implicate that explicitly 

giving the instructions to backtrack and to revise the analysis in the prompt could improve 

the model’s performance.  

Explicit reflection is still kept on when proceeding forward, and Prompt C is also explicitly 

given the model instructions to be careful in its analysis and avoid mistakes. This is also 

consistent with the prompting literature, where it is suggested that over-confidence and lack 

of caution are some of the biggest analytical weaknesses of LLMs. When comparing the 

results of prompt A and B to prompt C on the consistency to reference through Spearman’s 

rank correlation, we can see in Table 4 that overall, these prompts also performed fairly 

similarly, with prompt C taking a slight but clear lead in the overall assessment with both 

groups combined and also in the more ambiguous and risky default group. Prompt C also 

seemed to perform clearly better when looking at the ICC scores in Table 5. Even if it’s 

ambiguous whether A or B performed better, prompt C still also retaining instructions of 

prompt B seems to easily outperform both, as can be seen from the higher consistency as 

shown by Spearman’s r and ICC consistency and ICC agreement as well as other agreement 

measures of Risk C and Health C in all groups in the tables above. 

When looking at the agreement and bias direction, all of prompts A, B and C almost 

consistently gave both higher risk assessments and health assessments when compared to 

the reference scores. This is partly due to the scores converging towards a total of one, 
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meaning that if the health assessment of the company was 0,30 the risk assessment was likely 

to be 0,70 and vice versa. This removes nuance from their assessments, and this could 

unfortunately lead to situations where, for example, health points are credited just to even 

out the convergence to total of one with the risk score. To address these issues the prompt D 

was modified with more explicit instructions for score independence, score default value of 

zero and only counting clear and objective signals of performance or risk, to discourage it 

from justifying the convergence by grasping at small and subjective details.  

By contrast, prompt D had opposite bias direction to the other prompts with most of the 

health scores, assigning slightly lower health scores than the reference values in all but one 

comparison group. This accounts for most of the cases when the model on average assigned 

lower values than the reference scores. When comparing Spearman’s rank correlation results 

of all earlier prompts and prompt D to the reference scores, it can be seen that with this 

evaluation method prompt D fails to rise above earlier prompts in the overall assessment and 

the default group. The results of prompt D compared to prompt C and the rest of the prompts 

are quite similar, but following the previous analysis and assessment choices the prompt D 

actually performed worst overall, failing to produce competitive results especially when 

assessing the default group. When looking at the ICC scores it can be seen that prompt D 

becomes more competitive with prompt C even surpassing it in many cases. Prompt C and 

D seem to almost consistently produce the higher ICC scores, especially in the overall 

results, however, prompt D is again not competitive in the default group. 

4.1  Further analysis of the outputs with highest deviations 

For further analysis and evaluation, the results of the best performing prompt C and still the 

most developed prompt D were also compared by analyzing the model outputs from both 

prompts fully with explanations for the companies which received the five most deviating 

scores for risk and five most deviating scores for health when compared to the gradient 

boosting reference values (Appendix 8-10). In further analysis for prompt C results, when 

the model’s assessment deviated most from reference score in health scores, it was due to 

model assigning a reasonable risk score but then trying to converge the scores to a total of 

one, which caused crediting health scores where none or very little should have been 

assigned. If a single factor, for example ROCE, was valued very highly, possibly because 
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the company had high ROCE due to the low amount of assets, it was then used as justification 

for increasing the health scores. Another poor justification for increasing the health to 

converge the scores was that poor solvency and poor profit margins had subjectively 

improved, if companies had shown very alarming figures at the beginning of the review 

period.  

When prompt C assessments deviated most from the reference score in risk scores, some 

differences were actually well reasoned compared to reference scores and instead of looking 

at the sum of positive and negative indicators, the model could for example better add up 

indicators that were alarming in conjunction, such as deeply declining revenue and poor 

profit margins. However, some assessments were completely made up to increase the risk 

so that the total of both scores would converge towards one, causing almost insane 

justifications for assigning risk, so that it could be clearly seen that convergence was the 

only reason for them, for example assigning 50% risk almost exclusively due to a company 

having only two person staff. 

In further analysis for prompt D results, when the model assessment deviated most from 

reference score in health scores, the assessment results were mixed, with most being 

reasonable and the differences to reference score were well justified, but with two out of five 

cases there was unexplainable inflation with the health scoring, where high health was being 

credited generously with weak justifications. With the risk deviators most of the time the 

risk factors were correctly identified and different to reference scoring was well justified, 

however in one case out of five, there was very high risk assigned for almost absurd reason 

of too high solvency and liquidity, reasoning that it was a sign of capital misallocation and 

poor operative management, which is not completely ungrounded, but wouldn’t warrant such 

risk score that a default ripe organization should be assigned.  

These clear issues with score scaling between different companies were apparent with both 

health and risk deviators, meaning the scores otherwise seemed reasonable, but the scaling 

of the scores were clearly different than with reference scores or the other companies’ 

assessments. For example, the model might give another company scores of 0,20 health and 

0,40 risk, while another company with similar figures might receive 0,40 health and 0,80 

risk, with the scores and their reasoning otherwise being aligned, but not comparable to each 

other. Also, for example, in one case some excellent health indicators were identified, but 

very conservatively credited, considering that the figures were almost as good as could be 
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and the score was only 0,46, whereas as mentioned with other assessment questionable 

positives were highly credited. It is hard to tell how much of the discrepancy is due to 

difference in scaling between the answers or actual differences or fluctuation in assessment 

criteria. The scale of health and risk scores of any single company assigned by the model 

were mostly in line when compared to each other (health of A compared to risk of A), 

however, it was more difficult to compare different companies. It seems that getting rid of 

the convergence of the scores to a total of one caused another clear issue with comparability 

of the scores.  

Eight out of ten of the analyzed deviator outputs for prompt C could have been considered 

bad outputs due to poor reasoning or weak justifications. Correspondingly, only three out of 

ten of the analyzed deviator outputs for prompt D were conclusively bad with poor reasoning 

and weak justifications, although the scaling of the outputs would in many cases make it 

difficult to compare the companies solely by the numeric assessments. The scalability 

problem can at least partially explain why prompt D scores hierarchically rank in more 

different order than the prompt C scores, compared to the reference scoring. Overall, in 

further analysis none of the outputs with either prompt did not seem to have been faulty in 

such a way that the model would have reviewed the data incorrectly or because it would 

have not at all recognized or considered some significant factor, rather the model would 

produce poor reasoning with weak justifications even after correctly reviewing the data. 

Therefore, it also seems that structured data format did not seem to produce any issues for 

the model when it was inputted into the model in concise amount needed for the task, overall 

context length was not too long, and the model was also instructed to review the data first, 

as was suggested in the literature. 
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Conclusions 

To the first research question "How consistent and coherent financial analysis can OpenAI 

o3 produce through a tree-of-thoughts prompt framework and prompt engineering?” it can 

be answered that at best the outputs of the model produced following this framework are 

consistent to the data, and the explanations of the model are consistent to the outputs 

themselves, and the model can produce good reasoning and justifications in its analysis. The 

outputs of the model had consistently positive Spearman’s rank correlation coefficient 

compared to the as objective as possible reference scores, majority of the time over 0,50 and 

up to as high as 0,85 in some groups. In the smaller scale further analysis, with the most 

developed prompt D, the model outputs were as many as seven out of ten times consistent 

to the data and the output’s own explanations, when observing ten of the largest deviators 

from the reference scores. However, with just the amount of inconsistencies observed during 

the further analysis of a narrower slice of outputs, it has to be concluded that using the 

analysis produced by the model with this framework in decision-making without thorough 

human evaluation cannot be recommended. Still, similar outputs as produced with the 

framework in this research could possibly be used as a support tool for human analysts, as 

the model is consistently able to read the data correctly and to recognize most of the key 

elements in it, frequently also producing correct reasoning and useful insights. 

To the second research question "How different components of the prompt framework —

explicit reflection and backtracking, caution statements and iterative prompt revision —

contribute to analytical consistency and coherence and how do their effects interact?” it can 

be answered that it remains ambiguous how much for example explicitly prompting for 

reflection and backtracking besides simply prompting to “discuss” might improve the 

results. It could be that in this regard additional human input or decomposition of the task is 

not needed to support the model reasoning, if we can observe that even more subtle 

instructions convey the intent. However, explicitly prompting the model to be careful in its 

analysis and avoid mistakes seems to clearly improve the consistency to the reference scores, 

which could implicate that the model is producing better analysis. This was true for both 

Spearman’s rank correlation and ICC scores. This kind of caution statement could lead the 

model to at least slightly steer away from its boldest ideas and make its reasoning more 

“human-like” and predictable.  
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Finally, although prompt D did not produce the best results on the first evaluation basis, 

fixing the problem of the scores converging to a total of one by observing the model outputs 

and making iterative prompt revisions seemed to clearly improve the outputs on the further 

analysis. The prompt D outputs with this adjustment were much more often well-reasoned 

and well explained, but there also occurred similar issues as with the prompt C without it, 

although fewer. Also, since it was observed that the model could with both prompts at least 

in some cases generate good reasoning for scores deviating from the references, it has to be 

concluded that one to one rank correlation with the references would not mean the most 

accurate analysis possible by the model, and while the likeness in ranking could be an 

indicator of some analytical coherency and consistency it is at most rough measurement.  

The key message of the research is that tree-of-thoughts prompting seems to be promising 

prompt structure for business analytics tasks, just like it showed promise in the research by 

Wang et al. (2024) for analyzing and rating medical advice. While the data was concise and 

task-specific using structured data did not seem to produce issues. Caution statements in the 

prompt also seemed to improve the model outputs. The results of the research could be useful 

for analysts looking for low-threshold ways to adopt LLMs in recurrent and clearly 

structured analytical tasks, where these types of inputs and data would be easy to produce 

and utilize. Major limitation for the research is the benchmarking of the model outputs, 

which ultimately remains subjective. For further research it would be interesting to conduct 

similar tests, but with the addition of fine-tuning, more complete financial data and more 

robust references. Reasonably, something like assessments by multiple high-level 

professional analysts for all the companies in the research data would be closer to optimal 

reference score for comparison, but that is very expensive to produce on larger scale. 
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Appendix 1. Gradient boosting for positive binary variables 

 

import pandas as pd 

import numpy as np 

from sklearn.model_selection  

import train_test_split 

from sklearn.ensemble  

import GradientBoostingClassifier 

# ============================================================================= 

# 1. Load Data 

# ============================================================================= 

# Reads 'data.xlsx' from the same folder as this script. 

# Assumes all relevant columns are dummy/binary (0 or 1), 

# and that "bankruptcy" is 0 (no bankruptcy) or 1 (bankrupt). 

data = pd.read_excel("data.xlsx") 

 

# List of features (dummy variables) that are "good" when == 1 

features = [ 

    "positive_total_assets_trend", 

    "positive_revenue_trend", 

    "stable_total_assets_trend", 

    "stable_revenue_trend", 

    "employee_volatility_low",       # Example: renamed/inverted from employee_volatility_high 

    "stable_current_ratio", 

    "stable_profit_margin", 

    "stable_roce", 

    "stable_solvency_ratio", 

    "strong_current_ratio", 

    "strong_profit_margin", 

    "strong_roce", 

    "strong_solvency_ratio", 

    "wellrounded", 

    "old_company"           # Example: if "old_company" is good, rename/invert as needed 

] 

target = "bankruptcy" 

 

# Subset the data 

X = data[features] 

y = data[target] 

 

# Ensure X is numeric/binary (0 or 1). If columns are bool, convert them: 

# X = X.astype(int) 

 

# ============================================================================= 
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# 2. Split Data & Train Gradient Boosting Model 

# ============================================================================= 

X_train, X_test, y_train, y_test = train_test_split( 

    X, y, test_size=0.2, random_state=42 

) 

 

gbc = GradientBoostingClassifier(random_state=42) 

gbc.fit(X_train, y_train) 

 

# ============================================================================= 

# 3. Extract Feature Importances & Compute Health Scores 

# ============================================================================= 

feature_importances = gbc.feature_importances_ 

 

# We'll define a "health score" for each row as the dot product of  

# (dummy features) * (feature_importances). Higher = better health, lower risk. 

def compute_health_score(row, feature_importances): 

    """ 

    Given a single row of binary features, compute a health score 

    by summing up the importances for all features that are '1'. 

    """ 

    # row.values is a 1D array of 0s/1s.  

    # The dot product with feature_importances sums only those importances  

    # for which the row has a 1. 

    return np.dot(row.values, feature_importances) 

 

# Compute health scores for the entire dataset 

data["health_score"] = X.apply(lambda r: compute_health_score(r, feature_importances), axis=1) 

 

# ============================================================================= 

# 4. Derive Thresholds from Distribution of Scores 

# ============================================================================= 

# We'll separate bankrupt vs. non-bankrupt to find data-driven cutoffs. 

bankrupt_scores = data.loc[data[target] == 1, "health_score"] 

non_bankrupt_scores = data.loc[data[target] == 0, "health_score"] 

 

# Example approach: 

#   threshold_low  = 75th percentile of bankrupt group 

#   threshold_high = 25th percentile of non-bankrupt group 

# If your data is limited or you want a different approach,  

# you can experiment with means, medians, or other quantiles. 

threshold_low = bankrupt_scores.quantile(0.75)       # above this, fewer bankrupts 

threshold_high = non_bankrupt_scores.quantile(0.25)  # below this, fewer non-bankrupts 

 

def classify_health(health_score, t_low, t_high): 

    """ 
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    Classify risk based on health_score and distribution-based thresholds. 

    - If health_score < t_low  => "High Risk" 

    - If t_low <= health_score < t_high => "Medium Risk" 

    - If health_score >= t_high => "Low Risk" 

    """ 

    if health_score < t_low: 

        return "High Risk" 

    elif health_score < t_high: 

        return "Medium Risk" 

    else: 

        return "Low Risk" 

 

# Classify each row in the dataset 

data["risk_category"] = data["health_score"].apply( 

    lambda score: classify_health(score, threshold_low, threshold_high) 

) 

 

# ============================================================================= 

# 5. Inspect Results 

# ============================================================================= 

print("\nFeature Importances:") 

for feat, imp in zip(features, feature_importances): 

    print(f"{feat}: {imp:.4f}") 

 

print("\nThresholds Used:") 

print(f"  threshold_low  = {threshold_low:.3f} (75th percentile of bankrupt group)") 

print(f"  threshold_high = {threshold_high:.3f} (25th percentile of non-bankrupt group)\n") 

 

# Print sample results 

print(data[[*features, "health_score", "risk_category", target]].head(10)) 

 

# Next: Evaluate how well these thresholds separate bankrupt vs. non-bankrupt  

# (e.g., by confusion matrix, classification report, etc.). 

 

# ============================================================================= 

# 6. Write the results to a new Excel file named "results.xlsx" 

# ============================================================================= 

data.to_excel("results.xlsx", index=False) 

print("\nResults have been saved to 'results.xlsx'.") 
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Appendix 2. Gradient boosting for negative binary variables 

import pandas as pd 

import numpy as np 

from sklearn.model_selection  

import train_test_split 

from sklearn.ensemble  

import GradientBoostingClassifier 

# ============================================================================= 

# 1. Load Data 

# ============================================================================= 

# Read 'data.xlsx' from the same folder. 

# It is assumed that all the following columns are dummy variables (0/1) 

# where 1 indicates a negative (undesirable) condition, and that "bankruptcy" 

# is coded as 0 (non-bankrupt) or 1 (bankrupt). 

data = pd.read_excel("data.xlsx") 

 

features = [ 

    "negative_total_assets_trend", 

    "negative_revenue_trend", 

    "crashing_total_assets_trend", 

    "crashing_revenue_trend", 

    "employee_volatility_high", 

    "poor_roce", 

    "poor_profit_margin", 

    "poor_current_ratio", 

    "poor_solvency_ratio", 

    "alarming_roce", 

    "alarming_profit_margin", 

    "alarming_current_ratio", 

    "alarming_solvency_ratio", 

    "red_flag", 

    "new_company" 

] 

target = "bankruptcy" 

 

X = data[features] 

y = data[target] 

 

# ============================================================================= 

# 2. Split Data & Train Gradient Boosting Model 

# ============================================================================= 

# With dummy variables, scaling is not required. 

X_train, X_test, y_train, y_test = train_test_split( 
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    X, y, test_size=0.2, random_state=42 

) 

 

gbc = GradientBoostingClassifier(random_state=42) 

gbc.fit(X_train, y_train) 

 

# ============================================================================= 

# 3. Extract Feature Importances & Compute Risk Scores 

# ============================================================================= 

# Since a 1 indicates a negative condition, a higher risk score (the dot product) 

# means more risk. 

feature_importances = gbc.feature_importances_ 

 

def compute_risk_score(row, feature_importances): 

    return np.dot(row.values, feature_importances) 

 

data["risk_score"] = X.apply(lambda r: compute_risk_score(r, feature_importances), axis=1) 

 

# ============================================================================= 

# 4. Derive Thresholds for Three Categories (Low, Medium, High) 

# ============================================================================= 

# For risk scores (where higher is worse): 

#   - t_low: median of the non-bankrupt group (companies with risk_score below this are Low Risk). 

#   - t_high: 25th percentile of the bankrupt group (companies with risk_score at or above this are High Risk). 

non_bankrupt_scores = data.loc[data[target] == 0, "risk_score"] 

bankrupt_scores = data.loc[data[target] == 1, "risk_score"] 

 

threshold_low = non_bankrupt_scores.quantile(0.5) 

threshold_high = bankrupt_scores.quantile(0.25) 

 

def classify_risk(risk_score, t_low, t_high): 

    """ 

    Classify companies based on risk_score: 

      - risk_score < t_low           => Low Risk 

      - t_low <= risk_score < t_high => Medium Risk 

      - risk_score >= t_high         => High Risk 

    """ 

    if risk_score < t_low: 

        return "Low Risk" 

    elif risk_score < t_high: 

        return "Medium Risk" 

    else: 

        return "High Risk" 

 

data["risk_category"] = data["risk_score"].apply(lambda score: classify_risk(score, threshold_low, threshold_high)) 
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# ============================================================================= 

# 5. Inspect & Save Results 

# ============================================================================= 

print("Feature Importances:") 

for feat, imp in zip(features, feature_importances): 

    print(f"{feat}: {imp:.4f}") 

 

print("\nDerived Thresholds:") 

print(f"  t_low (Low Risk cutoff): {threshold_low:.3f}") 

print(f"  t_high (High Risk cutoff): {threshold_high:.3f}\n") 

 

print("Sample Results:") 

print(data[[*features, "risk_score", "risk_category", target]].head(10)) 

 

for cat in ["High Risk", "Medium Risk", "Low Risk"]: 

    subset = data[data["risk_category"] == cat] 

    rate = subset[target].mean() 

    print(f"{cat}: {len(subset)} companies, bankruptcy rate = {rate:.2%}") 

 

# ============================================================================= 

# 6. Write the Results to "results.xlsx" 

# ============================================================================= 

data.to_excel("results.xlsx", index=False) 

print("\nResults have been saved to 'results.xlsx'.") 
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Appendix 3. Generating the summary statistics in Python 

 

import pandas as pd 

import numpy as np 

from scipy.stats import shapiro, pearsonr, spearmanr, wilcoxon 

from sklearn.metrics import mean_absolute_error, mean_squared_error 

import pingouin as pg  # pip install pingouin 

 

# ---------------------------------------------------------------------------- 

# Configuration 

# ---------------------------------------------------------------------------- 

INPUT_FILE = "score_data.xlsx"    # Ensure this file is in the same folder 

OUTPUT_FILE = "output.xlsx" 

 

# Columns used for analysis 

SCORE_COLS = [ 

    'Flat composite health', 'Flat composite risk', 

    'GB Health', 'GB Risk', 

    'COT Tree Health', 'COT Tree Risk', 

    'ROT Health', 'ROT Risk' 

] 

 

# Define reference vs test columns for health and risk comparisons 

REF_HEALTH_COLS = ['Flat composite health', 'GB Health'] 

TEST_HEALTH_COLS = ['COT Tree Health', 'ROT Health'] 

 

REF_RISK_COLS = ['Flat composite risk', 'GB Risk'] 

TEST_RISK_COLS = ['COT Tree Risk', 'ROT Risk'] 

 

# ---------------------------------------------------------------------------- 

# Helper Functions 

# ---------------------------------------------------------------------------- 

 

def get_summary_stats(df, col): 

    """ 

    Returns summary statistics for a column: 

    mean, median, standard deviation, Shapiro-Wilk test statistic (W) and p-value, 

    and a normality flag (True if p>=0.05, otherwise False). 

    """ 

    data = df[col].dropna() 

    if len(data) < 3: 

        return { 

            'mean': data.mean(), 

            'median': data.median(), 

            'std': data.std(), 

            'shapiro_W': np.nan, 
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            'shapiro_p': np.nan, 

            'normal': np.nan 

        } 

    stat, p = shapiro(data) 

    normal_flag = (p >= 0.05) 

    return { 

        'mean': data.mean(), 

        'median': data.median(), 

        'std': data.std(), 

        'shapiro_W': stat, 

        'shapiro_p': p, 

        'normal': normal_flag 

    } 

 

def compute_ref_test_stats(df, ref_col, test_col): 

    """ 

    Computes the following between ref_col and test_col: 

      - Covariance 

      - Pearson correlation (r, p) 

      - Spearman correlation (r, p) 

      - MAE and RMSE 

      - Wilcoxon signed-rank test on (ref - test) 

      - Intraclass Correlation Coefficients (ICC2 for agreement and ICC3 for consistency) 

      - Mean difference (ref - test) and a bias direction label 

    Returns a dictionary with these metrics. 

    """ 

    data_ref = df[ref_col].dropna() 

    data_tst = df[test_col].dropna() 

 

    # Align indices in case of missing values 

    common_idx = data_ref.index.intersection(data_tst.index) 

    data_ref = data_ref.loc[common_idx] 

    data_tst = data_tst.loc[common_idx] 

 

    if len(data_ref) < 2: 

        return { 

            'covariance': np.nan, 

            'pearson_r': np.nan, 

            'pearson_p': np.nan, 

            'spearman_r': np.nan, 

            'spearman_p': np.nan, 

            'mae': np.nan, 

            'rmse': np.nan, 

            'wilcoxon_stat': np.nan, 

            'wilcoxon_p': np.nan, 

            'icc_agreement': np.nan, 



3 

 

            'icc_consistency': np.nan, 

            'mean_diff': np.nan, 

            'bias_direction': np.nan 

        } 

 

    # Covariance 

    cov_val = np.cov(data_ref, data_tst, ddof=1)[0, 1] 

 

    # Pearson correlation 

    corr_val, corr_p = pearsonr(data_ref, data_tst) 

 

    # Spearman correlation 

    spearman_val, spearman_p = spearmanr(data_ref, data_tst) 

 

    # MAE and RMSE 

    mae_val = mean_absolute_error(data_ref, data_tst) 

    rmse_val = np.sqrt(mean_squared_error(data_ref, data_tst)) 

 

    # Wilcoxon signed-rank test for differences (ref - test) 

    differences = data_ref - data_tst 

    try: 

        w_stat, w_p = wilcoxon(differences) 

    except ValueError: 

        w_stat, w_p = np.nan, np.nan 

 

    # Calculate the mean difference and determine the bias direction 

    mean_diff = differences.mean() 

    if np.isnan(mean_diff): 

        bias_direction = np.nan 

    elif np.isclose(mean_diff, 0, atol=1e-8): 

        bias_direction = "No difference" 

    elif mean_diff > 0: 

        bias_direction = "Reference > Test" 

    else: 

        bias_direction = "Reference < Test" 

 

    # Prepare data for ICC calculations in long format 

    df_icc = pd.DataFrame({ 

        'score': pd.concat([data_ref, data_tst]), 

        'rater': [ref_col]*len(data_ref) + [test_col]*len(data_tst), 

        'subject': list(data_ref.index) + list(data_tst.index) 

    }) 

 

    icc_results = pg.intraclass_corr( 

        data=df_icc, 

        targets='subject', 
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        raters='rater', 

        ratings='score' 

    ) 

    # Extract ICC(2,1) for absolute agreement and ICC(3,1) for consistency 

    icc_agreement = icc_results.loc[icc_results['Type'] == 'ICC2', 'ICC'].values 

    icc_consistency = icc_results.loc[icc_results['Type'] == 'ICC3', 'ICC'].values 

 

    icc_agree_val = icc_agreement[0] if len(icc_agreement) > 0 else np.nan 

    icc_cons_val = icc_consistency[0] if len(icc_consistency) > 0 else np.nan 

 

    return { 

        'covariance': cov_val, 

        'pearson_r': corr_val, 

        'pearson_p': corr_p, 

        'spearman_r': spearman_val, 

        'spearman_p': spearman_p, 

        'mae': mae_val, 

        'rmse': rmse_val, 

        'wilcoxon_stat': w_stat, 

        'wilcoxon_p': w_p, 

        'icc_agreement': icc_agree_val, 

        'icc_consistency': icc_cons_val, 

        'mean_diff': mean_diff, 

        'bias_direction': bias_direction 

    } 

 

def analyze_dataset(df, group_label, summary_stats_list, ref_comp_list): 

    """ 

    Analyzes the dataset for a given group: 

      1. Computes summary statistics for each score column. 

      2. Computes reference vs. test comparisons for: 

         - Health: REF_HEALTH_COLS vs. TEST_HEALTH_COLS. 

         - Risk: REF_RISK_COLS vs. TEST_RISK_COLS. 

      3. Performs direct comparisons between COT Tree and ROT scores for both health and risk. 

    Appends results to summary_stats_list and ref_comp_list. 

    """ 

    # (1) Summary statistics 

    for col in SCORE_COLS: 

        if col in df.columns: 

            stats = get_summary_stats(df, col) 

            summary_stats_list.append({ 

                'Group': group_label, 

                'Column': col, 

                'Mean': stats['mean'], 

                'Median': stats['median'], 

                'Std': stats['std'], 
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                'Shapiro_W': stats['shapiro_W'], 

                'Shapiro_p': stats['shapiro_p'], 

                'Normal': stats['normal'] 

            }) 

 

    # (2) Health comparisons: REF_HEALTH_COLS vs. TEST_HEALTH_COLS 

    for ref_col in REF_HEALTH_COLS: 

        for test_col in TEST_HEALTH_COLS: 

            if ref_col in df.columns and test_col in df.columns: 

                cstats = compute_ref_test_stats(df, ref_col, test_col) 

                ref_comp_list.append({ 

                    'Group': group_label, 

                    'Reference': ref_col, 

                    'Test': test_col, 

                    'Covariance': cstats['covariance'], 

                    'Pearson_r': cstats['pearson_r'], 

                    'Pearson_p': cstats['pearson_p'], 

                    'Spearman_r': cstats['spearman_r'], 

                    'Spearman_p': cstats['spearman_p'], 

                    'Wilcoxon_stat': cstats['wilcoxon_stat'], 

                    'Wilcoxon_p': cstats['wilcoxon_p'], 

                    'MAE': cstats['mae'], 

                    'RMSE': cstats['rmse'], 

                    'ICC_agreement': cstats['icc_agreement'], 

                    'ICC_consistency': cstats['icc_consistency'], 

                    'Mean_diff': cstats['mean_diff'], 

                    'Bias_direction': cstats['bias_direction'] 

                }) 

 

    # (3) Risk comparisons: REF_RISK_COLS vs. TEST_RISK_COLS 

    for ref_col in REF_RISK_COLS: 

        for test_col in TEST_RISK_COLS: 

            if ref_col in df.columns and test_col in df.columns: 

                cstats = compute_ref_test_stats(df, ref_col, test_col) 

                ref_comp_list.append({ 

                    'Group': group_label, 

                    'Reference': ref_col, 

                    'Test': test_col, 

                    'Covariance': cstats['covariance'], 

                    'Pearson_r': cstats['pearson_r'], 

                    'Pearson_p': cstats['pearson_p'], 

                    'Spearman_r': cstats['spearman_r'], 

                    'Spearman_p': cstats['spearman_p'], 

                    'Wilcoxon_stat': cstats['wilcoxon_stat'], 

                    'Wilcoxon_p': cstats['wilcoxon_p'], 

                    'MAE': cstats['mae'], 
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                    'RMSE': cstats['rmse'], 

                    'ICC_agreement': cstats['icc_agreement'], 

                    'ICC_consistency': cstats['icc_consistency'], 

                    'Mean_diff': cstats['mean_diff'], 

                    'Bias_direction': cstats['bias_direction'] 

                }) 

 

    # (4) Direct comparison between COT Tree and ROT scores 

    # For Health 

    if 'COT Tree Health' in df.columns and 'ROT Health' in df.columns: 

        cstats = compute_ref_test_stats(df, 'COT Tree Health', 'ROT Health') 

        ref_comp_list.append({ 

            'Group': group_label, 

            'Reference': 'COT Tree Health', 

            'Test': 'ROT Health', 

            'Covariance': cstats['covariance'], 

            'Pearson_r': cstats['pearson_r'], 

            'Pearson_p': cstats['pearson_p'], 

            'Spearman_r': cstats['spearman_r'], 

            'Spearman_p': cstats['spearman_p'], 

            'Wilcoxon_stat': cstats['wilcoxon_stat'], 

            'Wilcoxon_p': cstats['wilcoxon_p'], 

            'MAE': cstats['mae'], 

            'RMSE': cstats['rmse'], 

            'ICC_agreement': cstats['icc_agreement'], 

            'ICC_consistency': cstats['icc_consistency'], 

            'Mean_diff': cstats['mean_diff'], 

            'Bias_direction': cstats['bias_direction'] 

        }) 

    # For Risk 

    if 'COT Tree Risk' in df.columns and 'ROT Risk' in df.columns: 

        cstats = compute_ref_test_stats(df, 'COT Tree Risk', 'ROT Risk') 

        ref_comp_list.append({ 

            'Group': group_label, 

            'Reference': 'COT Tree Risk', 

            'Test': 'ROT Risk', 

            'Covariance': cstats['covariance'], 

            'Pearson_r': cstats['pearson_r'], 

            'Pearson_p': cstats['pearson_p'], 

            'Spearman_r': cstats['spearman_r'], 

            'Spearman_p': cstats['spearman_p'], 

            'Wilcoxon_stat': cstats['wilcoxon_stat'], 

            'Wilcoxon_p': cstats['wilcoxon_p'], 

            'MAE': cstats['mae'], 

            'RMSE': cstats['rmse'], 

            'ICC_agreement': cstats['icc_agreement'], 
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            'ICC_consistency': cstats['icc_consistency'], 

            'Mean_diff': cstats['mean_diff'], 

            'Bias_direction': cstats['bias_direction'] 

        }) 

 

# ---------------------------------------------------------------------------- 

# Main Script Execution 

# ---------------------------------------------------------------------------- 

 

if __name__ == "__main__": 

    # Read the Excel file (adjust decimal separator if necessary) 

    df = pd.read_excel(INPUT_FILE, decimal=',') 

 

    # Convert 'default' column to boolean if it's read as string 

    if df['default'].dtype == object: 

        df['default'] = df['default'].astype(bool) 

    # Optionally, strip any leading/trailing spaces from column names 

    df.columns = df.columns.str.strip() 

    # Prepare lists to collect results 

    summary_stats_list = [] 

    ref_comp_list = [] 

    # Analyze the full dataset 

    analyze_dataset(df, "FULL", summary_stats_list, ref_comp_list) 

    # Analyze subset where default = TRUE 

    df_true = df[df['default'] == True].copy() 

    analyze_dataset(df_true, "DEFAULT=TRUE", summary_stats_list, ref_comp_list) 

    # Analyze subset where default = FALSE 

    df_false = df[df['default'] == False].copy() 

    analyze_dataset(df_false, "DEFAULT=FALSE", summary_stats_list, ref_comp_list) 

   # Create DataFrames from the results lists 

    summary_stats_df = pd.DataFrame(summary_stats_list) 

    ref_comp_df = pd.DataFrame(ref_comp_list) 

    # For plotting purposes, also store the raw data 

    plot_data_df = df.copy() 

    # Write all results to the output Excel file with three sheets: 

    # SummaryStats, RefComparison, and PlotData 

    with pd.ExcelWriter(OUTPUT_FILE, engine='openpyxl') as writer: 

        summary_stats_df.to_excel(writer, sheet_name="SummaryStats", index=False) 

        ref_comp_df.to_excel(writer, sheet_name="RefComparison", index=False) 

        plot_data_df.to_excel(writer, sheet_name="PlotData", index=False) 

   print(f"Analysis complete. Results written to {OUTPUT_FILE}")



 

 

Appendix 4. Table of prompt results and reference scores of the further analyzed 

companies 

ID FLAT HEALTH FLAT RISK GB Health GB Risk C HEALTH C RISK D HEALTH D RISK 

2 0,47 0,33 0,51 0,24 0,51 0,49 0,67 0,75 

10 0,20 0,73 0,15 0,85 0,46 0,54 0,60 0,55 

12 0,40 0,53 0,33 0,29 0,28 0,72 0,00 0,75 

13 0,27 0,53 0,18 0,70 0,62 0,38 0,40 0,38 

26 0,13 0,67 0,10 0,74 0,50 0,50 0,22 0,65 

27 0,53 0,33 0,57 0,13 0,45 0,55 0,30 0,46 

28 0,27 0,47 0,17 0,71 0,67 0,33 0,28 0,40 

31 0,40 0,33 0,56 0,30 0,39 0,61 0,12 0,65 

36 0,73 0,07 0,87 0,01 0,70 0,30 0,46 0,15 

42 0,53 0,33 0,61 0,64 0,53 0,47 0,34 0,21 

47 0,13 0,67 0,08 0,83 0,51 0,49 0,24 0,52 

54 0,13 0,60 0,05 0,81 0,45 0,55 0,25 0,54 

71 0,07 0,93 0,06 0,95 0,20 0,80 0,48 0,70 

73 0,47 0,13 0,64 0,10 0,51 0,49 0,64 0,39 

92 0,40 0,53 0,31 0,73 0,24 0,76 0,70 0,84 

95 0,47 0,20 0,60 0,12 0,50 0,50 0,33 0,78 

101 0,47 0,47 0,51 0,28 0,34 0,66 0,38 0,71 

102 0,47 0,33 0,49 0,14 0,59 0,41 0,71 0,62 

104 0,60 0,07 0,79 0,03 0,56 0,44 0,64 0,35 

 

 

 

 

 

 

 



 

 

Appendix 5. Table of company data for the further analyzed companies 
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Appendix 6. Notes of the further analysis 

Analysis for Prompt C notes, 1-5 Health deviators, 6-10 risk deviators 

1 – 13: convergence, health more accurate, risk clearly downplayed despite company’s succesfull turnaround, high roce, poor solvency, margin 

has been poor, bad output 

2 – 26: convergence, health clearly over-scored, risk remains high, high roce, poor margin and solvency, bad output 

3 – 28: convergence, risk down-played heavily, neither scoring well justified, subjective improvements used as scoring basis despite essentially 

poor scores, high roce, poor margin and solvency, bad output 

4 – 47: convergence, risk score more accurate but still down-played, health massively overrated for subjective improvements, high roce, poor 

margin and solvency, bad output 

5 – 54: convergence, risk score more accurate but downplayed, health massively overrated for subjective improvements, high roce, poor margin 

and solvency, bad output 

6 – 12: convergence that is clearly visible in health which is over-credited, although in line with reference scores. risk assessment is much more 

accurate and has well reasoned difference to reference scores, as solvency, liquidity and even roce are poor, bad output 

7 – 27: convergence, very strong solvency and liquidity justify ok health in reference scores and test scores, and risk assessment difference is well 

reasoned on models part, profitability and roce poor and declining revenue, good output  

8 – 73: convergence which clearly shows, health assessment close to reference scores, however there is very few concrete risk indicators to justify 

50% risk, bad output 

9 –101: convergence, but balanced assessment, strong solvency and liquidity justify health points, but overall models higher risk score is better 

reasoned than reference scores score, with steep revenue decline  and poor profitability, good output 

10 – 104: health scoring is balanced and ok, convergence heavily raises the risk, company has zero concrete negative indicators, high risk reasoned 

very poorly by grasping at even slightest  details and what-ifs, bad output 

Analysis for D notes, 1-5 Health deviators, 6-10 risk deviators 

1 – 10: small chance of hidden convergence as the model correctly notices risk factors and strong points, but health score is too generous → good 

factors are credited too strongly, bad output 

2 – 31: no need to suspect convergence, solid reasoning for risk and health, only one clearly positive metric, but not exaggerating threaths, good 

output 

3 – 36: no need to suspect convergence, risk assessment similar to reference scores, positives are correctly identified but very conservatively 

credited, creates scaling issues for comparison, good output 

4 – 71: no need to suspect convergence, reasonable health assessment, since there is very strong profitability, also correctly identifies risk factors, 

good output 

5 – 92: no need to suspect convergence, correctly identifies risk factors and gives reasonable assessment of risk, health is too generous for the 

justifications, bad output 

6 – 2: no need to suspect convergence, correctly identifying strong health points, solvency and cash buffer, and correctly identifying poor 

profitability and capital deterioration, reasonably justified and good example of company having both high risk and high health metrics. There is 

scaling issues in direct comparison to reference scores, good output 

7 – 12: No need to suspect convergence. Correctly identifies absolute lack of positive factors, and many risk indicators. Reasonable justification, 

good output 

8 – 42: no need to suspect convergence. Correctly identifies health and risk factors, reasonable justification for lower score than reference scores 

in both risk and health, scaling issues in comparison to reference scores, good output 

9 – 95: no need to suspect convergence. Figures are not very alarming but model correctly identifies that performance is overall weak although 

there is no red flags, health factors also correctly identified. Balanced assessment and justified difference to the reference scores scores., good 

output  

10 – 102: no need to suspect convergence, health assessment is reasonable and somewhat in line with reference scores, different aspects of 

company’s figures are correctly identified, however risk scoring is not well justified, very high risk is assigned partially justified by too high solvency 

and liquidity, and otherwise exaggerated minute details. Scores themselves do not look like they are converged, but this seems like a sign of hidden 

convergence still. Bad output 


