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The finite state machine is a useful model for programming, but it suffers from issues such 

as the state explosion problem. Statecharts are an extension to finite state machines 

introducing hierarchy, concurrency, and communication, which allows state explosion to be 

avoided. This case study compares the two in a practical context to identify benefits and 

drawbacks of both models. The data used in the study comprised observations and statistics, 

which were collected by developing generic systems and demos for the models from scratch. 

The demos are focused on game development and feature functionally identical player 

character controllers implemented using the developed systems. All technical 

implementations were made in the Godot game engine. 

The comparison showed that in addition to helping with state explosion and its negative 

consequences for scalability, using a statechart was beneficial for preventing problems like 

duplicated code, boilerplate, and needing to synchronize timers between states. The final 

state transition count was also smaller for the statechart demo, which helped minimize 

duplicate code and made the state diagram clearer. Benefits of the finite state machine 

included being easier to build a system for, the player controller state machine being easier 

to design, and debugging tools being simpler to create.  
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Tilakone on hyödyllinen malli ohjelmoimiseen, mutta siihen liittyy ongelmia kuten 

tilaräjähdys. Tilakartta on tilakoneen laajennus, johon sisältyy hierarkkisuus, 

yhdenaikaisuus, ja kommunikaatio. Nämä ominaisuudet mahdollistavat tilaräjähdyksen 

välttämisen. Tämä tapaustutkimus vertaa tilakonetta ja tilakarttaa käytännöllisessä 

kontekstissa molempien hyötyjen ja haittojen tunnistamiseksi. Tutkimuksessa käytetty data 

koostui havainnoista ja statistiikoista, jotka saatiin luomalla malleille geneeriset järjestelmät 

ja demot. Demot keskittyivät pelinkehitykseen sisältäen toiminnallisesti identtiset 

pelaajahahmon ohjaimet, jotka implementoitiin käyttämällä edellä mainittuja järjestelmiä. 

Kaikki tekniset implementaatiot luotiin Godot-pelimoottorissa. 

Vertailu osoitti, että tilaräjähdyksen ja sen skaalautuvuuten vaikuttavien negatiivisten 

seuraamuksien välttämisen lisäksi statechart-mallin hyödyt näkyivät muun muassa 

koodiduplikaation, vakiotekstin, ja ajastimien synkronisaation välttämisenä. Lopullinen 

tilasiirtymien määrä oli myös pienempi tilakarttademolla, mikä auttoi minimoimaan 

duplikaattikoodia ja teki tilakaaviosta selvemmän. Tavallisen tilakoneen eduiksi nähtiin 

järjestelmän kehittämisen helppous, pelaajahahmon ohjaimen tilakoneen suunnittelun 

helppous ja virheenkorjaustyökalujen luomisen yksinkertaisuus. 
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1  Introduction 

Finite State Machines (FSM) are a common model in software engineering, used to represent 

processes with a finite number of possible states and ordered state transitions (Zuzak, 

Budiselic and Delac, 2011). However, they involve a problem called state explosion. 

Systems can have a very large number of states, and the state space grows exponentially 

when the number of processes and variables increases. (Valmari, 1998.) This means that 

implementing an FSM can quickly get messy. David Harel created the original description 

of statecharts, a concept that extends state machines with hierarchy, concurrency, and 

communication (1987). These can aid in implementing a complex system. In this case study, 

the possible benefits of statecharts are examined through a technical implementation of one 

and a comparison to a traditional FSM. These implementations are compared in practice by 

creating a player character controller with both. All implementations are done with the Godot 

4.3 game engine (Linietsky and Manzur, 2024). 

In modern video games, the behavior of entities such as playable or non-playable characters 

can often be very multifaceted. As an example, a player character in the online shooter game 

Fortnite (Epic Games, 2017) has a large number of different actions it can perform 

depending on specific contexts. From the perspective of game development, this can make 

it cumbersome to represent the behavior using a sequential model. Instead, a state machine 

model enables distinct states to be properly separated into logical chunks in the code. This 

decreases the chance of semantic errors that stem from some code running while the state of 

an entity or object the code is attached to does not meet the proper conditions. Without a 

state machine, many if-statements may be required in front of that code to make sure the 

behavior follows specifications correctly. This kind of approach gets more error-prone the 

more variables are introduced, as you would need to remember to update all appropriate if-

statements. In addition to FSMs, multiple different tools exist to facilitate implementing 

entity behaviors in game development, such as behavior trees, goal-oriented action planning 

and the entity-component-system architectural pattern. 
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There are various ways Artificial Intelligence (AI) is implemented in games. Millington 

(2021) describes it by splitting game AI into three sections: movement, decision-making, 

and strategy. The first two contain algorithms that operate on a character-by-character basis, 

while strategy is based on a team or side. Movement covers algorithms that turn decisions 

into motion, decision-making means a character figuring out its next action, and strategy 

refers to the coordination of an entire team. It should be noted that all levels of AI are not 

always required, such as pieces in a virtual Chess game not needing to make their own 

decisions or having to know how to move. To actually build the AI, additional infrastructure 

is needed for the AI to get information from the game and for its movement requests to be 

turned into action. (Millington, 2021.) In previous research, statecharts have been used to 

develop a full-featured behavior tree AI for non-player characters, showing the usability and 

expressiveness of layered statecharts (Dragert, Kienzle and Verbrugge, 2021). It shows that 

statecharts can work in that context and have potential utility in other use cases as well. 

Another paper by Kistner and Nuernberger (2014) describes how the State Chart XML 

(SCXML) standard was used to implement an editor and runtime for prototyping and 

creating user interfaces. The study states that application development can be facilitated 

through state machines and specifically SCXML’s hierarchical and parallel states. 

According to the paper, a major component in this is graphical statechart editing, which 

allows visual artists to create interaction logic without making many mistakes or typos. 

A gap in the previous research exists when it comes to player character controllers in games. 

As it is a common use case for FSMs, many people could find this kind of study useful. 

Player character controllers differ from non-player character behavior, as it’s conventionally 

based on user input instead of AI. Therefore, implementing it using a statechart might present 

different challenges. There is also a lack of studies about implementing statecharts in general 

and comparing them to traditional FSMs in practice. Games and other software projects often 

have a limited schedule, so it is important to consider whether or not statecharts are 

worthwhile or too complicated for specific cases. This study aims to help with that problem. 

The main research question in this work is as follows: “How do statecharts compare to 

traditional FSMs in practice?” This is answered with the creation of a player character 

controller with enough processes and variables to suffer from state explosion when using an 
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FSM. The character controller includes movement on the ground, jumping, movement in the 

air, ledge climbing, attacking, and two independent temporary power-up states. Attacking 

differs based on the current state. As mentioned before, this controller is created twice: once 

with an FSM and once with a statechart. The comparison is done by looking at statistics from 

both versions. These statistics include lines of code, state count, transition count, 

workaround count, and percentage of duplicated code.  

This study also has a supplemental research question: “What technical challenges are 

involved when implementing a statechart from scratch?” To answer this question, the 

experience and process of implementing a statechart system in this study is discussed. 

The second chapter of this thesis is a literature review going over other research publications 

that are related, highlighting their findings in brief. The third chapter describes the research 

method in detail, justifying any choices made. The results of the research are shown in 

chapter four. Chapter five discusses the results and what they mean in the context of the 

research questions and other literature. The sixth and final chapter is a conclusion that 

summarizes the study. 
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2  Related research 

This chapter briefly presents insights and findings from related research. Common themes 

focused on in the selection of these works are state machines, hierarchical state machines, 

statecharts, and state explosion. 

One use case for state machines is non-player character AI in games. In a study by Dragert, 

Kienzle and Verbrugge (2021), an application of statecharts was created by developing a 

full-featured behavior tree AI for non-player characters, which shows the usability and 

expressiveness of layered statecharts. One of the findings of the study is that statecharts can 

work well for that purpose. In the 48 created statecharts, the average number of states was 

4.00 and the average number of transitions was 6.08. The small size allowed the statecharts 

to be simpler to comprehend. In at least one case, the study says that the number of states 

would have been doubled if not for the orthogonal regions i.e. parallel states that statecharts 

offer. (Dragert, Kienzle and Verbrugge, 2021.) 

Another paper on the topic of using statecharts for game non-player character AI was written 

by Kienzle, Denault, and Vangheluwe (2007). It demonstrates benefits of modelling game 

AI at a suitable abstraction level with an appropriate modelling language compared to doing 

it within a programming language. One of these is that the AI modeler no longer needs to 

worry about coding detail decisions and can focus on higher-level choices. Other benefits 

are better modularization and reuse. In the AI model demonstration, loose coupling of 

individual components is achieved through event-based communication. (Kienzle, Denault 

and Vangheluwe, 2007.) 

The usage of FSMs in game AI is also discussed in a book by Millington (2021). One 

example given is the arcade video game Pac-Man (Namco, 1980), where the enemy ghosts 

use a simple FSM to switch between their three states: chasing, scattering, and frightened. 

Millington emphasizes the importance of toolchains, which puts limits on game AI. 

Commercial titles mostly do not use advanced techniques such as neural networks or goal-

oriented action planning. This is attributed to the fact that they are difficult to map into a 

level editing tool, because they require unique programming for a character. Instead, AI-
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specific design tools are focused on the more standard FSMs or behavior trees, movement, 

and pathfinding. Another note made about tools is that with simple programming skills it 

might be easier to create state-based behavior with if-statements instead of draggable blocks 

and transitions in a general purpose state machine editor tool. (Millington, 2021.) 

A recent study by Adeniyi et al. (2024) describes the results of creating a two-dimensional 

game engine that implements a FSM-based AI subsystem. Unlike a naïve approach for 

implementing game AI, the FSM approach did not cause the rendering performance to drop 

from a stable frame rate. State transitions for game agents in response to user input or other 

stimuli worked well. Another large benefit of the FSM approach is that ambiguity in the 

code is reduced due to AI code being of lesser size and outside the update method of AI 

game objects. (Adeniyi et al., 2024.) 

Behavior trees are an alternative tool that can aid in creating the decision-making aspect of 

game AI for automated agents such as non-player characters. The modularity of behavior 

trees addresses the state explosion problem that is a major flaw of FSMs. (El-Ariss, Daher 

and Elhajj, 2021.) A study by El-Ariss et al. (2021) explores the concept and importance of 

resuming behaviors, which become unfeasible to develop in a scalable way when working 

with current behavior tree tools. The resuming behavior in this context means that the AI 

agent is capable of ceasing its main plan to respond to a higher priority task but can also 

afterwards continue the main plan from the node it left from. The study proposes an 

extension to the tools that adapts a concept used by statecharts: sequence and fallback nodes 

that include history memory. Results from an experimental evaluation of traditional behavior 

tree tools show that development complexity increased when implementing resuming 

behavior due to additional nodes being needed in order to resume from the last node. With 

the extension, the increase in nodes was much smaller in comparison. Overall, the 

development of resuming behavior on a preexisting behavior tree was found to be modular 

and straightforward with the history memory nodes. (El-Ariss, Daher and Elhajj, 2021.) 

A paper by Kistner and Nuernberger (2014) reports NVIDIA Corporation’s SCXML editor 

and runtime implementation, which is used for prototyping and developing user interfaces. 

According to the paper, state machines simplify application development especially when 
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SCXML’s hierarchical and parallel states are utilized. The paper claims that graphical 

statechart editing is an important element in this, as it allows visual artists to make interaction 

logic without the risk of producing invalid SCXML through mistakes or typos. However, 

the graphical editing implementation has a few small limitations such as not supporting 

SCXML’s “<initial>” element, which contains a transition with executable content. Another 

point presented is that separating visual states from logical states can be beneficial for many 

reasons. One of these is being able to create modal dialogs that disable interaction with other 

content without changing the appearance of it. (Kistner and Nuernberger, 2014.) 

Aktas and Ovatman (2022) go over anti-patterns in statechart design as well as fixes to them 

in their study. For example, a missing event anti-pattern means a defined transition that 

contains a guard statement but no event that can trigger it. This can incur an additional 

performance cost. Other anti-patterns discussed are generic state names, unreachable states, 

cascaded conditions, isolated states, and complex statechart diagrams. Three real-world 

projects with a total of 570 statechart instances were tested against the anti-patterns, which 

resulted in 778 detected and repaired anti-patterns with 69 false negatives. (Aktas and 

Ovatman, 2022.) 

The composite or compound states of statecharts add some complexity, so a previous study 

has been conducted examining their effect on the understandability of UML statechart 

diagrams (Cruz-Lemus et al., 2005). This was researched by giving fourth year Computer 

Science students two different diagrams and tasks associated with them. Each student was 

given one diagrams that had compound states and one that did not. The article explains that 

if the subjects are familiar with those kinds of diagrams to a certain extent, the use of 

compound states has a positive effect on the understandability. For Software Engineering 

courses that teach UML statechart diagrams, putting more emphasis on teaching usage of 

compound states may be justified based on the results. However, since the data was collected 

from controlled experiments where the subjects were not professional modelers and the 

diagrams represented relatively simple models, the authors encourage further research using 

data from real projects. (Cruz-Lemus et al., 2005.) 
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When it comes to modeling system interactions in a complex scenario like System of 

Systems (SoS), statecharts have shortcomings as demonstrated in a paper by Ramos et al. 

(2015). The paper proposes a solution in the form of statechart extensions such as a notation 

to describe a set of orthogonal states which are structurally similar but belong to different 

systems. In addition to helping model SoS, the extensions are stated to be beneficial due to 

being able to support both top-down and bottom-up analysis approaches. (Ramos et al., 

2015.) 

A book chapter written by Graham (2017) discusses FSMs and how they are used in games. 

It presents a way to handle state transitions by using transition objects, which decouples 

states from one another. There are a couple drawbacks mentioned for the presented way to 

implement an FSM and its transitions, one of which is that the FSM class can be wasteful in 

terms of memory if multiple game objects have an instance of one. One solution proposed 

for the resulting data duplication is dividing the FSM class into one that handles static data 

and one that handles data that changes during run-time. The concept of introducing hierarchy 

into FSMs by using “metastates” or compound states is also discussed. A hierarchical FSM 

system facilitates the transition from initial prototype to final implementation, but the overall 

flexibility gained is often excessive. One example given is the Drawn to Life: The Next 

Chapter platformer game, for which the developers did not find it necessary. A different 

scenario that is brought up highlights a useful aspect of hierarchy: certain features can be 

implemented as regular states to test out how well they work in a game, and once the 

animations and full design have been nailed down, those states can be broken down into 

compound states for finer control over the behavior. (Graham, 2017.) 

A paper by Bogdanov and Holcombe (2001) presents a testing method that makes sure the 

behavior of some software system matches its statechart specification. Since this goal 

necessitates a large set of tests, the authors describe how certain constraints can reduce the 

test set size significantly. Based on a case study, it’s stated that the developed method seems 

applicable to a system that is reasonably realistic. Even though the implementation was 

similar to the specification, there were differences in transition label sets. However, they are 

not seen as a major problem for practical development of safety-critical systems as 
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differences from a specification are expected to be documented. (Bogdanov and Holcombe, 

2001.) 

FSMs are utilized for enemy character AI in a game development book written by Thorn 

(2017). The game engine used is Unity (Unity Technologies, 2025). The state structure is 

implemented using an enumerator for states and coroutines for running the actual enemy 

behavior. Each state has its own coroutine, and the class has an ActiveState property that is 

used to access a private variable corresponding to the current state. Setting the ActiveState 

property updates the current state, stops all current coroutines, and invokes an event called 

OnStateChanged. The FSM is accompanied by an animator controller with unique 

animations for each of the states. The animator controller is its own FSM that is edited with 

a visual graph editor. (Thorn, 2017.) 

Current mainstream programming languages such as C, Delphi, or C# do not support FSMs 

or statecharts in a direct manner. A paper by Spinke (2013) aims to propose and examine an 

object-oriented approach for implementing concurrent and hierarchical state machines. 

Desired characteristics of the implementation included universal programming language 

applicability, sufficient performance, the advantages of being object-oriented, and advanced 

features like concurrency, nesting, and history being usable. The paper describes how FSMs 

can be implemented with the prominent object-oriented pattern called double-dispatch. In 

the implementation, states and events are modeled by classes while transitions are methods 

of those state classes. The double-dispatch mechanism was utilized in order to map each 

transitions’ active state and triggering state. The results of the study show that such an 

approach can be used so that implementing an FSM is easy to code, simple to understand, 

and as such is also easy to maintain and debug. Another advantage was easy reusability and 

extensibility. Performance was also efficient in comparison to other common approaches. 

The universal applicability goal was also achieved as the approach was tested on multiple 

object-oriented languages, and it worked without issues. This was possible due to relying 

only on inheritance and late binding. (Spinke, 2013.) 

The state explosion problem is heavily affected by the style of system modelling according 

to an article written by Groote, Kouters, and Osaiweran (2015). Some specification styles 
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that were used for modelling led to an unmanageable number of states for verifying a 

model’s correctness. Conversely, some styles caused the state count to be small enough that 

verification was simple. The authors provide seven circumstance-dependent guidelines for 

specifications that help with state explosion. The first guideline is information polling, which 

refers to the strategy of polling data in a system when needed instead of it being pushed 

everywhere it might be used. Other guidelines include using global synchronous 

communication, avoiding parallelism among components, and limiting the use of data. 

(Groote, Kouters and Osaiweran, 2015.) 

Recursive state machines are a variant of statecharts analysed in a paper by Alur et al. (2005). 

The key difference between statecharts and recursive state machines is that recursive state 

machines do not allow concurrency but do allow recursion. Their vertices are either states 

or correspond to invocations of another state machine in a way that can be recursive. They 

hold a set of component machines, which have atomic states, boxes that are mapped to a 

specific component, and edges that connect nodes or boxes. Recursive state machines are 

similar to pushdown systems, but seemingly more appropriate for visual modelling and 

enable tighter analysis. The study proved that reachability and cycle detection problems can 

be solved in time 𝑂(𝑛𝜃2) and space 𝑂(𝑛𝜃), where 𝑛 is the recursive state machine size and 

𝜃 is the maximum of all component state machines’ minimum entry count and exit count. 

(Alur et al., 2005.) 

To address a problem with modeling a large software product line using flat featured finite 

state machines, Fragal, Simao and Mousavi (2019) have proposed an extension to the 

featured finite state machine model called hierarchical featured state machine. The proposed 

model is inspired by statecharts and aims to improve scalability in modeling by making 

model analysis of large and complicated systems light on resources and having test models 

easily maintainable. As the combinatorial explosion of states or state explosion can hamper 

the production of parallel behavior with just the featured finite state machine model, the 

hierarchical featured state machine model introduces hierarchy. It also improves the 

readability of models by assembling conditional states and transitions into a view that is 

abstracted. This works better when modeling software product line-based models. The paper 

additionally shows how feature constraints in parallel regions can help keep state explosion 
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in check. Through a case study, it was found that the hierarchical featured state machine 

model was able to represent parallel behavior of four components which each have few 

states. (Fragal, Simao and Mousavi, 2019.) 

In system modeling, a statechart is often created using a what you see is what you get editor 

according to a book section by Prochnow and von Hanxleden (2007). A problem with this 

is that such editors leave making the graphical layout to the human designer, which hinders 

the usability of statecharts in practice. As one of its contributions, the paper presents two 

alternative paradigms for constructing statecharts: a macro-based and a text-based technique. 

They are concerned with statechart structure instead of layout. The macro-based technique 

decreases effort needed for element re-arranging by allowing the structure to be edited 

independently from a graphical representation with a mouse-oriented mechanism as well as 

structure-oriented navigation. Another benefit of this technique is that it results in a 

syntactically correct statechart. The text-based technique utilizes a textual structure 

description. The techniques can work together with an automatic layout mechanism. They 

seemingly significantly improve editing speed and model comprehension based on an 

empirical study. (Prochnow and Von Hanxleden, 2007.) 
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3  Research method 

In this section, the research method is described in detail along with information about data 

collection, data analysis, and the development environment. 

3.1  Method description 

The purpose of this study is to produce new insights, hypotheses and theories. Therefore, it 

is an exploratory case study (Shull, Singer and Sjøberg, 2008). As the quantitative data that 

is generated by the technical implementation created in this research is somewhat limited, it 

is complemented by qualitative observations to better achieve the goal of the study. 

When comparing the results of different approaches in a case study, it’s imperative to have 

a solid base for doing so, as it helps avoid biases (Conradi and Wang, 2003). This study is 

arranged according to one method proposed by Conradi and Wang (2003), which is to have 

a sister project as a baseline. For this study, it means that two versions of the player character 

controller demo are created, and both have the same characteristics to be comparable. The 

demo using a traditional FSM is the sister project used as a baseline for assessing the 

statechart version.  

3.2  Data collection 

To collect data for comparing statecharts and state machines in practice, implementations of 

them and two versions of a small-scoped video game demo were created. During 

development, notes were taken about any challenges encountered, what worked well, and 

other insights. These notes were used to aid in discussing the research questions. In addition, 

statistics about the final code were generated and analysed to find out how the different 

solutions affect a project’s structural complexity and code quality. 
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3.3  Data analysis 

Statistics generated from the final implementations were directly compared between the two 

versions. Hypotheses were created through the differences noted in this comparison and the 

discussion of qualitative observations.  

3.4  Development environment 

Due to its simple node-based structure, the Godot game engine was selected as the 

development environment in this study. It serves as a good environment to create state 

machines by adding nodes into a node tree, which also works well for representing the 

hierarchical nature of statecharts. The used version of Godot is 4.3, which is the latest stable 

version at the time of writing. Newer versions were not chosen as they are not yet complete 

and could have introduced unrelated issues that might interfere with the study. 
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4  Results 

The first subsection of this chapter provides an explanation of what sort of technical 

decisions were made during the development part of this study. The following subsections 

go over qualitative observations made from implementing the systems and the player 

controller demos. Lastly, the statistics generated from the final code are presented. 

4.1  Preface, Explanations and Diagrams 

While at least one statechart addon has been developed for use in Godot prior to this study, 

it is not used for this research. The reason for this decision is that building the system from 

scratch provides insight into how complex it is to implement in comparison to an FSM. 

Another reason is that by building both the FSM and statechart systems using similar 

approaches, their implementations, user experiences, and statistics can be compared better. 

Lastly, such addons may not always be available, so this study aims for a more general 

approach. 

In both system implementations, states are represented as nodes with their own scripts. This 

means that state transitions can be a simple if-statement and function call in the state script’s 

update method that gets run every physics simulation tick or in the event handler method. 

This approach is advantageous in situations where a lot of possible transitions exist, because 

they do not create as much clutter as when transitions are represented as individual nodes 

themselves for example. Another solution could be to export transitions and their guards as 

an array of expressions visible in the Godot editor’s node inspector, however that would 

come at the cost of being more error prone and missing autocomplete. 

Presented below in Figure 1 is a state diagram for the FSM implementation of the player 

controller. 



19 

 

 

Figure 1: Player controller FSM state diagram. 

Figure 2 shows a state diagram representing the same player controller but implemented with 

a statechart instead. 

 

Figure 2: Player controller statechart state diagram. 
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One immediate difference between the two diagrams is the clarity of the transitions. Since 

the statechart separates the independent parts of the player controller into their own state 

machines or compound states, there are fewer possible transitions from any single state. Even 

though the FSM state diagram in Figure 1 has four fewer states since it does not include 

invincibility or the powerup logic, the lack of parallel states increases the transition count 

enough to become hard to manage in a diagram. For example, if invincibility was represented 

as its own new set of states with a traditional FSM such as AerialInvincible, 

GroundedAttackInvincible and so on, it would already be unfeasible to represent. 

4.2  Building the systems 

4.2.1  Finite State Machine 

One of the obvious benefits of choosing an FSM is the simplicity of creating a system for it. 

For this study, it required a state machine class that contains multiple state nodes as children. 

A traditional FSM only needs one type of state class, which is one of the simplifying factors.  

The base state class provides virtual methods that are overridden by the actual state 

implementation scripts and called by the state machine node. These methods are ‘enter’, 

‘handle_event’, ‘update’, ‘physics_update’, and ‘exit’. The ’enter’ method gets called when 

the state is entered. ‘Handle_event’ is called when an event is sent to the state machine node. 

The ‘update’ method is called every time a new frame is rendered to the screen, while 

‘physics_update’ is called every physics simulation tick. Finally, the ‘exit’ method gets 

called when the state is exited during a state transition.  

There are no parallel states or state hierarchy, which significantly streamlines the 

implementation of transitions and debugging tools to know which state the FSM is in. 

Transitions were implemented as a method in the state machine class that gets called by the 

state scripts. The target state for a transition is given as a string parameter that corresponds 

with the state node’s name. This is a quick solution that introduces magic strings into the 

code, which is not ideal from a code quality perspective. However, this fact was not deemed 
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significant for this research, as both systems use very similar approaches, and alternative 

solutions would therefore likely not affect the main research questions. 

4.2.2  Statechart 

There are a lot of considerations involved in creating a statechart system compared to a 

traditional FSM. The introduction of substates means that you have to consider where to call 

the states’ virtual functions. In the FSM system, this is done in the state machine node. 

However, if this approach was used in the exact same way in the case of a statechart, the 

statechart node would need to have references to all active state nodes. Here, it was decided 

that compound states handle calling the functions of their active substate. Figure 3 presents 

a code excerpt from the system. 

var _active_substate: State 

 

 

func update(delta: float) -> void: 

 _active_substate.update(delta) 

 

 

func physics_update(delta: float) -> void: 

 _active_substate.physics_update(delta) 

 

Figure 3: GDScript implementation of a compound state calling some of its active 

substate’s methods. 

 

With this solution, the statechart node only needs to reference the root state node, and the 

actual active state logic which might be many layers of hierarchy deep is dealt with by the 

compound state nodes. Another reason this approach was selected is that logically atomic 

states cannot exist on their own without a parent compound state, so with a properly 

constructed statechart it should be a simple and functional solution.  

Parallel states pose another challenge for statechart implementations. They contain regions, 

which basically act the same as compound states that are all simultaneously active. For this 
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reason, the system built in this study represents regions with compound state nodes that are 

children to a parallel state node. Since the parallel states also need to handle calling the 

functions of their substates, this implementation has them inherit from the compound state 

class to avoid some code duplication. While this does result in the parallel state class having 

two unused inherited variables, the compromise was accepted as inheritance removes the 

need to consider compound and parallel states separately in many other places. 

In addition, handling transitions is not quite as simple as with traditional FSMs. Event-based 

transitions work well, since they can be easily defined in the event handler methods and 

triggered pretty much anywhere. However, it’s less efficient and readable than simply calling 

a method in places where a transition is triggered in a state’s script. For example, if a 

transition is defined as going from state A to state B which are both substates of compound 

state C, it may be considered more logical to contain that transition in state A’s code instead 

of state C’s event handler. This also removes the risk of that transition being able to be 

triggered while state A is not active. This study’s implementation handles this by using a 

signal to trigger a transition method call in the parent compound state with parameters 

specifying the target state name and a message dictionary. With statecharts, transitions from 

a compound state to one of its children can also be defined as local, which causes the 

compound state to not exit and enter itself during the transition. 

Another challenge is implementing in-guards, meaning transition conditions that check if a 

specific state is active. If it only uses a state’s name for matching, every state must have a 

unique name. An alternative would be using an enumerator or a dictionary with state 

identifiers to have a human-readable way to refer to certain states in code, however those 

options would require manually assigning values to each state in some way. For simplicity’s 

sake, a simple name match was chosen in the system created for this study. 

History states allow compound states to remember previously active substates, so that after 

exiting and re-entering the compound state later those substates can also be entered again 

instead of any default initial states (‘Glossary: History state’, no date). This is another feature 

that traditional FSMs do not need to offer, but it’s relatively simple to implement using 

variables to store previously active states as well as using transition messages to indicate 
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when a history state should be entered. A code excerpt showing an implementation of this is 

presented in Figure 4. 

func enter(msg: Dictionary = {}) -> void: 

# Entering history state, i.e. the last active  

# substate 

 if msg.get("enter_history_state", false) == true: 

# If 'deep_history' is set to false, any  

# child compound states will enter into 

  # their initial states 

  if msg.get("deep_history", false) == false: 

   msg["enter_history_state"] = false 

 else: 

  # Reset active substate 

  _active_substate = initial_state 

  

 _active_substate.enter(msg) 

 

Figure 4: GDScript implementation of a compound state’s enter method with the history 

state feature. 

By not clearing the active substate variable when the compound state is exited, the variable 

can be used for storing the previously active substate. 

Along with the added features, testing the statechart implementation is another aspect which 

required a decent amount of time. Since there a lot more possible scenarios due to the 

complexity increase from traditional FSMs, the number of necessary test cases also 

increases. In this study, the tests were conducted by manually verifying outputs with a 

statechart specifically created for testing. Additionally, a debugging tool that displays all 

currently active states in-game can be very useful during development, because it exposes 

bugs with transitions or situations where a state is active but not functioning correctly for 

example. With there being a state hierarchy and multiple active states at a time, this requires 

more thought in its implementation compared to a similar tool for traditional FSMs. 

Overall, a statechart system is considerably more convoluted to develop than a traditional 

FSM due to hierarchy, concurrency, and features such as in-guards and history states. 
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However, even if a ready-made solution does not already exist, it’s realistic to assume 

developing one does not incur large costs in time or resources. 

4.3  Implementing the player controller 

4.3.1  Finite State Machine 

Figures 5, 6, 7, 8, and 9 show screenshots taken of the finished FSM demo, showcasing 

various states of the player controller. The currently active state is displayed as text above 

the player. 

 

Figure 5: FSM demo, Grounded state. 
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Figure 6: FSM demo, AerialAttack state. 

 

Figure 7: FSM demo, OnLedge state. 
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Figure 8: FSM demo, Aerial state with active higher jump powerup indicated by particle 

effects emitted from the player. 

 

Figure 9: FSM demo, GroundedAttack state while being invincible after taking damage 

from spikes. 
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In general, creating the player controller with an FSM did not present many challenges even 

considering the state explosion problem. Having only one type of state class contributed to 

the fact that constructing the state machine was straightforward. Without hierarchy or 

concurrency, it did not require much thought. However, since the player controller’s attack 

function in the demo was designed to mostly not affect movement, one decision that had to 

be made was whether attacking needed its own states. As attacking may often affect many 

things in addition to player movement like blocking state transitions or changing collision 

shapes, the decision was made to create separate states for it.  

With separate states for attacking, one issue that popped up was duplicated code. The 

Grounded and GroundedAttack states share most of their logic with minor differences such 

as the player not being able to turn around during an attack. Because of this, the states’ code 

ended up being very similar to each other, introducing the need to modify the logic in 

multiple places in case shared logic is changed. Fowler et al. explain that if you have 

duplicated code, you have to carefully read the code copies every time in case there are small 

differences (2013). One element that can cause this smell is event handling in states. In the 

FSM built in this study, every state needs to separately define how they handle events that 

affect them, which means there is a lot of boilerplate code. For example, the player responds 

to taking damage in the same way in all states featured in the demo. With a statechart, the 

aforementioned event can simply be handled by one relevant state that stays active parallel 

to other states. The problem of code duplication is further addressed in Chapter 5. 

Timed transitions between states mostly did not require much more than a simple use of 

Godot’s Timer node to trigger a transition signal. An exception in this study’s player 

controller was in the two attacking states, since they can transition to each other, and both 

transition out after a fixed attack time has elapsed. This meant that the time left in the timer 

in one state needed to carry over to the other. While it was not a difficult problem to solve, 

the solution may not be ideal and error resistant because it means there are two different 

timer instances that need to be synchronized and are largely identical. 

As presented before in the FSM state diagram, invincibility and powerup states are handled 

not as actual states but as variables and methods in the script attached to the player node. 
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This is a workaround for the state explosion problem but results in a state machine that is 

not as representative of all possible states the player could have. As the logic for how 

invincibility and the powerup affect the player is also put in the player script instead of being 

handled in a state, the composition of the player controller becomes less clear. The player 

script ends up being longer, and while it’s manageable for a demo of this size, adding more 

similar states would exacerbate the issue. 

4.3.2  Statechart 

Figures 10 and 11 include screenshots taken of the finished statechart demo, showcasing 

states of the player controller. States that are currently active are displayed as text above the 

player. 

 

Figure 10: Statechart demo, Grounded movement state with an active Slash attack state. 



29 

 

 

Figure 11: Statechart demo, OnLedge movement state with the powerup state active. 

The added challenge of creating a player character controller with a statechart was noticeable 

straight from the design phase. It required balancing aspects such as flexibility and 

scalability. Determining which states should be grouped and put under one compound state 

or parallel state region is something to carefully consider, as it may affect the aspects 

mentioned before. For example, should the attacking states be separated from the movement 

states? Ultimately it was decided that they would be in their own parallel state region, as that 

allows flexibility in terms of when an attack can be active and does not necessitate as many 

transitions. This also may be better for scalability as new states and different attack types 

could be easier to add with fewer possible transitions to consider. Even though this study’s 

demo has player movement that is mostly unaffected by attacking, this sort of approach 

would still allow creating bespoke movement states that activate simultaneously when an 

attack state is entered. 

One observation made was that the statechart’s node tree was considerably larger than the 

FSM equivalent. Because of the hierarchical nature of the statechart, some states can become 

nested under various layers, which may make the entire composition more difficult to grasp 

and work with in a larger, more complex statechart. Additionally, more nodes means more 
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memory usage, which could become significant in a project with a large number of entities 

containing their own statecharts for example. However, this did not pose any issues in this 

study. This point is also very strongly related to the development environment. Screenshots 

of the FSM node tree and the statechart node tree are presented below in Figures 12 and 13. 

 

Figure 12: FSM node tree in Godot Engine (Linietsky and Manzur, 2024). Screenshot 

taken by the author. 

 

Figure 13: Statechart node tree in Godot Engine (Linietsky and Manzur, 2024). Screenshot 

taken by the author. 

Another observation related to the development environment was that different state types 

were impossible to discern by looking at the node tree without adding custom icons for them. 
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As is shown in Figure 13, this was done in this study. Godot has a built-in feature for this 

purpose, but this may vary with other game engines or other development environments. 

States could alternatively be represented using Godot’s RefCounted or Resource objects, as 

they do not necessarily require any functionality that the base Node class provides. This 

would clear up the node tree and take up less memory, however it loses the clear visual 

representation of the statechart hierarchy and state types that is simple to achieve with nodes. 

Much like with the FSM demo, timed transitions were implemented with Godot’s Timer 

node instead of creating another transition type or other custom solution. In this case, 

however, there was no need to synchronize multiple timer instances due to the fact that the 

timed attack state is independent of the movement states. This independency also means that 

going from a grounded state to an aerial attack and similar cases did not need their own 

transitions. 

In the movement states, the player controller disables turning around if the player is 

attacking. In the statechart version of the demo, this is done by having an in-guard that 

prevents turning the player around if the statechart is in the attacking state. While the 

technicalities and challenges of how the in-guards work were discussed earlier in chapter 

4.2.2, their efficiency was not. In general, they are easy to use but excessive usage should 

likely be avoided, as it introduces dependencies between states that may have to be 

considered when making modifications later on. In this study’s implementation, checking if 

a state is active is also more computationally expensive than comparing a variable for 

example due to the method going through each state and doing a string comparison. This 

could have an impact on performance if it was done many times in a single frame, the 

statechart was very large and/or there were multiple objects doing it. However, in this demo 

there were no noticeable drawbacks to using the in-guard. 
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4.4  Statistics 

This chapter includes statistics generated by analysing the code of the demos. Table 1 

explains what each statistic is and specifies how some of them were calculated. 

4.4.1  Explanations 

Table 1: Statistic explanations 

Statistic Details 

Lines of Code Lines of code for each script that is exclusive to one version 

of the demo. Does not include comments or blank lines. 

Calculated using Tokei (XAMPPRocky, 2021). 

State count Number of states in each version of the player controller. For 

the statechart, there are two counts; one with all superstates, 

and one with only atomic states. 

Transition count Number of transitions between states in each version of the 

player controller. 

Workaround count Number of instances where it was beneficial to avoid creating 

new states to implement a state-like functionality. For 

example, using a variable in the player class instead. 

Percentage of duplicated 

code 

How much of the code that is exclusive to either version of 

the demo is duplicated. Calculated using Simian (Quandary 

Peak Research, 2023) with default options. 
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4.4.2  File-specific statistics 

Table 2. FSM demo file-specific statistics. 

File Lines of Code Transiti

on count 

Workarou

nd count 

Details 

fsm_state.gd 19 N/A 0 - 

state_machine.gd 31 N/A 0 - 

fsm_player.gd 67 N/A 2 Invincibilit

y variable 

and 

powerup 

functionali

ty 

fsm_player_aerial.gd 24 4 0 - 

fsm_player_aerial_attack.g

d 

27 3 0 - 

fsm_player_grounded.gd 22 3 0 - 

fsm_player_grounded_attac

k.gd 

28 3 0 - 

fsm_player_on_ledge.gd 18 1 0 - 

Total 236 14 2 N/A 
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Table 3. Statechart demo file-specific statistics. 

File Lines of 

Code 

Transition 

count 

Workaround 

count 

Details 

statechart.gd 18 N/A 0 - 

sc_state.gd 23 N/A 0 - 

compound_state.gd 61 N/A 0 - 

parallel_state.gd 44 N/A 0 - 

sc_player.gd 50 N/A 0 - 

sc_player_aerial.gd 14 2 0 - 

sc_player_attack_none.gd 7 1 0 - 

sc_player_attack_slash.gd 7 1 0 - 

sc_player_grounded.gd 12 1 0 - 

sc_player_invincibility_disabled.g

d 

6 1 0 - 

sc_player_invincibility_enabled.g

d 

7 1 0 - 

sc_player_on_ledge.gd 11 1 0 - 

sc_player_powerup_disabled.gd 6 1 0 - 

sc_player_powerup_enabled.gd 9 1 0 - 

Total 275 10 0 - 
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4.4.3  Other statistics 

Table 4. State count statistics. 

Demo State count 

FSM 5 

Statechart 14 (9) 

 

Table 5. Code duplication statistics. 

Demo Duplicate lines Significant lines 

analysed 

Percentage 

FSM 90 257 35 % 

Statechart 0 311 0 % 

 

4.4.4  Statistics discussion 

Table 2 shows the lines of code, transition count, workaround count and additional details 

for each file that is exclusive to the FSM demo. The workarounds that were deemed 

necessary for this demo had all of their logic contained in the player class script, which left 

the prevalence of workarounds in the whole codebase overall quite small. In Table 3, the 

same file-specific statistics are shown for the statechart demo. In comparison with the FSM 

demo, there are no workarounds in any script. This makes the implementation of all player 

controller features more consistent with each other. The number of transitions is also smaller 

for the statechart demo, with individual state scripts having an average of about 1.11 

transitions. For the FSM demo, this average is 2.80, however it being higher is partly caused 

by the fact that there are fewer state scripts. The lower transition count makes the statechart 

generally clearer and helped avoid duplicated transition code. In total, most of the statechart 

demo’s lines of code are concentrated in the code for the statechart system itself instead of 
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player logic, accounting for 146 out of 275 lines. The opposite is true for the FSM demo, 

where only 50 of the 236 lines were for the FSM system. This gives some indication for how 

much more effort is needed to implement the statechart system, however lines of code as a 

statistic does not fully represent the difference in complexity. 

Table 4 includes the number of states for each demo. If all superstates and atomic states are 

counted, the statechart demo has almost three times as many states. Only counting the atomic 

states, which are the only ones with unique scripts in this demo, there are around twice as 

many states as the FSM demo. However, each state script is quite small. This kind of smaller 

area of responsibility for each state may improve code understandability. 

Table 5 presents the number of duplicate lines for each demo, the full number of lines 

analysed, as well as the percentage of code that is duplicated. The statistics show that the 

FSM demo has a considerable degree of code duplication, while the statechart demo has no 

significant occurrences of it. Code duplication should be avoided to improve code 

maintainability, so statecharts may be advantageous for that purpose. It should be noted that 

the similarity analyser program Simian that was used to calculate the code duplication 

statistics did not ignore blank lines in the same way that Tokei does, which resulted in a 

higher line count than presented in Tables 2 and 3. 
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5  Discussion 

Unlike the study by Dragert et al. (2021), the number of states was not doubled for the FSM 

demo. Conversely, the number of states was higher for the statechart demo, however this 

was due to invincibility and the powerup being implemented inside the player class instead 

of creating new states in the FSM demo. If these workarounds were not there, the number of 

states would have increased to 20, which is about double that of the statechart demo’s atomic 

states. This means that the other study’s conclusions are not invalidated, but if certain 

features can be reasonably implemented without creating states for them, the state explosion 

problem may not be a significant obstacle. 

The differences of the two state diagrams made for the two versions of the player controller 

suggest a similar conclusion as the one mentioned in the article by Cruz-Lemus et al. (2005), 

concerning the effect on clarity that compound states have. In this case, the biggest difference 

maker was parallel states instead of compound states. While confirming this is outside the 

scope of this study, the separation of the parallel states and the smaller number of transitions 

made the statechart diagram both easier to create and resulted in less clutter and lines that 

cross over each other. 

In the book by Thorn (2017), the FSM system for non-playable character AI was 

implemented with an enumerator and coroutines with while-loops inside. It’s a somewhat 

different approach compared to the node-based one selected in this study, which is 

influenced by the features provided by the game engine. This demonstrates that the choice 

of game engine may significantly alter the experience of developing and using an FSM or 

statechart system. Some resulting differences from using an approach such as the one in the 

book include not having any graphical layout for the FSM inside the engine, and the fact that 

all state code resides in the same file and can share variables easily.  

The player controller designed for this study did not necessitate the use of compound states 

other than as regions for the parallel states. This is due to the fact that all of the states behave 

differently enough and have simple logic. If there were multiple grounded movement states 
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with complex mechanics for example, there could be enough overlap in the code for 

compound states to be useful in terms of reducing code duplication. A similar finding was 

made by Graham, who stated that the platformer game Drawn to Life did not need the 

flexibility offered by compound states (2017).  

In the study by Adenyi et al. (2024), a large benefit of FSMs was stated to be the fact that 

ambiguity in the game AI code was decreased due to the code being shorter. This type of 

ambiguity decrease was also present in this study when moving from an FSM to a statechart, 

as the code for states was shortened. This is mainly because attack states, movement states, 

and so on are separate parallel states in the statechart demo, which means each state script 

has fewer responsibilities. 

The statistics suggest that an FSM-based implementation results in more code duplication 

than a statechart-based one. Some of this could be mitigated through inheritance, acting 

similarly to compound states. For example, in the FSM demo the player’s states could inherit 

from a PlayerState class that extends the base State and provides default behaviour for 

handling common events. This way, all states would not need to have the same boilerplate 

code and could override the defaults if needed.  

The main research question of this study was defined as follows: “How do statecharts 

compare to traditional FSMs in practice?” The observations and statistics give some insight 

into answering this question. In the context of creating a player controller for a game, 

statecharts provide more manageable options for how to implement all of the possible states. 

These options decrease code duplication, which lessens the risk of mistakes (Kistner and 

Nuernberger, 2014). Overall, statecharts are more flexible, make for clearer diagrams, and 

require a bit more thought during the design process. Whether or not it’s worth using over a 

traditional FSM system depends heavily on the use case. The player controller made in this 

study was simple enough that it provided only a few benefits, mainly being able to have 

parallel states for the attacking function. However, the statechart-based solution also turned 

out more scalable, as it would be much simpler to add new movement states or attack types 

to it.  
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While actually using a statechart to develop the player controller was quite straightforward, 

developing the system itself was more complex. The secondary research question was as 

follows: “What technical challenges are involved when implementing a statechart from 

scratch?” Ones that were encountered include deciding where states’ functions should be 

called, implementing parallel states, determining how transitions should be handled, 

implementing in-guards efficiently, and implementing history states. These challenges are 

covered in more detail in Chapter 4.2.2. 

There are a few risks associated with the results of this study. As it is a case study, the data 

collection and analysis are more open to interpretation and researcher bias (Shull, Singer and 

Sjøberg, 2008). With different approaches and goals, it’s possible that the conclusions 

reached here would not apply. The player controller designed for this study may be too 

simple for the results to properly address all benefits and drawbacks. This can make the 

answer given to the main research question less accurate. The statechart system 

implementation makes use of hardcoded string comparisons for the in-guards and transitions, 

which is prone to typos and errors if state names are modified and therefore not ideal. Better 

solutions might consume a significant amount of time to design and create.  
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6  Conclusions 

The objective of this research was to examine the differences between FSMs and statecharts 

from a practical viewpoint in both implementation and usage. This was achieved to a 

satisfactory extent by developing systems and demos for an FSM and a statechart within a 

game engine. While previous research has considered the usage of statecharts for 

implementing non-playable character AI or user interfaces for example, this study focuses 

on the use case of developing a player character controller. Observations and statistics from 

the technical implementation portion of this study provided several insights, which were 

used as a basis for answering the research questions. 

Compared to FSMs, the implementation of a statechart system was found to be generally 

more convoluted to realize. Factors that affected this were the inclusion of state hierarchy, 

concurrency, and features like in-guards and history states. Despite this, it was deemed that 

creating a custom statechart system would likely not be a much bigger burden on time or 

resources. In addition, ready-made solutions exist for multiple technologies.  

When it came to implementing the player controller demos, the FSM version presented some 

slight problems such as duplicated code, boilerplate, and timer synchronization between 

similar states. The state explosion problem would also have become an issue without using 

workarounds. These issues were mostly eliminated with the statechart version due to benefits 

gained from hierarchy and concurrency. This came with some trade-offs, most notably 

statechart design complexity, a larger state count, and debug tool creation requiring more 

effort. In addition to the ones mentioned before, another benefit was observed in that the 

final state transition count was much smaller in the statechart version, which minimized 

duplicated transition code and increased clarity in the statechart diagram. 

The findings largely follow what previous studies have shown. Without state explosion 

workarounds, the state count would have been higher for the FSM demo. This aligns with 

the findings by Dragert et al. (2021). The application was still simple enough that a 

traditional FSM worked decently even without the flexibility offered by statecharts, which 

coincides with what is stated in a book section by Graham (2017). The statechart features 

also helped create a potentially more understandable state diagram, aligning with Cruz 

Lemus et al. (2005).  
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There is a lack of previous research specifically focusing on comparing FSMs to statecharts 

in practice as well as studying the creation of a player character controller, which increases 

the importance of this study. The results presented may help software developers, especially 

game developers considering a statechart-based player controller, evaluate their need for a 

statechart instead of an FSM. This could reduce costs and time losses incurred by 

retroactively switching from an FSM to a statechart solution in projects where scalability 

becomes an issue. 

The limitations of this study include the inherent limitations of case studies, limited 

complexity of the designed player controller, and non-ideal solutions being used in the 

technical implementation. This topic could be studied further in multiple ways, such as 

tackling different use cases, implementing more complex player controllers, or analysing 

performance differences between FSMs and statecharts.  
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