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The usage of various learning-based solutions across fields has increased in the recent years.
This umbrella term includes any method where a system learns patterns or behavior from
data, such as supervised, unsupervised, and reinforcement learning. Such rapidly rising
interest is driven by the recent expansion of computational power and capacities, novel algo-
rithms, and available training data. Reinforcement learning approaches, in particular, have
become prominent across various domains for their ability to handle uncertainty in their
environment and adapt to high-dimensional spaces through continuous interactions, which
represent a trial-and-error approach. This utility is applied in fields such as robotics, behav-
ioral science, and control engineering, among many others. In the latter field specifically,
these methods replace the existing controllers for parameter tuning, current control, etc.

This thesis contributes to the research of learning-based solutions of current control. Through-
out this work, a literature review is conducted on the replacement of existing proportional-
integral (PI) controller with a reinforcement learning approach. Particularly, an axial active
magnetic bearing scenario is used as the example for the sake of demonstrating the flexibility
of this application. Comparison of both approaches takes place and architectures are evalu-
ated. We then propose a process of creating an architecture of the system to replacement of
a traditional PI current controller with a reinforcement learning one.
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Symbols and abbreviations

Abbreviations
A2C Advantage Actor-Critic
AI Artificial Intelligence
AMB Active Magnetic Bearing
AMIGO Almost-Model-Independent General Optimizing
CBF Control barrier function CBF
IMC Internal Model Control
PD Proportional-Derivative
PI Proportional-Integral
PID Proportional-Integral-Derivative
PWM Pulse width modulation PWM
RL Reinforcement Learning
SIMC Simple Internal Model Control

Symbols
α,k Weighting coefficients α,k

λ Decay coefficient λ

µ0 Permeability of free space µ0

π Agent’s policy π

ε Derating factor ε

A Area A

at Action at the current time step at

De Derivative error De

dmax Maximum derivative dmax

E(s) Error signal E(s)

F Magnetic force F

G(s) Transfer function of the plant G(s)

g(t) Impulse response of the plant g(t)

i Current in the coil i

Ie Integral error Ie

ie Current error ie
im Measured current im
ire f Reference current ire f

Kd Derivative gain Kd

Ki Integral gain Ki

ki Current stiffness ki
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Kp Proportional gain Kp

ks Displacement stiffness ks

N Number of coil turns N

R1 Position error minimization R1

R2 Current consumption penalties R2

R3 Vibration suppression R3

rlim Penalty term for exceeding rlim

rt+1 Reward at the next time step rt+1

st State at the current time step st

st+1 State at the next time step st+1

T Time constant T

t Runtime t

Td Derivative time Td

Ti Integral time Ti

umax Maximum voltage output umax

umax Voltage output umax

wn Weight of the term n in the system wn

X(s), C(s) Laplace transform of the system input X(s), C(s)

xm Measured position xm

xre f Reference position xre f

Y (s), R(s) Laplace transform of the system output Y (s), R(s)
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1 An example of an open system. U(s) represents input signal, C(s) represents
the system, and Y (s) represents the output signal.

2 An example of a closed-loop (feedback) system from Ogata, 2010. U(s)

represents input, E(s) represents the error signal C(s) represents the system,
and Y (s) represents the output.

3 A PID controller accounts for past, present and future errors (Åström & Häg-
glund, 2006).

4 A diagram of a reinforcement learning process from Arulkumaran et al.,
2017. At time t, the agent retrieves current state st from the environment and
then uses its policy π to choose an action at . The environment in question
makes a transition of one step after the action is executed, which provides
the next state st+1 and reward rt+1 as feedback.

5 A diagram of a linear RL-based AMB system.
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1 Introduction

Active magnetic bearings (AMBs) have emerged as a critical technology in high-speed ro-
tating machinery, offering advantages such as frictionless operation, reduced wear, and en-
hanced precision. Central to the operation of AMB systems is the accurate control of current
in electromagnetic actuators, a task traditionally managed by proportional-integral (PI) con-
trollers due to their simplicity and well-established performance in linear regimes. However,
as modern applications push the boundaries of speed, precision, and operational variabil-
ity, the inherent limitations of fixed-parameter PI controllers become increasingly evident.
Challenges like nonlinear dynamics, time-varying parameters, and rapid disturbance varia-
tions are all present in AMB systems and can challenge the robustness and adaptability of
conventional PI control schemes (Nevaranta et al., 2025).

Recent advancements in artificial intelligence (AI) and control theory, particularly in the
domain of reinforcement learning (RL), have provided promising paths for addressing these
challenges. RL-based controllers leverage real-time learning from system interactions, en-
abling adaptive optimization control policies without relying on precise mathematical mod-
els. This capability is particularly advantageous in complex and nonlinear environments,
where traditional control strategies may falter. By integrating RL algorithms—such as ac-
tor–critic methods, deep reinforcement learning approaches, and approximate dynamic pro-
gramming—into the existing control loop, controllers can dynamically adjust their param-
eters to tackle uncertainties and disturbances, potentially achieving superior performance
compared to their classical PI counterparts (Rizvi, Wei & Lin, 2022) (Ahmed et al., 2023).

In this thesis, the replacement of traditional PI controllers with RL-based control strate-
gies for current regulation in AMB systems is studied. First, a comprehensive literature
review is presented assessing recent research on the replacement of proportional-integral
(PI)/proportional-derivative (PD)/ proportional-integral-derivative (PID) controllers with RL
methods. Particular focus is placed on the current control of AMB systems, which commonly
rely on PI-based solutions. To summarize the main research targets of this thesis are:

• Explore the available literature to assess the conventional PID-type controllers and
reinforcement learning (RL) controllers for control loops related to different systems.

• Propose a system architecture for an RL-based solution of controlling the current in
the inner AMB loop (to replace commonly used PI-controller).

The remainder of this thesis is organized as follows. Section II introduces the required
control theory and RL conceptual foundations. Section III reviews the recent advancements
in replacing PI/PD/PID-based current controllers with RL methods with some focus on AMB
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systems. At the end of the section, an algorithmic base is selected. Section IV presents a
proposal of the design process of such architecture for future implementation. Section V
gives a conclusion to the thesis and direction outlines for research in intelligent control for
AMB systems.
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2 Theoretical background

This section presents the basic concepts of control theory, with a focus on transfer functions
and PID-type controllers, followed by an introduction to reinforcement learning (RL).

2.1 System types and controllers

Let’s begin with the explanation of systems and controllers. These are commonly modelled
as transfer functions, which are used in control theory to describe the relationship between
components that are described as linear, time-invariant differential equations, where it is
assumed that the initial conditions are zero. Defined as a ratio of Laplace transforms of the
output Y (s) and input X(s) , they make it possible to present the dynamics of a selected
system by algebraic equations in s domain. For a linear, time-invariant system, the transfer
function G(s) is defined as

Transfer function = G(s) =
L {output}
L {input}

⃓⃓⃓⃓
zero initial conditions

=
Y (s)
X(s)

. (1)

The inverse Laplace transform of function G(s), achieved via

L −1 [G(s)] = g(t), (2)

is called the impulse-response or weighting function g(t) of the system. In an open-loop
system, input acts on a system to be controlled (or a plant) and an output signal is generated,
as shown in the block diagram in Figure 1.

Figure 1: An example of an open system. U(s) represents input signal, C(s) represents the system,
and Y (s) represents the output signal.

Taking the diagram in Fig. 1 as an example of an open-loop control, such a method is
sufficient for plants showcasing little changes over time or where the accuracy is not of
paramount importance. However, this layout fails when variable environmental parameters
are present or the initial quantitative predictions are incorrect. Unfortunately, open-loop
control systems are not capable of making automatic adjustments to account for these effects.
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The solution is to use feedback control, in which the output of the system is acquired with the
use of sensors and fed back for the plant to make suitable adjustments. As shown in Figure 2,
a reference signal U(s), which represents the desired value is compared to a measured value
Y (s) to form an error signal E(s) . This signal represents the deviation of the system output
from the reference and serves as the input to system C(s).

Feedback has the capability to make the system insensitive to process variations, reduce
effects of disturbances, and make defined relations between variables in the plant (Åström &
Hägglund, 2006).

Figure 2: An example of a closed-loop (feedback) system from Ogata, 2010. U(s) represents input,
E(s) represents the error signal C(s) represents the system, and Y (s) represents the output.

Controllers adjust the error signal so the system output reaches a value as close as possible
to the reference signal. In addition, controllers convert the error signal that has the same
units as the output of the plant to an input signal with units that may differ i.e. depending on
the actuator. As time progresses the deviation of the sensed signal from the reference should
approach zero. The way in which a specific controller creates the control signal is referred
to as control action (Ogata, 2010).

2.2 Proportional, integral and derivative controllers

In industrial control systems, a major number of controllers is represented as proportional-
integral-derivative (PID) controllers (Ogata, 2010). Their performance depends on the care-
ful selection of three key parameters: proportional (Kp) , integral (Ki) and derivative (Kd)
gains. In the case of proportional control action, the relationship of of the controller output
u(t) and error signal e(t) is expressed as

u(t) = Kpe(t), (3)

or in the following form

U(s)
E(s)

= Kp, (4)
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after the Laplace transformation. This action functions as an amplifier with an adjustable
gain. However, in most cases, proportional control possesses a flaw, as a result of which,
process variables deviate from the set points. By making the control action proportional to
the integral of the error

u(t) = Ki

∫︂ t

0
e(t)dt, (5)

with reference to process runtime t this can be avoided. A special property of integral con-
trol is that it is capable of eliminating a constant error within the steady state (Åström &
Hägglund, 2006). The proportional and integral control actions are combined to form a
Proportional-Integral (PI) controller, as

u(t) = Kpe(t)+Ki

∫︂ t

0
e(t)dt. (6)

In addition, to equip the controller with predictive capabilities, a derivative term is added,
which makes a prediction of the future output based on linear extrapolation. A controller of
such type is called PID, that can be expressed in following form

u(t) = Kp

(︃
e(t)+

1
Ti

∫︂ t

0
e(t)dt +Td

de(t)
dt

)︃
. (7)

The action is hence a sum of three terms. The past is represented as the integral of the error
(I-term), the present is represented as the P-term, and the future is represented as the linear
extrapolation (D-term) with the prediction of the error Td time units in the future (Figure 3).
The parameters in (7) are referenced as: proportional gain Kp, integral time Ti , and derivative
time Td .

Figure 3: A PID controller accounts for past, present and future errors (Åström & Hägglund, 2006).

Historically, the development of PID controllers can be traced back to early industrial au-
tomation and mechanical devices such as centrifugal governors (Åström & Hägglund, 2006).
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The use of feedback in the controllers made it possible to extract linear action from compo-
nents with non-linear characteristics. Over the decades, several tuning methods have been
proposed to adjust the PID-controller gains. Traditional methods such as Ziegler-Nichols and
Cohen-Coon tuning rules provided engineers with practical means to balance responsiveness
and overshoot. However, these methods typically assume linear or near-linear system behav-
ior and exhibit good tuning in restricted situations and suffer from the decay ratio being too
large (Åström & Hägglund, 2006). More novel methods such as almost-model-independent
general optimizing (AMIGO) (Åström & Hägglund, 2006) , internal model control (IMC)
and simple IMC (SIMC) (Vilanova & Visioli, 2012) are present in the field but have their re-
spective downsides. As a result, while PI controllers are effective in systems with moderate
dynamic behavior, they can exhibit suboptimal performance in scenarios where the system
dynamics are highly nonlinear, time-varying, or subject to significant disturbances (Liu &
Daley, 2000).

2.3 Reinforcement learning

RL is capable of automatically tuning the required controller parameters (e.g. PID con-
trollers) through the process of trial-and-error via interacting with a physical system or a
simulation environment (e.g. Simulink, PyBullet, Isaac Labs). Furthermore, an active RL
algorithm can learn how to behave through developing its own policy, through which it maps
the states of a system to actions granting the most utility (Xia et al., 2020).

The essence of RL is described in mapping situations to actions and learning what to do
to maximize a numerical reward signal (Sutton & Barto, 2020). The learning algorithm is
not explicitly told which actions lead to highest cumulative reward over time, but instead
it should discover them through trial and error over the course of predetermined attempt
cycles. Interestingly, these reward functions are structured in complicated scenarios in a way
that each action may affect not only the instantaneous reward, but the supposed future ones
as well. The agent can also receive feedback in the form of penalties.

Formally, RL represents a subfield of machine learning dedicated to training agents to make
sequences of decisions by interacting with an environment and learning from the conse-
quences of their actions. Alternatively, we can formalize the problem of RL using concepts
from dynamical systems theory, specifically, as the optimization of control of incompletely-
known Markov decision processes. These represent a set of states with probabilities of tran-
sition between each other.

Two core components in the RL process are the agent that makes decisions in an attempt to
find a solution to a problem and the environment, which represents the problem as depicted
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in Figure 4. Uniquely from other machine learning approaches, the two interact and the
agent tries to affect the environment through actions (Morales, 2020).

The main subelements of an RL system consist of a policy, a reward signal, a value function,
and a model of the environment (optional). A policy is responsible for mapping the states of
the environment to actions that an algorithm is supposed to take, a behavior pattern of sorts.
Such can be expressed as a function or a table, or a computational search process. Next, a
reward signal signifies what the agent strives to achieve at every step of the process. At each
increment of the process, the environment sends a numerical value to the agent, representing
the value of the taken action. This signal is the primary driving force behind the change
of the policy, which responds the feedback and alters its internal parameters called weights.
While the reward signal indicates the instantaneous success of the policy, a value function
specifies what may be positive accounting for the future states.

Finally, a model is what allows to make inferences about the behavior of the environment.
Given a state and action, a model predicts the next state and reward. These are used for
planning and assessing future situations before they happen. Hence, from this a dichotomy
of model-based and model-free methods is present in the field of RL.

Figure 4: A diagram of a reinforcement learning process from Arulkumaran et al., 2017. At time t,
the agent retrieves current state st from the environment and then uses its policy π to choose an action
at . The environment in question makes a transition of one step after the action is executed, which
provides the next state st+1 and reward rt+1 as feedback.

2.4 Types of reinforcement learning methods

Several algorithmic paradigms exist within the reinforcement learning framework. The
methods can be separated as value-based and policy-based (Arulkumaran et al., 2017). The
former focus on estimating the value of state-action pair to guide the decision-making pro-
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cess. They rely on a value function to figure out long-term rewards for a received state under
a policy.

One of the simplest and most widely studied value-based methods is Q-learning, a model-
free, off-policy method that uses temporal-difference (TD) learning to estimate the value of
state–action pairs. Through iterative updates, Q-learning seeks to converge on an optimal
policy that maps states to actions with maximal expected cumulative reward. In contrast
to value-based methods like Q-learning, policy gradient methods directly parameterize the
control policy and optimize it with respect to the expected reward.

Actor–critic methods combine these two ideas by maintaining both a policy (the actor) and a
value function (the critic), enabling more efficient and stable learning. The actor determines
the control action to take, while the critic evaluates that action’s long-term benefits, thereby
providing a corrective signal for policy improvement.

The advancements of deep learning has significantly expanded the scope of reinforcement
learning. Deep reinforcement learning (DRL) employs deep neural networks as function
approximators to estimate value functions or parameterize policies, allowing RL to tackle
high-dimensional state and action spaces (Liu & Daley, 2000)(Morales, 2020). Pioneering
works such as Deep Q-Networks (DQN) demonstrated that neural networks could success-
fully learn to play video games directly from pixel data, while algorithms like Deep Deter-
ministic Policy Gradient (DDPG) and Trust Region Policy Optimization (TRPO) have been
applied to continuous control problems. The integration of deep learning with RL has not
only improved the capacity to handle complex, nonlinear systems but also opened new av-
enues for applying RL to real-world control problems where precise mathematical models
are difficult to obtain or are computationally expensive.

2.5 Challenges of RL in magnetic bearing systems

The replacement of traditional type of controllers with RL-based methods in AMB systems
presents a significant challenge in terms of theory implementation. The fundamental mag-
netic force F equation utilized in AMB systems displays nonlinearity to both control current
and air gap (which is the physical clearance or distance between the stationary electromagnet
poles (stator) and the rotating shaft (rotor)):

F = (µ0N2i2A)/(2g2) · ε, (8)

where µ0 is the permeability of free space, N is the number of coil turns, i is the current
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in the coil, A is the area of the pole, g is the airgap (nominal 0.2–0.5 mm), and ε is the
derating factor (Di, 2016) (Kamath et al., 2025). This nonlinearity forms challenges that
RL algorithms are well-suited to address with their adaptive abilities. For differential AMB
configurations with opposing electromagnets, the net force is expressed as

Fnet =
µ0N2A

2 · ε

(︃
i21
g2

1
−

i22
g2

2

)︃
, (9)

where i1 is bias current plus control current in coil 1 and i2 bias current minus control current
in coil 2, g1 air gap for coil 1 represented as x0 − x1 and g2 = x0 − x2 air gap for coil 2. Lin-
earization around the operating point yields negative values for ks displacement stiffness and
current stiffness ki , which create unstable open-loop dynamics that require complex control
strategies (Sun, Zhou & Ju, 2020). AMB control is inherently nonlinear and open-loop unsta-
ble. In practice, the system is operated as a cascaded architecture, so reinforcement learning
(RL) could be introduced either in the inner current loop or in the outer position/optimization
loop. If RL is used for the inner loop, which would the more straightforward to solve, the
dominant nonlinearity would be position, temperature and current depended inductance. The
outer loop must guarantee the stability and there is also nonlinearity. This thesis focuses on
proposing a potential architecture for RL training of the inner loop, which is discussed later.

2.6 Reward Engineering

For a successful implementation of any RL algorithm, a tailored reward function is required
to develop the desired patterns of behavior depending on the application. For instance, fitting
objectives for a field oriented control based motor control (Book et al., 2021), the reward
function for the RL based current control could be formulated basing on dq-frame currents
and maximum current as follows:

rk = w1 ∑
j∈{d,q}

⌜⃓⃓⎷⃓⃓⃓
i∗j,k − i j,k

⃓⃓⃓
imax

+w2rlim. (10)

Where {w1,w2} ∈R< 0 are weighting parameters, and rlim is a penalty term for exceeding

i2d,k + i2q,k ≤ i2max. (11)

The reward shaping is designed to prevent the agent from exceeding the motor’s rated cur-
rent and thereby causing damage (Book et al., 2021). One could consider similar idea for
the outer position control in AMB by considering error minimization with xm as measured
position, xre f as reference position, and α as a weighting coefficient:
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R1 =−α1||xm − xre f ||2, (12)

current consumption penalties with i as current:

R2 =−α2||i||2, (13)

and vibration suppression:
R3 =−α3||ẍ||2. (14)

These reward functions serve as examples for two different cases and are naturally defined
depending on the problem at hand. Here, however, the idea is to summarize the RL approach
and the need for reward function basing on the desired targets to be penalisize in the control
design stage. Later in this thesis, some ideas for reward functions tailored to the inner loop
of AMB control are provided.
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3 Latest research on replacing traditional controllers with RL-

based solutions

In this section we discuss the advances and advantages in implementation of RL to replace
PI/PID controllers in current control systems.

PI controllers have served as a cornerstone in the field of control engineering, largely due to
their simplicity, ease of implementation, and robust performance in many industrial settings.
Such controllers specifically omit the derivative term to avoid the amplification of high-
frequency noise in the signal and to reduce the computational demands - they do not need
the derivative action. The proportional term reacts immediately to the current error—the
difference between the desired setpoint and the measured process variable, facilitating a rapid
dynamic response—while the integral term accumulates past errors over time, eliminating
steady-state offset and ensuring that the long-term error trends toward zero.

The limitations of fixed-parameter PI controllers have motivated considerable research into
adaptive and model-based control techniques. RL-based approaches offer the potential to
overcome the rigidity of traditional PI controllers by allowing the control law to evolve in
real time based on direct interactions with the system. Let’s begin with reviewing some of
the latest approaches and then focus on AMB systems.

Comprehensive evaluation of RL controllers versus traditional PI methods requires met-
rics beyond time-domain specifications. Recent studies suggest that RL controllers achieve
25–50% improvement in tracking accuracy while requiring 10,000+ episodes for training
(Gupta, Debnath & Biswas, 2023).

3.1 Latest approaches

A value-based RL approach utilizing a Deep Q-Networks (DQN)-based speed controller
was successfully applied to a DC motor by Rossi et al. (Kazemikia, 2024) (Rossi, Gruosso
& Gajani, 2023). The method replaces a PID providing armature voltage signal to the motor.
Particularly, this RL approach proved to be superior to PID controllers in terms of response
time and speed for this application, especially under dynamic conditions. However, com-
putational costs of the training are substantial. Farah et al. additionally support the validity
of utilizing DQN for current control. Particularly, a Multi-Set Robust Reinforcement Learn-
ing (MSR-RL) method is developed to for a permanent magnet synchronous motor (PMSM)
drive. This approach offers smooth operation under varied conditions. Yet, the offline learn-
ing manner of training is computationally expensive (Farah et al., 2024).
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Similarly, Guan et al. aim to achieve robust current regulation of PMSM drives while over-
coming parameter uncertainties. The researchers implemented an Integral Reinforcement
Learning (IRL)-based control algorithm in an online-learning fashion to tackle the issue of
heavy dependency on pre-sampled data quality in offline RL methods (Guan et al., 2024).
The performance of the proposed method surpassed conventional Field-Oriented Control
(FOC) with PI controllers, alleviating the cross-coupling effects between d-q axis currents.
The validity of using RL for current component control in a PMSM is further supported by
Schenke et al (Schenke, Haucke-Korber & Wallscheid, 2023).

Recent studies demonstrate promising potential of RL controllers, excelling in dynamic re-
sponse and steady-state accuracy current control in PMSM applications (Y. Zhang et al.,
2025).

DDPG has been used for bus voltage regulation and current sharing. The algorithm in ques-
tion was used in secondary controller in a DC microgrid. This proposed control strategy was
demonstrated as valid and efficient (Xia et al., 2020). Each distributed generator hosts an
independent agent that learns online to adjust local voltage droop references by exchanging
only neighboring information. This approach restores bus voltage within ±0.5% of its ref-
erence and achieves nearly proportional current sharing under varying load conditions, all
without explicit knowledge of line impedances or loads. Likewise, the approach by Nguyen
et al. utilized a DDPG-based strategy for DC microgrid distributed control. The results
showed low latency and good adaptability.

Brablč et al. (Brablc et al., 2021) investigate precision motion control of a four-degree-
of-freedom magnetic manipulator using model-based reinforcement learning. They employ
symbolic regression methods—specifically single-node genetic programming (SNGP) and
multigene genetic programming (MGGP) —to derive analytic global models, alongside re-
ceptive field weighted regression (RFWR) for incremental local linear approximations. Their
results show that MGGP yields the most accurate models, reducing control errors by roughly
50% compared to RFWR, and that all learned-model approaches outperform a baseline PD
controller by about 40% in trajectory-tracking RMS error. The study underscores the value
of learned analytic models for stable, sample-efficient RL-based control in complex mecha-
tronic systems.

Finally, Zhang et al. (Y. Zhang et al., 2025) provide a comprehensive evaluation of deep
reinforcement learning algorithms for PMSM drives, comparing DQN, PPO, and A2C for
current control as well as actor-critic methods for speed regulation. They find that PPO
achieves the fastest dynamic response—settling in under 20 ms versus 35 ms for a tuned
PI controller—while maintaining steady-state errors below 0.5%. For speed control, their
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multi-objective A2C architecture cuts overshoot by about 30% compared to classical dual-
loop PI, demonstrating significant improvements in disturbance rejection and adaptability.

When it comes to AMB systems, Rizvi, Wei, and Lin (Rizvi, Wei & Lin, 2022) address the
challenge of stabilizing a magnetically suspended balance-beam system subject to unknown
and arbitrarily large input delays by framing the problem as a discrete-time, augmented-
state control task amenable to model-free Q-learning. Their algorithm treats delayed control
inputs as additional state variables and iteratively learns an optimal quadratic-cost policy
online. The resulting controller directly outputs the required electromagnetic current, fully
replacing any inner PI or PID loops, and achieves asymptotically optimal stabilization.

Additionally, Ahmed et al. (Ahmed et al., 2023) develop a deep-reinforcement-learning
framework—multi-actor-critic DDPG—for active control of flexible rotors supported on a
hybrid magnetic-hydrodynamic bearing system, simultaneously suppressing synchronous
unbalance and oil-whirl instabilities. Their architecture comprises two actors—one learn-
ing a derivative-type policy targeting synchronous vibrations, the other learning a harmonic
control law for oil-whirl—each guided by a critic network penalizing vibration amplitudes
at the respective frequencies and control effort. Their multi-actor approach learns a unified
current-command policy that achieves up to 93 percent reduction in synchronous vibration
and nearly 99 percent suppression of oil-whirl limit cycles without retuning, demonstrat-
ing the potential of RL to supersede classical PID-based control loops in high-performance
AMB rotor applications.

Overall, an approach implementing a DRL system is prevalent. Particularly, modifications
of DQN and DDPG algorithms have shown great promise in replacing PI current controllers.
On top of that, advantage actor–critic (A2C) has shown great response dynamics (reduc-
ing overshoot) and steady state accuracy in current control. It was able to achieve precise
regulation under varying speed commands with load disturbances in speed control tests. Ad-
ditionally, implementation of MSR-RL could be viewed.

3.2 Model suggestion for an AMB system

After accessing the recent approaches of implementing, we have selected a preferred ap-
proach for future research. The conclusion is to train a model-free, actor-critic–style RL
agent—such as DDPG to regulate coil currents in an AMB system. Later on in Section 4
this thesis proposes an architecture for RL training and reward functions that penalizes both
current tracking error and control effort (to implicitly capture power losses and heating), plus
a small term for smoothness to avoid aggressive switching.
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4 Proposed architecture

This section proposes aspects to consider during the architectural design process for the RL-
based method for the inner AMB loop specifically. Additionally, we dive deeper into the
options for environment and safety precautions.

4.1 State Space

During the design of the state space for this learning-based method, we need to be careful
with assessing which variables we choose to account for and assess during the training and
evaluation processes. Depending on the model’s complexity, varying state-space variables
must be defined. In the case of AMB current control loop, reference current ire f that is fed to
the system as the desired output, measured current im that the system senses after the coil the
current error ie being the difference between the previously mentioned values, integral error
Ie , derivative error De . Furthermore, it is advisable to implement normalization by scaling
inputs to [−1,1] or [0,1].

Depending on the model’s complexity, varying state-space variables must be defined. In
the case of AMB current control loop, reference current ire f that is fed to the system as the
desired output, measured current im that the system senses after the coil the current error ie
being the difference between the previously mentioned values, integral error Ie , derivative
error De . Furthermore, it is advisable to implement normalization by scaling inputs to [−1,1]
or [0,1]. This would improve the learning stability (Mazaheri et al., 2024). Additionally,
consider temporal context and whether to include the past states. Mazaheri et al. attempted
to capture the dynamic behavior of a system via using 3-4 previous time stamps. Their
composite state construction that integrated reference signals with disturbances into the state
space improved robustness. Lastly, limit the minimum and maximum current values of the
system according to the need of the project, which likely to be indicated by the size of the
magnetic bearing. In the further example, we set our limit as 5 Amperes.

4.2 Action Space

When considering the architecture and settings of the environment, the choice of the action
space falls to be between discrete or continuous. In literature, the selection of the latter for
voltage or pulse width modulation (PWM) duty cycle is prevalent (Wan, Xu & Dragičević,
2025). Wan et al. show that direct PWM control duty cycle is superior to discrete alternative
solutions (Wan, Xu & Dragičević, 2025). Furthermore, taking the maximum limits of the
PWM duty cycle or voltage should be reviewed for the specific application. Action smooth-
ing via low-pass filtering is advisable for implementation to prevent aggressive switching
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that may cause damage to the hardware in use.

For magnetic bearing applications individual coil reference currents constitute the action
space (Li et al., 2024). This would improve the learning stability. Additionally, consider
temporal context and whether to include the past states. Mazaheri et al. attempted to capture
the dynamic behavior of a system via using 3-4 previous time stamps.

4.3 Safety Considerations

Control barrier functions (CBFs) offer mathematically rigorous safety measures. For in-
stance, Emam et al. (Emam et al., 2022) propose differentiable robust-CBF layers which
purpose is to project Rl actions onto safe sets while simultaneously maintaining task per-
formance. Alternatively, Lyapunov-based approaches create neural network value functions
with additional residual terms for the goal of enabling stability for nonlinear systems (Long,
Cortés & Atanasov, 2025).

Another option would be to use the robust controlled-invariant polytopes to optimize real-
time responses while adhering to the imposed constraints (Tabas & B. Zhang, 2022).

4.4 System and reward outline

The goal of the thesis is to propose a framework for reinforcement learning–based training
of current control for a magnetic bearing coil model. As can be seen in Fig.5, the system
consists of an RL agent who interacts with the environment in the form of the coil from the
inner loop.

Figure 5: A diagram of a linear RL-based AMB system.
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A reference current signal ire f is fed to the system and compared with the measured signal
im to calculate the error ie. This error passes through an integrator and gets combined with
itself to form the observation space of the system. The presented RL agent decided on the
action to take based on the observations, current calculated reward and whether the state is
terminal or not. This action then needs to be converted into a PWM so that it can properly
interact with the physical system (coil model in this case). Finally, the reward is calculated
based on the measured current im, error ie, PWM signal (in other words, the decision taken
by the agent) and the maximum current constraints imax.

As for the optimal starting reward function that would fit the proposed system, we need to
discuss the possible requirements.

Let’s begin with this quadratic error equation with integral term:

r =−w1(ire f − im)2 −w2sat(
∫︂ t

0
ie dt/imaxT ), (15)

which implements a saturation sat() function clipping the term to [−1,1] to prevent windup
issues. T serves as a time constant for normalization. Weights wn should be appropriately
trained to ensure the success of the method. Quadratic error is typically selected due to
the simplicity it introduces to the later statistical analysis of the data and to penalize large
deviations from the desired value.

Consequently, a logarithmic barrier can be incorporated to penalize the approach of chosen
maximum current constraints and to keep the solutions strictly feasible:

r =−w1(ire f − im)2 −w2log(imax −|im|). (16)

In case of strict constraints, another method of cubic penalty may be implemented in case
the algorithm suffers from resorting to high values:

r =−w1(ire f − im)2 −w2max(0, |im|− imax)
3. (17)

However, these methods may introduce numerical instability during exploration due to steep
gradients near constraints and the scales of the terms need to be normalized to avoid the
scenario where one term dominates the training. Taking these concerns into account, we get:

r =−w1(ie/imax)
2 −w2sat(

∫︂ t

0
ie dt/imaxT )2 −w3e|im|/imax−0.9, (18)

providing a softer barrier with the help of the exponential function, and activating at 90%
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of the constraints. Additionally, each term is normalized to avoid scaling issues. During
training a decaying integral should be implemented with a decay to prevent over-reliance on
a saturated term:

Ie(t +1) = λ · Ie(t)+ ie ·∆t, (19)

where λ serves as the decay coefficient. Lastly, we need to ensure that the controller doesn’t
switch rapidly between two extremes by adding the control effort term:

r =−w1(ie/imax)
2 −w2sat(

∫︂ t

0
ie dt/imaxT )2 −w3(PWM)2 −w4e|im|/imax−0.9. (20)

This could serve as a potential reward function for testing; however, no simulations are
carried out in this thesis. The data should be sufficiently rich to allow the controller to
capture the full nonlinear operating range and to minimize the error.
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5 Conclusion

In this thesis we explored the possibility of changing traditional PI/PD/PID current con-
trollers for RL solutions. Particularly, we focused on the application of AMBs due to their
inherent nonlinearity introducing a fitting challenge to RL methods because of their adaptive
capabilities. We have conducted a literature review exploring the current research endeavors
of integrating RL into AMB systems with a conclusion that recommends to train a model-
free, actor-critic–style RL agent—such as DDPG to regulate coil currents. Additionally, we
proposed a reward function that focuses on stable performance within established system
limits along with the outline of the AMB system.

Furthermore, this thesis provides suggestions for the architectural design of the RL-based
AMB system with a focus on state and action space and appropriate safety considerations.



26

References

Ahmed, M. H., AboHussien, A., El-Shafei, A., Darwish, A. M. & Abdel-Gawad, A. H.
(2023). Active Control of Flexible Rotors Using Deep Reinforcement Learning with Ap-
plication of Multi-Actor-Critic Deep Deterministic Policy Gradient. Engineering Appli-

cations of Artificial Intelligence 124, p. 106593. DOI: 10.1016/j.engappai.2023.106593.
URL: https://doi.org/10.1016/j.engappai.2023.106593.

Arulkumaran, K., Deisenroth, M. P., Brundage, M. & Bharath, A. A. (2017). Deep Rein-
forcement Learning: A Brief Survey. IEEE Signal Processing Magazine 34(6), pp. 26–
38. DOI: 10.1109/MSP.2017.2743240. URL: https://doi.org/10.1109/MSP.2017.2743240.

Åström, K. J. & Hägglund, T. (2006). Advanced PID Control. International Society of Au-
tomation (ISA).

Book, G., Traue, A., Balakrishna, P., Brosch, A., Schenke, M., Hanke, S., Kirchgässner, W.
& Wallscheid, O. (2021). Transferring Online Reinforcement Learning for Electric Mo-
tor Control From Simulation to Real-World Experiments. IEEE Open Journal of Power

Electronics 2, pp. 187–201. DOI: 10.1109/OJPEL.2021.3065877.
Brablc, M., Žegklitz, J., Grepl, R. & Babuška, R. (2021). Control of Magnetic Manipulator

Using Reinforcement Learning Based on Incrementally Adapted Local Linear Models.
Complexity 2021. ISSN: 1076-2787. DOI: 10.1155/2021/6617309. URL: https://doi.org/
10.1155/2021/6617309.

Di, L. (2016). Unbalance Compensation of AMB Systems with Input Delay: A Truncated
Predictor Feedback Based Output Regulation Approach. PhD thesis. University of Vir-
ginia. DOI: 10.18130/V3VC98. URL: https://doi.org/10.18130/V3VC98.

Emam, Y., Notomista, G., Glotfelter, P., Kira, Z. & Egerstedt, M. (2022). Safe Reinforcement
Learning Using Robust Control Barrier Functions. arXiv preprint arXiv:2110.05415.
DOI: 10.48550/arXiv.2110.05415. URL: https://doi.org/10.48550/arXiv.2110.05415.

Farah, N., Lei, G., Zhu, J. & Guo, Y. (2024). Robust Model-Free Reinforcement Learning
Based Current Control of PMSM Drives. IEEE Transactions on Transportation Electri-

fication. Early Access, pp. 1–1.
Guan, Q., Yao, X., Lin, Z., Wang, J., Iu, H., Fernando, T. & Zhang, X. (Jan. 2024). A Robust

Control Scheme for PMSM Based on Integral Reinforcement Learning. IEEE Transac-

tions on Transportation Electrification PP. Early Access, pp. 1–1.
Gupta, S., Debnath, S. & Biswas, P. K. (2023). Control of an active magnetic bearing system

using swarm intelligence-based optimization techniques. Electrical Engineering 105,
pp. 935–952. DOI: 10.1007/s00202-022-01707-0. URL: https://doi.org/10.1007/s00202-
022-01707-0.

https://doi.org/10.1016/j.engappai.2023.106593
https://doi.org/10.1109/MSP.2017.2743240
https://doi.org/10.1155/2021/6617309
https://doi.org/10.1155/2021/6617309
https://doi.org/10.18130/V3VC98
https://doi.org/10.48550/arXiv.2110.05415
https://doi.org/10.1007/s00202-022-01707-0
https://doi.org/10.1007/s00202-022-01707-0


27

Kamath, K. P., Bekinal, S. I., V., G. S. & Doddamani, M. (2025). Review of control strate-
gies for active magnetic bearings. Cogent Engineering 12, p. 2467145. DOI: 10.1080/
23311916.2025.2467145. URL: https://doi.org/10.1080/23311916.2025.2467145.

Kazemikia, D. (2024). Reinforcement Learning for Motor Control: A Comprehensive Re-

view. https : / / arxiv. org / abs / 2412 . 17936. arXiv preprint arXiv:2412.17936. DOI: 10 .
48550/arXiv.2412.17936. URL: https://doi.org/10.48550/arXiv.2412.17936.

Li, L., Ouyang, H., Ou, M. & Gao, L. (2024). Sliding model control of active magnetic
bearing rotor system based on state observer. Advances in Mechanical Engineering 16,
p. 16878132241253666. DOI: 10.1177/16878132241253666. URL: https://doi.org/10.
1177/16878132241253666.

Liu, G. & Daley, S. (2000). Optimal-tuning Nonlinear PID Control of Hydraulic Systems.
Control Engineering Practice 8, pp. 1045–1053. DOI: 10.1016/S0967-0661(00)00042-3.
URL: https://doi.org/10.1016/S0967-0661(00)00042-3.

Long, K., Cortés, J. & Atanasov, N. (2025). Certifying Stability of Reinforcement Learning
Policies using Generalized Lyapunov Functions. arXiv preprint arXiv:2505.10947. DOI:
10.48550/arXiv.2505.10947. URL: https://doi.org/10.48550/arXiv.2505.10947.

Mazaheri, N., Santamargarita, D., Bueno, E., Pizarro, D. & Cobreces, S. (2024). A Deep
Reinforcement Learning Approach to DC-DC Power Electronic Converter Control with
Practical Considerations. Energies 17(14), p. 3578. DOI: 10 . 3390 / en17143578. URL:
https://doi.org/10.3390/en17143578.

Morales, M. (2020). Grokking Deep Reinforcement Learning. Foreword by Charles Isbell,
Jr. Shelter Island, NY: Manning Publications Co.

Nevaranta, N., Putkonen, A., Abubakar, I., Zhuravlev, A., Lopperi, M., Liukkonen, O., Madan-
zadeh, S., Lindh, T. & Niemelä, M. (2025). Linear Parameter-Varying Control for Active
Magnetic Bearing Supported Rotor Systems. Discover Mechanical Engineering 4, p. 23.
DOI: 10.1007/s44245-025-00109-3. URL: https://doi.org/10.1007/s44245-025-00109-3.

Ogata, K. (2010). Modern Control Engineering. 5th ed. Prentice-Hall Electrical Engineering
Series. Instrumentation and Controls Series. Boston: Prentice-Hall.

Rizvi, S. A. A., Wei, Y. & Lin, Z. (2022). Reinforcement Learning for Optimal Stabiliza-
tion of Magnetically Suspended Balance Beam Subject to Input Delay. In: 2022 IEEE

17th International Conference on Control & Automation (ICCA). Naples, Italy: IEEE,
pp. 238–242. DOI: 10.1109/ICCA54724.2022.9831866. URL: https://doi.org/10.1109/
ICCA54724.2022.9831866.

Rossi, F., Gruosso, G. & Gajani, G. S. (2023). A Reinforcement Learning Based Controller
for Optimal Speed Control of a DC Motor Using Deep Q-Network Algorithm. In: IEEE

EUROCON 2023 - 20th International Conference on Smart Technologies. IEEE EURO-
CON 2023 - 20th International Conference on Smart Technologies. Torino, Italy: IEEE,

https://doi.org/10.1080/23311916.2025.2467145
https://arxiv.org/abs/2412.17936
https://doi.org/10.48550/arXiv.2412.17936
https://doi.org/10.1177/16878132241253666
https://doi.org/10.1177/16878132241253666
https://doi.org/10.1016/S0967-0661(00)00042-3
https://doi.org/10.48550/arXiv.2505.10947
https://doi.org/10.3390/en17143578
https://doi.org/10.1007/s44245-025-00109-3
https://doi.org/10.1109/ICCA54724.2022.9831866
https://doi.org/10.1109/ICCA54724.2022.9831866


28

pp. 181–186. DOI: 10.1109/EUROCON56442.2023.10198954. URL: https://doi.org/10.
1109/EUROCON56442.2023.10198954.

Schenke, M., Haucke-Korber, B. & Wallscheid, O. (2023). Finite-Set Direct Torque Control
via Edge-Computing-Assisted Safe Reinforcement Learning for a Permanent-Magnet
Synchronous Motor. IEEE Transactions on Power Electronics 38(11), pp. 13741–13756.

Sun, J., Zhou, H. & Ju, Z. (2020). Dynamic Stiffness Analysis and Measurement of Radial
Active Magnetic Bearing in Magnetically Suspended Molecular Pump. Scientific Reports

10, p. 1401. DOI: 10.1038/s41598-020-57523-8. URL: https://doi.org/10.1038/s41598-
020-57523-8.

Sutton, R. S. & Barto, A. G. (2020). Reinforcement Learning: An Introduction. 2nd ed. Adap-
tive Computation and Machine Learning. Cambridge, Massachusetts and London, Eng-
land: The MIT Press.

Tabas, D. & Zhang, B. (2022). Computationally Efficient Safe Reinforcement Learning for
Power Systems. arXiv preprint arXiv:2110.10333. DOI: 10.48550/arXiv.2110.10333.
URL: https://doi.org/10.48550/arXiv.2110.10333.

Vilanova, R. & Visioli, A., eds. (2012). PID Control in the Third Millennium. Lessons

Learned and New Approaches. Advances in Industrial Control. London: Springer Lon-
don. ISBN: 978-1-4471-2424-5. DOI: 10.1007/978-1-4471-2425-2.
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