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This master’s thesis examines, through a literature review, the energy demand of GPT-based
chatbots enabled by Generative Al (GenAl) in the context of rising energy consumption,
energy security, and European Union (EU) legislation. The study addresses chatbot usage
throughout their lifecycle, the role of data centers, the concept of energy security, and
existing EU policy guidelines relevant to data centers and GenAl.

The results indicate that GenAl language models is rapidly increasing. This trend is closely
linked to data centers energy consumption. Which is projected to reach approximately 5 %
of the EU’s total electricity use by 2030. Despite collective technological improvements, the
growing energy intensity of Al workloads cannot be fully offset by technology alone. Peak-
load management and grid flexibility emerge as critical factors for energy security,
particularly as the share of renewable energy production increases. EU policy measures, such
as the Energy Efficiency Directive and the Al Act, emphasize transparency, documentation,
and efficiency standards, but point-out that energy-specific obligations for Al developers
remain fragmented.

The research concludes that GenAl development is a both a driver of energy challenges and
as a potential mitigation tool. While its energy consumption raises concerns, leveraging Al
in smart grids and load management also offers opportunities. Strengthening EU regulation
will be essential to achieve a balance between Al development and sustainable energy use.



TIIVISTELMA

Lappeenrannan—Lahden teknillinen yliopisto LUT
LUTin energiajirjestelmien tiedekunta
Ympiéristotekniikka, Kiertotalouden koulutusohjelma

Juha Agren

Generatiivisen tekoidlyn energiankulutus datakeskusten kautta: energiahuollon
haasteet ja EU:n poliittiset toimintamallit

Diplomityd
2025
68 sivua, 14 kuvaa ja 3 taulukkoa

Tarkastaja: Professori Lassi Linnanen
Ohjaaja: TKT Miika Marttila
Avainsanat: datakeskus, energiaturvallisuus, kielimalli, tekodly

Tassd diplomitydssd selvitettiin  kirjallisuuskatsauksen avulla generatiivisen tekodlyn
mahdollistamien GPT-pohjaisten chatbottien energiantarvetta kasvavan
energiankulutuksen, energiaturvallisuuden ja  Euroopan unionin lainsddddnnon
ndkokulmasta. Tutkimukseen sisdltyivit chatbotin toiminta koulutus- ja pééttelyvaiheessa,
datakeskusten rooli, energiaturvallisuuden méérittely sekd Euroopan unionin olemassa oleva
lainsdddanto koskien datakeskuksia ja generatiivista tekoélya.

Tulokset osoittavat, ettd generatiivisen tekodlyn kielimallien kéyttd on yleistymissi
nopeasti. Tamd kehitys on sidoksissa merkittdvésti datakeskusten energiankulutukseen,
jonka arvioidaan saavuttavan noin 5 % EU:n kokonaissdhkonkulutuksesta vuoteen 2030
mennessd. Huolimatta kollektiivisesta teknologian kehityksestd, tekodlytyokuormien
energiaintensiteetin - kasvu ei  ole tdysin kompensoitavissa vain teknologialla.
Huippukuormien hallinta ja sdhkdverkkojen joustavuus nousevat keskeisiksi tekijoiksi
energiaturvallisuuden ndkokulmasta, erityisesti uusiutuvan energian osuuden tuotannon
kasvaessa. EU:n polititkkatoimet, kuten energiatehokkuusdirektiivi ja tekoélyasetus,
korostavat lapindkyvyyttd, dokumentointia ja tehokkuusstandardeja, mutta paljastavat, ettd
energiaan liittyvit velvoitteet tekodlykehittijille ovat edelleen hajanaisia.

Johtopddtoksend voidaan todeta, ettd generatiivisen tekodlyn kehitys toimii seké
energiahaasteiden ajurina ettd mahdollisena rankaisuna. Vaikka sen energiankulutus herittaa
huolta, tekodlyn hyddyntdminen édlykkaissd sdhkdverkoissa ja kuormanhallinnassa tarjoavat
my6s mahdollisuuksia. EU:n sddntelyn vahvistaminen on olennaista, jotta tekodlyn ja
kestidvén energiankédyton vililld voidaan saavuttaa tasapaino.
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1 Introduction

Discussions about Artificial Intelligence (Al) have strengthened in recent years, driven by
the rapidly increasing global adoption of Generative Al (GenAl) tools and its growing
integration into business and everyday life (McKinsey, a. 2023). As GenAl continues to
expand, its role in driving energy demand is expected to grow, mainly due to the increasing
number of data centers across Europe. The European Union (EU) has also shown a rising
interest in investing in Information and Communications Technology (ICT) infrastructure,
but this expansion also brings risks to energy security. (IEA, a. 2024). Even if GenAl with
its all possibilities offers numerous benefits (Feuerriegel, S. et al. 2024) it is also a significant
driver of energy consumption due to its high-power density requirements. The increasing
energy demand of ICT infrastructure, especially in data centers and networks where all
calculations and processes appear, raises concerns about energy sufficiency because of the
massive energy demand. (McKinsey, c. 2024; Gailhofer, P. et al. 2021, 12) The energy
demand of data centers is expected to rise significantly over the next decade, impacting both

ecosystems and energy prices. (Brochard, L. et al. 2019, ix).

Key challenges include maintaining a stable electricity supply, addressing potential power
shortages, and ensuring the availability of critical power infrastructure. While the growth of
data centers contributes to economic and technological progress, it also raises concerns due
to their intensive power requirements. The pressure of falling behind in Al development
pushes the EU to support the expansion of data centers to fully realize Al’s potential.
(McKinsey, b. 2024). Without strategic interventions, the rising energy consumption of data
centers driven by Al technologies could hinder renewable energy targets, prompting some
regions to restrict new data center projects already. In some scenarios, energy shortages
could even limit further Al expansion (IEA, a. 2024). Still, Al itself holds potential as a tool
for advancing renewable energy, especially through smart grid optimization, predictive

analytics, and improvements in energy efficiency (Gailhofer, P. et al. 2021, 9-10).



For decades, it has been widely assumed that digital solutions naturally contribute to
environmental benefits. The basic idea was that digitisation would replace material
production with immaterial processes, shifting impacts away from eyes. However, the
consequences of digitalization are increasingly felt at the local level. The sector plays a
significant role in regional economies, producing both beneficial and detrimental impacts
depending on the area. The "invisible" digital infrastructure is heavily concentrated in the
Global North, primarily caused by colder climates and stable energy systems, which provide

ideal conditions for data center operations. (Roussilhe, G. 2025, 3-9)

A particularly important and often overlooked point is that solutions, which are intended to
reduce resource use, may paradoxically increase energy consumption instead. (Roussilhe, G.
2025, 3-9). The same is true for Al solutions, which are designed to improve efficiency but
can ironically result in higher energy consumption caused by unintended behavioral changes
among users and industries. Additionally, the lack of transparency in Al learning systems
further complicates effective energy management. It is important for the EU to take proactive

measures to balance Al-driven innovations. (Gailhofer, P. et al. 2021, 10)

At the institutional level, digitalisation is largely experienced as part of the solution rather
than as a potential contributor to them. Interestingly, most literature remains overly
optimistic about the opportunities and benefits of the digital sector, even when its solutions
fail to deliver actual positive outcomes. The positive effects of digitalisation do not
automatically follow from simply transforming systems into digital formats. Rather, they
require political action, clear regulatory frameworks, and targeted goals to ensure that

digitalisation contributes meaningfully to sustainability. (Roussilhe, G. 2025, 3-9)

This research focuses on GenAl and its impact on energy consumption in data centers. The
aim is to provide a clear understanding of how the growing use of GenAl affects energy
security within the EU. The study also examines how the EU has responded or plans to
respond to this rapidly evolving and expanding industry. The research seeks to answer the

following key questions:



1. How does generative Al impact electricity consumption in the EU?

2. How can technologies balance generative Al growth with energy efficiency?

3. Which EU policies and regulations influence or improve energy security of Al use?

4. Should generative Al development be regulated based on its energy intensity?

9]

How can generative Al itself be part of the solution?

The results presented in this thesis directly address the research questions and are based on
the findings of the literature review. The discussion focuses on the energy consumption of
selected GenAl chatbots, primarily ChatGPT, and examines how this aligns with current
European Union legislation and regulatory measures related to data centers and GenAl. In
addition, the results section explores potential solutions for improving energy efficiency
through technical innovations and the use of Al itself, highlighting opportunities where

GenAl may contribute to addressing its own energy challenges.

2 Rising energy demand

Four key factors are driving the rise in total energy demand in the European Union: the
warming climate, which increases the need for cooling; the electrification of transport;
growing industrial activity; and the expansion of artificial intelligence through data centers.
Additional factors, such as a growing population and rising GDP, further support this upward
trend in demand. Following the post-COVID period, energy demand returned to normal
levels, but for the first time since 2017, European energy demand is now increasing again.
The EU’s commitment to greener energy production is progressing well; in 2024, solar and
wind energy generation surpassed coal- and gas-based production for the first time. Total
electricity consumption in the EU grew by approximately 1.5% in the same year. This marks
a significant change compared with the previous 20 years, during which average demand

growth was nearly zero. Looking ahead, electricity demand in most European countries is
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expected to continue rising above this approximate level. (IEA, f. 2025, 3-6, 22; IEA, f.
2025.)

In the rising energy demand the greatest concern lies in managing peak load levels. With
industries across sectors rapidly shifting toward electrification, controlling peak demand is
crucial to maintaining electricity security. It is essential to ensure that the grid always has
enough flexible power capacity to guarantee energy adequacy, meaning that there is enough
energy production capacity to meet the energy demand and energy flexibility, which means
that grid balance can be managed with adjusting power supply and demand response to

fluctuations.

Spoken efficiency solutions play a critical role in reducing overall consumption and
mitigating stress during peak periods. In advanced economies, peak electricity loads are
expected to increase by 15% in mid 2030, which will require additional dispatchable
capacity to stabilize the grid. To ensure electricity adequacy, several peak load management
strategies like expanding power generation and energy storage capacity, increasing grid
interconnections across regions, strengthening, and developing new transmission networks
can be implemented. By adopting these strategies, power grids are expected to
maintain stability while meeting the growing demand for electricity. (IEA, c. 2024, 207-
208.)

Grid flexibility refers to the power system’s ability to respond to fluctuations in electricity
demand and supply. This flexibility is needed at both short-term and long-term timescales:
Short-term flexibility refers to the power grid’s ability to manage hourly peak electricity
loads. This flexibility is typically measured by the gap between peak electricity demand and
the availability of renewable energy generation on an hourly basis. Across Europe, hourly
peak loads are rising due to the increased share of intermittent renewables and growing
electrification. Battery storage systems have emerged as the fastest-growing dispatchable
resource to address short-term peak demand. With up to eight hours of storage capacity, they
enable solar and wind energy generated during the dayto be stored and released

during evening demand peaks. Their fast response capabilities make batteries an asset
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for grid stabilization in the transition to a more electrified and renewable-powered energy

system. (IEA, c. 2024, 207-212.)

Long-term flexibility involves planning for seasonal and annual changes in demand and
supply, requiring a mix of technologies and infrastructure. Long-term flexibility refers to the
grid’s ability to manage variations in electricity demand and supply over extended periods,
such as across seasons. Unlike short-term flexibility, which is concerned with daily or hourly
changes, long-term flexibility focuses on seasonal peak loads and sustained mismatches
between supply and demand. Electricity demand patterns, seasonal renewable energy
availability, overall power generation capacity and climate conditions are key factors
influencing long-term flexibility. In Europe, the demand for seasonal flexibility is projected
to grow 50% faster than total electricity demand by 2035, largely due to: Increased winter
heating demand and electrification of heating systems, especially heat pumps.
Currently, thermal power and hydropower play central roles in managing seasonal
imbalances. Looking ahead, electrolysis technologies, which convert surplus renewable
energy into hydrogen for storage are expected to become vital for long-term energy
storage and grid stability. Despite these advancements, thermal power plants and gas-fired
facilities remain critical for maintaining grid stability when renewable energy supply is

insufficient. (IEA, c. 2024, 207-212)

Accurate forecasting of data center power demand is essential, as it directly impacts grid
planning and infrastructure investments. Overestimating demand, particularly in cases where
planned data center projects are delayed, scaled down, or ultimately not realized, can lead to
overbuilding of grid capacity. This not only results in unnecessary costs but also risks placing
a financial burden on specific regions where data centers are highly concentrated. Since
environmental and geographic conditions can significantly affect the suitability of a location
for data center operations, planning must carefully consider the likelihood of project

completion and the realistic energy needs of each site. (IEA, d. 2025, 37, 105.)



12

2.1 Energy demand of data centers and GenAl

The growing popularity of GenAl is significantly influencing the development of new data
center projects and, consequently, the sector's overall energy consumption. Both the training
and using of GenAl based models are primarily carried out in data centers, placing increasing
demand on their infrastructure. The future energy consumption of data centers will largely
depend on advancements in energy-efficient hardware and software, the effective integration
of Al for system optimization, and the ability of the energy sector to resolve existing

bottlenecks. (IEA, d. 2025, 49.)

Investments in new Al-capable data centers have increased rapidly during last years,
contributing to higher energy consumption. Data centers for Al purposes are a notable factor
reshaping the power market dynamics and emphasizing the need for concrete investments in
the energy landscape. Notable also is that Al is not the only factor driving the need for new
data centers, demand for conventional computing services is also growing (IEA, c. 2024,
188). While the overall electricity consumption of data centers in the Al sector remains
relatively slow, Al is still a major driver of demand growth. This trend is expected to
accelerate event further in the coming years. (IEA, a. 2024; IEA, c. 2024, 186; McKinsey,
b. 2024.)

Data centers total electricity consumption in the EU in 2022, accounted slightly over 2,5 %,
exceed the electricity demand of the transport, agriculture, and forestry sectors. By the end
of the 2030, data centers are expected to consume around 5 % of the EU’s total electricity
(McKinsey, b. 2024; Eurostat. August 2024) Electricity demand from data centers varies
significantly across member starts. For example, in Ireland data centers account for over 20
% of total electricity consumption. This dominating energy demand has led some member
countries to pend new data center projects due to concerns about energy consumption.

(McKinsey, b 2024; IEA, a 2024.)

The EU is determined to stay competitive in the data center industry, driving strong interest
to new facilities. Data center power demand typically ranges between 25 to 100 megawatts

(MW), depending on whether the facility is a conventional or Al-capable hyperscale data
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center. (IEA, d. 2025, 37). Hyperscale data centers, typically operating 24/7 within at least
5000 servers, having a greater capacity to achieve high energy efficiency (IBM, f. 2024;
Koronen, C. et al. 2020). The expansion of “hyperscalers”, along with advancements in
cooling and server efficiency, has helped keep electricity demand relatively under control.
Despite these significant efficiency improvements, they have not kept pace with the rising
demand for data center services, and data center electricity consumption is expected to rise
sharply under current policy trends, especially toward the end of the decade. (IEA, a. 2024;
IEA, c. 2024, 186; Koronen, C. et al. 2020.)

In some scenarios the future data center projects are expected to be significantly larger,
potentially requiring several times more power. The largest data center currently under
construction is projected to reach a power demand of 2,000 MW. Additionally, plans for
data centers demanding up to 5,000 MW are already in early design phases. (IEA, d. 2025,
37.)

The growing demand for high-performance servers, driven by the rapid rise of Al, is
significantly increasing the power density of data centers. Understanding the distribution and
scale of this development is essential for anticipating future energy needs. The IEA models
near-term projections based on industry trends in server shipments, considering both demand
growth and potential supply constraints. Accurately assessing current and future energy
demands of data centers requires the development of multiple scenarios to inform decision-
making in the energy sector. This is especially critical given the fast-evolving nature of data
center infrastructure, in contrast with the long-term planning, construction timelines, and

substantial upfront investment required in the energy sector. (IEA, d. 2025, 50-51.)

2.2 Efficiency and Challenges in GenAl-capable Data Centers

Optimizing data centers with professional load control management can help reduce energy
usage significantly (Brochard, L. et al. 2019, ix). Efficiency alone is not sufficient for data
centers; integration with renewable energy is also crucial for reducing their environmental
impact. The efficiency rate of data centers goes beyond just the IT equipment; various

factors, such as software architecture, operational set points, and resource allocation,
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significantly affect a data center's overall efficiency level. One of the challenges in
evaluating efficiency is that it’s difficult to define “useful work”. The lack of consistent
measurement methods and unclear system boundaries makes this task even harder.
(Koronen, C. et al. 2020) In addition, maintaining high efficiency requires careful
consideration of load levels: to achieve at least 90% efficiency, data centers must operate at
a minimum of 30% working load. Otherwise, efficiency drops sharply, which is especially
relevant for newly establishes facilities that often begin operation at only around 20% load.

(Zong, J. et al. 2024.)

Regarding green energy, the largest data center corporations have committed to purchasing
renewable electricity. Even if their total energy consumption may not be significant on a
global scale, it is often highly concentrated in specific regions, making its regional impact
more substantial. Emphasizing the prediction that data center expansion is accelerating, in
worst-case demand growth scenarios, it is still projected electricity demand growth is
account for less than 10% in global level. This suggests that while data center electricity
consumption will rise, the overall impact on energy demand remains difficult to quantify.

(IEA, c. 2024, 188.)

Demand for data centers is also facing limitations. Even with the surge in new investments,
supply chain constraints and production bottlenecks have temporarily slowed the fully
expansion of data centers thus the growth of energy demand. A key factor is the heavy
reliance on a single major producer for Al-related chip technology, Taiwan Semiconductor
Manufacturing Company (TSMC). Future expectations suggest that as chip technology
production scales up, it will be better able to meet the rising demand. (IEA, c. 2024, 186.)

Supply chain bottlenecks are just one factor slowing the growth of data center energy
demand. Electricity transmission constraints, limited power generation capacity, and lengthy
permitting processes also restrict the pace of data center expansion. These factors underline
that the future demand for Al-related infrastructure remains highly uncertain and depends
on many variables. While there is significant investment in the Al industry, it is still unclear
to what extent these investments will translate into actual operational capacity. (IEA, c. 2024,

187.)
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3 Background for GenAl and Datacenters

In this chapter the historical development of GenAl is explored, alongside the structure and
functioning of GenAl systems. It also explains the structure of data centers and the internal

systems and processes that support their functioning.

3.1 Generative Al

The story of the fundamentals of Al begins to the 1950s when the concept of the “imitation
game” was introduced by scientist Alan Turing. Al is a combination of science and
engineering, based on the idea that human-made machines can perform cognitive tasks and
replicate human act. By solving problems, exercising creativity, and mimicking human
intelligence, like learning, interacting, perceiving, and reasoning. Al is a wide field that
contains machine learning, deep learning, and GenAl. Because of its wide possibilities, Al
has been a major topic of discussion over the past decade (IBM, a. n.d.). (McKinsey, d.

2024.)

Machine learning (ML) is a part of Al system and a significant step toward achieving it.
Before the born of GenAl, its capabilities were highly limited. Machine learning systems
learn from various inputs, known as datasets, which can include historical data, synthetic
data, or other human inputs. These algorithms analyse patterns within the data to make
predictions and process information effectively. The learning process itself includes
supervised training, where data and algorithms help Al simulate human learning, gradually
improving its accuracy over time (IBM, b. 2024). Multiple industries have gained significant

advancements and benefits by ML. (McKinsey, d. 2024.)

Deep learning (DL) is a step closer to an advanced branch of machine learning. Interaction
of human brains has given an inspiration of DL system to utilise neural networks to process
input data. By repeated learning cycles, DL improves its predictions by recognizing complex
patterns within the data. One of the key advantages of deep learning is its ability to require

less human intervention in both the training process and final decision-making. Despite this
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reduced reliance on human input, it can still deliver more accurate results compared to

traditional machine learning methods. (McKinsey, d. 2024)

Generative Al (GenAl) is an advanced technology that builds upon previous learning
methods to perform human-like tasks. It enables artificial content creation across various
formats, including audio, video, text, images, and structured data, using trained data.
Technology involves the entire Al infrastructure, including modelling, data processing, and
user interfaces. GenAl relies on exceptionally large language models (LLMs) to learn and
recognize highly complex patterns. These models are designed to interpret information and
generate diverse types of content, allowing GenAl to produce new material in response to
user prompts. GenAl platforms are revolutionizing daily workflows, not just by mimicking
human behaviour but by actively enhancing productivity and assisting in creative processes.
(McKinsey, d. 2024; Feuerriegel, S. et al. 2024) The creation of GenAl model begins with
the training phase, the first step in the process. Once training is complete, the model enters

the inference phase (Cloudflare. n.d.).

Training process relies on foundation models, which serve as the base for various GenAl
applications. The most used models are known as LLMs. Training these models involves
processing massive amounts of raw, structured, unstructured, labelled, or unlabelled data
from diverse sources to develop a deep learning algorithm. During training model undergoes
multiple times of trials and errors, learning from examples to generate the desired results,
whether those are inputs or outputs, in some cases both. (Cloudflare. n.d.). The system then
generates predictions through millions of exercises and completion tasks. This process is
continuously adjusted to achieve the highest accuracy by minimizing the difference between
actual data and predictions. The result of model training is a unique dataset that encodes
information from the data, enabling the model to generate content independently based on
user inputs. Initial training is rarely enough, model usually requires fine-tuning, a more

specific phase that uses smaller, focused datasets to refine the model further. (IBM, a. n.d.)

Training the GenAl model is a compute-intensive process that demands significant
computing power, primarily from graphics processing units (GPUs), leading to increasing

energy consumption (IBM, a. n.d.). Model fine-tuning, on the other hand, requires less



17

energy because it focuses on smaller models and does not involve retraining the entire model

from scratch. (IBM, b. 2024.)

Inference follows the training phase and can be simplified as the "use phase." It refers to the
ability of trained models to process unseen data, recognize patterns, make predictions and
decisions, generate responses and conclusions based on trained data. Well-trained models
can produce results and respond given tasks more accurate, making it look like human

behaviour (Cloudflare. n.d.; IBM, b. 2024)

Like the training process, inference also requires substantial computational power, though
its energy demands differ. While training is typically a one-time process, inference is
continuous—consuming energy each time the model is used. Inference involves deploying
trained models to make real-time predictions based on new data, making it energy-intensive
over time. Each inference task generally requires less processing power than training, but
because inference runs continuously, it leads to high total energy consumption over time.

(IBM, b. 2024; Luccioni, S. et al. 2024.)

3.2 Data centers

As society becomes increasingly digital, data centers are becoming an essential part of the
ICT ecosystem. This also contributes to the growing electricity demand, as data centers are
fundamentally electricity-intensive in connecting with rising computational demands of

modern technologies.

The rapid rise in the GenAl technology emphasizing more the increasing demand in data
centers sector (McKinsey, c. 2024). While the demand for processing power continues to
grow, advancements in computing technology help keep electricity demand relatively low,
the energy efficiency is seen now as a key solution within the industry, pushing a
transformation forward from small, inefficient data servers, which face physical limitations,
such as a lack of floor space, cooling and power supply to efficient large-scale data center’s

commonly known as hyperscale’s. (Zong, J. et al. 2024; Koronen, C. et al. 2020.)
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These hyperscale data centers can handle the rising energy consumption of new IT devices,
as they offer high computing performance without compromising server rack density.
Compared with existing smaller data centers, maintaining the same server density per rack
presents significant challenges in terms of both power supply and cooling. (Brochard, L. et

al. 2019, ix.)

The efficiency of data centers is measured using by the Power Usage Effectiveness (PUE)
ratio, which compares the total data centers facility energy consumption to the energy used
by IT equipment’s (Koronen, C. et al. 2020). PUE alone does not provide the total amount
of energy consumed in data centers. It only reflects the ratio between total facility energy
and the energy used by IT equipment, not absolute consumption values. (Luccioni, S. et al.

2022.)

This ratio is most accurate when the data center operates at full capacity, which also means
that it can range crucially depending on workload levels and availability of free cooling
opportunities (Harrison, J. et al 2012, 13—16). By focusing on overall efficient server design
and improving cooling technologies, data centers can enhance energy efficiency and reduce

operational costs. (Zong, J. et al. 2024.)

Total energy consumption (IT equipments + ancillary equipment)

PUE =
IT equipment energy consumption (IT equipments)

Data centers operators try hard to achieve a PUE value close to 1, which represents optimal
efficiency. Notable is that PUE does not account for the energy efficiency of IT devices
themselves. (Brochard, L. et al. 2019, ix.) Still, modern data center design heavily considers
PUE ratio, a key efficiency measurement. Larger-scale data centers typically achieve lower
PUE ratio. Companies like Google and Microsoft already approaching optimal efficiency
levels. Hyperscale data centers are fundamentally more efficient, often achieving PUE ratio
close to 1. In contrast, small and medium-sized data centers usually have PUE ratio more

than twice as high, making efficiency improvements more challenging. (Zong, J. et al. 2024.)

Energy consumption in data centers is primarily divided into two major categories: IT

equipment and ancillary equipment. IT Equipment includes servers, storage devices, and
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communication networks which are responsible for data processing, storage, and
transmission. This energy consumption consists of the power demand during both active and
idle workloads, and is influenced by the efficiency of chips, memory devices, and storage
systems. Energy consumption varies according to the real-time system load. (Harrison, J. et

al 2012, 3).

Ancillary equipment includes cooling and refrigeration systems, power infrastructure,
lighting, security, and other supporting devices. The electricity demand of cooling systems
can also vary significantly, but an efficient system combined with an optimized environment
can reduce overall energy consumption. Energy losses from power infrastructure also
contribute to the ancillary equipment’s total energy consumption. (Brochard, L. et al. 2019,

ix; Koronen, C. et al. 2020; Xuehui, L. et al. 2024.)

Data centers and their devices require a specific working environment and a constant energy
supply. Power shortages can cause interruptions, potentially disconnecting essential
computing services. To prevent this, data centers are designed with backup systems that

ensure continuous power supply and data recovery when needed. (Harrison, J. et al 2012, 2.)
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Figure 1. Diagram of data center components. (IEA, d. 2025, 52.)

3.2.1 IT equipment

Servers, which provide computing power and run software systems that connect with other
servers and IT equipment, are a widely used term that specifically refers to a platform
composed of memory, processors, chipsets, input/output devices, storage, voltage regulators,
power supplies, peripherals, and cooling systems. Each of these components plays a crucial
role in the overall functionality and performance of the server system (Brochard, L. et al.,
2019, 1). The lifecycle of server components varies between 2 to 5 years and 1s designed to
accommodate increasing demands for data processing and storage (Harrison, J. et al 2012,

3).

The motherboard serves as the central hub, connecting processors, PCle slots, and
input/output (I/0) cards. Storage controllers and network adapters link internal components
and are expected to increase power consumption in the coming years, particularly due to the

use of PCle slots for GPUs, which are a major driver of power demand. Extensive PCle slot
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usage can significantly raise operating temperatures in data centers, impacting overall energy

efficiency. (Brochard, L. et al. 2019, 15-17.)

Task processing in data centers is performed using central processing units (CPUs) and
GPUs. CPUs manages and processes system power and data. It is one of the primary sources
of heat generation within a server. GPUs can perform specific tasks more efficiently and
faster than a CPU, and they support multiple CPU architectures, expanding computing
capabilities. (Brochard, L. et al. 2019, 5; IBM, c. 2024; IBM, d. 2025.)

Modern data centers increasingly integrate both CPUs and GPUs to handle complex
workloads. This hybrid setup consumes energy and generates significant heat, creating
cooling challenges. While combining CPUs and GPUs can reduce the number of servers
required, it increases individual server power consumption and intensifies cooling
requirements. (Brochard, L. et al. 2019, 7, 16—17.) Many enterprises depend heavily on
GPUs, as they essential for advancing GenAl and ML applications (IBM, d. 2025).

Fans play critical role in directing heat away from component into the data center-s heat
dissipation system. Proper airflow management helps maintain optimal operating
temperatures, making cooling system design central to overall energy performance.

(Brochard, L. et al. 2019, 7, 16-17.)

Different memory systems serve different purposes. Volatile memory temporarily stores
processed or to-be-processed data and requires continuous power. Non-volatile memory,
which is becoming increasingly popular, enables multiple uses for the same device and is
often integrates with data center backup systems. It can retain data even during power loss
but generally consumes more power than volatile memory. (Brochard, L. et al. 2019, 10—

12))

Data storage is managed with disk arrays, which provide servers with large non-volatile
storage capacity, also called long-term data storage. Disk arrays consist of multiple disks
working together to enhance performance and faster data transfer rates. (Brochard, L. et al.

2019, 3; IBM, e. 2025.)
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Hard disk drives (HDDs) are widely used for long-term data storage, with some models
designed to retain data for decades. Solid-state drives (SSDs) optimize system performance
with faster and lower idle consumption, though operational demand can vary. Tape storage
systems are ideal for long-term backups, archiving, and data restoration with low energy

consumption. (Brochard, L. et al. 2019, 10-15).

3.2.2 Ancillary equipment

Cooling is a vital part of data center infrastructure. All components generate significant heat
that must be efficiently managed. Systems are often built for worst-case scenarios, even if

data centers rarely run at full capacity. (Brochard, L. et al. 2019, 22.)

There are two primary cooling methods to keep data centers cool, air cooling and liquid
cooling. Air cooling remains the dominant cooling method in data centers. Using
components such as cooling towers, pumps, chillers, and precision air conditions. Liquid
cooling is increasingly adopted in high-performance environments because of its ability to
manage high-power density racks. (Brochard, L. et al. 2019, 38—-60; Koronen, C. et al. 2020;
Xuehui, L. et al. 2024.)

Free cooling is another solution, which relying on environmental conditions. Data centers in
colder climate can reduce mechanical refrigeration, improving efficiency by up to 15 %

depending on location. (Harrison, J. et al 2012, 13—16; Koronen, C. et al. 2020.)

Other key energy consumers in data centers includes uninterruptible power supply (UPS)
systems, power distribution unit (PDU) and power supply unit (PSU). UPS systems maintain
stability but incur both idle and load-dependent losses. PDUs distribute electricity to racks
but also experience idle losses and PSUs convert AC into DC for computing devices. They
are most efficient at higher loads but like the others efficiency decrease at lower loads.

(Brochard, L. et al. 2019, 17; Xuehui, L. et al. 2024; Zong, J. et al. 2024.)

UPS systems also have a critical role in protecting data centers from grid disturbances by

providing short-term battery backup during blackouts. Diesel generators are still widely used
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as a last-resort backup solution, ensure continued operation during long-term power failures.

(Koronen, C. et al. 2020.)

There is growing potential for battery storage to provide not only backup power but also grid
balancing. As data centers transition toward renewable energy, alternatives to diesel
generators are essential for maintaining stability. Backup systems such as batteries or diesel
generators are already common for peak load management and ensuring uninterrupted
operations. The capabilities are often overlooked in wider energy and data center policies.
Typically, backup systems are integrated into UPS infrastructure, ensuring continuity during

disruptions. (Koronen, C. et al. 2020.)

4 Energy use by Generative Al-Based Chatbot

This chapter explains how Generative Al-based chatbots consume energy, from model
development and usage to data center operations. It also defines opportunities for thermal

load management related to chatbot activity and data center operations.

4.1 Adoption and transparency

The entire ICT infrastructure is essential for training and deploying DL models for GenAl
purposes. To properly understand the associated energy demand, it is important to track
energy usage systematically. LLMs, which contain billions of parameters, are among the
largest DL models and require extensive GPU training that can last for hours or even days.
Over time, these models have continued to grow, further increasing the computational and

energy demands of training and inference processes. (Luccioni, S. et al. 2022).

From 1 November to 31 March, ChatGPT recorded an average about 41,3 million active
month users within the European Union, which was over 3,6 times more users than the last
period. ChatGPT based on GPT-model is one of the first natural language-based GenAl
tools, capable of generating human-like interactions. It utilizes deep learning methods. It was

launched at the end of 2022 as a prototype and became publicly available in early 2023.
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(Roumeliotis, K.I. et al. 2023). While its popularity continues to grow, user behaviour still
shows a preference for traditional search engines. For example, Google search outpaced
GPT-based searches by a factor of over 370 during the same period. (TechCrunch, a. 2025.)
Even so, ChatGPT has acquired users at a faster rate than many major platforms in the past,

including Facebook, Instagram, Spotify, and Netflix. (Duarte, F. 2025.)

Between 2018 and 2024, OpenAl published 13 Al models, seven of which are recognized as
large-scale language models under the GPT series. GPT-3 marked the first of these large-
scale models. With each subsequent model, the number of parameters and the training
compute measured in FLOPs (floating-point operations per second) have significantly
increased. According to EPOCH Al, during the same period, 307 notable Al language
models were released by various organizations, 275 of which are classified as large-scale
models. This highlights that OpenAl and ChatGPT are just one part of a much broader
landscape in the language model sector. Since 2010, the average computational requirements
for training large-scale models have increased roughly five times per year, persisting up to

May 2024. (EpochAl, c. 2025; EpochAl, d. 2024.)

As previously mentioned, ChatGPT’s popularity has been rising rapidly, outpacing other
platforms in user adoption. In parallel, OpenAl's GPT models have seen significant increases
in parameter size, evolving from the original GPT to the latest GPT-40. This development
has also been accompanied by a lack of transparency for instance, the exact parameter count
of GPT-40 remains undisclosed, raising questions about openness in large-scale Al

development (Zhang, Z. et al. 2025) as it can be seen from Table 1.



25

Published large-scale language models 2018-2024

OpenAl (GPT-models)

7

268

Other large-scale language models

Figure 2. The number of GPT-models among all published all large-scale language models
2018-2024. (EpochAl, c. 2025.)

Table 1. Parameter size growth of GPT models across generations (EpochAl, b.2025.)

Model Vear Parameter Open Large-Scale Training compute
size source Al model FLOP
GPT-1 2018 117M Yes No 1.76e19
GPT-2 2019 1,5B Yes No 1.92¢21
GPT-3 2020 175B No Yes 3.1e23
GPT-3,5 2022 - No Yes 2.6e24
GPT-4 2023 1,8T No Yes 2.1e25
GPT-40 2024 - No Yes 3.81e25
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4.2 Energy use in data centers driven by GenAl models

The energy consumption of Al model training processes can vary significantly based on
several factors. One major variable is the type of GPU used, particularly their thermal design
power (TDP). Additionally, training environments, including data center infrastructure,
cooling systems, and workload efficiency play a key role while defining the overall energy
use. A common limitation in assessing energy consumption is the lack of access to real-time
operational data from running servers. For example, servers’ idle power consumption is
often difficult to define and is typically excluded from final energy reports, which leads
to underestimations in total energy use. Another critical challenge is the limited
transparency from Al developers regarding the architectural design and parameter sizes of
the models being trained. Without comprehensive documentation or access to these technical
details, it becomes nearly impossible to conduct reliable comparative analyses of energy

demands across different models. (IEA, d. 2025, 39—41; Luccioni, S. et al. 2022.)

Between 2018 and 2024, NVIDIA introduced 32 different GPU models produced by TSMC,
including the V100, A100, and H100 series. These GPUs have been widely adopted for Al
workloads in data center servers, playing crucial role in enabling large scale training and

inference task due to their computational power and energy efficiency. (EpochAl, b. 2025.)

Table 2. NVIDIA GPU performance development. (EpochAl, b. 2025.)

GPU computational performance

Release | FLOPs peak performance

Manufacturer Model TDP (W)
year (Tensor-FB16/BF16)
NVIDIA Tesla V100 DGXS 32 GB 2018 1,25E+14 250
NVIDIA A100 SXM4 40GB 2020 3,12E+14 400

NVIDIA H100 SXM5 80GB 2022 9,894E+14 700
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Servers which are designed to handle energy-intensive Al tasks are becoming more efficient.
For example, NVIDIA’s new server platforms can process workloads about 75% more
efficiently than current-generation servers. Al technologies require significantly more
processing power than traditional computing tasks, meaning that efficiency gains in energy-
intensive processing are expected to decline. This is the primary reason why electricity
demand is projected to rise, as demand is largely influenced by the efficiency of IT

equipment and hardware deployment. (IEA, c. 2024, 186—188)

Chip development has historically followed Moore’s Law, which predicts the doubling of
transistors on a chip approximately every two years (Brochard, L. et al. 2019, 5). Over the
last 65 years, this has resulted in a consistent doubling of efficiency in terms of electricity
consumption per unit of computational power, typically every 1.5 years. These gains reflect

continuous advancements in both hardware and software technologies (EpochAl, b. 2025).

Moore's Law is now facing limitations as physical, and engineering constrains slow
semiconductor progress. Despite these challenges, it has been pivotal in enabling data
centers to handle growing workloads with greater efficiency. (Koronen, C. et al. 2020)
Optimization strategies and computational efficiency improvements can help reduce
processing demands, contributing to overall energy savings. However, due to the rapid
expansion of Al, improvements in microchip efficiency and alone cannot fully offset the

increasing electricity consumption. (IEA, Energy Outlook s.186)

According to the research Carbon Emissions and Large Neural Network Training, published
in 2021, the GPT-3 model was trained in a Microsoft-owned data center operating with a
PUE of 1.1, using servers equipped with NVIDIA V100 GPUs, each with a TDP of 300W.
The model was trained with 175 billion parameters, utilizing 10,000 GPUs for a total of
about 355 training hours. This resulted in a total energy consumption of approximately 1,289
MWh. In this case, the average power consumption per processor was 330W. Notably, the
combined power usage of the CPU, memory, network, and fans accounted for around 30W,
indicating that the GPU alone consumed roughly ten times more power than all other

components combined. (Patterson, D. et al. 2021.)
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Following the same research, the model training energy consumption can be calculated using
equation below, which provides the result in watt-hours. To perform this calculation, the
following inputs are required: training duration (in hours), the number of processors used,
average power consumption per processor, and the data centers PUE value. The average
power per processor accounts for the energy usage of the GPU, CPU, memory devices,

network, and fans. (Patterson, D. et al. 2021.)

Wh = Hours to train * Number of Processors * Average Power per Processor * PUE

Three years after GPT-3, a more advanced version — GPT-4 was released, which was using
approximately 25,000 NVIDIA A100 SXM4 40GB GPUs, each with a TDP of 400W. Based
on this technical information, the total power demand for the computing hardware alone can
be estimated at around 10 megawatts (MW). (EpochAl, d. 2024; IEA, d. 2025, 41.) This

figure can be derived using the following simple equation:

W = Number of Processors (GPUs) x Thermal designed power (TDP) per GPU

According to the GPT-4 based report, when cooling systems and additional IT
infrastructure are included, the total power demand during GPT-4 training rise to
approximately 22 megawatts (MW). This implies a Power Usage Effectiveness (PUE) is
around 2.2, as calculated using the PUE equation presented in Chapter 4.2.

The training process for GPT-4 was estimated to last a total of 2,280 hours using all 25,000
GPUs. Assuming aload factor of 84%, the resulted total energy consumption utilising
equation below for training of GPT-4, under these assumptions was 42.1 gigawatt-hours

(GWh) of electricity. (IEA, d. 2025, 41.)

Total energy = total power * load factor * training time
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Figure 3. Energy consumption comparison in training phase: GPT-3 and GPT-4 models.

According to Amazon Web Services (2019), Google (2022), and Meta (2021), inference
demand is estimated to account for 30-90% of a model's total energy consumption. This
estimate highlights the importance of understanding the electricity requirements of inference
and the need to define specific inference tasks to assess variations in power demand across

different applications. (Luccioni, S. et al. 2024).

In 2023, it was estimated by the independent research company SemiAnalysis that the GPT-
3 model received globally approximately 195 million requests per day, requiring around 564
MWh of energy daily. Approximately 3617 servers are required, with each server equipped
with 8 GPUs to handle all these requests. Based on these estimations, a single ChatGPT
request consumed approximately 2.9 Wh. (de Vries, A. 2023.)

In the same year, Google estimated that generative GenAl chat tools consume roughly ten
times more energy per request than traditional company-offered search services, which

average around 0.3 Wh per search. (de Vries, A. 2023.)



30

Energy consumption for one request (Wh)

2,9

0,3

GPT-3 Google search

Figure 4. Energy consumption comparison: GPT-3 model and normal Google search

Detailed calculations of inference phase can be done with knowing number of FLOPs, total
parameters and how many of those parameters are active during the inferences process.
FLOP unit measures computing performance and is a standard unit. According to the
EPOCH Al, every active parameter in an Al model requires approximately two FLOPs. The
outputs generated by LLMs are measured using tokens. A token is not equal to a single word,

but approximately refers to 0,75 words. (EpochAl, a. 2025.)

EPOCH AI estimates that total number of parameters in GPT-40 is up to 400 billion. Also,
assumption was made of the parameter’s activity, which was set 25 %. This was noticed to
be underestimation. Following these estimations, the FLOPs number required to generate a

single token, or 0.75 words can be calculated by following equation: (EpochAl, a. 2025.)

1 token (0.75 word) = 2 FLOP * (total parameters * active parameters %)

Based on the previously outlined equation, generating an average 500 words or about 660

tokens response using GPT-40 requires approximately 1 x 10 FLOPs. (EpochAl, a. 2025.)

Total FLOPs = Output tokens (words) * 2 FLOP * active parameters

Once the FLOPs are clarified, inference output energy consumption can be estimated using

GPU technical data. The NVIDIAs H100 GPU can manage Al based the most powerful way;
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it is capable to perform up to 9.89 x 10 FLOPs per second. Theoretically, this means it
could generate 500-word output in 0,1 seconds. But in practice GPUs typically operate at
only 10 % capacity during the inference, making the actual time closer to one second.

(EpochAl, a. 2025.)

The reason for 10 % performance is largely due to the unpredictable nature of inference
requests. Unlike training phases, which can leverage optimization techniques like batching
and padding, inference tasks cannot be optimized as effectively. Consequently, the GPU
often cannot operate at full capacity and spends a substantial amount of time idling between

requests. (Luccioni, S. et al. 2022.)

Required number of FLOPs per 500 words output
*
GPU number of FLOPs per second

real inference time (s) =

As mentioned, GPUs are the primary contributors to power consumption in Al workloads.
The H100 GPU’s TDP ranges from 700 to 1500 W depending on configuration and
workload. EPOCH Al assumed a 70% power load at maximum power draw, estimating that
generating 500 words with the GPT-40 LLM consumes approximately 0.3 Wh of energy.
This estimate, based on GPT-40 published in 2024, excludes image or audio processing

during inference and assumes that the input provided is of average complexity (EpochAl, a.

2025).

Generative tasks are particularly energy-intensive, especially those involving the creation of
new content, such as text generation, summarization, image captioning, and image
generation. Incorporating images into tasks significantly increases energy consumption
compared to purely text-based operations. In fact, image generation can demand over 61
times more energy than text generation (Luccioni, S. et al., 2024). As input and output
lengths increase. For example, when generating a short paper or a long document, energy
demand rises accordingly. In such cases, power consumption may range between 2.5 Wh
and 40 Wh per 500-word response, depending on the query size and inference duration

(EpochAl, a. 2025.) as it can be seen in Figure 5.
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Figure 5. Energy consumption comparison: normal request, long request and maximum
request.

It is not easy to define what constitutes "one unit of digital service," but a comprehensive
approach to efficiency should include IT equipment efficiency, ancillary efficiency, and
computing management efficiency to provide a holistic view of total energy use. To improve
efficiency, workloads should be consolidated, and server utilization levels should be
increased. Studies suggest that better computing management can enhance efficiency by up

to 15%. (Koronen, C. et al. 2020)

Modern data centers typically allocate approximately 60% of their total electricity
consumption, tough this figure varies depending on design and operation. Storage systems
and networking equipment each contribute around 5%. Coolin demand range from 7% in
efficient centers to up to 30% in less optimized ones. Idle power consumption remains
substantial, accounting for roughly 35% of the maximum power demand, underscoring the
importance of energy-efficient design and dynamic workload management. (IEA, d. 2025,

52-54.)

Effective computing management plays a crucial role in reducing energy losses caused by
IT equipment idling. Data center utilization levels vary widely, making comparisons difficult

due to the lack of reliable data usage. (Koronen, C. et al. 2020)
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4.3 Opportunities for thermal load management

All components generate significant heat that must be efficiently removed. Maintaining
smooth airflow and preventing temperature hotspots can significantly reduce the electricity
consumption of fans in server rooms. Efficient airflow management ensures that cooling

systems operate effectively without unnecessary energy use. (Koronen, C. et al. 2020.)

Cooling systems offer the greatest potential for efficiency improvements. A well-designed
airflow system keeps hot and cold air separate, allowing higher temperature set points in the
cooling system. Even a 1°C increase in set point temperature can result in a notable reduction
in cooling-related electricity demand. Cooling-related electricity consumption remains one
of the main contributors to the relatively low overall efficiency of data centers. (Koronen, C.

et al. 2020.)

The most common method for cooling the machine room periphery in data centers is air
cooling. One typical approach is to extract hot air and deliver cold air using a Computer
Room Air Handler (CRAH). The CRAH unit uses fans, cooling coils, and chilled water to
remove heat, although it does not generate cold air itself. (Brochard, L et al. 2019, 43 —59.)

Figure 6. Data center server room airflow management. (Brochard, L et al. 2019, 44-45.)
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Cooling or refrigeration equipment is typically categorized into three main
types: chillers, cooling towers, and dry coolers, all of which are responsible for producing
cooling. Among these, chillers have the highest energy demand, while cooling

towers consume the least. Dry coolers fall between these two in terms of energy use.

Chillers produce chilled water, which is supplied to the CRAH or to a Cooling Distribution
Unit (CDU). The CDU works in conjunction with the CRAH to regulate temperature and
maintain separation between the primary and secondary water loops. (Brochard, L et al.
2019, 43 —59.) Cooling towers function by extracting heat from hot water returning from the
data center, cooling it, and then circulating the cooled water back via the CRAH system.
Alternatively, cold water can also be returned using a water-side economizer. 4 water-side
economizer uses a water condenser to extract heat from the system and discharges it into the
atmosphere via either a cooling tower or a dry cooler. Dry coolers operate in a closed-loop
system to cool water and return it to the data center without being affected by freezing
outdoor conditions. Cooling towers cannot be used when ambient temperatures are too low.

(Brochard, L et al. 2019, 43 —59.)

One increasingly common method for this is the Rear Door Heat Exchanger (RDHX). These
systems cool servers by circulating liquid through the rear doors of server racks, passively
absorbing heat expelled by the internal fans. Since RDHX units lack mechanical components
like fans, their cooling potential is inherently limited and highly dependent on three main
factors: Rack heat load, water flow rate and inlet water temperature. (Brochard, L et al. 2019,

43 -59.)
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Figure 7. Server cooling system using primary and secondary loops. (Brochard, L et al.
2019, 48.)

Despite being passive, RDHX systems can effectively absorb the full heat output from server
racks, making it possible to cool the entire machine room. However, energy consumption for

cooling is closely tied to system parameters:

e ahigher rack heat load requires colder inlet water to maintain performance, which in

turn demands more work from the chiller.

e a higher water flow rate increases pump energy usage. As a result, increasing rack
density has a direct impact on cooling energy consumption and, ultimately, on

the total cost of ownership (TCO). (Brochard, L et al. 2019, 43 —59.)

RDXH systems are effective for cooling server racks when the rack heat load remains below
40 kW. Beyond this, RDHX systems struggle to fully extract the generated heat. If the heat
load surpasses the RDHX capacity, the excess heat spills into the surrounding machine room,
introducing additional cooling challenges. This issue is expected to grow, as chip sizes
continue to decrease while their TDP continues to rise. Despite these considerations, RDHX
systems remain a powerful and efficient solution for server rack cooling. They extract
heat close to the source and utilize water, which offers both lower thermal resistance and a

higher heat capacity compared to air. (Brochard, L et al. 2019, 43 —59.)
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To address these limitations, Active RDHX (ARDHX) systems have been introduced. These
incorporate fans that actively manage airflow and enhance the heat transfer from air to water.
While ARDHX systems are more effective than their passive counterparts, they also
consume more energy due to their mechanical components. (Brochard, L et al. 2019, 43 —

59.)

Free cooling represents another major opportunity for improving data center energy
efficiency. Under suitable environmental conditions, chillers or mechanical
compressors may not be needed at all. In such cases, the cooling demand can be met entirely
using cooling towers or dry coolers, with only pumps and fans required to manage the
system. For free cooling to be fully effective, a cold-water loop must be maintained in
systems such as RDHX, CRAH, or DWC (Direct Water Cooling), with the temperature
difference between outside air and return water being between 1°C and 2°C. When these
conditions are met, chillers can be bypassed a closed loop, significantly reducing energy

consumption. (Brochard, L et al. 2019, 43 —59.)

It is important to note that PUE values range with the availability of free cooling,
making data center location a critical factor. (Brochard, L et al. 2019, 43 —59.) Facilities
situated in cooler climates can leverage free cooling more frequently, potentially

achieving electricity savings of up to 15% (Koronen, C. et al. 2020).

Technical advancements with right location are not always enough. Optimizing efficiency
requires well-planned workload distribution, but data center operators often face challenges
in implementing strategies due to the following reasons. They do not always own the data
center they operate; they may lack the authority to consolidate workloads efficiently and not
all workloads can be easily redistributed due to business or operational constraints.
(Koronen, C. et al. 2020) These challenges make it difficult to fully optimize energy use,

even with efficient cooling technologies.
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5 Data center and Al Policy guidelines in the EU

The European Union has established guidelines to maintain energy efficiency, sustainability,
and transparency in the data center and Al sectors. This chapter introduces the key points of
the most important guidelines, including operational strategies with flexibility, optimization,
and demand response; regulatory compliance through directives and codes of conduct; and
standardized data reporting and collection. These measures help create a framework to
promote transparency, efficiency, sustainability, reduce environmental impact, and ensure

accountability across both sectors.

5.1 Data Center Policy

The European Union (EU) aims for carbon neutrality by 2050, meaning most of the
electricity production will rely on renewable sources. This transition will require significant
investment in flexible energy systems to ensure a stable and reliable power supply. The EU
demand response scenario estimates that 90 TWh of data center energy use could be

managed by 2030 through flexible load adjustments. (Koronen, C. et al. 2020)

As data centers aim to reduce their operational carbon footprint, they must adapt to the
fluctuating nature of renewable energy production. To achieve 100% renewable energy
usage, data centers must adopt flexible load management strategies, including demand
response capabilities. By 2030, the theoretical demand response potential of data centers
could reach 80% of their installed power demand, though realistic expectations suggest a

minimum of 40%. (Koronen, C. et al. 2020)

Existing flexibility options in data centers can help integrate up to 40-50% of renewable
electricity production into the grid. Renewable energy is expected to become the primary
energy source for data centers, requiring well-defined strategies to manage rising and
fluctuating power demands. (IEA, d. 2025, 49). As the share of non-dispatchable renewables
(solar and wind) rises toward 80%, the need for long-term flexibility solutions becomes more

critical. To maintain grid balance with a fully renewable electricity system, experts predict
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that 40% of the system’s capacity will need to be flexible to manage intermittent renewable

energy. (Koronen, C. et al. 2020.)

Data centers play a critical role in demand response, especially when integrating non-
dispatchable energy sources such as solar and wind. By optimizing workload scheduling,
data centers can reduce their power demand without compromising service quality.
Techniques such as temporal load shifting, delaying non-urgent tasks to off-peak times, can
effectively balance energy usage. Additionally, distributing workloads across multiple
facilities, particularly when operators maintain several data centers within the same region,
further enhances flexibility. Limiting the implementation of computationally intensive
algorithms during peak periods also contributes to improved energy efficiency. These
strategies collectively support more sustainable operations while maintaining high levels of

reliability and performance. (Koronen, C. et al. 2020.)

One challenge in analysing data center electricity demand is the lack of standardized data
collection. The industry is still relatively new, and inconsistent data availability makes it
difficult to assess energy consumption accurately. Standardization efforts will be essential

in improving transparency and analysis in the future. (IEA, c. 2024, 187.)

Since 2008, the EU Code of Conduct for Energy Efficiency in Data centers (CoC) has
encouraged voluntary action among data center operators and owners. Its goal is to raise
awareness, improve understanding of energy consumption, and promote the adoption of best
practices and energy-efficiency targets. (Koronen, C et al. 2020.) Over 400 data center
operators currently follow the voluntary EU Code of Conduct for Data Centres. By
implementing best practices and adopting the regularly updated guidelines, they have

achieved significant energy efficiency gains. (Abendroth Dias, K. et al. 2025, 72).

The EU aims to improve public and business access to the IT industry by promoting
regulation and innovation. One of the key regulatory tools is the Ecodesign Directive
implemented 2020, which applies to servers and storage devices used in data centers. It sets

minimum efficiency requirements to reduce energy use in digital infrastructure. The Horizon
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programme further supports technological innovations that increase energy efficiency and

foster better integration of data center s into the energy system. (Koronen, C et al. 2020.)

Data centers in the EU are required to comply with Directive 2023/1791 and the
accompanying Delegated Act 2024/1364, which builds upon the directive. These legislative
measures aim to enhance transparency, promote energy efficiency, and reduce the
environmental impact of the data center sector, giving the framework for reporting
sustainability indicators in data centers across the EU. EU member States are responsible for
collecting data on key indicators such as energy efficiency, power demand management,
water usage, waste heat recovery, and the share of renewable energy used. To support this
effort, the EU has established a standardized model for data collection, enabling
comprehensive analysis and supporting the implementation of industry-wide improvements.
The overarching goal is to deepen insight into sustainability-related factors affecting data
centers and drive continuous progress. Under these regulations, data centers are required to
report key operational and environmental data, including their name, location, ownership,
surface area, the date operations began, power demand, and the volume of data input, output,
and storage. (Directive 2023/1791; Regulation No 2024/1364.) EU data protection rules, is
part of broader digitalisation policy, have led to more centralised data management and
storage solutions, often shifting infrastructure and control to fewer, more central hubs.

(Koronen, C et al. 2020.)

Energy consumption figures must be calculated in accordance with the CEN/CENELEC EN
50600-4-2 standard. This includes total energy use, covering electricity, fuels, and cooling
as well as the energy consumption of IT devices. Water usage is assessed according to the
EN 50600-4-9 standard, while reused waste heat must follow EN 50600-4-6, and the share
of renewable energy used is measured using EN 50600-4-3. Evaluating a data center’s
overall energy profile, considerations should include its operational stability, its capacity to
manage power interruptions, and its ability to support the electrical grid. For example,
through battery storage that can aid in peak load balancing. In addition to these sustainability
indicators, data centers must report on temperature set points, on-site energy production, and
the use of backup power systems. They are also obligated to publish core performance
metrics such as PUE, Water Usage Effectiveness (WUE), Energy Reuse Factor (ERF), and
Renewable Energy Factor (REF). (Regulation No 2024/1364.)
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Data centers are categorized into five different size classes (Table 3) based on their power

demand (Regulation No 2024/1364).

Table 3. EU data center categories by power demand.

Size Power demand
Very small 100 — 500 kW
Small 500 — 1000 kW
Medium 1-2MW
Large 2-10 MW
Very large >10 MW

Data centers with a power demand of at least 500 kW are required to report their annual
performance based on key sustainability indicators. This reported data is submitted to
a centralized EU database, accessible to all member states. Data centers used for military or
national security purposes are exempt from this reporting obligation. In addition, member
states are encouraged to support data center owners and operators within their territory,
particularly those operating facilities with a power demand of 1 MW or more—in identifying
and applying the best available measures for improving energy efficiency. (Directive

2023/1791; Regulation No 2024/1364.)

The Electricity Market Directive encourages balancing services across borders and supports
cross-border electricity trade. The way this market is regulated directly affects the potential
for demand response mechanisms, which are critical for managing flexible electricity loads

in data centers. (Koronen, C et al. 2020.)

5.2 Al Policy

European Union sees Al industry as an opportunity to enhance energy efficiency and act as

a promoter of more sustainable energy use. Due to the rapidly developing of Al and related
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technologies, the European Commission is required to review relevant legislative acts
annually. This review includes evaluating advancements in energy efficiency standards and
Al model product development intended for public use. Based on its assessment, the
Commission must report progress and any necessary additional actions to both the European

Parliament and the Council of the EU. (Regulation No 2024/1689.)

The Al act — Regulation 2024/1689 has taken its place from august 2024. Starting in August
2028, the European Commission will be required to report every four years on the progress
made in developing energy efficiency standards for public Al models. These reports must
also include an evaluation of whether additional measures are needed to further improve the

energy performance of such models. (Regulation No 2024/1689.)

Heavy GenAl models are typically representative of Al systems developed for public use.
These models enable various forms of content creation, such as text, voice, images, and
video making them applicable to a wide range of tasks. Their versatility allows them to be
used in numerous fields where automated or assisted content generation is valuable.

(Regulation No 2024/1689.)

According to regulation 2024/1689, Article 53, Al models developed for public purposes
must include comprehensive technical documentation. This documentation should cover
the model’s intended use, type, and potential for integration with other services.
Additionally, it must specify the number of parameters, the architecture, and details of
the training process including the logic behind choices and assumptions made during
development. The documentation must also disclose the sources of training data, selection
criteria, infrastructure used, training duration, resources consumed, and, importantly,

the estimated or known energy consumption of the model. (Regulation No 2024/1689.)

The Al Act defines general-purpose Al models under two categories: models without
systemic risk and models that may present systemic risk. A model is classified as high-risk
if its training process exceeds of 102> FLOPs, as specified in the regulation. Alternatively,
the European Commission may designate a model as high-risk based on several factors,

including the number of parameters, the quality and scale of the training data, the modalities
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of input and output, and the extent of its use in commercial applications. (Regulation No

2024/1689.)

Under these rules, models must comply with transparency obligations and adhere to
copyright laws. This includes the requirement to provide comprehensive technical
documentation. Such documentation must describe the model’s intended purpose, type,
and integration potential with other services. It must also specify the number of parameters,
the model architecture, and the training process, including the reasoning behind key design
choices and assumptions. Also, data sources, computing infrastructure including training
duration with estimated or know energy consumptions during model development should
specify. Importantly, the model must be developed to prevent the generation of illegal

content. (Regulation No 2024/1689.)

GenAl applications intended for public use, which are deployed before August 2, 2025, must
comply with the directive’s requirements starting from August 2, 2027. (Regulation No

2024/1689.)

6 Methods

This method section presents the methodological approach of the thesis and explains how
the research questions were addressed. It outlines the process of collecting and reviewing
literature on GenAl and data centers, followed by the analytical framework used to evaluate
the material. The methods are divided into two parts: analysis of literature, which introduces
how relevant sources were selected, and the analysis, which describes how the findings were

organized and interpreted to produce results.

6.1 Literature review

This master’s thesis employs a literature review as the main research method, exploring
existing knowledge on energy consumption of data centers and GenAl. The choice of a

literature review was motivated by an interest in understanding what information is already
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available, as well as by the rapidly evolving nature of these industries, which makes it
important to capture current trends, developments, and knowledge gaps. The review
included a wide range of sources, including peer-reviewed articles, books, organizational
reports, and government publications. The inclusion of news articles was particularly
important, as some data on energy use and efficiency have not yet appeared in peer-reviewed

academic publications or formal reports.

The timeframe for the literature search was set between 2018 and 2024, covering the
development of ChatGPT from its first release to the most recent 2024 model. This period
also corresponds with the growing use of GenAl models, highlighting the rapid
developments in both technology and energy demand. Although the focus was on ChatGPT
between 2018 and 2024, the research also considers projections of data center energy
demand through 2030. This broader scope was included to provide a clearer picture of how
energy demand is expected to rise in the coming years and to situate current trends within

longer-term developments.

Sources were considered relevant if they addressed energy use, efficiency, or policy related
to data centers and Al within the European Union. This ensured that the analysis focused
specifically on aspects directly tied to EU energy consumption and emerging Al legislation.
Environmental impacts associated with rising energy demand were excluded, as the study’s

focus is on energy requirements and policy.

6.2 Analysis

The analysis was based on systematically collecting information from the reviewed
literature. In addition to collecting relevant literature, the analysis included a systematic
evaluation of the findings. Data from reports and scientific publications, such as estimates
of data center electricity consumption, model training energy use, and projected demand
growth, were compiled to ensure comparability across sources. These figures were used to
calculate indicative energy intensities for GenAl models like GPT-3 and GPT-4 and to

compare them with the average data center loads in the EU.
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Sources like the EU legislative documents and policy guidelines were systematically
reviewed to identify common themes and regulatory gaps related to energy efficiency and
transparency. The evaluation combined analysis linking observed technological
developments with their policy implications. This approach enabled a comprehensive
understanding of how the growing data center demand driven by GenAl interacts with the

EU’s energy security objectives and regulatory frameworks.

The findings were categorized into three main areas: GenAl energy use — divided into
training and inference phases, data center energy demand, and EU policy guidelines
containing energy-related requirements. These areas were complemented by insights into the
potential applications of GenAl and technical solutions for addressing the key research
questions. The collected data were organized using Microsoft Excel, which enabled a
structured approach to identifying relationships between the rising popularity of GenAl and
the increasing energy consumption of data centers. From this dataset, figures and
visualizations were created and presented in the thesis to illustrate key trends and

connections.

7 Results

This results chapter is organized into five subtopics, each directly linked to one of the
research questions presented in the introduction. Within each subtopic, the relevant results

and findings from the research are presented.

7.1 Drivers of Increasing Energy Consumption

As it presented before in theoretical part GenAl and LLMs behind that technology are major
contributors to the growing energy demand of data centers in the EU. To put it numbers in
2024, there were an estimated 2,000 data centers across the EU, and their collective power
demand is projected to increase by 50% by 2027. Some estimates suggest that 14% of data
center energy consumption is related to Al tasks, and this share is expected to nearly double

by 2027. Following that assumption, electricity consumption related to Al tasks is expected
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to increase by approximately 4.6% per year during 2024—2030. (Abendroth Dias, K. et al.
2025, 70.) It is presented visually in Figure 8. The reason of the expected growth is basically,
all the time growing size of LLMs as it presented with GPT-based models. Even only the
GPT-models has been under the research, it is still necessary to highlight that OpenAl with
GPT-models is not the only actor in the LLM industry; new models of the same size or even

larger are also being published by other actors. (EpochAl, c. 2025; EpochAl, d. 2024.)

Share of Al related tasks in data centers
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Figure 8. Al related tasks development in data centers between 2024 — 2030

The total power generation capacity in the EU in 2030 is expected to be 652 GW and
installed capacity of data center at the same time is expected to settle 35 GW (McKinsey, b.
2024) so data centers will demand a little over 5 % of the power generation capacity. Looking
at these numbers, it is possible to manage data centers energy demand through demand-side
management, but it would be challenging to fully cover their energy demand with renewable
energy alone, because a remarkable share of the power generation capacity will come from
non-dispatchable sources by that time, in some scenarios exceeding 75 %, which makes grid

flexibility even more critical. (Koronen, C. et al. 2020.)

GenAl models are also too large to be trained or used for inference on user devices, the
growing activity of those models therefore accelerates the growth of hyperscale data centers.

(IEA, e. 2025.) As can be seen in Figure 9, energy consumption in the data center sector is
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estimated to reach 113 TWh by the end of the decade, and the IEA expects that consumption
will accelerate annually after 2024 compared to its development before 2024. (IEA, d. 2025,
258-260.)

Data centers electricity consumption (TWh)
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Figure 9. Data centers electricity consumption and the future prediction by IEA (IEA, d.
2025, 258-260.)

Estimating the energy consumption of GenAl is quite difficult, as the trend has been that
both energy use and the size of new language models are larger than former models for
example, a model called DeepSeek-R1 has given the first signs of a more efficient language
model in terms of overall energy demand. It is also important to remember that power and
Al chip availability can help keep total peak energy demand under control. (Abendroth Dias,
K. et al. 2025, 70.)

Chapter 5 gives an overview of GenAl-based chatbots. As mentioned, ChatGPT alone has
over 41.3 million active monthly users in the European Union, which corresponds to
approximately 1.376 million daily users. Assuming each user accesses GPT at least once per
day, the energy consumption of GPT-40 can range from 0.41 to 55 MWh per day, depending

on the size of the input query Figure 10. At this point, it is more relevant to focus on GPT-
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40’s energy consumption rather than GPT-3, since it is assumed that the current version of

ChatGPT utilizes the newer model.

Estimated Daily Energy Consumption of the GPT-40
Model (MWh)

60,00 55,04
50,00
40,00
30,00
20,00
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0,00 3,44
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0,00
GPT-40 (100 words query) GPT-40 (7 500 words query)  GPT-40 (75 000 words query)

Figure 10. Assumed daily energy demand of GPT-40

Due to the lack of available data, examples of chatbot energy consumption are based on
GPT-3, GPT-4, and GPT-4o. It is important to note that comparing GPT-4’s training phase
with GPT-40’s inference phase is not entirely accurate due to differences in parameter size

and compute FLOP numbers.

GPT-4 was trained over a period of 95 days, consuming 42.1 GWh. When comparing
inference phase energy consumption over the same period, GPT-40 would consume (based
on Figure 10) between 0.039 and 5.22 GWh. Over a one-year period, inference tasks could
consume up to 20 GWh. While this energy consumption is much lower than that of training,
the inference phase is ongoing daily. Considering historical trends, the number of active
users for ChatGPT and other GenAl chatbots is growing. Additionally, if energy
consumption from GenAl models continues to increase due to rising user activity, larger
model sizes, and higher GPU energy demands, inference consumption could approach

training-level consumption relatively quickly.
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Figure 11 illustrates the potential energy consumption of GPT-40 and GPT-3 models in
inference phase, in a one-year period, assuming 1.376 million daily GPT users each making
at least one request per day. For the GPT-40 model, variations in query size are notable, and
it is reasonable to assume that actual consumption could exceed the presented 20.09 GWh if
users engage more actively with the chatbot. The GPT-3 model is included to highlight how
chatbot energy consumption has increased with newer models as query size grows. In the
figure, GPT-3 inference represents a typical query, indicating that efficiency for GPT-40
with typical and long queries is higher than for GPT-3. Still, the difference in energy

consumption between GPT-3 and GPT-4 during training remains significant.

Different GPT-models inference energy consumption
in year (GWh)
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0,00 —
GPT-4o (typical GPT-40 (long GPT-40 GPT-4 (training GPT-3 GPT-3 (training
query) query) (maximum —95 days) (inference) ~ 15 days)
query)

20,09

Figure 11. Assumed inference energy consumption compared modelt training

What comes to users engaging, WhatsApp has about 40 million users in Europe in 2024,
with Meta Al now available, and ChatGPT is also accessible through WhatsApp. Microsoft's
search tool Bing has 129 million monthly active users in Europe, with access to Microsoft's
own Al tool, Copilot. Copilot is also available to Microsoft Office users. Google has its own
Al tool in addition to the standard Google Search, available in Europe starting in early 2025
and they reported to Al based search growing. All of these increase the overall availability
of Al tools beyond just ChatGPT users and have their own training and inference-related
energy consumption, emphasizing it again that ChatGPT is just one GenAl tool contributing

to the rising energy demands of data centers. (Google Search. n.d.; Microsoft. n.d.;
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Microsoft, b. n.d.; SE Ranking. n.d.; Spotler. n.d.; Statista. 2025.; TechCrunch, b. 2025.;
WhatsApp. n.d.)

7.2 Technical Solutions for Data Center Energy Efficiency

So, what can technology do when one key challenge appears to be defining actual energy
demand, when it is difficult to predict data center consumption during active operation
versus idle periods, and measuring it accurately is also challenging. It is estimated that data
centers spend approximately 35% of their time idling and waiting the next task, some cases
1dling time can be over 75 % (Luccioni, S. et al. 2022) Higher utilization levels for a single
data center are necessary to achieve better efficiency, so effective workload management is
therefore essential. (IEA, c. 2024, 188; IEA, d. 2025, 52-54; Koronen, C. et al. 2020.)
Innovations in energy-efficient transistors and Al-specific technologies can significantly
reduce energy consumption while enabling real-time intelligent functionalities, supporting

the transition to more sustainable systems. (Abendroth Dias, K. et al. 2025, 18, 4344, 70.)

Table 2 shows the technological improvements in GPU performance, but as seen, better
performance also increases GPU power demand (EpochAl, a. 2025). The rising computing
capacity of GPUs increases the power demand of server racks, which in turn results in greater
heat emissions (EpochAl, b. 2025). As GPUs become more efficient following Moore’s
Law, the energy demand for data centers remains manageable even as overall demand
increases, at least for now. Improving the efficiency of computing components is a key step
in further enhancing their performance, not forgetting of software improvements (Brochard,

L. etal. 2019, 5; IEA, d. 2025, 49; EpochAl, b. 2025; Koronen, C. et al. 2020.)

An interesting observation regarding cooling is that, under optimal configurations, a rack
should contain eight servers, each equipped with eight GPUs, resulting in a total of 64 GPUs
per rack. With each Nvidia H100 GPU having a TDP of 700 W, the maximum energy
demand of a single server rack reaches 44.8 kW (EpochAl, b. 2025; Massed Compute, n.d.).
When a rack operates at its theoretical maximum load, effective cooling becomes impossible
without water-based systems, as illustrated in Figure 12. Consequently, the choice of cooling

equipment in data centers largely depends on the facility’s water temperature and heat
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removal strategy. Extracting heat directly from behind the server racks—where internal fans
expel hot air—is significantly more efficient than removing heat from the broader machine

room periphery (Brochard, L. et al., 2019, 43-59)

Data Center Rack Cooling Limits
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Figure 12. Cooling limits for server racks in data centers. (Brochard, L et al. 2019, 47-48.)

As mentioned before, the data center industry is highly concentrated, which increases energy
sufficiency concerns in local reservoirs and the transmission grid. While this approach places
additional stress on local electricity grids, these regions typically benefit from relatively high
grid stability. Data center operators require uninterrupted availability, making energy
sufficiency a central consideration. New technologies for example Al-specialized chips are
enabling Al tasks to be processed directly on devices, reducing dependency on data centers

(Abendroth Dias, K. et al. 2025, 73)

Data center growth can support the overall sustainable transition in the energy sector.
Although this is not a technology that directly balances the energy demand caused by GenAl
growth, data center operators usually aim to increase sustainability and often seek to
purchase renewable energy, which can accelerate the green transition by creating additional

demand and encouraging investment in new renewable energy capacity. So, new data center
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projects can act as drivers of clean energy adoption, particularly due to their high efficiency
potential and flexible energy loads. (IEA, c. 2024, 188; Koronen, C., Ahman, M. & Nilsson,
L.J.) When technical advancements alone are not sufficient to achieve efficiency, the
location of data centers becomes critically important. Placing data centers in cooler regions
is currently considered an ‘industry standard,’ as it increases overall efficiency by reducing

cooling demand. (Harrison, J. et al 2012, 13-16).

7.3 Policy and Regulatory Approaches

As the use of GenAl continues to expand, it is crucial for policymakers to keep pace with
these technological developments. This includes supporting long-term research,
development, and innovation in the chip industry, while also focusing on ensuring supply
chain security, hardware standardization, and industrial scalability. These efforts are
essential to ensure that energy-efficient technologies can meet the growing demands for
performance and widespread adoption. (Abendroth Dias, K. et al. 2025, 73.) To maximize
the benefits of Al in the energy sector, it is essential for the European Union to boost the
development of tailored solutions and domain-specific expertise. The European
Commission’s action plan aims to accelerate Al adoption through sector-specific
approaches, addressing market fragmentation, regulations, investment gaps, technological

development, and workforce skill-building. (Abendroth Dias, K. et al. 2025, 18, 43—44, 70.)

The EU Al Act focuses on Al models and their systems’ transparency, information
disclosure, and codes and practices to follow; it also addresses environmental aspects
(Abendroth Dias, K. et al. 2025, 70.) Improving energy security requires greater
transparency from data center operators regarding actual server utilization and energy
demand. The data center sector is evolving so rapidly that policymaking struggles to keep
pace with all that (Koronen, C., Ahman, M. & Nilsson, L.J). Without such transparencys, it
1s impossible to accurately analyse or predict energy consumption. (IEA, d. 2025, 39-41;
Luccioni, S. et al. 2022.) For example, as discussed in Chapter 5.1, the first language models
were open, but as ChatGPT approached its release, the source code was no longer open, and

the model sizes became significantly larger.
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The EU Commission has recognized challenges in Al implementation and accelerating Al
adoption. It has noted that targeting high-impact applications is a promising approach for
meaningful Al integration, for example in energy sector. A key solution is identifying sectors
that can help build strategies for implementing and creating smaller and efficient Al models
to meet specific industry needs, thereby making the development of specialized expertise

and solutions more goal oriented. (Abendroth Dias, K. et al. 2025, 18, 4344, 70.)

The EU acknowledges improvements in energy efficiency, including reductions in electricity
use per workload, in line with Moore’s Law and the ongoing advancement of hardware
technology. (Koronen, C., Ahman, M. & Nilsson, L.J.) Another main reason in energy
efficiency improvements is the role of hyperscalers, which have helped keep cooling and
overall energy consumption relatively low. However, energy demand is still expected to rise,
creating pressure for new political decisions and regulatory frameworks. (IEA, a. 2024; IEA,
c. 2024, 186; Koronen, C. et al. 2020.) This is particularly important given that projects
exceeding 1,000 megawatts are already being developed globally, and it is likely only a
matter of time before such large-scale projects are introduced in Europe. These mega-scale
data centers face several challenges what comes to energy cost, including energy taxation
and grid access fees. Data centers are considered energy-intensive industries and may benefit
from reduced energy taxes. These incentives can vary widely between member states, as
each country retains substantial control over how energy policies are implemented.
(Koronen, C. et al. 2020.) Some major operators in the Al industry already consider direct
investments in gas-fired or nuclear power generation to secure a stable and sufficient energy

supply for running their new data centers. (Abendroth Dias, K. et al. 2025, 70).

According to the EU Code of Conduct for Energy Efficiency in Data Centres, the EU expects
voluntary cooperation from operators to collectively address data centers energy
consumption and improve overall efficiency. (Abendroth Dias, K. et al. 2025, 79-77.)
Through energy efficiency regulations, the EU requires data center operators to classify their
facilities according to the EU’s five-level categorisation list (Table 3). This framework helps
identify the scale of energy demand and provides greater transparency regarding operators’

activities.
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7.4 Mitigating Energy Risks of GenAl Models

Currently, it is difficult to accurately estimate the energy demand related to GenAl, because
GenAl represents only one of the workloads processed by data centers, and either the data is
unavailable or lacks transparency from the data center operators. Another challenge is
identifying which tasks are specifically related to GenAl, so estimations can vary widely.
(IEA, d. 2025. 56.) And as observed, the development of new GenAl language models
involves more GPUs and longer training hours, leading to increased energy consumption.
For example, GPT-3 and GPT-4 were released within a three-year period, but GPT-4’s
energy usage during training was significantly higher. (IEA, d. 2025, 41.; Patterson, D. et al.
2021.)

GPT-based model FLOP number development between 2020
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Figure 13. Illustration of FLOP number development across models

Figure 13 shows how the FLOP numbers have developed across different GPT models. As
mentioned in Chapter 7.2, the European Union already categorizes Al models by energy
intensity. In EU level a GenAl model is defined as high-risk when its training phase requires
10?* FLOPs. Following this, and according to EPOCH Al, by the end of 2024, 17 large-scale

language models will have required more than 10> FLOPs during their training processes.
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(EpochAlL c. 2025.) As model sizes are expected to grow in the future, more models will fall
into the EU’s high-risk category, emphasizing the need for the EU to closely monitor the Al
industry and possibly introduce new regulations if every new model ends up being classified
as high-risk. As already noted, model sizes are often undisclosed, which raises further

concerns about monitoring their energy consumption. (EpochAl, b. 2025.)

7.5 Al Helping Al: Energy Solutions from Within

Despite concerns about the increasing size of GenAl models, which currently suggest rising
energy intensity, the Al industry is actively seeking solutions from within the sector itself.
The term of Al is not new into the energy industry; it has been under development for
decades. Its main applications in data centers are focused on optimization and efficiency
improvements. Al-based systems are already used in energy storage, management, real-time
consumption monitoring, and tracking, as well as in energy trading and market analysis. The
main challenge is how to utilize these systems collectively. These capabilities are
particularly important for integrating renewable energy into the grid. With Al-enabled smart
grids, uncertainties and changing conditions can be managed and reacted to in real time.
(Danish, M. S. S. 2023, 407.) Not only GenAl that can help itself in rising energy demand;
the whole range of Al model opportunities together can help keep energy demands low. Al
possibilities in balancing energy demand rely on things like weather monitoring and energy
optimisation. By tracking the weather, it is possible to better predict the potential for using
renewable energy and therefore help balance and optimise the energy system on both the

demand and production sides. (Abendroth Dias, K. et al. 2025, 70.)

Al can help optimize power grids, making them smarter and facilitating integration with
renewable energy by predicting real-time demand and improving overall energy efficiency.
It could reduce bottlenecks through optimization and potentially help minimize both data

center idling and active energy consumption. (IEA, d. 2025, 49.)

While data centers energy demand is expected to peak by 15% at the end of the decade,
managing peak demand through Al solutions is becoming increasingly important. One

solution to approach is workload shifting, which allows data handling to be distributed across
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multiple data centers reducing peak load stress without causing significant latency or
performance degradation (IEA, d. 2025, 103). Utilizing the full potential of Al in future
energy solutions requires understanding the rising demand for collecting and analysing data.
Al can support real-time decision-making with automated operations, which is useful across
multiple platforms. Achieving and balancing the right relationship between demand and
supply requires a combination of strong technical, economic, and institutional expertise,
along with advanced data science skills. (Danish, M. S. S. 2023, 419.) Even though there are
bright prospects for Al’s possibilities, the concerns or problems are recognised as limitations
in the digital infrastructure, a critical shortage of professionals, and systems interoperability
concerns. (Abendroth Dias, K. et al. 2025, 70.) So, the integration of Al depends primarily

on the capabilities of the infrastructure and expertise, as well as the accuracy and reliability

of the data.
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Figure 14. Data centers PUE values and corresponding load factors.

Data centers PUE levels are increasingly approaching the ideal value of 1, but as mentioned,
the PUE ratio is most accurate when data centers are operating at full capacity. As shown in
Figure 14, data centers are operating at about 50% load, indicating that they are not running
anywhere near full capacity. For example, it is assumed that GPT-40 inference demanding

70 % power load and GPT-4 training demanded 84 % load from data centers. (EpochAl, a.
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2025; IEA, d. 2025, 41.) In this example load factor level is higher than average but still

indicating that data centers are not utilising their full capacity during GenAl tasks.

Achievements in Al solutions represent the first steps toward improving efficiency and
optimization. Integrating Al into existing remains a major challenge, as it often requires
significant modifications to the current infrastructure. Proper understanding of the existing
system is essential for planning Al system integration. When Al is deployed for real-time
decision making, it relies heavily on accurate and up-to-date information on energy demand
and production. Additional challenges include the lack of clear regulations and standards for

utilizing Al in energy systems. (Danish, M. S. S. 2023, 409, 413-414.)

8 Discussion

Although energy consumption by data centers is increasing, it is not as significant in the
overall picture compared to other growing industries. It is important to consider the local
context of the sector as well as peak consumption periods. Model training remains the most
energy-intensive phase, while inference is less demanding for individual operations. As the
use of Al chatbots and other applications grows, the energy consumption associated with
inference becomes significant. This raises concerns about whether current forecasts

adequately account for the accelerating growth in user numbers.

The geographical concentration of data centers adds further complexity. In regions
dependent on variable renewable energy sources, Al’s energy demand could strain local
electricity grids unless flexibility or storage capacity is developed. Cooler climates partially
mitigate challenges by reducing cooling requirements, but the spread of generative Al
complicates assumptions about fully renewable-powered data centers. The EU should,
however, prepare for the possibility that as cooling solutions advance, data centers could
operate at full capacity. Full capacity could even double energy demand, which would have

a significant impact.



57

As noted, cooling can account for up to 30 percent of a data center’s energy demand, so
lower loads and task distribution reduce cooling challenges. Studies suggest that, on average,
only about half of total data center capacity is utilized, as centers remain more energy-
efficient when cooling requirements are lower. At full capacity, theoretical cooling
possibilities are negligible. In other words, processing Al workloads requires large

hyperscale data centers, which must operate at roughly half capacity to maintain efficiency.

The potential for data centers to act as stabilizers for the electricity grid also makes them
excellent candidates for grid integration, even though their operation may strain the grid
locally. Europe’s goals for carbon neutrality imply extensive integration of renewable energy

into the grid, making data centers both a concern and an opportunity.

Other industries require more energy to operate, further stressing the electricity grid. It is
reasonable to assume that data centers will be needed to balance the growing consumption
of other sectors. The demand for data centers seems inevitable, even though they themselves
significantly increase energy demand. Rapid user growth combined with an increasing
number of service providers creates uncertainty about the actual growth in energy demand,

but technological advancements suggest that energy demand growth can remain manageable.

Data centers achieve excellent efficiency at relatively low operating capacity. As shown in
Figure 14, data center load factor percent average around 50, but some operate well below
this level, even at 20 percent. Theoretically, this reduces efficiency significantly. It seems
there is no desire to exceed 50 percent load, as optimal efficiency is achieved at this level.

Higher loads appear to reduce efficiency due to concrete increased cooling needs.

This raises the question of whether data centers can realistically achieve the calculated PUE
value during daily operations. While Al solutions can increase utilization, cooling
requirements grow at full load. This explains why utilization is often maintained at roughly
half capacity. Utilization has declined since 2020 and is not expected to rise again. Even
with Al solutions or technical advancements, achieving full load may be theoretically
impossible due to cooling challenges. In this context, hyperscale centers appear to be the

only cost-effective option for improving overall efficiency. So, a better way to manage data
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center efficiency may be demand-side management and smarter workload allocation, which

remain central tools for balancing consumption and efficiency.

Advances in chip technology, combined with improvements in language model efficiency,
offer the potential for more energy-efficient Al use. Chip development closely follows
Moore’s law, and if language models can be made smaller without losing capability, the
combined development of these technologies plays a key role in managing energy
consumption. These efficiency gains may only temporarily keep pace with the exponential

growth in workloads, highlighting the need for a comprehensive approach.

Even as chip processing capacity grows, their power requirements also increase. It is more
important to focus on chip efficiency, performance, and availability. New approaches, such
as device-level computation on specialized chips, could reduce dependence on hyperscale
data centers and help balance energy. The challenge is that supply chains already face
difficulties, so developing energy-efficient chips alone is insufficient. They must be
deployed collectively. This raises concerns about whether chip production can meet growing
demand. It should also be noted that if there are insufficient chips capable of handling Al

workloads, energy consumption remains manageable, as discussed in the theoretical section.

The evolution of language model openness is also noteworthy. Early GPT models were open
but did not meet the definition of large language models. Since 2020, commercially released
models are large language models, but their openness has dive. The true size of these models

often remains unclear, necessitating regulatory attention.

It is also notable that language model providers do not release data on the energy
requirements of model training and usage. Energy consumption is largely based on external
researchers’ estimates. EU legislation should more strongly require transparency. On the
other hand, strict transparency requirements could drive providers out of Europe. In return,
Europe’s robust energy infrastructure and stability could attract providers to accept stricter
standards if they offer a secure operating environment. Standardizing common rules is
particularly important to prevent certain actors from gaining undue influence. The challenge

is that the sector is new and rapidly evolving, voluntary reporting alone is insufficient. The
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EU should establish an authority capable of responding as quickly as Al technology

develops.

Regulating generative Al models based on energy intensity could help manage growing
demand. The EU already classifies models exceeding certain thresholds as high-risk, but this
does not prevent the development of larger models. Flexible, individualized policies that
consider energy usage, operational practices, and transparency would be more effective than
blanket restrictions. Though, the EU’s need to closely monitor the Al industry and develop
new regulations appears essential. Risks are acknowledged, but the benefits are also

significant.

One option could be to restrict large, predictable Al tasks, such as language model training,
to periods when the grid has abundant clean electricity and surplus production. Reporting
requirements could also be imposed on training activities. EU policy could support this

development with incentives, such as collectively lower energy prices for data centers.

Generative Al can advance energy sector solutions by optimizing energy storage, grid
management, demand forecasting, and renewable energy integration. Al-enabled smart grids
can balance supply and demand in real time, reducing reliance on fossil fuels. Within data
centers, Al can improve operational efficiency by optimizing workload management,
balancing peak demand, and enhancing cooling. Shifting workloads between centers can
reduce local grid stress, although it requires more infrastructure. Smart scheduling and
predictive analytics can reduce idle time, improve utilization, and ensure more efficient
energy use. This also requires transparency, but by combining technological, operational,
and policy measures, generative Al can play a dual role: both as a growing energy consumer

and as a tool to build a more sustainable and resilient EU energy system.

9 Conclusion

This master’s thesis reviews the energy consumption of GenAl and its impacts on the data

center industry in Europe. The research focuses on the energy usage of GPT-model-based
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chatbots, analysed in relation to the growing energy demand of data centers and the European
Union’s legislative developments. The study is based on a literature review and addresses
five questions: How does generative Al impact electricity consumption in the EU? How can
technologies balance GenAl growth with energy efficiency? Which EU policies and
regulations influence or improve energy security of Al use? Should GenAl development be
regulated due to its energy intensity? And finally, how can GenAl itself be part of the

solution?

The research finds that GenAl development significantly increases the energy consumption
of data centers at multiple levels. In the broader context, rising energy use in other industries
is also a critical issue. Interestingly, the data center industry may itself be a key enabler of

green energy integration in Europe, particularly through demand-side management.

As noted in the introduction, most literature remains optimistic about the opportunities of
digitalization. Similarly, this study sees opportunities in both data centers and GenAl, while
also recognizing their role in driving higher energy demand. This two-sidedness, both as a
source of energy challenges and as part of the solution, makes the topic complex and not
suited to a purely pessimistic outlook. Still, data centers’ peak demand can place stress on
the grid in certain regions, raising concerns about their local energy impact. Their largest
energy loads are linked to model processing and cooling, both of which present major
technological and energy-sector challenges. In particular, the evolution of cooling
technologies and the trend of locating data centers in cooler regions as an emerging “industry

standard.

The findings suggest that the industry is in a transition phase: data center capacity is
expanding rapidly, even though many existing facilities are not fully utilized. From an
energy security perspective, data centers could play an important role in demand
management, with Al itself contributing to that process. Although the sector’s overall energy

consumption remains modest compared to others, its localized effects may be significant.

From a legislative perspective, the study highlights the need for ongoing monitoring and

stronger collaboration with industry operators. Accurate prediction of energy demand and
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assurance of energy security require greater transparency, open data sharing, and consistent
reporting methods. Overall, this research offers insight into the energy impacts of GenAl
and underlines the challenges that both the European Union and the data center industry must

address in the coming years.
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