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This thesis develops and evaluates a fully automated deep-learning workflow for segmenting
voids and material phases in X-ray computed tomography of carbon fibre and flax
fibre polymer composites. For the carbon fibre system, fibre, matrix, and void
masks were generated through a reproducible Python-based pipeline combining slice-wise
intensity normalisation, two-stage void detection, morphological refinement, and Otsu-based
fibre—matrix separation, followed by targeted manual verification in Dragonfly. For the flax
fibre system, segmentation masks were produced and refined manually and unified into a
consistent three-phase labelling scheme (matrix, fibre, void). These reference datasets were
then used to train five lightweight convolutional neural network architectures (U-Net++,
UNet3+, Attention U-Net, DeepLabV3+-Transformer, and LR-ASPP-Transformer) under
identical conditions, using paired 256 256 patches, controlled label-safe augmentation,
and a fixed slice-level train—validation split. A higher-load carbon fibre state (140 N) was
withheld entirely from training and used exclusively to evaluate the models on previously
unseen microstructural damage. The results demonstrate that compact encoder—decoder
networks can accurately localise voids and robustly separate fibre and matrix phases
across both composite systems, including under low contrast and evolving damage, while

maintaining computational efficiency suitable for routine XCT workflows.
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Symbols and abbreviations

Latin characters

| Image intensity (pixel value; a.u.)

Ground-truth mask (binary) or one-hot channel (multi-class)

p Predicted probability map

Ye One-hot target for class ¢ (multi-class)

Pc Predicted probability for class ¢ (multi-class)

Py Predicted probability of the ground-truth class

Pt Focal-loss term: pify=1,else 1 p

‘ Logit (pre-activation value before sigmoid/softmax)

C Number of classes

H Image height (pixels)

W Image width (pixels)

hii Sum/inner product over pixels (and batch if applicable)

Greek characters

e Small numerical constant for stability (typically 10 ©)
a Positive-class weight (focal/BCE)

g Focusing parameter in focal loss

IDice Weight of Dice term in the hybrid loss

IEocal Weight of Focal term in the hybrid loss

Subscripts

torimary Primary void threshold (1st percentile of XCT),)

trMm Otsu threshold for fibre matrix split (computed on non void of XCT3:y2)
Abbreviations

XCT X-ray computed tomography

CT Computed tomography

FRP Fibre reinforced polymer

CFRP Carbon fibre reinforced polymer

FFRP Flax fibre reinforced polymer

GFRP Glass fibre reinforced polymer



NFRPC Natural fibre reinforced polymer composites

PP Polypropylene (matrix in some flax based systems)
ROI Region of interest

RTM Resin transfer moulding

HP RTM  High pressure resin transfer moulding

VARI Vacuum assisted resin infusion

ILSS Interlaminar shear strength

CTE Coefficient of thermal expansion

CNN Convolutional neural network

PR Precision recall

AUPRC Area under the precision recall curve

IoU Intersection over Union

Dice Dice score (overlap metric used for segmentation evaluation)
AMP Automatic mixed precision

ASPP Atrous spatial pyramid pooling

GPU Graphics processing unit

RTX NVIDIA RTX series graphics processor

UD Unidirectional fibre architecture

CSM Chopped strand mat

WR Woven roving

XY / YZ /| XZ Orthogonal slice planes used for XCT visualisation and training input

U-Net++  Segmentation network with nested dense skip connections

UNet3+ UNet style segmentation network with full scale skip fusion

AttUNet Attention U-Net style segmentation network with attention gating on skip
connections

DLv3+-TR DeepLabV3+ with a lightweight Transformer refinement block (ours)

LRASPP-TR LR-ASPP with a lightweight Transformer refinement block (ours)

XCT, Normalised slice: percentile clip, rescale to [0,255], mean set to 140

XCTs_vl  Primary-void pixels fixed to 255; remaining non-void region rescaled to [0,250]

XCTs_v2 Final void mask fixed to 255; non-void region rescaled to [0,254]

GT Ground Truth (manually or semi-automatically annotated reference mask used

for training and validation)

BCE Binary Cross-Entropy

CE Cross-Entropy (multi-class)

T Training (curve or metric measured on the training set)

\Y% Validation (curve or metric measured on the validation set)

ug Uncompressed 8-bit TIFF (unsigned 8-bit integer image format)
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1 Introduction

This chapter reviews the state of the art and establishes the technical context for the
segmentation of voids and material phases in X-ray computed tomography of carbon- and
ax- bre reinforced polymer laminates. It rst motivates XCT as a non-destructive method

for visualising internal microstructure in three dimensions, and discusses why low intrinsic
contrast, partial-volume effects, and common reconstruction artefacts limit the reliability

of classical, intensity-based segmentation techniques. The chapter then summarises recent
developments in deep learning for void detection and multi-phase microstructural mapping,
with particular emphasis on the additional challenges posed by natural- bre composites,
where lumen structures, heterogeneous bre bundles, and weak bre—matrix contrast
complicate boundary identi cation.

Building on this foundation, the chapter identi es the practical barriers that currently restrict
robust segmentation and generalisation across composite systems, including sensitivity
to imaging parameters, variability across slice orientations, and the scarcity of reliable
voxel-level ground truth. Finally, the research questions driving the present study are
formulated, translated into concrete objectives, and framed within the de ned scope and
limitations of the work. The discussion highlights the importance of accurate detection of
small voids near the resolution limit and stable bre—matrix separation under low contrast,
addressed here through reproducible pipelines, size-aware, evaluation metrics, label-ef cient
training strategies, and cross-orientation performance assessment.

1.1 Background

Carbon bre reinforced polymer (CFRP) laminates are characterised by very high specic
stiffness and strength, making them widely used in structural applications where weight
reduction is critical. In contrast, FFRP laminates offer lower stiffness and strength, but
provide advantages in terms of reduced environmental impact, improved vibration damping,
and lower material cost. Despite these differences in mechanical performance, both systems
are strongly affected by manufacturing-induced internal defects, particularly voids/voids and
local bre—matrix heterogeneities, which in uence durability, interlaminar performance, and
long-term reliability.

X-ray CT provides a non-destructive means of visualising these defects and microstructural
features in three dimensions. However, reliable segmentation remains challenging. In
CFRP, the bre and matrix phases often exhibit overlapping attenuation values, leading
to low contrast-to-noise ratios and making classical thresholding or variational methods
unreliable. Across composite XCT studies, deep learning approaches have consistently
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outperformed intensity-based segmentation under such low-contrast conditions: in CFRP,
deep neural networks improve bre—matrix (and even bre-instance) separation (Sinchuk,
Kibleur, Aelterman, Boone & Van Paepegem, 2020, pp. 10-12; Guo, Stubbe, Zhang,
Schlepiitz, Rojas Gomez, Mehdikhani, Breite, Swolfs & Villanueva-Perez, 2023, pp. 2-9),
and for void detection, they outperform greyscale thresholding-based techniques (Upadhyay
et al., 2024, pp. 7, 10, 13). Similar advantages have been demonstrated in ceramic matrix
composites, where convolutional networks successfully segment phases with nearly identical
grey levels (Badran, Parkinson, et al., 2022, pp. 1-3).

Segmentation in FFRP is further complicated by the intrinsic microstructure of natural bres.
Micro-CT studies show that ax bres contain lumens, kink bands, and irregular bundle
architectures arising from plant-origin variability, all of which introduce complex internal
contrast patterns. These features reduce the separability of bre and matrix grey levels,
and voids may appear visually similar to the surrounding resin. Recent work has shown
that such ax-speci ¢ morphology in uences stress concentrations, damage initiation, and
mechanical performance, reinforcing the need for segmentation approaches that incorporate
context beyond raw intensity values (Richely et al., 2022, p. 1, p. 9; Guillou et al., 2024,
pp. 4-5, pp. 7-10).

1.2 Problem Statement

Reliable segmentation of XCT data remains challenging for both carbon bre and ax
bre polymer composites due to three principal factors. First, the imaging contrast
between phases is inherently low. In CFRP, the bre and matrix often exhibit overlapping
attenuation values, while in FFRP the presence of lumens, kink bands, and heterogeneous
bre bundles introduces ne-scale structural variations that further obscure boundaries.
Second, high-quality ground truth is scarce. Voxel-level annotation is labour-intensive and
time-consuming, and the cost of producing suf ciently large and representative labelled
datasets limits the scale of supervised learning. Third, segmentation performance is highly
sensitive to acquisition and dataset characteristics, including scanner type, voxel size,
reconstruction parameters, and slice orientation. Recent studies demonstrate that even
model hyperparameters such as patch size, augmentation strategy, and label density can
signi cantly affect segmentation accuracy, particularly in limited-data regimes (Sinchuk

et al., 2020, pp. 2-3; Badran, Parkinson, et al., 2022, pp. 1-2, 6-7; Provencher et al.,
2024, pp. 1-4, 10). Consequently, segmentation methods must be validated carefully on
a per-dataset basis.

A speci c challenge in void analysis is the reliable detection of small voids near the imaging
resolution limit. Although deep learning methods outperform classical thresholding, recall
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declines sharply for ne voids and for coarser voxel resolutions. Sub-25 pm voxel sizes
and suf ciently long exposure times improve small-void capture, but micro-void detection
remains a common point of failure in segmentation pipelines (Galvez-Hernandez, Smith, et
al., 2023, pp. 4540, pp. 4544-4545; Galvez-Hernandez, Gaska & Kratz, 2021, pp. 11-12).

Phase segmentation in FFRP is particularly demanding, as the grey-level distributions
of ax bre cell walls and polymer matrix frequently overlap, and voids often exhibit
similar intensities. Micro-CT studies of ax composites consistently show that lumen
structures, kink bands, and bre-bundle variability complicate interface identi cation and
drive local stress concentrations and early damage. These observations reinforce the need
for context-aware deep learning models and rigorous validation beyond intensity-based
separation (Guillou et al., 2024, pp. 4-5, 7-10).

1.3 Motivation and Signi cance

Reliable voxel-level segmentation of voids and material phases is essential for linking
composite microstructure to mechanical performance. Quantitative descriptors such as
porosity content, void size and shape distributions, spatial clustering, and bre—matrix
volume fractions directly inform process optimisation, quality assurance, and the
construction of simulation-ready geometries for analytical or nite element analyses. In
carbon bre laminates, uCT studies consistently show that increases in void content lead
to measurable reductions in stiffness, strength, and especially interlaminar performance,
highlighting the need for accurate and size-aware porosity characterisation (Dilonardo et
al., 2022, p. 498).

Deep-learning-based segmentation methods have demonstrated clear advantages over
classical intensity-based approaches in resolving low-contrast bre, matrix, and void phases,
particularly in time-resolved or damage-evolving XCT datasets (Guo et al., 2023, pp. 2-3).
However, practical deployment requires models that are both accurate and computationally
ef cient; encoder—decoder architectures with lightweight decoders (e.g., LR—ASPP coupled
with MobileNetV3) have shown an effective balance between segmentation quality and
inference speed in dense voxel-wise tasks (Howard et al., 2019, pp. 1320-1321).

For ax bre composites, the motivation is amplied by their inherently complex
microstructure. Features such as lumens, kink bands, and heterogeneous bre bundle
packing contribute to damage initiation and stress localisation, while simultaneously making
bre—matrix boundaries dif cult to segment due to overlapping grey-level distributions.
Recent uCT investigations have shown that these ax-speci c characteristics in uence both
micro-crack evolution and macroscopic mechanical behaviour, reinforcing the need for
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context-aware segmentation models supported by rigorous validation (Guillou et al., 2024,
pp. 4-5, 7-10).

1.4 Research Questions

RQ1 (void segmentation quality). How effectively can ve lightweight convolutional
neural network architectures (U-Net++, UNet3+, Attention U-Net, DeepLabV3+-TR, and
LRASPP-TR) segment voids and void networks in carbon bre and ax bre polymer
composites from X-ray computed tomography data at practical voxel resolutions? In
particular, which models best capture ne void boundaries and thin ligament-like voids,
rather than only large, easily detectable defects?

RQ2 (Multi-phase separation under low contrast). For multi-phase segmentation of
matrix, bre, and void, which architecture provides the most robust separation under low
intrinsic contrast, especially in ax bre composites where bre and matrix grey levels
overlap and voids can appear visually similar to the matrix?

RQ3 (Label-ef cient training). Under a controlled and label-ef cient training
regime (shared data augmentation, xed loss functions, and 256 256 patch-based
sampling), how do the architectures differ in segmentation accuracy as measured by
Dice, Intersection-over-Union, and precision—recall performance for both void and phase
segmentation tasks?

RQ4 (Generalisation across composite systems). When trained on a combined dataset
of carbon bre and ax bre composites, can any single model generalise reliably across
these distinct microstructural domains, or do particular architectures exhibit systematic bias
or over tting to one material system?

RQ5 (Speed-accuracy trade-off). What is the practical balance between segmentation
accuracy and computational ef ciency for each model, in terms of training time, rate of
convergence to usable performance (e.g., Dice 0.90), and stability during optimisation,
and how suitable are these models for deployment in routine XCT work ows?

1.5 Objectives of the Research

O1: Unied benchmarking framework. Establish a fully reproducible preprocessing,
labelling, and training framework for segmentation of X-ray computed tomography
data. The pipeline performs slice normalisation, ground-truth mask generation,
256 256 patch sampling with consistent augmentation, and comparative evaluation
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of ve lightweight encoder—decoder architectures (U-Net++, UNet3+, Attention
U-Net, DeepLabV3+-TR, and LRASPP-TR) under identical training conditions.

0O2: void segmentation performance. Quantify the accuracy with which each
architecture detects void structures in carbon bre and ax bre composites, with
particular attention to boundary delity and the recovery of thin, ligament-like void
features that are close to the resolution limit.

03: Phase separation under low contrast. Assess the capability of each architecture
to distinguish matrix, bre, and void phases in low-contrast XCT datasets, with
emphasis on ax bre composites where bre and matrix grey values frequently
overlap.

O4: Cross-material generalisation. Determine whether a single void segmentation
model trained on a combined carbon bre and ax bre dataset can generalise
across these distinct microstructures, and identify architectures that exhibit or avoid
material-speci c over tting.

O5: Computational ef ciency and practical deployment. Compare model training
time, convergence behaviour, and inference efciency, and evaluate which
architectures offer the most favourable balance between segmentation accuracy and
computational cost for integration into routine XCT analysis work ows.

1.6 Scope of this Work

This work focuses on carbon bre and FFRP laminates and addresses two primary
segmentation tasks: (i) the detection and delineation of voids and void networks, including
small voids near the imaging resolution limit, and (ii) multi-phase segmentation of bre,
matrix, and void. All models are trained and evaluated on two-dimensional XCT slices using
strict slice-level dataset partitions, ensuring that no slice originating from the same physical
laminate appears in both training and validation. Unless explicitly noted, training and testing
are conducted within matched scanner and material domains; therefore, the analysis re ects
consistent imaging conditions. Broader cross-domain generalisation, such as changes in
scanner type, resin system, or bre architecture, is beyond the scope of this study.

The scope is also shaped by imaging and material-speci c limitations. In CFRP, bre
and matrix phases often exhibit overlapping X-ray attenuation values, resulting in low
contrast-to-noise ratios and reducing the effectiveness of thresholding and variational
segmentation methods, which motivates the use of deep learning (Sinchuk et al., 2020, p. 1).
In ax bre composites, intrinsic microstructural features such as lumens, kink bands, and
heterogeneous bre bundle packing further complicate bre/matrix boundary identi cation;
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micro-CT analyses highlight complex lumen geometries and porosity dispersion at the bre
scale (Richely et al., 2022, pp. 1, 9-10), as well as damage initiation associated with kink
bands and cortical residues at the laminate scale (Guillou et al., 2024, pp. 2, 7, 9-11).

Finally, reliable recall of small voids depends strongly on acquisition parameters. Voxel
size and exposure time have a direct in uence on detectable void size and shape delity,
and capturing micro-voids requires suf ciently ne resolution and appropriate scanning
conditions (Galvez-Hernandez, Smith, et al., 2023, pp. 4541-4545). For this reason,
segmentation performance must be interpreted and validated on a per-dataset basis, with
explicit consideration of imaging settings and underlying material microstructure.
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2 Literature Review

Chapter 2 establishes the technical context for this study by synthesising prior work
across composite materials, porosity/phase structure, XCT characterisation, and image
segmentation. It begins with an introduction to polymer-matrix composites and a concise
comparison of CFRP and FFRP in terms of constituents, laminate architecture, property
ranges, and application domains. This materials background frames the subsequent
discussion of porosity and phase structure, where voids are de ned and classi ed by
size, location, and origin - including the inherent lumen/cortex porosity of natural bres
and their manufacturing routes and morphology are linked to observed knock-downs in
matrix-dominated strengths, impact tolerance, fatigue life, and durability.

The chapter then motivates X-ray Computed Tomography (XCT) as a non-destructive
3D modality for internal architecture and defect quanti cation. Core imaging
principles are outlined alongside practical artefacts (beam hardening, ring artefacts,
noise/motion, partial-volume effects) and their mitigation at acquisition, reconstruction,
and post-processing stages. Building on this, the image-analysis pipeline is reviewed:
pre-processing (denoising, normalisation, artefact reduction), traditional segmentation
approaches (thresholding, edge/region/clustering/graph methods) and their limitations on
low-contrast heterogeneous laminates, followed by modern machine- and deep-learning
techniques (encoder-decoder CNNs and transformer variants) for delineating voids and
multiple phases in large 3D datasets.

Finally, focused prior research is synthesised on two fronts: (i) void/void detection,
contrasting classical thresholding with CNN/U-Net performance for small and low-contrast
voids, and (ii) multi-phase segmentation under near-identical grey levels, where
context-aware deep models improve boundary delity and small-feature recovery. Together,
these strands justify the methodological choices adopted in this work and provide
benchmarks and expectations against which the proposed pipeline is evaluated in the
subsequent chapters.

2.1 Overview of CFRP and FFRP Microstructures Relevant to XCT
Segmentation

Carbon- bre-reinforced polymers (CFRP) and ax- bre-reinforced polymers (FFRP)

exhibit microstructural features that directly govern load transfer, stiffness, and damage
evolution, and therefore must be accurately resolved in XCT-based analyses. In both
systems, the effective mechanical response originates from the bre—matrix architecture
and from microstructural heterogeneities introduced during manufacturing. However, their
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morphology, contrast mechanisms, and defect types differ substantially, which has direct
implications for segmentation performance.

CFRP laminates typically consist of unidirectional or woven carbon bres embedded in
an epoxy or thermoplastic matrix. At the microscale, the critical features include bre
distribution, local bre volume fraction, resin-rich regions, voids, and bre waviness.
These features produce strong mechanical anisotropy and in uence compressive strength,
transverse cracking, interlaminar shear, and delamination growth. From an imaging
standpoint, CFRP often presents low greyscale contrast between bres and matrix because
the X-ray attenuation coef cients of carbon and epoxy are similar. This overlap signi cantly
limits the accuracy of classical segmentation methods and motivates the use of data-driven
approaches capable of exploiting contextual and spatial cues rather than relying solely on
voxel intensity (Sinchuk et al., 2020).

FFRP microstructures are inherently more complex. Flax bres contain lumens, variable
cross-sectional geometry, and internal defects such as kink bands generated during
mechanical extraction and processing. The composite also contains natural porosity at both
bre and bundle scales, contributing to heterogeneous moisture sorption and anisotropic
swelling. These features create multimodal greyscale distributions in XCT data: lumens
and voids appear dark, cell walls show moderate attenuation, and the polymer matrix may
exhibit similar intensity to the bre cell wall. As a result, segmentation of FFRP requires
models capable of handling irregular geometries and phase boundaries that are not sharply
de ned (Richely et al., 2022).

Across both material systems, XCT offers a unique non-destructive route to quantify void
morphology, bre alignment, bre—matrix interface degradation, and early-stage damage.
However, the reliability of such analyses depends entirely on the quality of the segmentation.
Conventional thresholding or watershed algorithms struggle when attenuation distributions
of adjacent phases overlap, when imaging noise is high, or when microstructural features fall
below the voxel size. These limitations have accelerated the shift toward deep learning-based
segmentation, which better handles low contrast, noise, and heterogeneous morphologies.
Nonetheless, robust DL models require well-curated datasets, careful separation of slices
from different physical laminates, and evaluation strategies that re ect the actual variability
present in CFRP and FFRP microstructures.

Although these values are not as high as for carbon bre composites, ax composites
still provide a high specic stiffness per unit weight, which gets close to some glass
bre composites. Flax bres also give very good vibration damping: recent biocomposite
tests showed a ax—biopolymer laminate with a damping coef cient 149% higher than
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Table 1. Mechanical properties of ax FRP composites (data from Yan and Chouw, 2014).

Composite | Tensile | Tensile | Tensile | Flexural | Flexural Fibre
thickness | strength | modulus | strain | strength | modulus | volume
(mm) (MPa) (GPa) (%) (MPa) (GPa) | fraction (%)

2.65 102 8.0 3.6 103 5.9 53.8
5.30 125 9.2 4.4 128 8.5 55.7
3.25 106 8.7 3.7 109 6.0 54.2
6.50 134 9.5 4.3 144 8.7 55.1

the carbon—biopolymer counterpart at 1 Hz (i.e., about 2:5) (Margoto & Milani, 2025,

p. 10). This becomes valuable for uses where reducing noise and vibration matters. Flax
bres are also less brittle; FFRP specimens show more gradual failure, like bre pull-out
or delamination, and higher impact energy absorption compared to CFRP, though ultimate
strength stays lower (Margoto & Milani, 2025, pp. 1-2, 10). Hybrid composites with ax
and carbon use this to advantage: replacing only 15% of ax with carbon increased tensile
strength by 130% and modulus by 90% in a woven biocomposite, while keeping superior
damping versus full-carbon at low frequency (Margoto & Milani, 2025, p. 10).

Thermal and environmental behaviour : ax bres do not handle high temperatures as
well as carbon; initial thermal decomposition for these biocomposites was reported from
209-357 °C (Margoto & Milani, 2025, p. 10), and moisture uptake can weaken the
bre—matrix interface, lowering mechanical properties. Indeed, ax/epoxy laminates showed
large drops in exural modulus/strength under 100% RH and water immersion, and ax
panels burned completely under cone calorimetry, whereas comparable CFRP retained a
carbon- bre residue (Maccaferri et al., 2022, pp. 1-3). In general, FFRPs are stiff and
also well-damped materials, though it is necessary to apply careful design steps like bre
treatments or hybridisation to achieve reliability under tough conditions.

Sustainability and Uses of FFRP: One of the main reasons for using ax bre composites
is actually their sustainability (Kamarudin et al., 2022, p. 2). Flax is a renewable for
sure, and, biodegradable bre, also, it usually needs less energy for production than what
synthetic bres require, so using ax instead of carbon or glass can really lower the
environmental impact for a composite (Kamarudin et al., 2022, pp. 19, 24). Figure 1
illustrates the sustainability lifecycle of NFRPCs from photosynthesis and bre extraction
through composite production to end-of-life composting/land Il.

These ax reinforced polymers have started to get more attention, especially in “green”
composites for car parts and construction jobs where less weight and being easier to recycle
are needed (Naik, Kumar & Kaup, 2022, pp. 2-6). With natural bre composites, there are
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Figure 1: Sustainability lifecycle of natural bre reinforced polymer composites (NFRPCs),
showing the circular ow from photosynthesis, extraction of bre, composite production,
and back to composting/land Il. Adapted from Kamarudin et al. (2022, Fig. 1).

also some extra bene ts like lower abrasiveness, which makes machining easier, and in many
cases the cost is lower too (Kamarudin et al., 2022, p. 2). In the last decade, researchers have
said there's been fast growth in how much people use natural bre polymer composites.
At the same time, better treatment methods and new bio-based resin systems have helped
these materials perform better (Vigneshwaran et al., 2020, pp. 1-2). For instance, after
surface changesto ax bres and when new bio-resins get used, the connection between bre
and matrix improves, so does the moisture resistance, which allows FFRPs to work longer
outdoors (Kamarudin et al., 2022, pp. 13—-19). Most experts expect FFRPs could take the
place of or be added to traditional FRPs for non-critical parts, inside panels, and secondary
structures, especially since industry now focuses a lot on being more sustainable (Naik,
Kumar & Kaup, 2022, pp. 2-5). Flax composites (being organic) exhibit worse overall re
performance. Cone calorimetry shows complete burning with higher heat release, whereas
comparable CFRP retains a carbon- bre residue (Maccaferri et al., 2022, pp. 2-3).. These
things are still being studied. In short, it is true that ax bre reinforced polymers offer a

mix of light weight, good damping. Also, they are better for the environment, making them
promising for composite uses where people want performance and sustainability at the same
time (Kamarudin et al., 2022, pp. 2-3, 23).

2.1.1 Applications of Fibre-Reinforced Polymer Composites

Fibre-reinforced polymer composites (FRPCs) are now integral to multiple engineering
sectors, driven by their high speci c stiffness and strength, corrosion resistance, and design
versatility. Their adoption continues to expand as industries seek weight reduction, improved
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durability, and sustainability across structural applications (VeresaBate, 2025).

Transportation. Transportation remains the largest market for FRPCs, particularly in
aerospa-

ce and automotive engineering. In aerospace, carbon- and glass- bre composites are
widely used in wings, fuselages, and primary load-bearing components. Modern aircraft
such as the Airbus A350 and Boeing 787 use over 50% composite materials by weight,
achieving approximately 20-30% mass reduction relative to aluminium structures, with
concurrent improvements in fuel ef ciency and corrosion resistance (Parveez et al., 2022).
In the automotive sector, FRPC use extends from structural and exterior parts to interior
components. Natural bre composites ( ax, hemp, kenaf) are increasingly employed in door
panels, dashboards, and seat backs to meet circular economy and end-of-life requirements
(Naik, Kumar & Kaup, 2022). Overall, transportation continues to lead FRPC innovation
under stringent weight and sustainability targets.

Construction and Infrastructure. FRPs are increasingly replacing steel in civil structures

due to their corrosion resistance and long service life. Glass and basalt FRP rebars are now
used in bridges, parking decks, and marine-exposed concrete to prevent rebar corrosion
(Qureshi, 2023). Externally bonded CFRP and GFRP sheets or wraps are standard for
strengthening or rehabilitating columns, beams, and masonry walls, particularly in seismic
regions. Prefabricated FRP decks and footbridges further demonstrate rapid installation and
reduced maintenance demands. Continued development of design codes has accelerated FRP
implementation, positioning civil infrastructure as a major growth area for composites (Veres

& Tanase, 2025; Qureshi, 2023).

Energy, Marine, and Other Sectors. In renewable energy, bre composites are
indispensable for wind turbine blades, enabling long, lightweight, and fatigue-resistant
designs, often combining glass and carbon reinforcements for optimal stiffness (Firoozi,
Hejazi & Firoozi, 2024). In the marine sector, GFRP dominates hulls and decks due to its
corrosion resistance and formability (Phiri et al., 2024). Composites also appear in offshore,
oil and gas, and recreational products such as bicycles, rackets, and skis, where tailored
stiffness and damping are essential. Across all sectors, thermoset FRP recycling remains
a major challenge; mechanical recycling routes are feasible but often lead to bre length
reduction and matrix degradation, motivating research into thermoplastic and bio-based
alternatives (Pietroluongo et al., 2020; Veres &nase, 2025).
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Figure 2: Current market distribution of FRP composites across major sectors. Adapted from
Amran et al. (2018, Fig. 12, p. 229).

2.2 Porosity and Phase Structure in Composites

Porosity in bre-reinforced polymers (FRPs) encompasses a broad spectrum of void
morphologies and scales that originate from both material- and process-induced phenomena.
In synthetic systems such as CFRP and GFRP, voids arise predominantly from entrapped air,
volatiles, and incomplete resin impregnation during curing or consolidation. In natural bre
composites (e.g., FFRP), additional porosity is intrinsic to the bre microstructure itself,
particularly within the lumens and between bre cell walls, resulting in hierarchical void
networks that are partly unavoidable (Richely et al., 2022; Sinchuk et al., 2020).

Porosity can be categorised by characteristic size and spatial occurrence. Microvoids
(< 10 mm) often occur within the resin-rich regions and at bre—matrix interfaces due
to inadequate wetting or gas release. Macrovoids (> 10 mm) typically form between
plies or bre tows when resin ow is hindered under insuf cient pressure or non-uniform
temperature gradients. In woven and unidirectional laminates, porosity may thus appear
as: (i) intraply voids within bre bundles; (ii) interply voids between stacked plies; and
(i) interfacial voids concentrated at bre—matrix boundaries. In FFRPs, lumen and cortex
porosity inherent to the bre anatomy coexist with process-induced defects, leading to highly
heterogeneous void distributions across scales.

The principal manufacturing pathways responsible for void formation include air entrapment
during lay-up, moisture desorption from bres or prepregs, and volatile generation during
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curing. The rheological behaviour of the resin and the applied pressure—temperature cycle
governs void collapse or coalescence. Low resin viscosity and proper vacuum or autoclave
pressure facilitate bubble evacuation, whereas high viscosity or premature gelation traps
gas pockets within the matrix. Cure kinetics, resin ow front instability, and inadequate
degassing are therefore directly linked to the nal void morphology and volume fraction
(Krause et al., 2018; Thomason, 2019).

The mechanical implications of porosity are consistently detrimental. Voids reduce
load-bearing cross-section, disrupt stress transfer, and concentrate local stresses, causing
systematic reductions in matrix-dominated properties such as interlaminar shear strength
(ILSS), transverse and compressive strength, and impact resistance (Naik, Kumar & Kaup,
2022; Veres & hBnase, 2025). Fatigue performance is particularly sensitive: cyclic
loading promotes void growth and coalescence, accelerating matrix cracking and interfacial
debonding. Even modest void contents (1-3%) can lead to measurable knockdowns
in stiffness and strength, underscoring the need for stringent void control and accurate
guanti cation.

Given their three-dimensional and spatially variable nature, voids cannot be reliably assessed
by 2D microscopy alone. X-ray computed tomography (XCT), therefore, plays a central role
in modern composite characterisation, enabling volumetric mapping of void size, shape, and
distribution prior to mechanical testing or property modelling. The rigorous XCT-based
guanti cation of porosity serves as an essential prerequisite for correlating manufacturing
parameters with performance and for establishing microstructure—property relationships in
both synthetic and natural FRPs.

2.2.1 Types and Classi cation of Porosity

Porosity in bre-reinforced polymers (FRPs) encompasses a range of void morphologies and
spatial occurrences that depend on both material architecture and processing conditions. It
is conventionally regarded as an undesired third phase that degrades stiffness, strength, and
fatigue life (Jang et al., 2023; Dhimole, Serrao & Cho, 2021). The total void content in
structural laminates is typically kept below 1-2 vol.% through vacuum-assisted or autoclave
curing; higher levels generally result in measurable knockdowns in matrix-dominated
properties.

In synthetic systems such as carbon- bre-reinforced polymers (CFRPS), voids are commonly
classi ed by size and by location. Microvoids (< 10 mm) originate within bre bundles or at
bre—matrix interfaces due to incomplete impregnation or trapped gases, while macrovoids
(> 10 mm) form between plies or tows under non-uniform resin ow or insuf cient
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compaction pressure (J. Chen, Yin & Jin, 2022; Elkolali et al., 2022). Their morphology

ranges from near-spherical bubbles to elongated voids aligned with the bre direction,
depending on local rheological and thermal gradients. Figure 3 schematically illustrates
the principal void types and their formation mechanisms.

Figure 3: Typical void formation mechanisms in liquid composite moulding and
classi cation by size, morphology, and location (Mehdikhani et al., 2019, Fig. 1).

Natural- bre-reinforced polymers (NFRPs), particularly ax- bre-reinforced polymers
(FFRPs), exhibit additional inherent porosity arising from the biological structure of the
bres. Each ax bre contains an internal lumen, a longitudinal hollow channel, surrounded
by the cortex layer containing micro-voids and irregular cell-wall features. These lumen and
cortex voids coexist with process-induced porosity and persist even under optimal processing
conditions (Parodo et al., 2024). As a result, FFRPs typically present total porosity values an
order of magnitude higher than those of CFRPs, often reaching up to 10 vol.% in ax/epoxy
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laminates (Calabrese et al., 2023). Hybrid con gurations combining natural and synthetic
plies (e.g., ax—glass or ax—carbon) can partially mitigate this effect by improving resin
ow and reducing interfacial voids, though the internal lumens remain intrinsic to the natural
reinforcement.

Overall, porosity in composites can thus be classi ed by:
(i) Size (micro- and macro-voids);

(i) Location (intraply, interply, interfacial); and

(iif) Origin (process-induced or bre-inherent).

Recognising these distinctions is critical for XCT-based segmentation, since each
class exhibits distinct greyscale attenuation, geometry, and connectivity characteristics.
Understanding porosity taxonomy provides the foundation for subsequent analyses of void
guanti cation and its correlation with mechanical performance.

2.2.2 Morphology and Spatial Distribution of Voids

Beyond origin and location, porosity in bre-reinforced polymers is also characterised by

its morphology and spatial distribution. The shape, size, and clustering of voids strongly

in uence the local stress eld and, therefore, the mechanical performance of the composite.
During autoclave or vacuum-assisted curing, voids typically appear near-spherical or slightly
oblate, as gas bubbles shrink under applied pressure and elevated temperature. In contrast,
high-pressure resin transfer moulding (RTM) or automated bre placement (AFP) can
produce more elongated, interconnected voids, particularly along bre paths where local
resin starvation or race-tracking occurs (Bodaghi et al., 2020).

Quantitatively, voids are often described by equivalent diameter, aspect ratio, or sphericity.
Their morphology depends on processing conditions, resin rheology, and pressure evolution
during gelation. Studies on high-performance thermoplastic composites manufactured via
AFP have reported that the majority of voids fall within 1-7 pum in diameter and exhibit
near-spherical geometries, while larger and more elongated voids occasionally form between
plies or tow interfaces (Y. Zhang et al., 2025; J. Zhang et al., 2023; Z. Chen, Peng &
Xiao, 2022). Such morphological differences are crucial, as attened or interconnected
voids generate local stress concentrations and promote matrix cracking under transverse or
interlaminar loading.

The spatial distribution of voids provides complementary insight into material quality.
Uniformly dispersed microvoids may have limited local effects, whereas clustered voids
or resin-starved zones act as critical sites for damage initiation. Advanced characterisation
tools such as micro-computed tomography (micro-XCT) enable three-dimensional mapping
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of void populations, quantifying local void volume fraction, size distribution per ply, and
nearest-neighbour distances (Z. Chen, Peng & Xiao, 2022). These analyses reveal that
porosity is not only a scalar quantity but a multivariate descriptor involving void size,
morphology, and spatial arrangement all of which govern the onset and progression of
damage in CFRP and FFRP laminates.

In summary, the classication of porosity extends beyond simple volume fraction to
encompass its geometrical and spatial characteristics. Accurate quanti cation of these
features is therefore essential before correlating void formation mechanisms with their
mechanical consequences.

2.2.3 Origin of voids in Manufacturing

Voids in bre reinforced composites can come from many places during manufacturing.
Anything that keeps resin from soaking all the bres, or brings gas into the material, can
make porosity (J. Chen, Yin & Jin, 2022, pp. 4, 14). One common cause is air getting trapped
during layup or infusion. In hand lay up, resin transfer molding (RTM), and vacuum-assisted
resin infusion (VARI), air might stay stuck in the bre bundle or between layers if it is not
pulled out before or while resin ows. When two resin fronts meet and surround air that has
not escaped, the air becomes a void after the resin hardens (Dhimole, Serrao & Cho, 2021,
J. Chen, Yin & Jin, 2022, pp. 4-6). Sometimes, the vacuum pump is weaker or the vacuum
bag leaks. This means air does not fully leave the laminate. Also, in autoclave processing,
where both vacuum and pressure are used, there can still be some air left inside. This is seen
more often in areas with complicated shapes or where layers of material overlap each other.
For this reason, aerospace prepreg layups use extra vacuum steps after each new layer, just
to get rid of as much trapped air as possible before the nal cure (Dei Sommi et al., 2023,

p. 6).

Another big reason for voids is gas and water in the resin or bres. Most thermoset resins
have little dissolved air or volatile chemicals. When curing and heating, these gases can
come out of the liquid and form bubbles (Dei Sommi et al., 2023, p. 2). Moisture is also a
key problem in CFRP and FFRP. If bres have water inside, it can turn to steam during cure
and make voids (Ciardiello, Benelli & Paolino, 2024, pp. 17, 18). Ciardiello et al. found
that ax fabrics with normal air moisture gave many more voids in the nished material than
dry fabrics. Their tests showed using ax with usual moisture made void content from 2.4
to 4.6 percent, but drying the bres overnight dropped this to about 0.4 percent (Ciardiello,
Benelli & Paolino, 2024, pp. 7, 17). This means water inside the bre can turn into gas
during curing and make voids unless it is removed before. CFRP prepregs can have this as
well. If stored wrong, they take in air moisture and make porosity later on (Dei Sommi et al.,
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2023, p. 2). In fact, Dei Sommi et al. created a model that can predict “porosity from water”
in autoclave-cured CFRPs, showing that even at regular cure pressures, a little moisture can
make voids if the material saw humid air before being cured (Dei Sommi et al., 2023, p. 5).

Another reason for voids comes from the resin itself and how it reacts while curing. If the
resin is thick or gets hard very quickly, it can trap bubbles. Thick resin just doesn't always
move into every gap between the bres, so small spaces may get left behind (Elkolali et al.,
2022, p. 2). If it sets really fast, like some snap-cure epoxies, bubbles don't have much
time to rise up or go away, so they just stay there. That's why, in a lot of cases, the process
includes a step at a lower or middle temperature rst. It keeps the resin thin and lets more
bubbles move out before the part gets hard. If this time is skipped or heat goes up too fast, the
nal piece often has more voids. Figure 4 shows that increasing layup temperature markedly
reduces voidage in ATL-processed UD carbon/epoxy from 7:4 % at40 2:1 % at 70C.

Figure 4: In uence of the laying temperature on voidage for a UD carbon/epoxy composite
processed by ATL with out-of-autoclave cure: (a) at 40 °C the voidage is 7:4%; (b) at
70 °C the voidage is 2:1% (Mehdikhani et al., 2019, Fig. 9).

Some resins even make their own gas while curing. Polyesters or vinyl esters can give off tiny
molecules like styrene. If there's no vacuum or not enough venting, these little gas bubbles
turn into more voids. Some epoxies can give off water or amines too, if the chemistry is
off. Manufacturers try to control the pressure and how fast resin moves to ght this. More
pressure can help by squeezing gas out or making resin get everywhere (Z. Chen, Peng &
Xiao, 2022, p. 8).

In RTM/HP-RTM, pushing pressure or ow too high can drive bre washout and
unfavourable void formation; careful limits are needed. For CF/PEEK, moulding pressure
increases from 0.6 to 1.4 MPa reduced porosity ( 1.2% at 0.6 MPa to the lowest at 1.4 MPa);
separately, HP-RTM CFRP tests show higher injection ow rate raises void counts (Z. Chen,
Peng & Xiao, 2022, Fig. 6b, p. 8, Table 3, p. 10).
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In the end, most porosity comes from air trapped from outside, gases made inside, or resin
that doesn't soak all the bres (could be from thick resin, quick set, or packed bres). Lots

of research has tried to x these (Elkolali et al., 2022, p. 2); (Parodo et al., 2024, pp. 6-7).
People try things like heating bres, removing air from resin, shaking molds while lling, or
changing the cure plan (Parodo et al., 2024, pp. 6-7). In one study, Parodo et al. (2024, p. 7)
showed that turning on the vacuum before heating helped get out moisture and air before
the resin melted, so there were fewer voids later (Ciardiello, Benelli & Paolino, 2024, pp. 7,
17). Basically, stopping voids means working on every step, less gas, steady pressure, careful
resin ow, and keeping bres clean and dry.

2.2.4 Effects of Porosity on Mechanical Properties

Porosity is a well-established source of performance degradation in bre-reinforced
polymers (FRPs), particularly for matrix-dominated properties such as interlaminar shear
strength (ILSS), compressive strength, and exural strength (Elkolali et al., 2022; J. Chen,
Yin & Jin, 2022). The severity of these knockdowns depends strongly on void content,
morphology, and distribution. In CFRP laminates, even small porosity levels ( 1 vol:%)
can reduce ILSS by 5-10% relative to void-free specimens (Elkolali et al., 2022). Systematic
studies report progressively larger reductions of approximately 15%, 30%, 40%, and 45%
for 1.0%, 1.5%, 2.0%, and 2.5% void contents, respectively (Shi et al., 2024). Accordingly,
acceptance limits for primary aerospace-grade CFRP structures typically range between
1.5-2.0 vol.%, while values exceeding 4 vol.% are associated with signi cant performance
loss.

The detrimental in uence of voids arises from local stress concentrations that disrupt the
bre—matrix load path and facilitate crack initiation under shear or transverse loading.
Matrix-dominated properties are the most affected: compressive and interlaminar strengths
typically decrease by several percents for each additional 1% porosity, with experimental
results showing 16% reduction at +6% voids and 30% loss when void content
increases from 5% to 10% (Mehdikhani et al.,, 2019). Fibre-dominated responses, such
as longitudinal tensile modulus, remain comparatively insensitive at low void fractions,
but higher porosity promotes bre—matrix debonding, local buckling, and premature failure
once void coalescence becomes signi cant (Mehdikhani et al., 2019). Figure 5 summarises
representative ILSS—void correlations, showing typical 5-7% strength reduction per 1%
additional porosity and the in uence of curing pressure.

Porosity also degrades tensile strength and ductility by providing preferential sites for crack
nucleation and propagation. As void content increases from 0 to 2.5 vol.%, the transverse
tensile strength and fracture strain of CFRP have been reported to drop by 34% and 35%,
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respectively, with fracture behaviour transitioning from pseudo-ductile to brittle (Y. Zhang
et al., 2025). At very low porosity (< 0:5 %), voids remain suf ciently isolated that local
stress elds do not interact; beyond 1 2 %, voids become suf ciently close for cracks to
link rapidly, causing early failure.

Compressive strength is typically more sensitive to voids than tensile strength because axial
compression failures, microbuckling and kink-banding, are governed by matrix constraint
and bre alignment. Voids reduce the surrounding matrix stiffness, promote local bre
misalignment, and trigger premature kink-band nucleation. Consistent with this mechanism,
compressive strength reductions exceeding 30% have been observed at 2.5 vol.% porosity in
high-performance CFRPs (Y. Zhang et al., 2025; Mehdikhani et al., 2019; X. Wang et al.,
2021). Historical data con rm a monotonic decrease in compressive strength with rising
voidage, with the most pronounced effects linked to attened interlaminar voids (Uhl et al.,
1988; Mehdikhani et al., 2019). These ndings collectively highlight the critical role of
void morphology and volume fraction in governing composite performance and justify the
rigorous porosity control and XCT-based characterisation adopted in modern manufacturing.

Figure 5: Effect of void content (%) on interlaminar shear strength (MPa). Symbols indicate
autoclave pressures (3.4, 6.9, and 10.3 bar). From (Elkolali et al., 2022, Fig. 1).
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2.3 X-ray Computed Tomography (XCT) in Composite Analysis

X-ray computed tomography (XCT) has become an indispensable non-destructive technique
for three-dimensional characterisation of bre-reinforced polymer composites. By acquiring
a series of two-dimensional radiographic projections at multiple angular positions and
reconstructing them into virtual slices, XCT enables volumetric visualisation of the internal
microstructure without physically sectioning the material. The resulting datasets capture
bres, voids, cracks, inclusions, and other heterogeneities with micrometre-scale resolution,
providing an essential link between manufacturing parameters, microstructural integrity, and
mechanical performance (Stock, 2008; Garcea, Y. Wang & Withers, 2018; Naik, Kumar &
Kaup, 2022).

For synthetic systems such as CFRP, XCT reveals features including bre waviness, local
bre volume fraction, resin-rich zones, and void morphology, whereas in natural- bre
composites (FFRP), it additionally exposes lumen porosity, kink bands, and bre-bundle
heterogeneity. Such information is critical for correlating microstructural variations
with strength, toughness, and failure mechanisms, and for validating numerical or
machine-learning-based models of composite behaviour.

Like all X-ray-based imaging techniques, XCT data are subject to acquisition and
reconstruction artefacts that may obscure or distort microstructural details. Common
artefacts include beam hardening, ring artefacts, photon noise, motion blur, and partial
volume effects at phase boundaries (Salvo et al., 2003). Their mitigation requires
optimisation across all stages of the work ow:

(i) during acquisition, through proper source energy selection, lItration, exposure time, and
sample alignment;

(if) during reconstruction, by applying beam-hardening correction, ring artefact suppression,
and appropriate reconstruction lters; and

(iif) during post-processing, via noise reduction and phase contrast enhancement. Artefact
control is particularly critical in low-contrast systems such as CFRP, where bre and matrix
attenuation values are similar, and in FFRP, where biological heterogeneity adds natural
contrast variation.

XCT has consequently evolved from a purely qualitative imaging tool into a quantitative
platform for defect detection, porosity analysis, bre-orientation mapping, and digital
volume correlation (DVC) during in-situ loading. Its capability to capture representative
microstructural statistics makes it central to both research and industrial quality assurance of
composites, supporting defect quanti cation, virtual testing, and data-driven material design.
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2.3.1 XCT Imaging Principles

X-ray computed tomography (XCT) enables non-destructive visualisation of the internal
architecture of composite materials, allowing the bre, matrix, and void phases to be
examined in three dimensions without sectioning. The technique operates by acquiring a
series of radiographic projections at multiple angular positions around the specimen. These
projections are then computationally reconstructed, typically using Itered back-projection
or iterative algorithms, into a three-dimensional greyscale volume composed of voxels whose
intensities represent local X-ray attenuation coef cients (Withers et al., 2021; Rawson et al.,
2020). Figure 6 schematically illustrates a cone-beam XCT con guration comprising an
X-ray source, rotating specimen stage, and at-panel detector used to collect the projection
series for tomographic reconstruction.

Figure 6: Cone-beam XCT geometry (source, rotating specimen, at-panel detector).
Adapted from (Ali, Umer, et al., 2019, g. 1, p. 2).

The resulting virtual slices provide a volumetric representation of the microstructure,
with resolutions ranging from a few tens of micrometres (laboratory micro-XCT) down

to the submicrometre scale (synchrotron-based XCT). This enables the identi cation and
guanti cation of defects such as voids, delaminations, bre waviness, and microcracks in
CFRP and FFRP laminates (Naresh et al., 2020; J. Chen, Yin & Jin, 2022). Unlike traditional
destructive or planar techniques (e.g., optical microscopy or ultrasonic C-scans), XCT
provides the full 3D morphology and spatial connectivity of defects, information critical

for understanding complex, anisotropic materials where features may overlap or evolve in
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Figure 7. Laboratory micro-CT (XCT) system showing source—stage—detector layout.
Adapted from (Ali, Umer, et al., 2019, g. 2a, p. 3).

depth.

XCT's versatility lies in its capacity to extract multiple microstructural descriptors from a
single dataset. Through appropriate image processing, one can quantify bre orientation,
void content, bre volume fraction, or crack networks using the same reconstructed volume
(J. Chen, Yin & Jin, 2022; Salling et al., 2022). Modern laboratory micro-focus systems
routinely achieve voxel sizes between 1-50 um, enabling inspection of single bre bundles
and small void clusters, while synchrotron XCT offers superior spatial resolution and
temporal capability for in-situ or “4D” studies (Withers et al., 2021). Figure 7 shows a
typical laboratory XCT setup used for micrometre-scale characterisation.

Today, XCT serves as a core tool for both research and industrial applications. In aerospace
and automotive manufacturing, it supports quality assurance and process validation by
detecting resin-starved regions, bre misalignment, and dry spots in resin-transfer-moulded
or pultruded parts (Naresh et al., 2020). In research environments, XCT underpins damage
evolution studies under mechanical loading, virtual testing, and data-driven modelling
of composite microstructures. These capabilities have established XCT as the reference
technique for 3D characterisation of bre-reinforced polymers.
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2.3.2 X-ray CT Artefacts and Correction Techniques in Composite Imaging

Although XCT provides unparalleled access to the internal structure of composites, image
guality can be compromised by several artefacts that distort grey-level values and complicate
guantitative analyses such as porosity measurement or defect segmentation. The most
common artefacts include beam hardening, ring artefacts, photon noise, motion blur,
metal streaks, and partial-volume effects. Their origins and mitigation strategies must be
considered at all stages, acquisition, reconstruction, and post-processing, to ensure reliable
interpretation (Barrett & Keat, 2004; Boas & Fleischmann, 2012; Rashidi et al., 2020).

Beam hardening. Polychromatic X-ray sources cause lower-energy photons to be
absorbed preferentially as they traverse the specimen, resulting in a darker central region
(cupping) and bright streaks near high-attenuation interfaces (Barrett & Keat, 2004;
Boas & Fleischmann, 2012). Beam-hardening artefacts are minimised through source
ltration, optimal energy selection, and beam-hardening correction during reconstruction.
In composite materials, where the attenuation contrast between bre and matrix is moderate,
the effect is weaker than in metals but can still bias quantitative void or crack measurements
(Rashidi et al., 2020).

Ring artefacts. Rings appear as concentric circular patterns in reconstructed slices due
to non-uniform or drifting detector pixel responses (Sijbers & Postnov, 2004). Correction
strategies include detector calibration and at- eld normalisation, averaging of multiple at
elds, and sinogram-domain stripe suppression prior to reconstruction (Prell, Kyriakou &
Kalender, 2009). Recent learning-based approaches employ convolutional and recurrent
neural networks or wavelet-domain residual networks to remove ring patterns while
preserving microstructural detail (Yuan et al., 2021; Fu et al., 2023). Best practices combine
stable acquisition, sinogram Itering, and modern learning-based ring correction. Figure 8
shows an example of ring suppression in a composite XCT slice.

Noise, motion, and metallic artefacts. Photon noise and sample motion reduce contrast
and sharpness, particularly in long scans or in-situ experiments. Increasing exposure time,
projection count, and mechanical stability signi cantly improves the signal-to-noise ratio.
Post-processing lters such as median, bilateral, or non-local means (NLM) can further
suppress noise, though they must be applied conservatively to avoid erasing ne voids
or microcracks (Boas & Fleischmann, 2012; Buades, Coll & Morel, 2005). Metallic
inserts or sensors generate streak artefacts; these can be alleviated using metal artefact
reduction (MAR) techniques that segment metallic regions and perform sinogram inpainting
or iterative polychromatic reconstruction. Dual- or multi-energy CT can additionally
generate “virtual” monoenergetic datasets that reduce beam-hardening and streaks while
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Figure 8: Ring artifact removal in XCT: Left input with rings; Right corrected output using
a deep learning—based method (Nguyen et al., 2023, Fig. 2).

maintaining edge de nition (Prell, Kyriakou & Kalender, 2009; Precious, Raju & Leipsic,
2014). Figure 9 illustrates histogram homogenisation after noise Itering.

Figure 9: Original (a—c) vs. median- ltered (d—f) XCT micrographs with corresponding
grey-value histograms; median ltering increases intraphase homogeneity and simpli es
threshold selection (Galvez-Hernandez, Gaska & Kratz, 2021, Fig. 3, pp. 8-9).



37

Partial-volume effects. When a voxel spans more than one phase (e.g., bre—matrix or
void—matrix interface), its greyscale intensity represents an average attenuation, producing
blurred boundaries and ambiguous thresholds. This is a key limitation for quantitative XCT,
particularly in composites with ne microstructural features. Mitigation includes increasing
resolution so that voxel size is smaller than the features of interest, or using dual-energy and
phase-contrast imaging to enhance edge visibility (Maire & Withers, 2014). Computational
corrections, such as grey-weighted interpolation and sub-voxel edge re nement, can improve
local quantitative accuracy (Bull, Sinclair & Spearing, 2013). Validation of porosity or
crack measurements against independent techniques (ultrasound, gravimetry, or destructive
sectioning) remains recommended (Shoukroun et al., 2023; B. Yu et al., 2016).

Material-speci ¢ considerations. In CFRPs, artefacts are typically moderate owing to
comparable attenuation between carbon bres and polymer matrices, though ring and
partial-volume effects can hinder precise void detection. In contrast, natural- bre composites
(e.g., ax/epoxy) exhibit stronger intrinsic contrast variability due to lumens and cell-wall
heterogeneity. Synchrotron micro-CT enables sub-micrometre resolution of such features,
capturing lumen porosity, kink-band formation, and bre cell morphology that govern
damage initiation and progression (Morgillo et al., 2025; Guillou et al., 2024). Recent studies
demonstrate that kink-band defects can dominate failure behaviour, underscoring the need
for high-resolution XCT and combined validation with optical or ultrasonic techniques (de
Kergariou et al., 2021; Rajakumaran et al., 2025).

2.4 Image Analysis and Segmentation

Quantitative analysis of X-ray computed tomography (XCT) data requires a robust
image-processing pipeline capable of transforming raw reconstructions into reliable
phase-segmented volumes. This process typically involves three stages: (i) pre-processing
to enhance image quality, (i) segmentation to separate material phases, and (iii)
post-processing and validation to ensure consistency and reproducibility. The accuracy
of porosity quanti cation, bre—matrix boundary de nition, and microstructural metrics
depends critically on each step of this work ow.

Pre-processing. Prior to segmentation, XCT volumes must be corrected for residual
artefacts and noise to improve phase separability. Common operations include denoising
through median, bilateral, or non-local means lIters; contrast and bit-depth normalisation
to standardise greyscale distributions; and artefact correction such as ring suppression or
beam-hardening compensation (Boas & Fleischmann, 2012; Sijbers & Postnov, 2004).
Histogram equalisation or adaptive contrast enhancement can further improve the visibility
of low-contrast features, especially in carbon- and ax- bre composites where bre and
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matrix attenuation values are similar. Careful tuning of these lters is essential to preserve
small voids and ne cracks while enhancing the signal-to-noise ratio.

Classical segmentation approaches. Traditional segmentation methods rely on voxel
intensity or local gradients to distinguish material phases. Global thresholding (e.g., Otsu,
Yen, or entropy-based algorithms) is widely used for homogeneous systems but fails when
grey-level distributions overlap. Local or adaptive thresholding compensates for illumination
gradients but can introduce bias near bre-rich regions. Edge- and region-based algorithms
(e.g., Canny, watershed) or clustering and graph-based approaches (e.g., k-means, fuzzy
c-means, Markov random elds) can capture more complex boundaries. Yet, they remain
sensitive to noise and partial-volume effects (Sezgin & Sankur, 2004; Richely et al., 2022;
Sinchuk et al., 2020). These methods therefore, require substantial manual supervision and
are often inadequate for low-contrast or heterogeneous composites such as FFRPs.

Learning-based segmentation. Recent advances in machine learning and deep learning
have signi cantly improved the reliability of XCT segmentation. Convolutional neural
networks (CNNs) and U-Net architectures learn hierarchical features directly from
voxel neighbourhoods, enabling contextual differentiation of bre, matrix, and void
even under noisy or variable contrast conditions (Ronneberger, Fischer & Brox, 2015;
Sinchuk et al.,, 2020). Three-dimensional U-Nets and attention-augmented variants
capture volumetric continuity and have demonstrated strong generalisation across similar
material domains. Transformer-based models further extend this by integrating long-range
dependencies, improving boundary delineation and robustness to artefacts. Training
typically employs manually annotated XCT slices, with performance evaluated via Dice
or Intersection-over-Union (loU) metrics. Once trained, these models can process large
3D volumes ef ciently and reproducibly, reducing the subjectivity and time associated with
manual segmentation.

In summary, modern XCT analysis pipelines combine physics-based pre-processing with
data-driven segmentation to achieve accurate phase separation in CFRP and FFRP. Deep
learning-based approaches now represent the state of the art, offering superior robustness
to imaging artefacts, microstructural variability, and low contrast, thereby providing a
reliable foundation for quantitative porosity characterisation and microstructure—property
correlation.

2.4.1 Pre-processing Techniques

Pre-processing of X-ray computed tomography (XCT) data is a critical step for enhancing
image quality prior to segmentation. Raw reconstructions typically contain photon noise
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and residual artefacts that obscure ne features such as voids, cracks, and bre boundaries.
Appropriate ltering, normalisation, and artefact correction signi cantly improve the
signal-to-noise ratio and visual separability of material phases.

Denoising is usually the rst step. Median and non-local means (NLM) Iters are widely
used to suppress noise while preserving edges. Median lters effectively remove impulsive
(salt-and-pepper) noise, whereas NLM ltering averages intensity patches across the image
based on local similarity, maintaining ne structural details such as void boundaries (H. Chen
et al., 2023; H. Zhang et al., 2017; Li, L. Yu, et al., 2014). These operations are commonly
implemented in commercial and open-source software such as VGStudio MAX, Avizo, and
FIJI (ImageJ).

After denoising, intensity normalisation enhances contrast and prepares data for quantitative
segmentation. High bit depth reconstructions (often 16-bit) are frequently rescaled to
8-bit representations to reduce le size and improve dynamic range utilisation. Histogram
stretching or equalisation increases phase contrast, making bre—matrix interfaces and voids
more distinguishable (Galvez-Hernandez, Gaska & Kratz, 2021). Artefact suppression
particularly for ring and beam-hardening artefacts can be achieved using calibration
procedures, sinogram ltering, or wavelet—-FFT corrections (Munch et al., 2009; Barrett
& Keat, 2004; Sijbers & Postnov, 2004). When carefully tuned, these operations yield
smoother histograms and clearer phase boundaries, substantially improving the accuracy
and reproducibility of subsequent segmentation.

2.4.2 Traditional Segmentation Methods

Traditional segmentation techniques aim to distinguish bre, matrix, and void regions
primarily through voxel-intensity analysis. The most widely applied approach is
thresholding, in which voxels are classi ed according to a chosen greyscale cutoff separating
air and solid phases. Thresholds may be determined manually from the intensity histogram or
automatically using algorithms such as Otsu's method, which maximises inter-class variance
(Otsu, 1979). While thresholding is computationally simple and remains common in
porosity estimation, its reliability depends on distinct bimodal histograms. In heterogeneous
composites, particularly when bre and matrix attenuation overlap or partial, volume effects
blur boundaries, global thresholding often leads to over- or under-segmentation, merging
voids with noise or missing small defects (Sahoo et al., 1988; Galvez-Hernandez, Gaska &
Kratz, 2021).

More advanced classical methods exploit spatial and gradient information. Edge-based
algorithms (e.g., Canny) detect boundaries via intensity gradients; region-based approaches
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such as watershed segmentation treat greyscale images as topographical surfaces,
partitioning them according to gradient minima to separate touching features (H. Chen et al.,
2023). Clustering methods like k-means or fuzzy c-means group voxels with similar intensity
statistics, while graph-cut algorithms minimise an energy function to maintain smooth and
connected phase boundaries. Texture-based segmentation, employing descriptors such as the
grey-level co-occurrence matrix (GLCM), can further distinguish materials by local textural
features (Haralick, Shanmugam & Dinstein, 1973). Specialised active-contour or level-set
models have been adapted for dif cult cases, e.g., mapping crack networks in low-contrast
XCT data (Li & G. Zhang, 2019).

Although these approaches outperform simple thresholding by incorporating contextual
information, they remain sensitive to noise, intensity overlap, and partial-volume effects.
As a result, their robustness is limited when applied to low-contrast or highly heterogeneous
systems such as CFRPs and FFRPs. These limitations have motivated the transition toward
data-driven and learning-based segmentation frameworks, which leverage spatial context and
feature learning to achieve more reliable bre—matrix—void separation in large 3D datasets
(H. Chen et al., 2023).

2.4.3 Machine Learning and Deep Learning in Image Segmentation

Early machine learning (ML) approaches to X-ray computed tomography (XCT)
segmentation framed the task as a voxel-level classi cation problem, using manually
engineered descriptors such as greyscale intensity, local gradients, and texture statistics.
Classi ers including k-nearest neighbours (k-NN), support vector machines (SVMs), and
random forests were trained to assign each voxel to prede ned material classes based on
these handcrafted features. While these methods improved upon purely intensity-based
thresholding, their reliance on manually selected features limited generalisation across
different material systems and imaging conditions. Figure 10 schematically illustrates
the transition from handcrafted feature pipelines to convolutional architectures capable of
automated feature extraction.

The emergence of deep learning (DL) fundamentally transformed image segmentation
by replacing handcrafted features with automatically learned, hierarchical representations.
Convolutional neural networks (CNNs) learn spatially local features directly from raw image
data, enabling generalisation across varying contrast and noise levels (Ciresan et al., 2012).
CNN-based segmentation demonstrated major advances rst in biomedical and electron
microscopy applications, which subsequently accelerated adoption in materials science and
non-destructive testing (NDT).
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Figure 10: Convolutional neural network (CNN) pipeline convolutions, pooling, atten, fully
connected, and softmax steps are illustrated. Source: (Suthar et al., 2025, g. 2, p. 29).

Modern DL segmentation architectures are predominantly encoder—decoder CNNSs,
with U-Net being the canonical design (Ronneberger, Fischer & Brox, 2015).
The U-Net framework extracts multi-scale contextual information through successive
convolution—pooling operations (encoding), followed by up-sampling (decoding) to recover
ne spatial details. Skip connections bridge the encoder and decoder pathways, ensuring
accurate boundary reconstruction. Three-dimensional extensions such as 3D U-Net (Cicek
et al., 2016) further exploit volumetric continuity in tomographic data, making them
particularly suited to the analysis of large composite datasets. Numerous architectural
re nements: Residual and Dense U-Nets, U-Net++, and conditional GAN (cGAN) hybrids
can enhance boundary precision, class balance, and robustness to low contrast and
artefacts. Empirically, U-Net-based architectures have outperformed traditional variational
and clustering methods in segmenting low-contrast CFRP XCT data (Sinchuk et al., 2020).

Overall, CNN- and transformer-based deep learning models now constitute the state of
the art for automated segmentation of composite XCT data. Their capacity to learn
context-dependent and hierarchical features enables accurate delineation of bre, matrix,
and void phases across diverse imaging conditions. Figure 11 illustrates the typical
encoder—decoder structure of a U-Net with skip connections, representing the foundation
of most modern segmentation frameworks.

2.5 Previous Research

Previous research on XCT-based analysis of composites has primarily focused on two closely
related areas: (i) void (void) detection and quanti cation, and (ii) multi-phase segmentation
of bre, matrix, and inclusion domains. Traditional thresholding techniques provide only
coarse porosity estimates, often missing small or low-contrast voids and producing irregular
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Figure 11: Classic U-Net architecture (encoder—decoder with skip connections). Adapted
from (Ronneberger, Fischer & Brox, 2015, g. 1, p. 235).

boundaries. In contrast, deep learning architectures such as convolutional neural networks
(CNNs) and U-Nets have demonstrated substantially improved detection accuracy, sharper
boundaries, and greater robustness across varying porosity levels. Similarly, multi-phase
segmentation, particularly under low contrast, partial-volume effects, and near-identical
attenuation between phases, has bene ted from learning-based approaches that leverage
contextual, morphological, and textural cues to differentiate bre, matrix, cracks, and voids.
Collectively, these advances underscore the potential of data-driven segmentation for reliable
and reproducible XCT analysis of complex composite microstructures.

2.5.1 void Detection in XCT Images

Porosity detection in bre-reinforced composites remains a central challenge due to the
low contrast between resin and bre phases and the small size of process-induced voids.
Early studies relied on global or adaptive thresholding to classify low-intensity voxels
as air, yielding approximate porosity values but failing to resolve small or diffuse voids.
Noise sensitivity and intensity overlap frequently led to over-segmentation or missed voids,
motivating the shift toward machine-learning-based segmentation.

Galvez-Hernandez, Gaska & Kratz (2021) applied a deep convolutional neural network to
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segment interlaminar voids in uncured carbon/epoxy prepreg laminates and compared the
results to conventional thresholding. The CNN-based approach consistently outperformed
thresholding by accurately delineating void boundaries and detecting voids at low porosity
levels (< 2 %) where thresholding failed. It also identi ed resin-de cient (dry- bre) regions,
reducing the need for manual correction and demonstrating strong robustness across varying
porosity conditions.

Yosifov et al. (2023) extended this approach using a modied 3D U-Net architecture
for simultaneous void and bre segmentation in aerospace-grade CFRP and GFRP
components. Their model achieved over 99% accuracy, as measured by the Dice coef cient,
outperforming traditional Otsu thresholding, particularly for small voids. The study
highlighted the model's low false-positive rate and strong generalisation even with a limited
training dataset, making it highly suitable for automated porosity inspection in industrial
non-destructive testing work ows.

Similar advances have been reported in other material domains. Plessis et al. (2016)
demonstrated CNN-based segmentation of void space in micro-CT images of concrete and
reservoir rocks, while Phan, Ruspini & Lindseth (2021) showed that U-Net segmentation
yields more accurate porosity estimates than thresholding in 3D rock tomography. Bangaru
et al. (2022) further applied U-Net architectures to void detection in scanning electron
microscopy (SEM) images of concrete, achieving results translatable to XCT datasets for
volumetric porosity quanti cation. Together, these studies con rm the superiority of deep
learning models for void detection across both composites and geoscience systems, where
low contrast and morphological complexity challenge classical methods.

2.5.2 Phase Segmentation in XCT Images

Phase segmentation means separating different material parts in a composite X-ray CT
image, like telling bres, matrix, and any llers or inclusions apart. This is a lot harder than
just nding voids. Often, several solid phases look almost the same in CT scans because
their X-ray attenuation is similar, so they have close grayscale values. Problems like partial
volume blurring and low contrast between phases make automatic multi-phase segmentation
a real challenge (H. Chen et al., 2023, p. 2). Still, researchers have tried many advanced
algorithms for this, and deep learning has become more common lately.

Ali et al. (2020) presented a semantic segmentation method for 3D textile composites to
make digital “twins” of the brous reinforcements. They trained a deep CNN on micro-CT
images of two reinforcement types: a 2D woven glass bre fabric and a 3D orthogonal woven
carbon fabric. The network could automatically segment bre bundles from the matrix, and
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this output was then used to build voxel-based models of the reinforcements. They also tried
using features from the CNN to train a secondary k-NN classi er for comparison, but the
CNN itself was faster and more accurate.(Ali, Guan, et al., 2020, pp. 3—4) This shows how
deep learning helps multi-phase segmentation in complex composites and enables automatic
model generation for simulation.(Ali, Guan, et al., 2020, pp. 3-4)

Badran et al. (2020) worked on a ceramic matrix composite (SiC/SiC) where both bre and
matrix were made from the same material, silicon carbide. Since they looked almost identical
in CT images, intensity based methods did not work. They developed a deep learning
approach (using Dragon y's CNN tools) that learned to tell bres and matrix apart using
shape and context, not just gray value. The CNN could segment bres in a unidirectional
SIC/SiC composite, even when their intensities matched perfectly. The method also found
matrix cracks that formed during tension, showing how bre arrangement affects crack
growth. This avoided the need to manually segment thousands of slices, proving deep
learning can handle phase segmentation even when there is almost no contrast.(Badran,
Marshall, et al., 2020, pp. 16274-16278)(Badran, Marshall, et al., 2020, pp. 16281-16282)

Chen et al. (2023) gave a recent example of multi-phase segmentation in a geological
composite, a coal rock sample, using a transformer-based deep network. They used a Swin
Transformer model to split XCT images into four phases: coal matrix, rock inclusions
(gangue), pyrite, and voids (cracks). Older methods had trouble with this task because of
the low signal to noise ratio and fuzzy boundaries between minerals. The new deep model,
though, gave high accuracy for each phase, and did better than both U-Net and DeepLabv3+,
especially at marking boundaries and nding small features like thin cracks (H. Chen et
al., 2023, pp. 8-9). This work shows how advanced deep learning models can now handle
multi-phase segmentation in big 3D datasets (H. Chen et al., 2023, p. 2).
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3 Methodology

This section details the end-to-end pipeline used to construct training data from raw X-ray
computed tomography (XCT), generate reliable ground-truth masks, and train compact
convolutional neural networks (CNNs) for void and phase (matrix/ bre) segmentation.
Our work ow is designed to be fully reproducible and modular: raw volumes are rst
standardisedd into slice-wise inputs (X&TFigure. 14), void and phase masks are
produced with material-speci ¢ procedures (semi-automated for CFRP; Dragon y-assisted
for FFRP), and model training is carried out on paired 2D slices with light but effective data
augmentation. Throughout, we keep the le naming and label encoding consistent across
materials (matrix =0, bre =1, void = 2), enabling both binary void and multi-class phase
tasks within the same code base.

At a high level, the pipeline comprises four stages.

(i) Preprocessing: raw uintlé XCT slices are clipped at robust percentiles, linearly
rescaled to [0;255], and multiplicatively mean-normalised to stabilise brightness across
slices, yielding XCT%.

(i) Ground-truth creation: for CFRP, voids are detected via a two-step low-intensity
procedure (primary/secondary) followed by morphology; non-void regions are split into
bre/matrix using an Otsu threshold on XGTv2. For FFRP, expert-guided masks are
created and re ned in Dragon y and then remapped to the same label scheme.

(i) Training data assembly: paired image—mask slices are sampled into random 256 256
crops with mild geometric and noise perturbations; validation uses deterministic centre
crops.

(iv) Model training and selection: We evaluate ve compact CNN models under a uni ed
con guration (losses, optimiser, and metrics; see Section 3.4.2), checkpointing by best
validation Dice and reporting mean Dice/loU.

Our design choices re ect two constraints typical of high-resolution XCT: (a) strong class
imbalance and subtle bre—matrix contrast, and (b) memory limits when training on large
slices. The preprocessing makes class boundaries more stable without destroying void
contrast; cropping increases the number of training examples while preserving local context;
and the small, carefully regularised architectures strike a balance between accuracy and
computational cost. The following sections describe the datasets, ground-truth generation,
training inputs, and model con gurations in detalil.
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3.1 Data Sources

Two XCT datasets were employed in this study: (i) a short-carbon- bre-reinforced polymer
(CFRP) composite serving as the primary dataset, and (i) a ax- bre-reinforced polymer
(FFRP) composite used as an auxiliary dataset to enhance model robustness and assess
cross-material generalisation.

3.1.1 Short-Fibre Composites (Onyx) — In-Situ XCT

Carbon- bre-reinforced polymer (CFRP) specimens were fabricated via fused lament
fabrication (FFF) using a Markforged Mark Two printer and Onyx lament, a short
carbon- bre-reinforced nylon thermoplastic.  Throughout this work, this 3D-printed
system is referred to simply as “CFRP,” acknowledging that it differs from conventional
continuous- bre epoxy laminates.

Printing parameters were held constant across all builds: 0.4 mm nozzle diameter, 0.1 mm
layer height, extrusion temperature of 275 °C, and print speed of approximately 41 mm/s.
Each specimen consisted of twenty deposited layers, producing a nominal thickness of
2 mm. The raster orientation was aligned predominantly along the tensile axis to ensure
bre alignment with the principal loading direction. A narrow V-notch was introduced by
water-jet cutting to localise damage within the X-ray computed tomography (XCT) eld of
view.

High-resolution synchrotron XCT was performed at the Diamond Light Source (112
beamline, UK) for microstructural characterisation. = Scans were conducted using
monochromatic radiation at 53 keV with an effective voxel size of 1.3 um. Each tomographic
dataset comprised 2081 projections acquired over 360° in continuous y-scan mode, with an
exposure time of approximately 1 s per projection. Reconstruction was carried out using
Itered back-projection with ring-artefact suppression implemented via the Savu pipeline.

Three XCT volumes were captured from the same specimen under in-situ uniaxial tensile
loading at 0 N, 70 N, and 140 N. Imaging parameters remained identical across all load
cases to enable direct comparison of microstructural evolution. The reconstructed greyscale
volumes were cropped to the gauge section de ned as the region of interest (Rol) and
exported as 16-bit headerless RAW datasets for segmentation and quantitative analysis of
voids, bre morphology, and damage progression. The same in-situ time-lapse XCT dataset,
originally reported by Almeida et al., was re-used in this thesis for detailed segmentation and
microstructural analysis (J. H. S. Almeida Jr et al., 2025).
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3.1.2 Flax Fibre Reinforced Epoxy Composites (FFRP)

Unidirectional ax/epoxy laminates were fabricated from UD prepreg by stacking 22 plies
in the O orientation. The lamiantes were cured in autoclave and processed at 120 °C for 1 h
under approximately 3 bar of external pressure. This route provided enhanced consolidation,
improved resin in ltration, and typically reduced void content.

For three-dimensional microstructural characterisation, small coupons were extracted from
the laminate and scanned using high-resolution laboratory X-ray microtomography. The
resulting dataset consisted of a reconstructed greyscale volumetric eld acquired under high
magni cation. The tomographic volume was exported as a headerless 32-bit oating-point
RAW le for subsequent segmentation and quantitative microstructural analysis. The
laminate system and autoclave curing parameters are identical to those used in the Mode-I
fracture toughness study on ax/epoxy composites by Almeida Jr et al., from which only the
autoclave-cured laminate batch was reused in this thesis (H. Almeida dekNaHalilovic,

2025) for deep learning for voids and phase segmentation of composite.

3.2 Ground Truth (GT) Creation Process for Deep Learning Input

CFRP and FFRP exhibit markedly different intensity distributions for the ber and matrix
phases, whereas voids are comparatively easy to distinguish in both materials. For CFRP,
void and phase ( ber, matrix) segmentations were obtained via a semi automated, code-based
pipeline. In contrast, the larger variation in ber fraction and phase intensities in FFRP
necessitated the use of Dragony (v2025.1) to generate reliable ground truth masks for
training. For both materials, initial void and phase segmentations were produced and then
iteratively re ned: each slice was reviewed against its labels, ambiguous boundaries were
corrected, and inconsistencies were resolved. After veri cation, the nalised masks were
adopted as ground truth for subsequent deep learning model training.

3.2.1 CFRP Segmentation and Ground Truth

The mask creation pipeline for CFRP followed a semi automated, code based approach,
beginning with raw data preprocessing and proceeding through multi stage segmentation.
Multiple RAW volumes were processed in a loop, each mapped into memory using
np.memmap with their original dimensions preserved.

After loading, each slice was resized to a xed resolution having 1024 1024 height and
width of pixels to maintain consistency with other the datasets.

| denotes the original 2D slice intensity imagéid the normalised output image after
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clipping and scaling;l represents the mean pixel intensity of the input slice; s is the
multiplicative scaling factor; and clip(sl;0;255) limits the rescaled intensities to the valid
8-bit range [0; 255].

Outlier suppression was performed by clipping voxel intensities between the 1st and 97th
percentiles, effectively removing the lowest 1% and highest 3%, followed by linear rescaling

to [0;255]. A slice-wise mean normalisation via multiplicative scaling was then applied so

that the post-normalised mean equalled 140; i.e.,

. 14
19= clip(sl; 0;255); where s =|—O:

The resulting normalised slice was denoted as XCThe slice is denoted as XGTsee
Fig. 12).

Primary voids were de ned as the darkest 1% of 8-bit intensities from the main XCT,
and after processing it we got XGT Thenon-primaryy region was linearly rescaled to
[0;250] using that region's own min—max, while primary-void pixels were xed to 255,
forming XCT3_v1. Secondary voids were then identi ed by applying a xed threshold
of 70 on the non-primary region of XGTvl. The primary and secondary void masks
were merged and re ned using morphological operations, binary closing with a disk of
radius 1 (skimage.morphology.binary_closing(disk(1))), small object removal (area <5 px;
remove_small _objects) and hole lling. The resulting binary mask constituted the nal void
mask.The resulting binary mask constituted the nal void mask (see Fig. 13).

Following void segmentation, a new image X£ V2 was generated by xing all void pixels

to 255 and linearly rescaling only the non-void region to [0;254] using its own min and
max. An Otsu threshold ffy) computed on the non-void region of XgTvl separated
bre ( t gv) and matrix (< tv) phases. Figure 14 illustrates the sequential processing
steps leading from the normalised XCT slice X{O® the intermediate void-rescaled image
(XCT3_v1) and nally to the phase-ready image (X&V2).

Small bre islands (<15 px) were reassigned to the matrix phase after Otsu thresholding
to stabilise boundaries in low-contrast areas. This reassignment was implemented via
skimage.morphology.remove_small_objects (minimum area < 15 px). A threshold of 15 px
was chosen because the dataset represents short carbon bres viewed on xy plane (z slices),
and the bre radius should not be smaller than this value. Several other pixel size thresholds
were carefully tested, and 15px was found to provide the most consistent and expected
results. The resulting bre and matrix regions obtained through the Otsu thresholding
process are illustrated in Fig. 15.
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Figure 12: Raw vs normalised XCT for a representative slice: (a) raw XCT; (b) raw
histogram; (c) normalised XCT (XGJ after 1st—97th percentile clipping, linear rescaling
to [0;255], and mean normalisation to 140; (d) normalised histogram.

Two distinct ground-truth masks were generated: (i) a binary void mask, and (i) a
multi-class full label mask containing matrix (0), bre (1), and void (2) labels. All
outputs were exported as uncompressed 8-bit TIFF (u8) images into four directories for
subsequent training: XCT_1/ (per slice min max u8), XCT_2/ (1st-97th!u8, mean scaled
to 140), voidMask_bin/ (1=void, O=else), and PhaseMask/ (O=matrix, 1= bre, 2=void).
Figure 16 presents the nal ground truth outputs, illustrating the correspondence between the
normalised XCT slice and its full label mask that combines matrix, bre, and void regions.
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