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LLMPathy: A Multi-Agent LLM Approach for Eliciting

Inclusive Security Requirements

Waleed Bin Shahid, Bilal Naqvi, and Hammad Afzal

Abstract—With a surge in cyber attacks targeted towards
exploiting the human element of cybersecurity, it is vital
to account for the diverse abilities and limitations of
users. These limitations, whether temporary or permanent,
physical or cognitive, acquired or congenital, vary in
severity and deeply influence security related behaviour of
users and give rise to a critical question: Should cognitively
impaired users be held accountable if their actions result in
a security breach? This paper presents a five-step approach
that uses multi-agent large language models (LLMs) to
identify inclusivity concerns and refine security require-
ments accordingly. The proposed approach (LLMPathy) is
validated through a realistic use case, demonstrating its
usability, effectiveness, and potential for adoption in real-
world scenarios.

Index Terms—cognitive disabilities, LLM, Inclusivity,
security requirements, SRS

I. INTRODUCTION

HE nature of cyber attacks targeting human as-
pects of cybersecurity have seen a surge in recent
years. The latest report by Verizon [1] revealed that
68% of analyzed security breaches in the last year
alone involved human element including compromised
credentials, stolen cards, phishing, among others. In
many of these cases, the end user has some form of
disability, which, according to the WHO, affects 16%
of the world’s population [2]. This makes it difficult for
them to follow security best practices, increasing their
risk of falling victim to cyber attacks. These disabilities
can be related to cognition, mobility, hearing, vision, or
other areas. Cognition-related disabilities, which include
difficulties with memory, attention, problem-solving, or
understanding information, are the most common [3].
Humans with cognitive disabilities struggle with mem-
ory, attention or understanding complex instructions
which leads to difficulties in following cybersecurity
practices like managing passwords, identifying phishing
attempts or promptly responding to security alerts [4].
These challenges increase their vulnerability to cyber
threats such as scams, malware attacks, and identity
theft. A cybersecurity task that may seem hard but
still manageable for an average neuro-typical user can
become extremely challenging, or even impossible for
some user with cognitive disability. This gives rise to
an important question: as more services like healthcare,
education, and banking move online, can we fairly place

the blame on cognitively impaired users if a security
breach happens because of their actions or lack of
action? These cognitive disabilities can be divided into
mild, moderate, severe, and profound levels, as each
level affects how a person interacts with cybersecurity in
different ways [5]. Table I describes these four levels of
cognitive disability and how each level creates different
challenges for cybersecurity.

TABLE 1
COGNITIVE DISABILITY LEVELS AND THEIR IMPACT ON
CYBERSECURITY
Level Description Cybersecurity
Challenges
Mild Some difficulty with | May forget complex
memory, attention, or | passwords or struggle
problem-solving to understand security
alerts and incidents
Moderate | Regular help required | Face challenges follow-
to perform daily tasks | ing security procedures
and understanding secu- | like multi-factor authen-
rity instructions tication setup or soft-
ware updates
Severe Significant impairment | Unable to identify sus-
in understanding and | picious activity, phishing
communication emails and relies on oth-
ers for safe internet use
Profound | Needs constant care due | Unable to manage any
to very limited under- | cybersecurity task and
standing and communi- | requires full supervision
cation to avoid in security
mishap

These challenges accentuate the need to address the
needs of cognitively disabled people not just after digital
solutions are deployed, but early in the software devel-
opment life cycle. Unfortunately, there have been many
gaps, and cognitive disabilities have not received enough
attention during the design and development of cyber-
security features in everyday products and solutions.
These gaps include a lack of clear policy directives that
promote inclusive software development [6], a lack of
awareness among security practitioners about the needs
of cognitively impaired users, and an absence of cog-
nitive requirement specifications from stakeholders [4].
This makes cognitively impaired users more vulnerable
to cybersecurity attacks, as their needs and requirements
are overlooked. This gives rise to a major question: how
to gather the requirements for cognitively challenged



users in the development of cybersecurity systems and
services? The question becomes complicated when vari-
ous levels of disabilities as mentioned in Table I are con-
sidered. For example, ADHD and Dyslexia are typically
considered mild to moderate in severity and can cause
challenges such as difficulty in managing passwords and
understanding security instructions. Autism, which can
range from mild to profound, may result in confusion
when security messages and directives are unclear and
increased stress or anxiety when security processes or
functions change unexpectedly [7]. Another important
question often considered by security practitioners is
whether addressing all inclusivity requirements for cog-
nitively impaired users might compromise the overall
security of systems.

Based on the gaps and questions discussed, this paper
proposes an approach using multi-agent Large Language
Models (LLMs) to identify and refine requirements
for users with different levels of cognitive disability,
while still keeping systems, processes, and services
secure from cyber attacks. The proposed approach first
identifies inclusivity concerns in software requirements.
Then it finds the right balance between security and
inclusivity by eliciting trade-offs. In the next phase, it
checks the quality of these inclusivity requirements using
the ISO/IEC/IEEE 29148:2018 standard [8]. Finally, the
requirements are updated to improve inclusivity without
affecting security. To demonstrate the approach, the
paper also presents a case study where a sample software
requirement specification (SRS) document was fed to
LLMPathy to identify inclusive concerns and update
security requirements.

Research Contributions: The proposed work em-
beds neuro-diversity in software engineering practices
through a novel multi-agent LLM approach that analyzes
security requirements in the SRS, for cognitive inclusiv-
ity across varying severity levels of impairment, while
ensuring human-in-the-loop design. Moreover, the ap-
proach holds implications for both research and practice
by translating inclusive design principles into actionable,
standards-aligned techniques applicable to real-world
software systems.

The remainder of the paper is structured as follows.
Section II presents the background and related work.
Section III describes the approach for eliciting inclusive
security requirements using LLMs. Section IV demon-
strates the proposed approach using a realistic case study,
and Section V concludes the paper and suggests future
work.

II. BACKGROUND AND RELATED WORK

Renaud, et al. [9] explored the role of accessibility
in human-centered security and its impact on inclusive

security technologies. They also identified the vulner-
abilities caused by inaccessible security measures and
also discuss the challenges in addressing them. Stelea, et
al. [10] proposed the Holistic Security and Accessibility
Layered Architecture (HSALA), a model that integrates
accessibility and cybersecurity across web application
development. With help of a theoretical case study,
they demonstrated that HSALA outperforms traditional
architectures in security, accessibility, scalability, and
user experience. Santeri, [11] investigated the challenges
users with disability face with software accessibility by
recording user experiences and suggests improvement to
the software development process to better accomodate
disabled users. Aguiar, et al. [12] created AutismGuide
which is a set of 69 recommendations for developing
software applications tailored to individuals with Autism
Spectrum Disorder (ASD).

Few research works have made use of Natural Lan-
guage Processing (NLP) techniques to assess software
requirements against various standards. Krishna, et al.
[13] evaluated the ability of LLMs, specifically GPT-4
and CodeLlama, to automatically draft, validate, and im-
prove Software Requirements Specification (SRS) doc-
uments and demonstrated that GPT-4 produces drafts
which are more reliable as compared to CodeLlama.
Marques, et al. [14] studied the integration of LLMs
like ChatGPT-3.5 into software requirements engineering
highlighting the ethical considerations along with bene-
fits and challenges.

Villamizar, et al. [15] presented an approach that
improves the security of web applications by using user
stories and security details as input. It then applies NLP
techniques to connect these stories to Open Web Appli-
cation Security Project (OWASP) security requirements.
Subahi, [16] presented a proof-of-concept approach us-
ing various machine learning techniques to automatically
detect non-functional requirements and detect security
related issues early in the software development process.
With experiments he demonstrated that BERT-based
models give promising results for improving software
security and supporting sustainability. Aljedaani, et al.
[17] presented an approach to help students learn how
to make web applications more accessible to every-
one. It used ChatGPT to assist students in addressing
accessibility issues and found that using Al improves
their understanding and ability to address accessibility
issues. Tabarsi, et al. [18] found out that LLMs have
significantly impacted the entire software development
life cycle but also maintain that a careful review is still
required due to occasional errors thereby urging the need
for a human in the loop design.

The review of existing literature emphasizes the urgent
need to address cognitive accessibility for a signifi-
cant and under-served global population by involving



both Large Language Models and a human-in-the-loop
design. This aligns closely with the United Nations
Sustainable Development Goals, specifically SDG 10
(Reduced Inequalities) and SDG 9 (Industry, Innovation,
and Infrastructure).

III. PROPOSED APPROACH FOR ELICITING
INCLUSIVE SECURITY REQUIREMENTS

The proposed approach for eliciting security require-
ments for users with cognitive disabilities uses a five step
approach as depicted in Fig. 1. It has been developed
on the principles of Design Science Research [19] that
focuses on development of IT systems with the intention
of solving problems that serve human purpose.

Extract Requirements from Identify Inclusivity
SRS Concerns

}

Assess Quality of Remove Inclusivity Trade-
Inclusivity Requirements offs

!

Update SRS with inclusivity
requirements

Fig. 1. Five step process of eliciting security requirements

The approach takes the Software Requirements Spec-
ification (SRS) document as input and extracts the
relevant security requirements. These requirements are
then forwarded to a multi-agent system powered by
Large Language Models (LLMs), which independently
identify inclusivity concerns for each of the four levels
of cognitive disability. The key reason for addressing
each level separately within the multi-agent system is
that organizations may have varying needs and users with
different levels of cognitive disability. The entire flow of
LLMPathy is shown in Fig. 2.

A. Extracting Security Requirements from Software Re-
quirements

LLMPathy starts by extracting security requirements
Rs from the SRS document or the product backlog,
depending on whether traditional or agile methodologies
are followed. Additional inclusivity requirements R p
are gathered from dedicated surveys, interviews, and
engagement with relevant stakeholders. These extracted
requirements are collectively denoted as R, where RT
= RS + R D-

B. Generating Inclusivity Concerns via Multi-Agent
LLMs

After extracting these requirements, a selected subset
of LLMs within the multi-agent system, M., is activated
by humans-in-the-loop H, based on the targeted cog-
nitive disability categories. These agents analyze each
requirement, R; € R, and generate associated inclu-
sivity concerns, labeled by both the source requirement
and the cognitive domain.

Let RT = Rg U Rp denote the complete set of
requirements.

Let Z C {1,2,3,4} be the indices of LLM agents
corresponding to different severity levels of cognitive
disability (e.g., from mild to profound).

Then, the agent-specific concern generation is defined
as:

¥R, € R* (1)

Viel: Mz('R]) i) Cjﬂ‘ 2

Each C;; represents an inclusivity concern raised by
agent M; for requirement R ;.
The complete set of aggregated concerns is then:

C={Cji|R; eR", i} 3)

C. Elicitation of Inclusivity Tradeoffs

Once inclusivity concerns C, associated with the cor-
responding requirements R+ have been identified by the
multi-agent LLM system, the next step involves contex-
tually re-balancing these requirements to accommodate
the identified inclusivity concerns. This stage is referred
to as the elicitation of trade-offs, and is denoted by T.

Algorithm 1 Eliciting Inclusivity Tradeoffs

procedure T(R™',C)
R* ]
for all R; € R* do
T; < elicit(R;,C;, standards)
R < synthesize(R;, T;)
R*.append(R7)
end for
return R*
end procedure

The process aims to synthesize revised requirements
R* = 1, R5,..., R} that incorporate inclusivity
without compromising essential aspects of security and
privacy. This is achieved through collaborative eval-
uation by requirement analysts, product owners, and
security engineers. Furthermore, international standards
and guidelines such as ISO 25010, WCAG, GDPR, and
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Fig. 2. Flow diagram of the proposed approach, LLMPathy

domain-specific DEI policies serve as reference points
during trade-off analysis.

The elicitation mechanism ensures that the modi-
fied requirements are inclusive and secure, allowing
responsible adoption of neurodiversity-aware design in
practical settings. The algorithm 1 outlines the complete
procedure for eliciting these inclusivity trade-offs.

D. Quality Assessment of Updated Inclusivity Require-
ments

This step assesses the updated requirements R*
for quality, using the international industry standard
ISO/IEC/IEEE 29148:2018, which defines best practices
for requirements engineering in software and system
development. This quality assessment is carried out using
LLMs, which evaluate each requirement against the nine
quality parameters P mentioned in the standard, as listed
in Fig. 2. Later, a quality score Qg is calculated and all
the characteristics listed in ISO 29148:2018 are given
the same weight in this calculation. If the quality score
of any requirement is below the acceptable threshold
Q.1 it is sent back to the previous stage for refinement
and contextual realignment. The algorithm 2, shows the
entire quality assessment process for these requirements
and obtaining the finalised requirements R’

This step in the process mitigates any negative impact
on the overall quality of these security requirements
caused by accommodating inclusivity concerns intro-
duced in Step-2. The final requirements after this stage
are labelled R/. Once the requirements are finalised, the
SRS document is updated.

IV. DEMONSTRATING THE APPROACH: A CASE
STUDY

To demonstrate the proposed approach, LLMPathy
was systematically applied to a realistic use case sce-
nario, providing a complete walkthrough and demon-
strating its applicability and effectiveness; the study

LY

Evaluation Matrix based on ISO
29148

+ Appropriateness & Completeness
+ Conformity & Correctness

+ Feasibility & Necessity

+ Singularity & Unambiguity

+ Verifiabity

Algorithm 2 Evaluating R™* for Quality and Updating
the SRS
procedure Q(R™)
criteria < ISO-29148:2018(P)
R[]
for all R; € R* do
Qs ¢ evaluate (R, criteria)
if Qs > Qqy, then
R/ .append(R ;)
else
U < refine(R;, Qg)
RS .append(U)
end if
end for
updated_SRS < update(SRS, R/)
return updated_SRS
end procedure

was conducted by a group of six, including security
practitioners and researchers.

A. Use Case Scenario

Consider a government initiative to deploy a mobile
banking application designed for public sector pension-
ers. The mobile application facilitates the management
of pensions, funds and tax documentation. The user
base of this application comprises primarily of elderly
individuals having potential cognitive impairments like
memory decline, reduced attention span and language
processing and comprehension difficulties.

B. Step-1: Extraction of Security Requirements

Security requirements extracted from the SRS docu-
ment (Rg) are listed below:

R+ : User must re-authenticate after one minute of
inactivity.



Account statements are available via secure
download.

Two-factor authentication is required for all lo-
gins.

RQ:
R3Z

Additionally, stakeholder interviews with support staff
and caregivers highlighted further requirements (R p):
R4 : Users should be able to recover passwords with
assistance.
Rs : Application should support simplified mode for
cognitive impairments.
These five requirements form the combined set of
inclusivity requirements R+.

C. Step-2: Analysis of Inclusivity Concerns by LLMs

For generating inclusivity concerns for R™T, the
human-in-the-loop analyst invokes LLMs for mild, mod-
erate and severe cognitive impairment. The LLM for
profound disabilities is skipped because such users do
not independently use mobile applications. The three
triggered LLMs have raised the following concerns
which are mild, moderate and severe respectively.

Cri,a1 ¢ Timeout in Ry may confuse forgetful users.

Cra,m2 @ Ro assumes the ability to comprehend data
in the account statement.

Cr3,m3 : Two-factor authentication in R3 can be cog-

nitively overwhelming.

D. Step-3: Elicitation of Tradeoffs

In this step, the security requirements are contextu-
ally rebalanced to accommodate the inclusivity concerns
highlighted in the previous step. It recommends the addi-
tion of a biometric option for two-factor authentication in
R 3 and the inclusion of a voice-based statement readout
in R.. The updated security requirements R* are listed
below:

R : User must re-authenticate after three minute of
inactivity.

R5 : Secure statements shall include audio narration
as an accessibility feature.

R : Two-factor authentication shall support biometric

fallback for users with cognitive impairments.

E. Step-4: Quality evaluation of R* with LLMs

Each updated requirement in R* is assessed using
the nine quality characteristics listed in ISO/IEC/IEEE
29148:2018 for the calculation of the quality score
Qg. This quality assessment is conducted using LLM.
Requirements are accepted only if their quality score Qg
is higher than the set threshold, which is 0.75 in this
case. This value was chosen based on the criticality of
the system, as 0.75 reflects reasonable compliance with
the ISO 29148:2018 standard. For other use cases, this

threshold can be adjusted depending on the criticality
of the system. The calculated quality scores for the
requirements are listed in the equation. 4, 5 and 6.

Qs5(R1) = 0.89 > Qu )
Qs5(R2) = 0.66 < Qu, )
Qs(R3) = 0.82 > Qun (6)

Since Qg of R is less than the threshold, the LLM
suggests re-wording R for clarity and verifiability and
feeds back to the previous stage for consolidation. Once
all requirements have been updated, the finalised require-
ments R* are incorporated into the SRS document as
shown in eq. 7.

’Rg : Statements shall include an optional audio play-
back feature, with secure session logging.

5
SRS"d — Update (SRS, U R ) %)
F=1

V. CONCLUSION AND FUTURE WORK

Cognition plays an important role in enabling positive
user-security interactions. Without considering cognitive
users’ limitations, we risk building complex security
systems susceptible to human errors resulting in a
breach. It will be unfair to blame cognitively challenged
users in such a case. To contribute towards the goal of
cognitive inclusivity in the design and development of
cybersecurity systems and services, the paper presents
an approach to identify concerns about inclusivity in
security requirements. The approach utilises LLMs to
identify these concerns, which then informs modification
of the requirements to achieve in line with inclusion
concerns. The approach presented in this paper has
implications both for research and practice. More im-
portantly, it considered a timely and required research
problem, ensuring cognitively disabled users’ right of
equal access to technology.

Furthermore, from a future work perspective, it is
intended to expose LLMPathy to the feedback of security
practitioners and evaluate it from the perspective of
industry readiness and applicability in real-world scenar-
ios featuring development of the state-of-the-art security
systems and services.
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