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In recent years, the application of Large Language Models has been significantly grow-
ing, particularly in evaluating open-domain chatbots. However, there has been limited explo-
ration when it comes to evaluating task-oriented chatbots, especially across different cogni-
tive levels. Cognitive levels refer to a concept of progressively complex forms of reasoning
processes. The study aimed to investigate how LLMs (GPT-4) perform as evaluators of task-
oriented chatbots across three cognitive levels, i.e. remember, understand and evaluate. As a
case study, a product-suggestion chatbot called Easy Selection was used. In short, effective-
ness and coherence were evaluated by leveraging GPT-4, with coherence measured across
the three cognitive levels. Agreement between GPT-4 and human raters was quantified using
Cohen’s kappa, and score relationships were analysed using Spearman’s rho. Results indi-
cate that the GPT-4 aligned well with human evaluations at lower cognitive levels. However,
agreement and correlation decrease as cognitive complexity increases, indicating limitations
in evaluating higher-level reasoning. In conclusion, the results show that LLMs can be effec-
tive for simpler cognitive levels, but they struggle as the complexity of reasoning increases.
Further research should be conducted with a larger sample size, improved chatbot models,
or different prompting techniques to identify factors that can improve the effectiveness of
LLMs in evaluating task-oriented chatbots across complex cognitive processes.
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SYMBOLS AND ABBREVIATIONS

Abbreviations

BERT Bidirectional Encoder Representations from Transformers

BLEU Bilingual Evaluation Understudy

CoT Chain-of-Thought

DEP Dialog system Evaluation framework based on Prompting

E2E End to End

GPT Generative Pre-trained Transformer

LLM Large Language Model

METEOR Metric for Evaluation of Translation with Explicit ORdering

ROUGE Recall-Oriented Understudy for Gisting Evaluation

ST Sentence Transformers

TOD Task Oriented Dialog

USE Universal Sentence Encoder
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1 INTRODUCTION

A chatbot is a software application programmed to simulate conversation with a human user,
typically via text or voice interactions (Casas et al. 2020). Over the years, chatbots have
evolved from simple rule-based systems into sophisticated Large Language Model (LLM)-
based conversational agents. In traditional systems, rule-based chatbots have relied on pre-
defined patterns and manually crafted responses to match user input. While these systems
can be predictable and easy to control, they might lack the flexibility and adaptability re-
quired for open-ended conversations.(Maroengsit et al. 2019; Abeysinghe and Circi 2024).
In contrast, LLM-based chatbots, such as those built on Generative Pre-trained Transformer
(GPT), generate responses using deep learning models trained on vast datasets. As a result,
these systems can understand context, generate nuanced responses, and adapt to diverse user
inputs, enabling more natural and dynamic conversations. (Zheng et al. 2023; Abeysinghe
and Circi 2024)

Despite the rapid emergence and deployment of chatbots across sectors such as customer ser-
vice, education, and healthcare, research on their evaluation remained relatively limited and
underdeveloped. Over the years, conversational agents or chatbots have advanced consid-
erably in their ability to generate natural and contextually appropriate responses. However,
their evaluation methods did not evolve at the same pace. It was evident from the existing
studies that, the earlier chatbot evaluations relied on automated systems and human evalua-
tions. Some automated systems are Bilingual Evaluation Understudy (BLEU) (Papineni et
al. 2002), Recall-Oriented Understudy for Gisting Evaluation (ROUGE) ROUGE (C.-Y. Lin
2004), Metric for Evaluation of Translation with Explicit ORdering (METEOR) (S. Banerjee
and Lavie 2005), BERTScore (T. Zhang et al. 2019), BLEURT (Sellam et al. 2020), Mover-
score (Zhao et al. 2019). Word-overlapmetrics like BLEU, ROUGE, andMETEORmeasures
how closely a generated response matched a reference by counting shared words or n-grams.
BLEU (Papineni et al. 2002) is a precision-focused metric that measures the proportion of
n-grams in the system output that appear in the reference. In contrast, ROUGE (C.-Y. Lin
2004) is a recall-oriented metric, measuring how much of the reference text is covered by
the generated output, and is widely used for summarization. METEOR (S. Banerjee and
Lavie 2005), designed to improve correlation with human judgment, balances precision and
recall while explicitly incorporating matching for synonyms and paraphrases. In contrast,
embedding-based approaches, such as BERTScore (T. Zhang et al. 2019), aimed to capture
semantic similarity between model outputs and reference texts using contextual embeddings.
Despite these advances, the field has continued to move toward metrics that correlate even
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more highly with human perception of quality. For example, MoverScore (Zhao et al. 2019)
leverages contextualized embeddings and the Earth Mover’s Distance (Rubner et al. 2000) to
measure the minimum semantic distance between a generated response and the reference text,
while BLEURT (Sellam et al. 2020) is a learned evaluation metric that predicts the quality
of a generated sentence by modeling human judgments. It is built on Bidirectional Encoder
Representations from Transformers (BERT) (Devlin et al. 2019) model that is fine-tuned to
predict the human-assigned quality score for a given generated sentence and its reference.

While these techniques provide objectivity and repeatability, they often struggle to capture
the nuanced qualities of chatbot responses, especially when cognitive quality like reasoning
is required (Svikhnushina and Pu 2023; Abeysinghe and Circi 2024). Moreover, their ap-
plication is tied to the quality and quantity of human-generated reference data. Some recent
studies have explored the idea of using LLMs themselves as evaluation tools called LLM
as a judge (Zheng et al. 2023; Abbasiantaeb et al. 2024). Studies suggest that LLM-based
methods can improve chatbot evaluation by analyzing relevance, coherence, and diversity,
but challenges such as biases and lack of transparency remain unresolved (Abeysinghe and
Circi 2024). While LLMs have demonstrated potential in automating chatbot assessment,
most studies focus on benchmark performance rather than their effectiveness in real-world
evaluation scenarios (Zheng et al. 2023).

There is also limited research on how LLM-generated evaluations compare to human assess-
ments over diverse chatbot interactions, particularly in industry-specific applications such as
customer support and product recommendations. These are called task-oriented chatbots, and
they differ significantly from open-domain chatbots in both purpose and evaluation criteria
(Acikgoz et al. 2025).

Task-oriented chatbots are designed to help users achieve specific goals—such as booking
tickets or selecting products. Their performance is typically evaluated using objective mea-
sures such as task success rate, response accuracy, and completion time (Casas et al. 2020;
Maroengsit et al. 2019). In contrast, open-domain chatbots aim to maintain general conversa-
tions and aremore often evaluated on subjective qualities such as coherence, engagement, and
conversational depth. (Abeysinghe and Circi 2024) emphasise that evaluation approaches
should be aligned with the system’s intended purpose, as metrics suitable for one type may
not effectively assess another. In several studies, chatbot responses were generated by LLM
and also evaluated by the same LLM. In these cases, the evaluation showed self enhancement
biases. (Abeysinghe and Circi 2024; Zheng et al. 2023) This limitation highlights a clear gap
in the quality of chatbot responses that should be considered for evaluation. Also, there are
limited studies focused on different cognitive qualities of task oriented chatbot’s responses,
which should be equally considered with metrics like task success rate, accuracy, etc. Fur-
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thermore, it was observed that LLM’s performance depends on the prompting technique used,
each having certain limitations.

To address the need for improved evaluation methods, this thesis investigates the use of
LLMs, specifically GPT -4, for assessing chatbot responses in the domain of product sug-
gestion chatbots. It focuses on two key metrics that are essential for chatbot evaluation:
effectiveness and coherence, considering different cognitive levels.

Cognitive level is a concept of intellectual behaviour developed by Benjamin Bloom (Van-
derbilt University n.d.). Bloom identified six levels within the cognitive domain referred to
as Bloom’s taxonomy, i.e. remember, understand, apply, analyse, evaluate and create. The
lowest level is the remember level, which involves recalling factual information, and the high-
est level is the create level, which involves creating a new concept/idea from existing ideas.
The complexity and reasoning increase as the level increases. In this study, three levels, i.e.
remember, understand and evaluate, are selected because they align with the cognitive de-
mands of product suggestion chatbots. A detailed description of these levels is provided in
the methodology chapter in Table 1.

Table 1: Selected Bloom’s taxonomy levels for product suggestion chatbot evaluation

Level Description

Remember Involves recalling factual information from
the conversation relevant to the task (e.g.,
identifying given product parameters).

Understand Involves the ability to interpret complex
or paraphrased user intent and demonstrate
comprehension of task-related queries.

Evaluate Involves making judgments based on crite-
ria or standards, such as assessing product
suitability within a specific context.

Effectiveness measures the correctness of product suggestions from the chatbot responses.
In other words, the successful task completion. Coherence is evaluated by the ratings taken
from LLM and comparing them to the ratings from human experts on chatbot responses. As
a case study, the thesis evaluates the performance of Easy Selection, a LLM-based, product
suggestion chatbot designed to assist customers in selecting appropriate electrical drive prod-
ucts. The research compares the reliability of LLM-based evaluation against expert human
evaluation, which is considered the standard of chatbot evaluation (Zheng et al. 2023).
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1.1 Objectives and Research Questions

To guide the investigation, this thesis is structured around the following central research
question:

• RQ:How effectively can LLMss evaluate the performance of product suggestion chat-
bots compared to expert human evaluations?

Furthermore, two hypotheses are also formed to assess the reliability of LLM evaluation
with human evaluation in terms of the three cognitive levels. Both hypotheses are evaluated
separately for each cognitive level (Remember, Understand, and Evaluate).

1. Hypothesis 1

• Null Hypothesis (H0): There is no significant agreement between the LLM and
human experts as raters of chatbot responses.

• Alternative Hypothesis (H1): There is a significant agreement between the LLM
and human experts as raters of chatbot responses.

2. Hypothesis 2

• Null Hypothesis (H0): There is no positive correlation between the ratings gen-
erated by the LLM and those generated by human experts.

• Alternative Hypothesis (H1): There is a positive correlation between the ratings
generated by the LLM and those generated by human experts.

To address this question and the two hypotheses, an experiment was conducted in which two
different datasets were used for the two dimensions of the evaluation. At first, dataset was
prepared for effectiveness evaluation. Afterwards, a separate dataset was prepared for coher-
ence evaluation based on 3 cognitive levels. Effectiveness was evaluated on task success rate.
It is measured by comparing the product suggestions of the chatbot responses with the ground
truth data from a product database. For coherence, the conversation data was assigned a rat-
ing by both LLM(GPT-4) and three human experts. Afterwards, the reliability of the LLM
as a rater and the reliability of the ratings of the LLM were tested by the 2 hypotheses using
Cohen’s Kappa and Spearman’s rho values.

1.2 Structure of Thesis

This thesis is structured into six chapters. Chapter 1 introduces the research problem, ob-
jectives, research questions, and hypotheses related to the use of LLMs for evaluating task-
oriented product recommendation chatbots. Chapter 2 reviews existing chatbot evaluation
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literature, covering human and automatic evaluation approaches as well as recent LLM-based
approaches, and identifies research gaps in the evaluation of task-oriented chatbots. Chapter 3
presents the methodology, which evaluates the chatbot across two dimensions: effectiveness,
measured using task success rate, and conversational coherence, assessed across the remem-
ber, understand, and evaluate cognitive levels derived from Bloom’s Taxonomy. Chapter
4 reports the experimental results, including task success rate and coherence evaluation re-
sults, with agreement between LLM and human experts and correlation between their ratings
analysed using Cohen’s Kappa and Spearman’s rho. Chapter 5 discusses the findings, high-
lighting their implications, limitations, and the reliability of LLM-based evaluation across
different cognitive levels. Finally, Chapter 6 concludes the thesis by summarising the key
contributions and outlining directions for future research.
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2 Literature Review

Chatbots have been widely deployed across domains such as customer service, healthcare,
education, and e-commerce. These chatbots assist businesses in tasks such as improving
user experience, refining sales strategies, and delivering instant product recommendations.
However, their actual effectiveness has remained uncertain, and evaluating their performance
presents significant challenges (Casas et al. 2020). Unlike traditional softwares, chatbots
produce open-ended natural language responses, making their behaviour complex to assess.
Moreover, there has been no single agreed-upon metric or standard for chatbot quality, and
multiple organizations and studies have developed their own evaluation criteria according to
Casas et al. These approaches have been widely criticised for their poor reliability and lack of
replicability. As a result, there has been increasing recognitionwithin the research community
of the need for more reliable and consistent evaluation methodologies for chatbots (H. Liang
and H. Li 2021; Maroengsit et al. 2019)

This literature review provides a comprehensive overview of chatbot evaluation research,
tracing its development from traditional human and automatic methods to the emerging use
of LLMs as evaluators. Particular attention is given to the dominant use of LLM-based eval-
uation in open-domain dialogue systems, followed by a shift in focus to the underexplored
domain of Task Oriented Dialog (TOD) systems. The later sections specifically examined
the evaluation challenges within product recommendation chatbots, discussing how general
evaluation approaches might require adaptation for domain-specific constraints.

2.1 Overview of Chatbot Evaluation Research

Existing chatbot evaluation approaches can be categorized into two categories: human-centric
evaluation, which relies on human judgment to assess conversational quality, and automated
evaluation, which uses computational metrics to enable repeatable and scalable assessment.
The following subsections describe these two approaches and discuss their roles in chatbot
evaluation research.

2.1.1 Human-Centric Evaluation

Human evaluation has been widely used for chatbot assessment, particularly in open-domain
dialogue systems (H. Liang and H. Li 2021), as humans are better equipped to judge nuanced
aspects such as relevance, coherence, and engagement. (Maroengsit et al. 2019) states that
evaluation by human is most accurate but expensive. Typically, human evaluation methods
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involve general participants or expert evaluators either engaging directly with a chatbot or
reviewing its conversation transcripts. It is often followed by providing ratings. Usually, the
Likert scale is the standard tool to score the ratings based on the criterion set, such as appro-
priateness, naturalness, and overall quality (Finch et al. 2022). Expert human judgement has
been mostly used when evaluating user satisfaction. According to (Maroengsit et al. 2019),
user satisfaction can be measured at two levels. Session level, where human evaluators are
asked to evaluate the whole chat session and turn level, where each response from the chat-
bot is evaluated. In both levels, human evaluators are asked to provide ratings on different
factors, i.e. appropriateness, naturalness, empathy, etc.

In some cases where access to human experts is limited, a comparative evaluation approach
is preferred, where annotators compare the outputs of two different chatbots and record their
preference. This approach was employed in the study by (Chiang et al. 2024), where the
authors introduced Chatbot Arena, an open evaluation platform that implements comparative
assessment by leveraging crowdsourced user preferences at scale.

Although human evaluation has been the standard criterion for chatbot evaluation, researchers
have shown criticism for its poor reliability and replicability. The high variability in eval-
uation criteria has contributed to the inconsistency of human judgment (H. Liang and H. Li
2021). According to (Van der Lee et al. 2021), human evaluation is costly, and it is often not
feasible to reproduce the same evaluation context, evenwhen using the same set of evaluators.
To improve the reliability of human evaluation, (Abeysinghe and Circi 2024) emphasises on
increasing the number of human evaluators along with a wide range of experts. However,
due to the high cost of human evaluation, these approaches are not often considered practical.

2.1.2 Automated Evaluation

Automated evaluation methods can be categorized into two categories, i.e, n-gram based
evaluation and Embedding based evaluation.

The first category evaluates themachine response based on overlap of nearest word sequences
denoted by n-grams (n stands for number of words) between machine response and reference
responses. The viewpoint of these methods is that the closer the machine response is with the
reference response, the better it is. The reference is deduced from human experts(Papineni
et al. 2002; S. Banerjee and Lavie 2005; C.-Y. Lin 2004).

N-gram-based evaluation methods have been widely used to assess how closely generated
text matches reference responses. One of the earliest and most commonly adopted metrics is
BLEU (Papineni et al. 2002), which calculates n-gram precision and applies a brevity penalty
to discourage overly short outputs. In BLEU evaluation, the brevity penalty is triggered
when the candidate output is shorter than the reference, preventing inflated precision scores.
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Based on these scores, candidate responses are ranked for comparative analysis. Although
BLEU is effective for system-level evaluation, it struggles with sentence-level accuracy and
lacks sensitivity to semantic meaning. To address these issues, METEOR (S. Banerjee and
Lavie 2005) has incorporated additional linguistic features. It uses stemming to match words
with the same root form (e.g. “run” and “running”), synonym matching to capture meaning-
equivalent words (e.g. “big” and “large”), and fragmentation penalties to reduce scores for
outputs where matched words appear in a disordered or scattered manner compared to the ref-
erence. These enhancements improveMETEORs correlation with human judgment. Another
similar method, ROUGE (C.-Y. Lin 2004), widely used in summarization tasks, emphasizes
recall and includes several variants. ROUGE-N measures overlap of n-grams (typically un-
igrams or bigrams), while ROUGE-L calculates the longest common subsequence between
candidate and reference texts, thereby capturing sentence-level structural similarity. Despite
their widespread use, these metrics rely on surface-level lexical similarity, making them less
effective at identifying semantically correct alternatives and sensitive to the quantity and
phrasing of reference texts.

To overcome the lexical limitations of n-gram-based metrics, researchers have developed
embedding-based evaluation methods, which assess the semantic similarity between gener-
ated and reference responses. These approaches represent text as high-dimensional vectors
using pre-trained language models and compare them using similarity measures such as co-
sine similarity. One of the most widely used metrics in this category is BERTScore (T. Zhang
et al. 2019), which leverages contextual embeddings fromBERT to align tokens between can-
didate and reference sentences. BERT is a deep learning model introduced by (Devlin et al.
2019) that captures rich contextual information by processing text bidirectionally, making
it well-suited for semantic comparison tasks. Unlike BLEU or ROUGE, BERTScore cap-
tures semantic equivalence, making it more robust to paraphrasing and lexical variation. It
computes precision, recall, and F1 scores over contextual embeddings and has shown strong
correlation with human judgments across multiple language generation tasks.

Embedding-based evaluation has also been integrated into large-scale benchmarking frame-
works. In the End to End (E2E) Chatbot Benchmark, (D. Banerjee et al. 2023) employed
cosine similarity over embeddings generated using the Universal Sentence Encoder (USE)
and Sentence Transformers (ST) to compare chatbot outputs against expert-authored golden
responses. USE (Cer et al. 2018) is a pre-trained model developed by Google that converts
sentences into fixed-length vector representations, or embeddings, capturing their semantic
meanings. ST (Reimers and Gurevych 2019), in contrast, are models designed to produce
high-quality sentence embeddings that consider the full context and meaning of the sentence.
Based on transformer architectures like BERT, they use pre-training and fine-tuning strate-
gies to improve representation quality.
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While embedding-based metrics offer significant advantages over lexical methods, they are
not without limitations. However, their effectiveness depends heavily on the choice of em-
bedding model, the training domain, and the structure of the input. More importantly, despite
their differences, both n-gram-based and embedding-based evaluation methods fundamen-
tally rely on human-generated references for comparison. As noted in (D. Banerjee et al.
2023), even in automated pipelines, the “golden answers” i.e. reference answers used for
benchmarking must be created and curated by domain experts, which is both costly and time-
consuming. Furthermore, these automated methods only compare machine outputs to a fixed
reference, and thus cannot fully capture the diversity of valid responses in open-domain con-
versations. Embedding-based metrics may offer stronger alignment with human judgments,
but they can also introduce a lack of transparency, as the similarity scores derived from high-
dimensional vectors are not easily interpretable (T. Zhang et al. 2019). Additionally, both
approaches assume that the reference response is correct and complete, which may not hold
in real-world dialogue contexts.

2.2 LLMs in Chatbot Evaluation

Following the emergence of LLMs such as GPT-3.5 and GPT-4 (Achiam et al. 2023), their
application in chatbot evaluation has gained significant attention as a scalable and promis-
ing alternative to traditional methods. Unlike n-gram or embedding-based metrics, LLMs
can be prompted to act as evaluators, assessing conversational quality based on human-like
judgment. Upon reviewing the existing literature, it has become evident that the majority
of LLM-based evaluation research has focused on open-domain dialogue systems, i.e chat-
bots designed for general conversation or information-seeking tasks. Frameworks such as
MT-Bench (Zheng et al. 2023), Chatbot Arena (Chiang et al. 2024), and ChatEval (Chan
et al. 2023) exemplify this trend, offering scalable mechanisms for evaluating open-ended
responses using either single-agent LLM judges or multi-agent debate settings. These stud-
ies have demonstrated strong alignment between LLM judgments and human preferences in
general dialogue contexts. However, significantly fewer studies have examined LLM-based
evaluation in the context of task-oriented dialogue (TOD) systems, where correctness, back-
end consistency, and goal completion are critical. The following section first reviews the
key frameworks developed for open-domain chatbot evaluation and then transitions to more
recent efforts that extend LLM evaluation to task-based systems.

2.2.1 LLM Evaluation in Open-Domain Chatbots

Recent developments in the use of LLMs for chatbot evaluation have introduced scalable
alternatives to traditional human judgment. (Zheng et al. 2023) presents a dual-framework
approach usingMT-Bench, a benchmark of 80multi-turn questions across eight domains, and
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Chatbot Arena (Chiang et al. 2024), a crowdsourced live comparison platform. Their study
explores the feasibility of LLM-as-a-Judge, where strong models like GPT-4 serve as eval-
uators in pairwise chatbot comparisons. The results demonstrate that GPT-4 achieves over
80% agreement with human experts, matching inter-human consistency. Importantly, the
study identifies critical biases inherent to LLM-based evaluation, such as position bias, ver-
bosity preference, and self-enhancement tendencies. To address these, the authors introduce
mitigation strategies like few-shot prompting, reference-guided evaluation, and response-
order shuffling. Their findings suggest that well-calibrated LLMs can not only mimic human
preferences but also streamline chatbot assessment pipelines at scale, particularly in domains
requiring open-ended reasoning and dialogue coherence (Zheng et al. 2023).

(Abeysinghe and Circi 2024) investigated LLM-based evaluation as a viable alternative to
traditional human and automated methods. In their study, LLMs were prompted using the
same instructions as human evaluators, with additional examples provided for each Likert
scale level to enhance consistency. The LLM judged chatbot responses across five quality
dimensions, i.e. correctness, relevance, informativeness, clarity, and hallucination. These
dimensions were selected based on questions derived from Bloom’s Taxonomy. Bloom’s
taxonomy is a classification of levels of cognitive processes developed by Benjamin Bloom
with a group of educational psychologists in 1956 (Vanderbilt University n.d.).

While the LLM demonstrated scalability and repeatability in evaluation, it often produced
overly optimistic scores, especially when it was the same model that generated and evaluated
the responses. This self-evaluation bias underscores a critical limitation, aligning with find-
ings from prior work that recommend using already-evaluated or higher-order LLMs as eval-
uators to mitigate bias (Svikhnushina and Pu 2023). Despite its potential for rapid, low-cost
assessments, the reliability of LLM-based evaluation has remained underexplored. Further-
more, its limited alignment with human judgments raises concerns about its standalone use in
high-stakes applications (Abeysinghe and Circi 2024). Nonetheless, the study highlights that
with structured prompts and careful design, LLM evaluators can contribute valuable insights
when combined with human evaluation methods.

(Svikhnushina and Pu 2023) emphasised the importance of evaluation from users who have
directly interacted with the chatbot, often referred to as live user studies. This evaluation can
reflect authentic user satisfaction, as it is the same entity using the chatbot and evaluating
it. To simulate this form of evaluation, the authors proposed the Dialog system Evaluation
framework based on Prompting (DEP), which employs GPT-3.5 to both simulate dialogues
and evaluate them. The study explored multiple prompting strategies, i.e. zero-shot, few-
shot, and Chain-of-Thought (CoT) (Wei et al. 2022). Here, few-shot and CoT prompting
achieved the highest accuracy. The LLM-generated evaluation scores closelymatched human
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judgments, showing a Pearson correlation of up to 0.95 at the system level and 0.70 at the
dialogue level. These results highlight that, with careful prompt design, LLMs can serve as
an effective and scalable alternative for human evaluations in open-domain chatbot research.
(Svikhnushina and Pu 2023).

Although a single LLM is capable of performing a wide range of evaluation tasks, recent
research highlights that involving multiple LLMs in collaborative dialogue can lead to more
refined and reliable judgments through mutual critique and reinforcement (T. Liang et al.
2023). To tackle the limitations of single-agent evaluation, Chan et al. introduces ChatE-
val, a multi-agent debate framework in which several LLMs, each assigned a distinct per-
sona or role prompt (e.g., critic, scientist, psychologist), collaboratively assess chatbot re-
sponses through structured discussion. This design draws inspiration from human annotator
collaboration and leverages cognitive diversity to improve evaluation quality. By imple-
menting various communication strategies, i.e. one-by-one interaction, simultaneous talk,
and summarizer-enhanced debate, ChatEval fostered the nuanced judgment processes. The
system was evaluated using two benchmarks: FairEval (P. Wang et al. 2024), which focuses
on open-ended question answering across diverse domains, and Topical-Chat (Gopalakrish-
nan et al. 2023), a benchmark for evaluating dialogue responses in multi-turn conversations.
In both cases, ChatEval achieved stronger alignment with human judgments, outperforming
single-agent and hybrid baselines. These findings highlight the effectiveness of multi-agent
interaction in creating more reliable, human-like chatbot evaluations (Chan et al. 2023).

2.2.2 LLM Evaluation in Task Oriented chatbots

While most prior work on LLM-based evaluation has focused on open-domain chatbot set-
tings, recent research highlights the growing need for structured, domain-specific evaluation
frameworks in TOD systems. The most recent research in this space is TD-EVAL, introduced
by (Acikgoz et al. 2025), which presents a two-step evaluation framework for turn level and
dialogue level evaluation of TOD agents. Unlike open-domain settings that often prioritize
fluency or coherence, TOD systems must accurately interface with databases and follow pre-
defined service policies. TD-EVAL addresses these demands by leveraging LLMs as evalu-
ators. Here, the LLM was guided through well-crafted prompts that incorporate the full dia-
logue history, user intent, database results, and system response. At the turn level, responses
were assessed along three critical axes, i.e. conversation cohesion, backend knowledge con-
sistency, and policy compliance—each scored on a 5-point Likert scale. At the dialogue
level, the framework employs an Elo-style ranking system via TOD Agent Arena inspired
from (Zheng et al. 2023), where LLMs perform pairwise comparisons of full conversations
to judge overall performance. This required a second TOD agent within the same domain.
TD-EVAL achieved higher alignment with human judgment than both traditional metrics,
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Inform and Success. Inform measures whether the system provides the correct entity, while
Success assesses whether the system fulfils all user requests (Budzianowski et al. 2018). It
also outperforms LLM-based baselines like LMUnit. LMUnit, a baseline LLM-based eval-
uation method, uses natural language unit tests to assess chatbot responses by prompting
an LLM to verify whether specific behavioural expectations are met at each turn or across
the dialogue (Saad-Falcon et al. 2024). Overall, TD-EVAL represents a flexible and forward-
compatible evaluation paradigm for task-oriented dialogue systems, enabling comprehensive
assessment at both the turn-level and system-level for future research and development.

Recent research has also explored the use of LLMs as user simulators of TOD systems. (Kazi
et al. 2024) introduced a dynamic framework where LLMs played dual roles: generating
multi-turn dialogues based on initial user goals and subsequently evaluating the TOD sys-
tem’s performance using metrics such as task completion, coherence, diversity, and natu-
ralness. Their approach relied on various prompting strategies, including chain-of-thought
reasoning and user-goal state tracking. These have been used to simulate realistic and diverse
user interactions without requiring domain-specific fine-tuning. While this offered a scalable
and automated alternative to static benchmark evaluations, it lacked structured variation in
user intents.

In contrast, the present study has adopted a grounded methodology by manually construct-
ing the conversation dataset using Bloom’s Taxonomy, focusing on three cognitive levels—
Remember, Understand, and Evaluate.—to introduce intentional diversity in user requests.
This taxonomy-based design not only ensures interpretability in chatbot evaluation but also
enables more targeted assessment across different depths of user reasoning.

(Xu et al. 2024) proposed a novel simulation-based evaluation framework for assessing TOD
systems, which have leveraged LLMs as both user simulators and dialogue evaluators. In
this framework, the user simulator interacted with the dialogue system to fulfil predefined
task goals, while a separate LLM extracted key information from the conversation to assess
whether these goals were achieved. The evaluation did not rely on intermediate representa-
tions like belief states or system actions; instead, it used natural language outputs to compute
metrics such as Inform, Success, and Book, which measured correct entity identification, at-
tribute accuracy, and booking success, respectively. These were combined into an aggregated
Combine score to reflect overall task completion performance. The authors demonstrated the
effectiveness of this method through extensive experiments on MultiWOZ (Budzianowski et
al. 2018) and SGD (Rastogi et al. 2020) datasets, reporting over 97% accuracy in information
extraction by the LLM-based evaluator.
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2.2.3 Prompting Techniques in LLM-Based Chatbot Evaluation

Prompting strategies have played a crucial role in shaping the performance of LLM evalua-
tors. Three primary strategies have been commonly used: zero-shot, one-shot, and few-shot
prompting (Brown et al. 2020). In zero-shot prompting, no prior examples are given; instead,
only a natural language instruction describes the evaluation task. This setting is highly conve-
nient and can eliminate biases introduced by examples. However, it can be challenging when
task intent or output format is ambiguous. One-shot prompting builds on this by providing
a single example alongside the instruction, reflecting how tasks are often communicated to
humans in practical scenarios. Few-shot prompting, by contrast, involves conditioning the
LLM with several examples of input-output pairs—typically between 10 to 100—to better
guide the model during inference. Beyond these primary prompting techniques some other
prompting techniques were found in the literature that further enhance the reasoning and eval-
uative capabilities of large language models. CoT prompting is one such technique, where
intermediate reasoning steps are included in the prompt to guide themodel towards a logically
derived answer (Wei et al. 2022). This method has shown substantial improvements in tasks
involving multi-step arithmetic, commonsense, and symbolic reasoning, especially in models
with over 100 billion parameters. Another approach is role-based prompting, commonly used
in multi-agent evaluation settings, where multiple LLMs are assigned specific roles—such
as critic, scientist, or psychologist—to simulate collaborative assessment through structured
dialogue (Chan et al. 2023). Additionally, instruction-based prompting can provide models
with detailed natural language descriptions of the task. This can be effective for instruction-
tuned models to generalize effectively without requiring examples (Xu et al. 2024). The
Table ?? gives an overview of the prompting methods used in the existing literature.

2.2.4 Challenges of Using LLMs for Evaluation

Recent literature on LLM-based evaluation for open-domain chatbots have revealed several
recurring limitations across proposed frameworks. In studies such as MT-Bench and Chatbot
Arena, (Zheng et al. 2023) highlighted notable evaluation biases, i.e. position bias, verbosity
bias, and self-enhancement bias. Position bias refers to the tendency of LLM judges to fa-
vor certain positions over others in pairwise comparisons. In most cases, these models have
shown an intention to rate the first response more favorably, regardless of content quality.
Verbosity bias occured when longer, more detailed responses were rated higher, even when
they lacked clarity or accuracy compared to shorter ones. Self-enhancement bias can be de-
scribed as the pattern where LLMs tend to give more favorable evaluations to answers they
themselves generated. A similar issue was reported by (Abeysinghe and Circi 2024), who
found that LLMs often produced overly optimistic scores when they were both the gener-
ator and evaluator of the response. Their study also emphasised the lack of standardised
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Table 2: Prompting techniques used in LLM-based chatbot evaluation literature

Prompting Technique Papers / Frameworks Description

Zero-shot prompting (Svikhnushina and Pu 2023)
– DEP

Model is given only a
natural language instruction
without examples. Useful
for quick evaluation but
may be unclear for ambigu-
ous tasks.

One-shot prompting (Svikhnushina and Pu 2023)
– DEP

A single example accompa-
nies the instruction, resem-
bling human task demon-
strations.

Few-shot prompting (Zheng et al. 2023) –
MT-Bench, Chatbot Arena;
(Abeysinghe and Circi
2024); (Svikhnushina and
Pu 2023) – DEP

Several examples are pro-
vided to illustrate the task.
Helps reduce reliance on
task-specific training.

Chain-of-thought prompting (Wei et al. 2022);
(Svikhnushina and Pu
2023); (Kazi et al. 2024)

Prompts include step-by-
step reasoning before the
final answer. Enhances rea-
soning ability in complex
tasks.

Role-based prompting (Chan et al. 2023) – ChatE-
val

Assigns the LLM a specific
role (e.g., critic, evaluator)
to simulate diverse evalua-
tor perspectives.

Instruction-based prompting (Xu et al. 2024) Uses detailed natural lan-
guage instructions to spec-
ify the evaluation task with-
out examples. Effective for
instruction-tuned models.

prompting techniques and evaluation protocols, leading to inconsistent and non-reproducible
outcomes. Additionally, they noted that evaluation results can vary significantly depend-
ing on the quality and configuration of the evaluator LLM. Similarly, the DEP framework
proposed by (Svikhnushina and Pu 2023), which simulated user interactions using LLMs,
achieved strong correlations with human judgments (up to 0.95 at the system level). How-
ever, it relied entirely on synthetic dialogues and thus failed to capture real user perceptions
and emotional nuances. Finally, the ChatEval framework (Chan et al. 2023) introduced a
multi-agent debate strategy that improved alignment with human ratings, but it came with
high computational cost, prompt design challenges, and lacked real-user validation.
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On the other hand, when it comes to TOD systems, the evaluations have introduced a distinct
set of limitations shaped by their goal-driven and domain-specific nature. TD-EVAL (Acik-
goz et al. 2025), a recent two-step evaluation approach for TOD systems, offered turn- and
dialogue-level assessments. However, it was reliant on synthetic dialogues and the require-
ment of multiple TOD agents for pairwise comparisons, making it unsuitable for scenarios
involving a single agent. Its dependence on fixed prompt structures might also limit adapt-
ability across different domains and service policies. (Kazi et al. 2024) proposed a framework
where LLMs act as both user simulators and evaluators. However, the evaluation module re-
lied on GPT-4 for scoring, which introduces potential bias—particularly when similar models
are used for both simulation and evaluation. A similar problem called self-enhancement bias
was also discovered by(Abeysinghe and Circi 2024) and (Zheng et al. 2023). Furthermore,
while their evaluation focused on surface-level metrics such as task completion, naturalness,
coherence, and diversity, it overlooked deeper cognitive dimensions of user interaction. Sim-
ilarly,(Xu et al. 2024) introduced a simulation-based framework that evaluated TOD systems
by comparing natural language outputs against predefined user goals. However, the frame-
work relied solely on automated metrics, which may miss subtle issues such as incoherence
or user dissatisfaction that human judges could more reliably identify. It defined three pri-
mary metrics, i.e. Inform, Success, and Book. While these captured task success, they over-
looked higher-order conversational qualities like engagement and coherence. Moreover, by
evaluating performance strictly against fixed user goals, the framework did not account for
real-world scenarios where users shift objectives or provide ambiguous input.

2.3 Summary

This chapter has reviewed the evolution of chatbot evaluation methodologies, starting from
human-centric assessments and automated metrics like BLEU, ROUGE, and BERTScore, to
more recent approaches using large language models (LLMs). It also explored how these
evaluation methods have been applied predominantly to open-domain systems. Across the
literature, there was consistent emphasis on surface-level metrics such as accuracy, relevance,
coherence, and human alignment for both open-domain and TOD systems. The results and
research gaps have been observed for both types of chatbot. However, this studywas intended
to focus on the evaluation of product suggestion chatbot by LLM. In light of this objective, a
notable research gap has been identified in the evaluation of task-oriented chatbots. Across
all the literature, it was observed that researchers mostly considered task success rate and
overall coherence for TOD system evaluation. One important aspect they omitted was testing
the coherence of task oriented chatbot across varied cognitive levels. The datasets used in
the literature was mostly simulated by LLMs. As a result, it might lack diversified scenarios
within the data that is found in real user data.
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To address all these gaps, the present study incorporates three levels from Bloom’s Taxon-
omy, i.e. Remember, Understand, and Evaluate, into the design of the evaluation dataset.
The evaluation approach leverages LLM (GPT-4), focusing on coherence evaluation with a
diversified dataset along with the accuracy evaluation on product suggestion scenarios.

The following chapter presents the methodology used in this study, including dataset con-
struction, prompt design, evaluation criteria, and metrics for both LLM-based and expert
Human evaluation.
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3 Methodology

3.1 Overview

The objective of this study is to examine whether large languagemodels (LLMs) can be effec-
tively used in the evaluation of task-oriented chatbots. In this research, the task of the chatbot
is to suggest products. The study addresses the following research question: How effectively
can LLMs evaluate the performance of product suggestion chatbots compared to human eval-
uations? To explore this, the methodology is structured into two main parts, each focusing
on a different dimension of chatbot evaluation. The first part concentrates on effectiveness,
which is critical for assessing task completion. The second part addresses coherence. Here,
coherence reflects the quality of the chatbot’s responses across three cognitive levels, i.e. re-
member, understand and evaluate, taken from the Blooms taxonomy (Vanderbilt University
n.d.).

In the first part, the goal is to evaluate the effectiveness of the chatbot. As a metric for
effectiveness, task success rate has been used. Here, it measures the rate of successful and
correct product suggestions from the conversation dataset. At first, the conversation data is
collected by manually conversing with the chatbot as a user. Afterwards, LLM is prompted
along with each conversation data to verify the successful task completion. The verification
is done by comparing the suggested products from the conversation with the ground truth
products retrieved from a database.

The second part focuses on evaluating the coherence of the chatbot’s responses. Here, Co-
herence refers to the assessment of the cognitive quality of the responses for each of the
selected cognitive levels. The levels and their demonstrations are summarised in Table 1 in
the introduction chapter. Furthermore, a separate dataset is manually constructed according
to the criteria of selected cognitive levels. This approach is applied, taking inspiration from
the approach by (Abeysinghe and Circi 2024).

Coherence is evaluated by comparing the coherence ratings of LLM and human experts for
each of the cognitive levels. The ratings are generated for each of the cognitive levels, and
a three-point Likert scale is used. Each of the conversations is rated two times: first by
the LLM (using zero-shot prompting), and then by human experts following the same rating
criteria. The resulting scores from both sources are compared using Cohen’s Kappa (κ) and
Spearman’s rho (ρ) to assess the degree of agreement between raters and correlation between
LLM-derived and human-derived ratings. These statistical measures can be used to test the
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hypotheses described in the introduction chapter regarding the alignment between LLM and
human experts in evaluating the chatbot.

This two-part methodology examines both effectiveness and conversational coherence across
distinct cognitive levels. The following sections describe each component of the methodol-
ogy in detail, outlining the tools used (Chatbot), data preparation, evaluation criteria, and
experimental setup.

3.2 Chatbot under Experiment

The chatbot, Easy Selection, used in this study, is designed to assist users in selecting suitable
industrial electrical drives. The chatbot requires four essential inputs: industry, application,
voltage, and power rating from the user to suggest products. It asks for these four parameters
in natural language, and it can extract the parameters from the conversation. Once these
parameters are gathered, the chatbot formulates a query to the connected product database
and retrieves a maximum of three relevant drive recommendations, depending on availability.
The chatbot leveragesGPT-4 to facilitate natural language understanding, with the connection
established via an API. The entire functionality of the chatbot is structured through carefully
designed prompt engineering. It also integrates structured product selection logic by using
the four parameters taken from the user.

For example, a person working in the chemical industry needs an electrical drive to run a
mixer. It requires a voltage of 200V and a power rating of 100 kW.

Here, the chatbot will collect the parameters by conversing with the person in natural lan-
guage. It will take Chemical as the industry, mixer as the application, 200V as the voltage
requirement and 150kw as the power rating. Afterwards, the chatbot will use these parame-
ters to query the product database. Finally, the chatbot will present suitable electrical drives
for the corresponding parameters. The chatbot can provide a maximum of three product
recommendations upon availability.

The following figures illustrate the above scererio between the user and the chatbot during
the drive selection process. In Figure 1a, the chatbot welcomes the user and asks for the four
essential inputs mentioned above. The user inputs them in two turns. In Figure 1b, after all
the inputs are collected, the chatbot responds with a list of products with details and features.
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(a) Initial interaction collecting user inputs (b) Drive recommendations by Easy Selection

Figure 1: Conversation flow between user and the chatbot Easy Selection

3.3 Evaluating Effectiveness

Effectiveness refers to the ability of the chatbot to fulfil its task. In this study, the task of the
chatbot is to suggest correct products to the users. Here, task success rate have been used as
the metric for effectiveness.

3.3.1 Dataset Preparation

The dataset consists of 30 user-chatbot conversations, each assigned a validation result of
successful task completion. A sample of the dataset can be found in Table 3. The dataset has
two variables.

• Conversation Id: It refers to a unique ID for each conversation of EasySelection chat-
bot.

• Validation Result: It validates if the product suggestions from the conversation are
correct or incorrect. Hence, it indicates a successful (1) or an unsuccessful (0) task.

Table 3: Sample dataset for effectiveness evaluation

Conversation ID Validation result

Conv01 1
Conv02 1
Conv11 0
Conv18 0

Firstly, the user-chatbot conversations are manually collected by conversing with the Easy-
Selection chatbot. Each of the conversations is multi-turn, where the simulator seeks prod-
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uct recommendations with certain requirements and parameters. The chatbot requires four
mandatory parameters: industry, application, voltage and power rating in order to recom-
mend products.

During the dataset preparation, the pattern of inputs of the required parameters is varied. In
some conversations, all the parameters are provided in a single turn. For example, the user
provides Chemical as the industry, Conveyor as the application, 250v as the voltage require-
ment and 150kw as the power rating at once. While in others, it is given incrementally within
multiple turns. It is illustrated in Figure 1. In some cases, lexical variation is incorporated by
using synonyms and alternative phrasings. The conversations are carried out for 30 distinct
cases, where each of the cases involved a unique combination of parameters. An example
of the conversation data can be found on Appendix A. Overall, the conversations are carried
out with an emphasis on simulating realistic user queries.

Next, the LLM is leveraged to generate the validation result of task completion for each of the
conversations. The next subsection covers the detailed validation result generation process.

Overall, the dataset is comprised of 30 user–chatbot conversations, each assigned a valida-
tion result of successful(1) / unsuccessful(0). Out of all these, 21 conversations (70%) were
labelled as successful, while nine conversations (30%) were labelled as unsuccessful.

3.3.2 LLM-Assisted Labelling for Dataset

To support the preparation of dataset, openAI’s LLM,GPT-4 is used to generate the validation
results for the 30 user-chatbot conversations.

Firstly, GPT-4 is prompted with the full user-chatbot conversation and instructions to extract
the parameters. The prompt extracts the four key parameters from the conversation: indus-
try, application, voltage, and power. Next, these extracted values are used to query a backend
product database, which retrieves the list of valid product recommendations. Here, this re-
trieved list of products is the ground truth product list for the corresponding parameter set.
This retrieval step is handled separately to avoid the token limitation of the GPT-4 prompt
input. The prompt can be found in Appendix B.

Furthermore, GPT-4 is prompted again with another set of instructions. The prompt includes
a set of five predefined decision rules, which are summarized in Table 4. It extracts the
product suggestions made by the chatbot from the conversation and compares them with the
ground truth products retrieved beforehand. Based on the decision rules, GPT-4 returns either
“correct” or “incorrect” with a short explanation. Correct is labelled as a successful (1) task
completion, and incorrect is labelled as an unsuccessful (0) task completion in the dataset.
The prompt can be found in Appendix C.
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Table 4: LLM decision rules for generating validation results

Condition GPT-4 validation results

Chatbot recommended a product that ap-
pears in the ground truth product list

Return correct and provide an explanation.

Chatbot recommended a product that does
not appear in the ground truth product list

Return incorrect and provide an explana-
tion.

Chatbot made no recommendation, but the
ground truth product list contains relevant
products

Return incorrect, list the expected products,
and provide an explanation.

Chatbot made no recommendation, and the
ground truth product list is empty

Return correct and provide an explanation.

Chatbot made a recommendation, and the
ground truth product list is empty

Return incorrect and provide an explana-
tion.

3.3.3 Evaluation Criteria

To evaluate the effectiveness of the chatbot Easy Selection, the task success rate is used as
the metric. This metric is well established in task-oriented system research and measures
whether a system successfully completes the task by producing the correct final outcome
(Budzianowski et al. 2018; Yao et al. 2024)

In this study, task success rate is the proportion of evaluated conversations in which the chat-
bot successfully delivered product recommendations that matched the ground truth product
data. During the labelling process of the dataset preparation, each conversation is labelled as
successful (1) or unsuccessful (0). The final task success rate of the chatbot is calculated by
dividing the number of successful outcomes by the total number of conversations.

Task Success Rate =
Number of Successful Conversations
Total Number of Conversations

(3.1)

Overall, the task success rate provides a general picture of the chatbot’s effectiveness in pro-
ducing accurate product recommendations.

3.4 Coherence Evaluation

In this study, coherence refers to memory retention, contextual understanding, and contextual
reasoning of the chatbot’s responses throughout a task-oriented conversation. It reflects the
chatbot’s ability to engage in meaningful and context-aware conversations that are aligned
with the user’s intent and expectations. To be specific, Coherence is assessed through the
perspective of three cognitive levels from Bloom’s Taxonomy: Remember, Understand, and
Evaluate, Table 1.
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3.4.1 Cognitive Level Selection

There are six cognitive levels in Bloom’s taxonomy. Out of the six cognitive levels, three
levels, i.e. remember, understand and evaluate are chosen because they best reflect the types
of interactions expected in a product suggestion chatbot. During the process of suggesting
products, the chatbot needs to remember factual information given by the user, which reflects
the remember level. Also, the chatbot needs to clearly understand and interpret the queries
given by the users, which reflects the understand level. Again, the chatbot needs to select a
product from a list of products with specific user constraints, which reflects the evaluate level.
The Apply level is intended to focus on the ability to utilise the acquired knowledge from the
users to generate output. It is already addressed in the effectiveness evaluation, as it is the
task of the chatbot to use the parameters from the users to suggest suitable products. The
other two levels, Analyze and Create are excluded from the scope as they involve complex
cognitive and generative tasks that are not supported by the functions of the Easy Selection
chatbot.

3.4.2 Dataset Preparation

The dataset consists of 24 conversations. There are 8 conversations for each of the three cog-
nitive levels. The conversation data is manually constructed by conversing with the chatbot
for each of the cognitive levels.

For the Remember level, conversations were simulated to test the chatbot’s ability to recall
prior user inputs. During the conversations, the simulator first requests a product recommen-
dation, then move on to a second, unrelated request. Afterwards, the chatbot was asked to
recall the parameters (e.g., voltage, application, industry, power) that were originally used
during the first interaction. This tested the short-term memory retention of the chatbot. For
example, a user from Cement industry wants product recommendations with Conveyor as the
application, 220V as the voltage and 100kw as the power rating. After getting the product
suggestion list, the simulator interacts with a different context. Afterwards, the simulator
asks the chatbot to recall the parameters that have been used. An example of remember level
conversation can be found on Appendix D

In the Understand level, complexity was introduced through varied linguistic phrasing along
with the use of non-standard synonyms. These conversations were carried out to examine
whether the chatbot could correctly interpret the intent even when it is expressed in an indirect
or semantically nuanced way. For example, a person from the Food industry needs a product
for a compressor. During the interaction, the person writes that it requires a product for a
pizza shop. Here, the chatbot should understand the industry as the food industry. This level
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reflected the chatbot’s capacity to process meaning rather than simply matching surface-level
keywords.

The Evaluate level conversations were simulated with scenarios where the chatbot must show
reasoning based on user-defined constraints. Here, the simulator begins by requesting general
product recommendations. After getting the product suggestion list, the simulator adds an
additional condition or preference that requires the chatbot to evaluate the options and suggest
the most suitable product. For example, the chatbot has already provided a list of products
to a person. At this point, the person asks the chatbot to select a product from the list with
low maintenance costs. This level tested the chatbot’s ability to integrate constraints into its
reasoning process.

The conversation data is divided evenly across the three selected cognitive levels, with eight
conversations created for each: Remember (n = 8), Understand (n = 8), and Evaluate (n = 8).
The examples of conversation data for the levels understand, remember and evaluate can be
found in Appendix D.

The following subsections cover the detailed evaluation and rating generation process.

3.4.3 Rating Criteria

This subsection covers the detailed rating criteria for evaluating the coherence of conversation
data for each of the cognitive levels, i.e. remember, understand and evaluate. Each of the
levels is rated using a 3-point Likert scale and has a separate rating criteria. In general, a
conversation is given to the evaluator/rater as input. After going through the conversation
data, the evaluator/rater gives a rating for the corresponding conversation. This rating is given
based on the rating criteria of each cognitive level. In the next phases of the methodology,
LLM (GPT-4) and 3 human experts use these rating criteria to rate the conversations.

In the remember level, the goal is to check the chatbot’s ability to recall prior user inputs. The
raters go through the conversation given as input and assign a rating. The criteria of ratings
for remember level are given below.

Score 3 — Full Recall • The chatbot accurately recalled all provided parameters (e.g., in-
dustry, application, voltage, power, conditions).

• The chatbot did not ask the user to repeat any previously provided information.

Score 2 — Partial Recall • The chatbot recalled some parameters but missed or ignored
others.

• It asked for a subset of information that had already been provided.
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Score 1 — No Recall • The chatbot forgot, contradicted, or ignored all provided parame-
ters.

• It repeatedly asked for information that was already stated.

For the understand level, the goal is to check the chatbot’s ability to understand and interpret
complex queries in the conversation. The criteria for rating the understand level are given
below.

Score 3 — Full Understanding • The chatbot can determine and understand all parameters
from both general and complex queries.

• It guides the user in selecting parameters (e.g., industry, application) when needed.

• It politely ignores irrelevant parameters.

Score 2 — Partial Understanding • The chatbot understands some of the parameters from
both general and complex queries.

• It fails to avoid some irrelevant parameters.

• It can partially guide the user in selecting parameters.

Score 1 — No Understanding • The chatbot cannot understand the parameters from both
general and complex queries.

• It accepts irrelevant parameters and cannot process them correctly.

• It cannot guide the user in parameter selection.

For the evaluate level, the goal is to test the chatbot’s ability to integrate user constraints in
selecting a specific product from the suggested product list. The criteria of rating for the
evaluate level are given below.

Score 3 — Strong Justification The chatbot provides a clear and well-structured justifica-
tion, explaining why the recommended product is appropriate and why alternative op-
tions do not fit the user’s requirements.

Score 2 —Weak Justification The chatbot offers some reasoning, but the explanation is
vague, incomplete, or insufficient to support the recommendation.

Score 1 — No Justification The chatbot states a product recommendation without offering
any explanation or evaluative reasoning.
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The use of separate rating criteria for each cognitive level is chosen to ensure that the eval-
uation captures the distinct cognitive demands associated with remembering, understanding,
and evaluating. Furthermore, the 3-point Likert scale is intentionally kept simple to promote
consistency across raters and to minimize ambiguity during assessment.

Overall, the rating criteria and scale provide a structured and interpretable approach for as-
sessing the coherence of chatbot responses across the three selected cognitive levels.

3.4.4 LLM Evaluation Setup

GPT-4 is employed as the LLM to generate coherence ratings based on the previously defined
rating criteria. Separate prompts are designed for the three cognitive levels to ensure that the
level specific demands are appropriately reflected. Although the content of the prompts dif-
fers by cognitive focus, the structural organisation of the prompt template remains consistent
across levels.

Each prompt is composed of the following four components:

1. Task Definition: The prompt begins by explaining the objective of the evaluation. It
specifies that the LLM is expected to assess the quality of a task-oriented conversation
based on the requirements of a particular cognitive level.

2. Input Expectation Declaration: The prompt clarifies that a full multi-turn conversa-
tion will be provided as input when the prompt is executed. The conversation is not
embedded within the prompt itself but supplied dynamically at runtime. This allows
the same prompt structure to be reused across different conversation samples.

3. RatingCriteria: A3-point Likert scale is defined within the prompt to guide the rating
process. This section provides clear textual descriptions for the LLM on how it should
assign a rating of 3, 2, or 1. These descriptions are directly added from the Subsection
3.4.3. A zero-shot prompting strategy is employed, meaning that the model received
no prior examples or demonstrations.

4. Response Format Instruction: Lastly, the prompt instructs the LLM to output its
rating in a fixed format: a numerical score (1–3) followed by a short explanation of the
score. This structure enables standardised output across all evaluations.

This prompt design is applied across the dataset, enabling GPT-4 to generate coherence rat-
ings for all 24 conversation samples, with eight conversations corresponding to each cogni-
tive level.
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The prompt used for the remember level is presented below to illustrate the structure and
instructions given to the LLM. The full prompt templates for all cognitive levels are included
in Appendix E.

You are an evaluator assessing whether a chatbot accurately remembers key
facts mentioned earlier in a technical product selection conversation.

This evaluation focuses only on the chatbot's ability to retain and refer
to earlier information provided by the user. These include:

- Industry
- Application
- Voltage
- Power
- Given conditions.

You will be given:
- A multi-turn conversation between a user and the chatbot.

Your Task:
Analyze the conversation and determine whether the chatbot correctly

retained and used all relevant parameters from earlier in the
conversation.

### Evaluation Instructions:
Assess the ’chatbots recall performance by determining:
- Whether it correctly referenced the industry, application, voltage,

power, and conditions when prompted.
- Whether it misrepresented or contradicted any previously stated

parameters.
- Whether it unnecessarily asked the user to repeat information already

provided.

3-Point Likert Scale for Evaluation:

Score: 3 — Full Recall
- The chatbot accurately retained all user-provided parameters (industry,

application, voltage, power, conditions).
- It did not ask the user to repeat any already provided information.

Score: 2 — Partial Recall
- The chatbot recalled some parameters but missed or ignored others.
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- It asked for a subset of information that had already been provided.

Score: 1 — No Recall
- The chatbot forgot, contradicted, or ignored most or all of the

parameters.
- It repeatedly asked for information that was already provided.

Response Format:
Return two lines in this format:
Score: <1, 2, or 3>
reason: <brief justification for the rating based on the conversation>

3.4.5 Human Evaluation Setup

A separate human assessment is conducted using a group of qualified individuals. This step
is essential for establishing a reference point against which the reliability of the LLM’s judg-
ments could be compared.

Evaluator Selection: Three individuals were selected to perform the evaluation. All of them
are directly involved in the development of the Easy Selection chatbot. The group consisted
of one female and two male evaluators, all between 25 and 30 years of age. In addition to
their technical experience, they also possessed academic backgrounds at the graduate level
and a practical understanding of the domain of electrical drives, the context in which the
chatbot operates. Overall, their knowledge and familiarity with the chatbot’s domain made
them suitable evaluators.

Instructional Material and Evaluation Guidelines: The human evaluators were provided
with a comprehensive instruction document. The document included the similar rating crite-
ria that were available in the prompt for the LLM’s evaluation. The summary of the document
is stated below:

1. An overview of the three Bloom’s Taxonomy levels (Remember, Understand, and
Evaluate) and how each level applies to evaluation.

2. Description of the 3-point Likert scale used to rate each conversation.

3. An overview of the full dataset, along with the link to the full dataset of conversations
to be evaluated. The overview focused on how carefully the conversation data is con-
structed to reflect the specific behaviour expected from the chatbot at that cognitive
level.
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4. The rating criteria for each of the cognitive levels from the Subsection 3.4.3. The rating
criteria is similar for both the LLM and human evaluators.

5. Instructions on how to read and interpret each conversation sample and follow the
rating criteria to assign a rating.

6. A submission link where the evaluators submitted their ratings and, optionally, short
justifications for their decisions.

The full instruction manual for the human evaluators can be found on the Appendix F.

The data and collection method: Here, the data is the ratings asigned by the human experts.
It was stored in a shared Excel sheet, and the link can be found on Appendix F. 1

The human experts used the instruction material and evaluation guidelines to rate each of the
24 set of conversation data. Overall, this setup ensured that the human assessment followed
the same rating criteria used by the LLM evaluation setup.

3.4.6 Assessing the LLM as Chatbot Evaluator

The coherence dataset consists of 24 conversations, evenly distributed across the three cog-
nitive levels, with 8 conversations per level. Each conversation received ratings from the
LLM and from three human experts. The LLM ratings are compared to human ratings to
determine the extent of agreement between raters and to examine the LLM’s effectiveness as
a coherence evaluator. A sample representation of the conversation data with the ratings can
be found on Table 5.

Table 5: Conversation data with ratings from LLM and three Human Experts

Conversation ID LLM rating (GPT-4) Expert 1 Expert 2 Expert 3

Evaluate 1 3 3 3 3
Evaluate 2 3 3 3 3

Remember 1 3 3 3 3
Remember 2 2 2 2 2

Understand 1 3 3 2 2
Understand 2 3 3 3 3

Cohen’s Kappa (κ) is used to measure the level of agreement between GPT-4 and human
evaluators while accounting for chance agreement (McHugh 2012). This measure is applied
to test the first hypothesis, stating that there is a positive level of agreement between GPT-4
and human raters.

1The whole dataset can be accessed from Appendix F.
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Spearman’s rho (ρ) is used to measure the degree of alignment between LLM and human
ratings. Spearman’s ρ assesses monotonic relationships, identifying whether an increase in
one variable corresponds to an increase or decrease in the other, without assuming a linear re-
lationship (Hinkle et al. 2003). This measure is applied to test the second hypothesis, stating
that there exists a significant positive correlation between GPT-4 and human coherence rat-
ings. Furthermore, previous studies also mentioned the use of Spearman’s rho in LLM-based
and human evaluation alignment (Zheng et al. 2023; Abeysinghe and Circi 2024).

Together, these measures offer a robust quantitative basis for hypothesis testing, helping de-
termine whether GPT-4 used as LLM can serve as a reliable evaluator of coherence in product
suggestion chatbots.
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4 Results

This chapter presents the results of the experimental study conducted to assess LLM (GPT-4)
as an evaluator of product suggestion chatbots. The study focused on two dimensions of a
product suggestion chatbot. Firstly, the effectiveness of the product suggestion outputs and
secondly, the coherence of the chatbot’s responses. The effectiveness of the product sugges-
tion outputs was assessed through the task success rate, which provides a direct measure of
the system’s ability to return correct recommendations. These results were obtained by com-
paring the chatbot’s product suggestion outputs with the ground truth data from the product
database. The results of the coherence consisted of Cohen’s Kappa values and Spearman’s
rho values against the two hypotheses of the study. Firstly, coherence ratings were gener-
ated from the LLM (GPT-4) and three human experts. Afterwards, the statistical values, i.e.
Cohen’s kappa and Spearman’s rho were obtained by comparing the coherence ratings from
LLM and Human experts.

4.1 Effectiveness Evaluation

Task success is a binary measure indicating whether the chatbot produced the correct product
recommendation (1 = success, 0 = failure). Table 6 summarises the task success performance
across 30 conversations, reporting the success rate, mean proportion, and standard deviation.
Out of 30 conversations, the chatbot’s task was successful in 21 cases, resulting in a task
success rate of 70%. The mean success proportion and standard deviation were (M = .70, SD
= .46). These results indicate that the chatbot was able to generate correct recommendations
in a majority of cases, though performance remained inconsistent across conversations.

Table 6: Task Success Results for 30
Conversations

Statistic Value
Number of conversations 30
Successful tasks (1) 21
Unsuccessful tasks (0) 9
Task Success Rate (%) 70.0
Mean (proportion) .70
Standard deviation .46

Note. Task success was coded as 1
(success) and 0 (failure).

Overall, these results indicate that the chatbot demonstrates moderate effectiveness in sug-
gesting products.
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4.2 Coherence Evaluation

Table 7 shows the Mean coherence scores and standard deviations for GPT-4 and the three
human evaluators across the three cognitive levels.

Based on three levels, GPT-4’s mean ratings are generally comparable to those of the human
evaluators, although variability differed by rater and level. At the Remember level, GPT-
4 and Expert 1 assigned identical average ratings (M = 2.25), whereas Expert 2 assigned
slightly lower scores and Expert 3 slightly higher scores. At the Understand level, all raters
assigned relatively high mean scores, with GPT-4 showing the lowest variability (SD = 0.46),
indicating more consistent scoring. At the Evaluate level, GPT-4, Expert 1, and Expert 3
exhibited identical mean ratings (M = 2.50), while Expert 2 assigned slightly higher scores
(M = 2.75). Overall, the descriptive statistics indicate broadly similar scoring tendencies
between GPT-4 and the human evaluators, with some differences in rating variability.

Table 7: Descriptive Statistics of Coherence Rat-
ings Across cognitive Levels

Cognitive Level Rater Mean (M) SD
Remember LLM 2.25 0.71

Expert 1 2.25 0.89
Expert 2 2.00 0.93
Expert 3 2.50 0.76

Understand LLM 2.75 0.46
Expert 1 2.63 0.74
Expert 2 2.63 0.74
Expert 3 2.50 0.76

Evaluate LLM 2.50 0.76
Expert 1 2.50 0.76
Expert 2 2.75 0.71
Expert 3 2.50 0.76

Note. Ratings were assigned on a three-point scale:
1 = poor coherence, 2 = partial coherence, 3 = strong
coherence.

The Table 8 shows the Cohen’s kappa κ and Spearman’s rho ρ values across the cognitive
levels.

For the Remember level, GPT-4 demonstrated moderate agreement with all three human
evaluators, with Cohen’s kappa values of κ = .61, .63, and .60. These results also support
Hypothesis 1, indicating a positive level of agreement between GPT-4 and human experts.
Spearman’s rho values were strong and statistically significant across evaluators, with ρ = .80,
.89, and .73 (all p < .05). This also supports Hypothesis 2, indicating that GPT-4’s coherence
ratings are positively correlated with human expert ratings.
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Table 8: Agreement (Cohen’s κ) and Correlation
(Spearman’s ρ) Between GPT-4 and Human Evaluators
Across cognitive Levels

Cognitive Level Rater κ ρ p-value
Remember Expert 1 .619 .803 .0164

Expert 2 .636 .897 .0025
Expert 3 .600 .738 .0366

Understand Expert 1 .692 .990 <.001
Expert 2 .077 .412 .3100
Expert 3 .467 .800 .0171

Evaluate Expert 1 .529 .611 .1075
Expert 2 .429 .667 .0710
Expert 3 .529 .611 .1075

Note. κ = Cohen’s kappa; ρ = Spearman’s rank correla-
tion coefficient.

At the Understand level, agreement between GPT-4 and the human evaluators varied con-
siderably. GPT-4 showed substantial agreement with Expert 1 (κ = .69), minimal agreement
with Expert 2 (κ = .07), and moderate agreement with Expert 3 (κ = .46). As agreement was
not consistently positive across evaluators, these results do not fully support Hypothesis 1
at this level. Spearman’s rho values also reflected a similar pattern. GPT-4 showed a nearly
perfect, statistically significant correlation with Expert 1 (ρ = .99, p < .001) and a strong,
significant correlation with Expert 3 (ρ = .80, p < .05). The correlation with Expert 2 was
weak and not statistically significant (ρ = .41, p = .31). Thus, Hypothesis 2 is only partially
supported for the Understand level.

At the Evaluate level, GPT-4 showed moderate agreement with human evaluators, with κ
values of .52, .42, and .52. Although agreement was positive, it was weaker than at the
Remember level and does not provide strong support for Hypothesis 1. Spearman’s rho values
at this level weremoderate but not statistically significant (ρ = .61–.67, all p > .05). Therefore,
Hypothesis 2 is not supported for the Evaluate level.

Overall, the values show the agreement of LLM (GPT-4) with human experts and the cor-
relation of LLM ratings with human ratings. The interpretation of these values is discussed
briefly in the next chapter.
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5 Discussion

The objective of the study was to assess the LLM (GPT-4) as an evaluator of product sug-
gestion chatbots. The focus was applied to three different cognitive levels from Bloom’s
taxonomy. Overall, the results reflect that LLMs can serve as a useful tool to evaluate the
chatbot in general. However, they struggles when the evaluation requires complex reasoning.
This chapter presents a reflection on the entire research process, results, discussing the limi-
tations and potential effects of the research design. Furthermore, it examines the implications
derived from the interpretation of the results.

During the effectiveness evaluation, task success rate was used as the primary metric to de-
termine whether the chatbot produced correct product recommendations. GPT-4 was em-
ployed to validate each conversation by comparing the chatbot’s product suggestions with the
ground-truth product retrieved from the database. Although task success rate is a straightfor-
ward and widely used metric, its inclusion remains important for domain-specific chatbots,
where task success is a core requirement. Incorporating this measure alongside the cognitive-
level coherence evaluation ensures that the analysis captures not only how well the chatbot
reasons, but also whether it ultimately produces the correct output.

The coherence evaluation results revealed that the LLM’s performance was strongest at the
Remember level, showing moderate agreement and significant correlations with all three hu-
man experts. As complexity increased at the Understand level, the LLM’s agreement became
inconsistent, showing strong alignment with one expert but weak or negligible alignment with
the others. By the Evaluate level, where complex reasoning was tested, both agreement and
correlation were weak across all three experts, with no significant correlations. These re-
sults indicate that LLMs may perform reasonably well in evaluating simpler interactions but
struggle with more complex reasoning tasks. It can be stated that both hypotheses 1 and 2
are supported by the remember level. For understand level, the hypotheses are supported
partially. However, the complex evaluate level doesn’t support any of the hypotheses.

The research employed manually constructed datasets to evaluate the chatbot since there
was no benchmark dataset for this domain. In particular, the coherence dataset was delib-
erately designed across Bloom’s cognitive levels and was not generated by LLMs. This de-
sign choice reduces the risk of self-enhancement bias, in which an LLM evaluates content
that resembles its own generative patterns (Chiang et al. 2024). Prior research has applied
cognitive-level evaluation primarily to open-domain dialogue systems (Abeysinghe and Circi
2024), but not to product-suggestion chatbots. By using this structured evaluation approach

36



in a domain-specific context, the study provides a concrete methodological contribution. It
offers a replicable approach that future research can extend to other domain-specific chatbot
systems.

The limitations of this study include the quality and nature of the dataset. The dataset was
manually constructed to represent different cognitive levels, but it does not reflect authentic
user–chatbot interactions. Consequently, it may not capture the full complexity, variability,
or ambiguity present in real-world conversations. The Easy Selection chatbot used in this
experiment was not a fully functional or deployed system. Using a complete, production-
level enterprise chatbot with real interaction logs and established operational policies would
allow for improved dataset creation. Furthermore, there was a limitation on token usage for
the LLM. As a result, the few-shot prompting technique could not be applied as it requires a
lot of example scenarios to be added to the prompt. Putting aside all the limitations, the study
reveals the overall effectiveness of LLM in evaluating product suggestion chatbots. Thus the
research question can be answered in this way that LLM can be effective in evaluating product
suggestion chatbot in general reasoning scopes. However, it struggles to evaluate complex
reasoning tasks.

The following chapter concludes the research with suggestions for future studies.
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6 CONCLUSIONS

This study aimed to examine the effectiveness of large language models (LLMs) in evalu-
ating product suggestion chatbots. The evaluation was conducted on two dimensions: ef-
fectiveness and coherence. In terms of effectiveness, task success rate was used as metric.
LLM (GPT-4) was employed to validate the successful task completion by comparing the
chatbot’s product suggestions with the ground-truth product retrieved from the database. Al-
though LLM did not contribute much in measuring task success rate, its inclusion remains
important as it is the core requirement of task-oriented chatbots.

Coherence was assessed using three cognitive levels from Bloom’s Taxonomy, i.e. Remem-
ber, Understand, and Evaluate. The results suggest that LLMs can serve as reliable evaluators
when the task involves simpler reasoning. At the Remember level, the LLM showed consis-
tent alignment with human experts as well as positive correlation with human ratings. Some
agreement was also observed at the Understand level, although it varied across experts. How-
ever, performance significantly declined at the Evaluate level, where complex reasoning was
required.

The use of a manually created, cognitively structured dataset strengthened the validity of this
study. It helped reduce common risks such as self-enhancement bias and over-dependence on
LLM simulated conversations. Additionally, the study extended evaluation practices using
cognitive levels from open-domain chatbots to task-oriented chatbots, which had received
limited attention in previous research.

In conclusion, LLMs demonstrate strong potential in evaluating chatbot responses involving
basic and intermediate reasoning. However, their capacity to assess complex, high-level
reasoning remains limited. This opens up opportunities for future work to explore more
advanced prompting techniques, i.e. few shot prompting, COT prompting etc. Moreover,
using a hybrid evaluation approach that combines human judgement with LLM�generated
ratings, along with collecting data from a fully deployed real�world chatbot, could lead to
more robust and meaningful evaluation outcomes.
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A APPENDIX: Sample conversation data for Evaluating effec-
tiveness

[
{

"sender": "assistant",
"message": "Welcome to Danfoss-EasySelection! I will assist you today
in finding the perfect Drives for your application. Could you share a
bit about the application, such as power, voltage, and industry?"

},
{

"sender": "User",
"message": "I need something for conveyors. ’Its used in a cement
factory, voltage is 400V."

},
{

"sender": "assistant",
"message": "Great! I just need to gather a bit more information to find
the most suitable Danfoss drive for your conveyors in the cement
factory.\n\nCould you please provide the power rating for the conveyors?
This is typically measured in kW or HP. Once I have that, I'll be able
to proceed with the query."

},
{

"sender": "User",
"message": "Power required is around 100kw"

},
{

"sender": "assistant",
"message": "Here are the top recommendations for Danfoss drives
suitable for your conveyors in a cement factory with the specified
requirements:\n\n1. **VLT Automation Drive FC 302**\n - **Details:**
This drive is designed for variable speed control of asynchronous and
permanent magnet motors. It offers robust construction for maximum
uptime and a wide range of industry features that can be expanded with
plug-and-play options.\n - **Key Features:** Highly resistant to wear,
little maintenance required, and it has advanced functionalities,
including an Integrated Motion Controller for high-precision
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operation.\n\n2. **VLT Soft Starter MCD 600**\n - **Details:** This
soft starter provides superior performance for fixed-speed applications,
with features such as an integrated bypass for high efficiency and
harmonic-free operation.\n - **Key Features:** Offers advanced motor
protection features, including a pump-clean function and calendar-based
scheduling to improve uptime.\n\n3. **VACON NXP Air Cooled**\n -
**Details:** Designed for robust and dynamic performance, available up
to 2 MW. It provides optimized motor control for various motor
applications and has fast fieldbus options for easy integration into
automation systems.\n - **Key Features:** Reliability is enhanced with
coated printed circuit boards, ensuring protection against dust and
moisture.\n\nFeel free to ask if you need further details or if you're
interested in exploring more options!"

},
{

"sender": "User",
"message": "Thank you."

},
{

"sender": "assistant",
"message": "You're welcome! If you have any more questions in the
future or need assistance with Danfoss drives or anything else, feel
free to reach out. Have a great day!"

}
]
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B APPENDIX: Prompt for retrieving ground truth product data

This is the prompt used for retrieving ground truth product data from the database.

You are an intelligent assistant designed to extract structured information
from technical conversations "

"between a user and the EasySelection chatbot.\n\n"
"you will be given a conversastion in json file format.\n\n"
"Your task is to extract four values from the conversation:\n"
"1. industry — The relevant industry mentioned or implied in the

conversation.\n"
"2. application — The specific application mentioned or implied.\n"
"3. voltage — The operating voltage in volts (as a number).\n"
"4. power — The required power in kilowatts (as a number).\n\n"
"Only extract the values **from the approved lists below** for

industry and application. "
"If the conversation contains multiple possible matches, choose the

most specific and relevant one.\n\n"
"### Allowed Industries:\n"
"- Chemical\n"
"- Cranes & Hoists\n"
"- Elevators & Escalators\n"
"- Food, Beverage & Packing\n"
"- Mining and Cement\n\n"
"### Allowed Applications:\n"
"- Centrifuges & Decanters\n"
"- Charging\n"
"- Compressors\n"
"- Conveyors\n"
"- Cranes & Hoists\n"
"- Crusher\n"
"- Dosing systems\n"
"- Drilling\n"
"- Elevators\n"
"- Energy Storage\n"
"- Escalators\n"
"- Extruders\n"
"- Fans & Dryers\n"
"- Grinder & Roller\n"
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"- Kneader\n"
"- Material Handling\n"
"- Mills, Drums, Kilns\n"
"- Mixer\n"
"- Positioning, Sync\n"
"- Power Conversion System PCS\n"
"- Process & Material Treatment\n"
"- Pumps\n"
"- Winches, Tensioners\n\n"

"Return the result as JSON like this:\n{\n \"industry\":
\"...\",\n \"application\": \"...\" \n, \"voltage\": \"...\" \n,
\"power\": \"...\" \n}"

"Dont put ```json result``` in the result"
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C Appendix: Prompt for validating task success

The following prompt was used to validate the correctness of product recommendations made
by the Easy Selection chatbot. It was provided to GPT-4 to assess whether the chatbot’s
suggested products were aligned with those retrieved from the database based on extracted
user parameters.

You are an evaluator tasked with checking whether the Danfoss chatbot
correctly recommended a drive based on a conversation with a user.

The system has already completed two steps:
1. Extracted the following parameters from the conversation:

{ext["industry"]}, {ext["application"]}, {ext["voltage"]}, and
{ext["power"]}.

2. Used those parameters to query a product database and retrieve a list of
suitable drives.

You are now given:
- The conversation: a JSON array of messages between the user and the

chatbot.
- The ProductContext: a list of products retrieved from the database that

match the industry, application, and whose voltage and power ranges
include the user's values.

Here is the ProductContext:
{product_context_json}

### Your Task:
Review the conversation and determine whether the chatbot correctly handled

the product recommendation based on what is available in ProductContext.

### Evaluation Rules:

- If the chatbot recommended a product that appears in ProductContext,
return: correct and add the reason.

- If the chatbot recommended a product that does **not** appear in
ProductContext, return: incorrect and add the reason.

- If the chatbot recommended a product, and ProductContext is **empty**,
return: incorrect and add the reason.
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- If the chatbot made **no recommendation**, but products in ProductContext
**are available**, return: incorrect and provide the list of products.
Also the reason.

- If the chatbot made **no recommendation**, and ProductContext is
**empty** (no matching products in the database), return: correct and
add the reason.

Do not infer or assume product details — only match by **product name** as
found in the ProductContext.
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D APPENDIX: Sample conversation data For Coherence Eval-
uation

Conversation data for Understand level. Here the chatbot is tested using complex phrasing
and synonyms. Only the turns including the complex intents are presented here.

Assistant: Welcome to Danfoss-EasySelection! I will assist you today in
finding the perfect Drives for your application. Could you share a bit
about the application, such as power, voltage, and industry?

User: Hi, I work in an industry that produces and packages a beverage drink.

Assistant: That's great to hear! You're working in the Food, Beverage &
Packing industry.

Could you please let me know what specific application you are looking for?
For example, are you interested in mixers, pumps, conveyors, or any
other equipment? Also, could you provide the voltage and power
requirements for your application?

User: I need a drive for compressing a gas.

Assistant: Thank you for sharing that! In the Food, Beverage & Packing
industry, the relevant application for compressing gas would be
compressors.

Could you please provide the voltage and power requirements for your
compressor application? This information will help me find the best
Danfoss drive for you.

User: ..........................

Assistant: ..........................

User: ..........................

Assistant: ..........................

User: Thank you.
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Assistant: You're welcome! If you have any more questions or need
assistance in the future, feel free to reach out. Have a great day!

Conversation data for remember level. Here the chatbot’s ability to recall prior user inputs is
tested. Unnecessary detailed conversation data is omitted.

Assistant: Welcome to Danfoss-EasySelection! I will assist you today in
finding the perfect Drives for your application. Could you share a bit
about the application, such as power, voltage, and industry?

User: I need a drive for my conveyor. I work in chemical industry.

Assistant: Great! I can help you find a suitable Danfoss drive for your
conveyor.
Could you please provide me with two more pieces of information?
1.What is the voltage requirement for your application?
2.What is the power rating you need for your drive?
Once I have this information, I'll gather everything to proceed.

User: Voltage is 400v and power requirement is 1000kw.

Assistant: Here are some suitable Danfoss drives for your conveyor
application in the chemical industry, based on your specifications:
1. VLT Automation Drive FC 302
..........................
2. VLT Soft Starter MCD 600
..........................
3. VACON NXP Air Cooled
..........................
If you need more information or have other requirements, just ask!

User: I need another drive for same application and industry.

Assistant: To assist you with another suitable drive for the same conveyor
application in the chemical industry, can you confirm if the voltage and
power are still 400V and 1000kW? If not, please share the updated specs.

User: It's for voltage 300v and power is 600 kw.

Assistant: Here are some Danfoss drives fitting your new specs of 300V and
600kW for the conveyor in chemical industry:
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1. VLT Automation Drive FC 302
..........................
2. VACON NXP Air Cooled
..........................
3. VACON 100 INDUSTRIAL
..........................
If you want more details on any, feel free to ask!

User: Okay, can you tell me what was my voltage requirement for my first
drive?

Assistant: Your voltage requirement for the first drive was 400V. Let me
know if you need anything else!

User: And what was for the second drive?

Assistant: Your voltage requirement for the second drive was 300V. If you
have any other questions or need further assistance, just let me know!

Conversation data for evaluate level. Here the chatbot needs to suggest a product from several
products based on the user’s specific constraint.

Assistant: Welcome to Danfoss-EasySelection! I will assist you today in
finding the perfect Drives for your application. Could you share a bit
about the application, such as power, voltage, and industry?

User: I need a drive for an industrial fan in my chemical industry.

Assistant: Great! I can help you with that. I just need a little more
information to find the most suitable Danfoss drive for your application.
1. What is the voltage requirement for your industrial fan?
2. What is the power rating (in kW or HP) of the fan?
Once I have these details, I can query the database for you!

User: The voltage required is 400V and power required is 600kW.

Assistant: Here are the top recommendations for your industrial fan
application in the chemical industry with a voltage of 400V and a power
requirement of 600kW:
1. VLT Soft Starter MCD 600
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Offers superior soft start performance for fixed-speed applications,
flexible installation options, and high efficiency. Integrated bypass
ensures harmonic-free operation at full speed.
Key Features: Pump clean functionality, integrated USB port for easy
data access, PowerThrough operation for emergency running, reduced
startup time with three menu systems.

2. VLT Automation Drive FC 302
Efficient and reliable for demanding applications, with a compact
design that allows for easy integration and exceptional performance
across various motor technologies.
Key Features: Automatic energy optimization, integrated motion
controller, rear-channel cooling, condition monitoring.

3. VACON NXP Air Cooled
Provides robust performance for applications demanding precision and
power, with options up to 2 MW. Features open- and closed-loop vector
control.
Key Features: Easy integration with plant automation, reduced
engineering complexity, coated PCBs for dust and moisture protection.
If you need more information or specifics about each drive, feel free
to ask!

User: Between VLT Soft Starter MCD 600 and VACON NXP Air Cooled, which one
would you recommend for easy installation?

Assistant: Both drives facilitate installation, but the VLT Soft
Starter MCD 600 is specifically designed for ease of use and
installation.
’Heres a quick comparison for easy installation:
1. VLT Soft Starter MCD 600:
Plug-and-play technology for simple commissioning and upgrades.
Integrated USB port for easy data access and quick configuration.
Flexible installation options that save time.
2. VACON NXP Air Cooled:
Easy integration into automation systems but requires more careful
planning due to size and complexity.
Fast fieldbus options but generally more complex setup due to higher
power range.
Recommendation: For ease of installation, I suggest the VLT Soft
Starter MCD 600. ’Its designed for quick setup and minimal complexity.
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If you have more questions, just ask!

User: Okay, I take your suggestion.

Assistant: Great choice! The VLT Soft Starter MCD 600 will serve you well
for your industrial fan application in the chemical industry.

If you need help with ordering or installation tips, feel free to reach
out. Enjoy your day, and thank you for choosing Danfoss! If ’theres
anything else I can help with, just let me know.
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E APPENDIX: Prompts for evaluating Understand, Evaluate
and Remember levels of Blooms Taxonomy

The following is the full prompt provided to LLM (GPT-4) for evaluating understand level
coherence:

You are an evaluator analyzing whether a chatbot understands the user's
intent and responds appropriately in a product selection scenario. The
chatbot has 5 industries and 22 applications.

The industries are
"Mining and Cement", "chemical", "Cranes & Hoists", "Food, Beverage &

Packing" and "Elevators & Escalators".
The applications are
"Centrifuges & Decanters", "Charging", "Compressors", "Conveyors", "Cranes

& Hoists", "Extruders", "Drilling", "Elevators", "Escalators", "Energy
Storage", "Fans & Dryers", "Mills, Drums, Kilns", "Power Conversion
System PCS", "Positioning, Sync", "Process & Material Treatment",
"Pumps", "Winches, Tensioners", "Grinder & Roller", "Mixer", "Dosing
systems", "Kneader", "Crusher" and "Material Handling".

Your goal is to assess the chatbots **understanding** based on how well it
interprets and responds to the users needs, especially for:

- Application
- Industry
- Voltage
- Power
- Additional user constraints or context

You will be given:
- A multi-turn conversation between a user and the Danfoss EasySelection

chatbot.

Score: 3 — Full Understanding
- It can determaine and understand all the parameters from general queries

as well as complex queries.
- It can detect parameters from synonyms and scenerios.
- It can guide the user in parameter(industry, application) selections.
- It ignores irrelevant parameters politely.
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- It gives response coherently.

Score: 2 — Partial Understanding
- It can understand parameters partially.
- It struggles to determine parameters from synonyms sometimes.
- It doesn't avoid irrelevant parameters.
- It cannot guide the user in parameter(industry, application) selections.

Score: 1 — No Understanding
- It cannot understand the parameters at all.
- It takes irrelevant parameter and cannot process it.
- It cannot guide the users in parameter(industry, application) selection.
- It provides wrong information deliberately.
- It doesn't follow the flow of the conversation.

### Response Format:
Score: <1, 2, or 3>
reason: add your reasoning.

Full prompt provided to LLM(GPT-4) for evaluating remember level coherence:

You are an evaluator assessing whether a chatbot accurately remembers key
facts mentioned earlier in a technical product selection conversation.

This evaluation focuses only on the chatbot's ability to retain and refer
to earlier information provided by the user. These include:

- Industry
- Application
- Voltage
- Power
- Given conditions.

You will be given:
- A multi-turn conversation between a user and the Danfoss EasySelection

chatbot.

Your Task:
Analyze the conversation and determine whether the chatbot correctly

retained and used all relevant parameters from earlier in the
conversation.
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### Evaluation Instructions:
Evaluate how well the chatbot remembered the users request and queries:
- Did it remember the application and industry correctly?
- Did it respond correctly when asked about previous industry, application,

voltage or power?
- Did it give incorrect response when asked about previous industry,

application, voltage or power?

3-Point Likert Scale for Evaluation:

Score: 3 — Full Recall
- The chatbot accurately retained all user-provided parameters (industry,

application, voltage, power, conditions).
- It appropriately used these parameters in its recommendation or reasoning.
- It did not ask the user to repeat any already provided information.

Score: 2 — Partial Recall
- The chatbot remembered some parameters but missed or ignored others.
- It asked for a subset of previously mentioned information again.
- It used some of the parameters inconsistently in its reasoning or

recommendations.

Score: 1 — No Recall
- The chatbot forgot, contradicted, or ignored most or all of the

parameters.
- It repeatedly asked for information already provided.
- It used wrong information deliberately.

Response Format:
Return two lines in this format:
Score: <1, 2, or 3>
reason: <brief justification for the rating based on the conversation>

Full prompt provided to LLM(GPT-4) for evaluating evaluate level coherence:

You are an evaluator assessing whether a chatbot effectively justified its
product recommendation for a certain condition given by the user. Here
the chatbot compares the products and suggests one based on the user's
condition.

You will be given:
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- A multi-turn conversation between a user and the Danfoss EasySelection
chatbot.

Your task is to evaluate how well the chatbot explained and justified its
product recommendation based on the user's expressed needs and context.

3 point scale for evaluation:
Score 3 = Strong justification — explains why the product fits and why the

other doesn't fit.
Score 2 = Weak justification — some effort, but vague or insufficient

explanation.
Score 1 = No justification — product mentioned without any explanation.

### Response Format:
Score: <1, 2, or 3>
Reason: add reasoning.
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F APPENDIX: Instruction Document for human experts

The dataset used for the human evaluation can be accessed at: CoherenceEvaluationDataset

The submission link of the ratings can be accessed at: Submission Link

Title
Human Evaluator Instruction Document

Introduction
This document provides the full instructions required for human evaluators

to assess the
coherence of chatbot conversations across three cognitive levels from

’Blooms Taxonomy.

1. Overview of Cognitive Levels

Cognitive level is a concept of intellectual behaviour developed by
Benjamin Bloom. This study evaluates conversations across three ’Blooms
Taxonomy levels: Remember,

Understand, and Evaluate. Each level corresponds to a different cognitive
demand.

- Remember: Tests the ’chatbots ability to recall user-provided information.
- Understand: Tests whether the chatbot can interpret user intent expressed

through varied or indirect phrasing.
- Evaluate: Tests whether the chatbot can apply reasoning based on

user-defined
constraints to select the most appropriate product.

2. Description of the Rating Scale

A 3-point Likert scale is used to rate each conversation.

- Score 3 — Strong Performance: The chatbot fully satisfies the criteria
for the cognitive level.

- Score 2 — Partial Performance: The chatbot meets some criteria but shows
noticeable gaps.
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- Score 1 — Poor Performance: The chatbot fails to meet the criteria for
the cognitive level.

3. Dataset Overview

The dataset used in this evaluation consists of 24 conversations. Each
cognitive level contains eight conversations, and each set has been
carefully constructed to reflect the specific behaviour expected from
the chatbot at that level.

Remember level(8 conversations): These conversations are designed to test
the ’chatbots ability to recall prior user inputs during the
interaction. The simulator begins by requesting a product recommendation
and provides parameters such as industry, application, voltage, and
power. The conversation then shifts to a second, unrelated request to
introduce cognitive distraction. Later in the conversation, the chatbot
is explicitly asked to recall the original parameters without being
given them again.

Understand level(8 conversations): These conversations are designed to test
the ’chatbots ability to interpret meaning, especially when the user
expresses intent indirectly or with varied linguistic phrasing. User
inputs include non-standard synonyms, paraphrased expressions, or
indirect references. The chatbot needs to understand the correct
industry or application in order to proceed further.

Evaluate level(8 conversations): These conversations assess the ’chatbots
ability to reason with constraints and justify a recommendation based on
user-defined preferences. The user first asks for general product
recommendations. After receiving the list, an additional constraint or
preference is added. The chatbot evaluates the options and gives
justification for its choice.

Each evaluator should review all conversation samples assigned for rating.

4. Instructions for Reading the Conversation Samples

Each conversation is structured as a sequence of –userchatbot turns.
Evaluators should:
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- Read the full conversation before assigning a rating.
- Evaluate performance according to the specific cognitive level associated

with the sample.
- Refer closely to the rating criteria when making decisions.
- Avoid comparing conversations to each other; rate each one independently.

5. Rating Criteria

Remember Level
Goal: To rate the ’chatbots ability to recall prior user inputs.

Score 3 — Full Recall
- The chatbot accurately recalled all provided parameters (industry,

application, voltage, power, conditions).
- It did not ask the user to repeat any previously provided information.
Score 2 — Partial Recall
- The chatbot recalled some parameters but missed or ignored others.
- It asked again for information already provided by the user.
Score 1 — No Recall
- The chatbot forgot, contradicted, or ignored all provided parameters.
- It repeatedly asked for information that had already been stated.

Understand level
Goal: To rate the chatbot's ability to understand and interpret complex

queries in the conversation.

Score 3 — Full Understanding
- The chatbot can determine and understand all parameters from both general

and complex queries.
- It guides the user in selecting parameters (industry, application) when

needed.
- It politely ignores irrelevant parameters.
Score 2 — Partial Understanding
- The chatbot understands some parameters but not consistently.
- It fails to avoid some irrelevant parameters.
- It partially guides the user in selecting parameters.
Score 1 — No Understanding
- The chatbot cannot understand parameters from general or complex queries.
- It accepts irrelevant parameters and cannot process them correctly.
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- It cannot guide the user in parameter selection.

Evaluate level
Goal: To rate the ’chatbots ability to integrate user constraints in

selecting a specific product from the suggested product list.

Score 3 — Strong Justification
- The chatbot provides a clear and well-structured justification,

explaining why the recommended product fits and why alternatives do not.
Score 2 — Weak Justification
- The chatbot provides some reasoning, but it is vague, incomplete, or

insufficient.
Score 1 — No Justification
- The chatbot gives a product recommendation without any explanation or

evaluative reasoning.

6. Rating Submission Procedure
Submit the ratings in the excel file.
- The file link is evaluation_results.xlsx .
- Open sheet 2 and add the ratings for each conversation.
- Add a short justification describing the reason behind the score

(Optional).
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