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Modern software systems are increasingly distributed, frequently updated and deployed in
security-critical contexts, which reduces the effectiveness of testing approaches that rely
heavily on manual effort and fragile automation. Al, particularly large language models
(LLMs), is being applied to automate and support software testing activities. This study
presents a systematic mapping analysis based on a Systematic Literature Review (SLR) of
peer-reviewed research on AI/LLM-assisted software testing, focusing on integration
strategies, adoption motivations, limitations, quality impacts and ethical considerations.
Searches in IEEE Xplore, ACM Digital Library, ScienceDirect, Wiley Online Library and
Google Scholar retrieved 33,572 records. After multi-stage screening and quality
assessment, 34 primary studies were included and synthesized using research question
driven thematic analysis. The results highlight that the current integration is mostly focused
on generation. The most modern applications are those that help with unit test generation
and enhancement, test suite augmentation and debugging. Other uses include finding bugs,
helping with test-oracle and automating CI/CD but coverage of non-functional and
specialized testing is still limited. Adoption is motivated by the need to improve coverage,
reduce manual effort and accelerate feedback cycles. Key challenges include hallucinations
and semantic errors in generated artifacts, weak or inconsistent oracle strategies, non-
determinism and reproducibility issues and security and privacy risks associated with
prompts, logs and generated code. Overall, the evidence suggests that AI/LLM assisted
testing can improve software quality when supported by validation mechanisms, secure
integration practices and appropriate human oversight.



ABBREVIATIONS

Al - Artificial Intelligence

WMS - Warehouse Management System

SCM - Supply Chain Management

LLM - Large Language Model

SLR - Systematic Literature Review

PRQ - Primary Research Question

RQ - Research Question

API - Application Programming Interface

CWE - Common Weakness Enumeration

ODC - Orthogonal Defect Classification

ACM - Association for Computing Machinery

WoS - Web of Science

CI/CD - Continuous Integration and Continuous Delivery

STLC - Software Testing Life Cycle

UAT - User Acceptance Testing



Table of Contents

ABSTRACT

ABBREVIATIONS

DECLARATIONS

1 INErOdUCHION ... ..ottt eas 7

2 BacCK@round .........oocooiiiiiiiiiiii et 10
2.1  Rise of Al and LLMs in Software Engineering ...........ccceeecveeevveenvvienciieencneeennnnn. 12
2.2 Software Testing Is Uniquely Suitable for Al and LLMS........c.cccccvveveieencreeennenn. 13
2.3 Limitations of Traditional Testing and the Need for Intelligent Assistance......... 15

R I\ Y 4 1 11T (1) (17 PRSPPI 16
3.1  Preliminary Review of EXisting Studies .........ccccoeevieviiniiinieiiieiecieceeee e 18
3.2 Specifying Research QUEStIONS.........ccuieeiuiieriiiieiiieeriie et eiee e eiee e 19
3.3 DefinINg PhaSe ....cc.ooiiiiiiiiie ettt ettt 21

3.3.1  Define inclusion and eXclusion CIiteria .........ccceevueriereerierienieniesierieeee e 23
3.3.2  Literature SEarch PrOCESS .......ccceevieeriierieeiiieeieeiteeeeeieesteereesereeseesnreenseenens 26

3.4  Literature screening and SElECtiON PrOCESS........uevveerueerieeriierieeriieeieeieeseeeeee e 27
3.5  Literature Quality ASSESSMENT......ccceeeiuiiiiiiiieiiieeiierie ettt 29
3.6  Data extraction and SYNthESIS........coueeuirriiiiiieiieeiierie et 31
3.7  Demography of Data Synthesis.......c.cccocerieriireniiniiiiniceeeceeese e 33

4 Results and FINAINGS............cccooiiiiiiiiiii e 35
4.1 Integration of Al and LLMs into the Software Testing Lifecycle.................. 37
4.2  Motivation for AI/LLM Integration in Software Testing ............................... 41
4.3 Challenges and Limitations of AI/LLM Assisted Testing ................cc..cc......... 44
4.4 Impact of AI/LLM Assisted Testing on Software Quality .............................. 48
4.5 Ethical Issues in AI/LLM Assisted Software Testing ................ccccoceeven. 51

5 DESCUSSIOM. .....eiiiiiiiiiiieeee ettt ettt e e it e et e et e et e e st e e sanee s 57
5.1  Addressing Al Specific Defect and Vulnerability Patterns..........cccccceeeeveenneennnee. 61
5.2 Security, Privacy and Transparency in Test Automation...........ccceeeeveeeeeveerveeennne. 64
5.3  Recommendations and Roadmap..........ccceeeviieeiiiieiiiieiiic e 67
5.4  Guidelines for Integrating AI/LLMs into Testing Workflows...........cccccveervrennee. 70
5.5 Directions for Future Research ............coocooiiiiiiiiiiiiee 73

O COMCIUSION ... e et e e e et e e et e e e e e eee e e e eeeaaeeennnn 76



R CIEIICES .ot e e e e e e e e et e e e e e e e e e e e aaaeeeeeea e 79

Appendix 1. List of Selected Studies with quality assessment score

Appendix 2. Quality assessment score of formal literature

Figure 1. Research Methodology for The Systematic Literature Review

Figure 2. Three step research process for the SLR, covering, conducting and reporting
Figure 3. Literature extraction process

Figure 4. Thematic Analysis

Figure 5. Primary Studies by Research Question.

Figure 6. AI/LLM Testing Lifecycle Map (RQ: 1)

Figure 7. Motivation Map for Adopting AI/LLMs in Software Testing (RQ: 2)

Figure 8. Challenges and Limitations Map of AI/LLM assisted software testing (RQ: 3)
Figure 9. AI/LLM Testing Quality Impacts (RQ: 4)

Figure 10. Ethics and Governance Landscape of AI/LLM-Assisted Testing (RQ: 5)

Figure 11. Overview of Synthesized Discussion Themes

Table 1. Justification for Industry Evidence
Table 2. Final Search String

Table 3. Inclusion/Exclusion Criteria
Table 4. Study Selection Summary

Table 5. Quality evaluation assessment criteria for formal literature



DECLARATIONS

Turnitin
The originality of this thesis has been reviewed with the Turnitin similarity checking service.
Al usage

The author of the thesis, Shamim Al Amin, used the following Al-tools during the

preparation of the thesis:
1. OpenAl ChatGPT

a. Purpose of use: Language refinement, improving academic tone, grammar

correction.

b. Explanation of the use of the tool: The tool was used to improve clarity and
correct grammar and punctuation. All suggested text was reviewed by the

author and manually edited before inclusion.

Responsibility

The author, Shamim Al Amin, takes full responsibility for the content of this thesis and has

reviewed and edited the content generated by the possible use of Al tools.



1 Introduction

The rapid evolution of software intensive systems, together with continuous delivery
practices and increasingly security critical deployment contexts has fundamentally reshaped
the demands placed on software testing. Testing is no longer performed against relatively
stable releases or monolithic architectures instead, it is expected to operate under constant
change, distributed components and accelerated release cadences. Traditional methods such
as developing test cases by manually using rule-based automation scripts and doing static
analysis are becoming less effective since modern software ecosystems are so big and
diversified. In CI/CD environments consisting of microservices, frequent commits and short
feedback windows, established testing practices have difficulty to keep pace with
development speed to sustain meaningful coverage as systems transform and to detect
defects that emerge from complex interactions across services and configurations (Ricca, et
al., 2025a; Layman & Vetter, 2024). Therefore, the key issue with modern testing is not only
whether tests exist but whether they can stay up-to-date, flexible and tough enough to give

accurate assurance even when things are always changing.

The context of recent progress in Artificial Intelligence (Al), especially Large Language
Models (LLMs), are leading to a big change in how testing activities can be supported,
automated and scaled. Recently machine learning methods often had a narrow focus and
relied heavily on task-specific datasets and engineered features. LLMs, on the other hand,
can work with many types of artifacts that are important for testing work such as natural
language requirements, source code, test specifications, change logs and defect reports. This
multi-modal analytical capability enables LLMs to engage in a broader array of testing tasks
than conventional automation usually facilitates including the generation of test cases from
descriptions, the synthesis of test data, the enhancement of defect detection and
classification, the provision of oracle like assistance through assertion suggestions and the
encouragement of repair-oriented workflows that link failing tests to potential solutions
(Wang, et al., 2024; Boukhlif, et al., 2024; Li, et al., 2025). In real life this means that LLMs
are not just used to speed up single testing actions, they are also becoming more like general-
purpose assistants that can help with many parts of the testing lifecycle from making early

decisions about test design to debugging and maintenance tasks later on.



The need to use Al and LLMs in software testing comes from well-known and ongoing
problems in both research and practice. First, writing and keeping up with manual tests is
still expensive and takes a lot of effort especially for huge codebases that are always
changing, where changes often make prior assumptions in test scripts and assertions invalid
(Ricca, et al., 2025a). Second, traditional software testing is good for checking regressions
and predictable scenarios, but it does not always find deeper logic errors, minor behavioral
inconsistencies, security flaws or new failures that happen when components, APIs or data
conditions interact in ways that were not expected. This limitation has made people more
interested in Al-driven support that can think about code and context, suggest different
scenarios and help analysts explore more behavioral surfaces than hand-crafted tests usually
possess (Chen, et al., 2024a; Zhu, et al., 2025). Third, modern software monitoring is
becoming more linked to security assurance. This has led to more focus on Al-assisted
vulnerability detection, improving static analysis pipelines and using standards like
Common Weakness Enumeration (CWE) to systematically classify weaknesses. This is
especially important in environments where code is changing quickly or is only partially
generated and where security mistakes can quickly spread to the production environment
(Zhu, et al., 2025; Fan, et al., 2023). The above considerations help explain why AI/LLM-
assisted testing is not just an optimization but also a way to deal with scale and assurance

problems that traditional methods only partially solve.

The amount of interest and use is growing quickly where the study environment is still
broken and uneven. This makes it harder to compare results and turn them into reliable
practice. A significant portion of the literature concentrates on discrete tasks, including unit
test generation, bug localization or isolated repair workflows, without consistently clarifying
how these functionalities integrate comprehensively into the overall software testing
lifecycle or how they are supposed to be coordinated within actual delivery pipelines (Wang,
et al., 2024; Boukhlif, et al., 2024). Additionally, different research uses different datasets,
metrics, or validation procedures to evaluate their results, which makes it hard to come to
stable conclusions about how well something works in diverse situations. There are also
queries about the credibility of benchmark-driven claims such as data leaks, inadequate tests
and benchmark overfitting, which could make performance look better than it really is in
real-world use (Chen, et al., 2024a). Furthermore, using LLMs comes with risks that are
different from those of traditional automation: models can create tests that are syntactically

correct but semantically wrong they can hallucinate behaviors or assumptions that don't



match what the system is supposed to do and they can create code or test artifacts that have
security holes or unsafe patterns. They can also make it harder to reproduce results and build
trust because their outputs are not always predictable and are hard to understand (Layman &
Vetter, 2024; Fan, et al., 2023). These issues show that we can't just look at productivity
improvements to see if Al-assisted testing is working we also need to look at correctness,

safety and accountability.

Ethical issues make it even harder to use LLMs in testing workflows. This is especially true
since LLM outputs can affect quality decisions and may even be included into automated
CI/CD pipelines. When teams use Al-produced artifacts to explain test results, set priorities
for defects or decide if a release is ready, they raise questions about transparency and
accountability. This is especially true if the reasons for the created output are unclear or hard
to check. Related challenges are bias in how models respond, the requirement for responsible
management of Al-generated artifacts and the necessity to keep human oversight important
so that it is apparent who is responsible for testing judgments even when automation grows
(Layman & Vetter, 2024; Zhu, et al., 2025). Therefore, Al and LLMs become more
important in engineering, it will be growing in significance to show that they can be
reproduced, explained and used in a way that is ethical. This is important for both trust and
adoption within an organization as well as for possible regulatory expectations in areas

where safety and security are important.

This study applies to a Systematic Literature Review (SLR) that utilizes evidence-based
software engineering techniques to rectify existing gaps and provide a unified evidence base.
The study compiles results from 34 chosen main research to cultivate a thorough
comprehension of Al and LLM-assisted software testing, emphasizing integration
methodologies, motivations, obstacles, quality implications and ethical considerations. This

study is organized according to the following objectives:

1. Find out how Al and LLMs may be used together across the software testing

lifecycle from planning to test design, execution, analysis and maintenance.

2. Explain the key motivations for using AI/LLM-assisted testing such as the need for

scalability, less manual work and better problem identification.

3. Consider looking at the primary difficulties and limitations of using AI/LLM in

testing such as dependability, hallucinations, security issues and assessment limits.
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4. Determine the impact of AI/LLM-assisted testing on software quality, encompassing
efficacy in defect identification, enhancement of coverage and overall assurance

results.

5. Consider looking at the moral problems that come up with Al or LLM assisted
testing, especially those related to transparency, accountability, reproducibility and

responsible use in practice.

As a result, the review is based on five research questions (RQ1-RQ5) that are compatible
with these goals: RQ1 looks at lifecycle integration, RQ2 looks at the reasons and needs for
adoption, RQ3 looks at technological and methodological limits, RQ4 looks at the effects on
quality and RQS5 looks at the ethical implications. By methodically categorizing and
synthesizing information from the selected studies, this study goals to offer both theoretical
elucidation and practical direction for academics and practitioners. Ultimately, the findings
are intended to support the development and adoption of AI/LLM assisted testing practices
that are not only efficient but also reliable, secure and ethically responsible within modern

software engineering environments.

2 Background

Software testing has evolved in response to a widening gap between modern software
systems and the traditional assurance practices originally designed to validate them, because
development paradigms have shifted toward rapid iteration, distributed architectures and
security critical deployments where quality expectations extend beyond functional
correctness to include robustness, reliability and safety under continuous change (Wang, et
al., 2024). In the early stages of software engineering, testing was largely manual and
specification driven testers interpreted written requirements, constructed test scenarios based
on expected behavior and compared observed outcomes against those expectations. This
approach remained practical when systems were small, tightly coupled and changed slowly,
because the space of possible behaviors was limited enough that human led exploration
could provide reasonable confidence. However, as software products expanded in feature
scope and became interconnected through shared components, APIs and multi environment
deployments, the number of possible configurations and user interaction paths grew rapidly,

making it increasingly difficult to scale testing simply by increasing manual effort and time
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(Ricca, et al., 2025a; Wang, et al., 2024). Under these conditions, test artifacts also began to
decay faster: once release cycles accelerated, manual checks and documentation based test
knowledge became outdated more quickly, reducing confidence that a system remained
correct and safe from one release to the next (Ricca, et al., 2025a; Layman & Vetter, 2024).
The adoption of automated testing frameworks represented a major transition in testing
practice because it enabled repeatable execution of unit, integration and regression tests at a
speed and consistency that manual testing could not sustain, allowing teams to incorporate
testing directly into everyday development activities rather than treating it only as an end
stage verification step (Ricca, et al., 2025a; Wang, et al., 2024). However, the evidence
indicates that conventional automation introduced its own long-term trade off: although
execution became faster and more repeatable, automation remained fundamentally
dependent on manually engineered test scripts, explicitly defined assertions and carefully
maintained harnesses, which meant that the cost of keeping tests alive rose substantially as
the system evolved (Ricca, et al., 2025a; Layman & Vetter, 2024). In practice, when
software changes through refactoring, API evolution, Ul redesign or adjustments in expected
behavior, automated tests often fail for reasons unrelated to real defects such as outdated
locators, changed contracts or altered control flow forcing teams to invest substantial effort
in repair and maintenance rather than in discovering new defects or strengthening assurance
(Ricca, et al., 2025a; Layman & Vetter, 2024) . Across practice oriented and research driven
evidence, this maintenance burden is repeatedly described as one of the most resource
intensive and persistent bottlenecks in industrial testing and it becomes more severe as
system complexity and delivery speed increase (Ricca, et al., 2025a; Layman & Vetter,

2024) .

These pressures intensified further as software development moved toward agile methods,
DevOps practices and CI/CD driven delivery, because the value of testing increasingly
depended on the ability to provide rapid and continuous feedback under tight time
constraints, rather than simply producing a large test suite that executes occasionally (Ricca,
et al.,, 2025a; Wang, et al., 2024). In CI/CD environments, testing must keep pace with
frequent commitments, deployments and quality assurance must occur in parallel with
development while still producing reliable signals that can be used to support release
decisions. At the same time, architectural shifts toward microservices, distributed systems

and API driven ecosystems introduced complex interaction surfaces that are difficult to
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anticipate using rule based tests alone, since failures may emerge not only from localized
logic errors but also from cross service dependencies, concurrency effects, configuration
drift, integration mismatches and security relevant execution pathways that appear only
under specific runtime states and input combinations (Wang, et al., 2024; Zhu, et al., 2025).
Additionally, to this traditional testing often has trouble covering new system-level
behaviors and giving feedback quickly when defects demonstrate to across service
boundaries. It also has trouble finding security-sensitive issues that need adversarial
reasoning and a wider range of possibilities to be considered (Wang, et al., 2024; Zhu, et al.,
2025). Collectively, these structural limitations motivate the search for more adaptive and
intelligence assisted approaches that can scale with modern software evolution while
preserving meaningful assurance, particularly as organizations increasingly operate in
environments where quality, reliability and security must be validated continuously rather

than periodically (Wang, et al., 2024; Zhu, et al., 2025) .

2.1 Rise of Al and LLMs in Software Engineering

Artificial Intelligence has been applied to software engineering for many years, particularly
in areas such as defect prediction, test prioritization, fault localization and effort estimation.
Earlier generations of Al based testing and quality techniques were largely grounded in
traditional machine learning models that depended on handcrafted features and labeled
datasets. Although such approaches could be effective in specific contexts, particularly when
high-quality historical data were available, they often exhibited limited generalizability
across projects, organizations and domains. Their performance was frequently sensitive to
differences in coding style, development process and tooling ecosystem and their adoption
could be costly due to data requirements and the effort needed to engineer features and
maintain models over time. Therefore, despite these strategies shown advantages in
controlled environments, their useful scalability across various real-world projects was

inconsistent (Fan, et al., 2023).

The rise of LLMs is a big change for Al-assisted software engineering since LLMs don't rely
on small task-specific representations. Instead, they learn broad patterns from large
quantities of natural language and source code. LLMs have been trained on a wide range of
data sources, including documentation, technical discussions, repository code and structured

programming artifacts. As a result, they are particularly good at comprehending code,
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generating code and reasoning based on context. This has sped up their use in many areas of
software engineering, including program synthesis, code review support, debugging
help and documentation production. LLMs are becoming more like general-purpose
collaborators that can work on both language and programming tasks. This flexibility has
led to new workflows where natural language intent, implementation details and quality
assurance signals are all understandable at the same time (Fan, et al., 2023; Chen, et al.,

2024a).

In software testing, LLMs make it possible to automate tasks that were hard to do in a reliable
and reusable way earlier. For example, they may build test cases from requirements or
descriptions in natural language, predict what assertions and oracle conditions are likely to
be true, combine different test inputs and give output that helps people understand and
diagnose defects. Survey data and real-world tests show that people are using LLM based
methods more and more for things like unit test generation, test oracle construction, bug
localization and program repair. Many studies stress that the best thing about LLMs is that
they are more flexible and expressive than rigid rule-based automation (Wang, et al., 2024;
Boukhlif, et al., 2024; Li, et al., 2025). The corresponding literature, however, also highlights
that adopting LLMs brings new risks: hallucinations can create plausible but false
artifacts, non-determinism can make it harder to reproduce results, model outputs may have
security holes and evaluation methods are still not the same across studies, which makes it
hard to know how results apply to other benchmarks or experimental settings (Li, et al.,
2025; Zhu, et al., 2025). Those limitations demonstrate the growing demand among the
research community for systematic analysis, execution-based validation and more robust

evaluation techniques in the integration of LLMs into testing workflows.

2.2 Software Testing Is Uniquely Suitable for Al and LLMs

Software testing is particularly well suited for Al and LLM integration because the artifacts
and tasks that define testing align closely with what language models are designed to process.
Testing work is inherently language and data rich: it involves interpreting requirements,
reading and generating code, extracting meaning from bug reports, constructing test
scenarios and reasoning about expected versus observed behavior. These artifacts span both
natural language and programming language, which LLMs can handle within a unified

representational framework. As a result, testing provides a natural environment for LLMs to
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operate as bridging systems that translate intent into executable checks, summarize and
structure quality information and propose test assets grounded in contextual understanding
rather than purely syntactic patterns (Fan, et al., 2023; Wang, et al., 2024). A second reason
testing 1s well suited to Al support is that many testing outputs can be validated using
execution-based ground truth. Unlike tasks such as code review judgment or requirement
interpretation where correctness can be subjective and difficult to confirm, many testing
artifacts can be checked through compilation, execution and observable outcomes. For
example, generated unit tests can be compiled and run; failing tests can be analyzed for
assertion mismatch; and candidate repairs can be validated by regression outcomes. This
executability enables feedback loops where Al generated artifacts are not accepted by default
but are filtered, refined or discarded based on runtime evidence. The ability to validate
outputs through execution is particularly important for mitigating hallucination, because it
provides an objective mechanism for detecting at least some categories of incorrect or
misleading outputs and for steering refinement cycles toward more reliable test asset (Li, et
al., 2025). Third, software testing is structurally embedded in CI/CD pipelines, which creates
an operational pathway for Al and LLM integration. In CI/CD environments, there are
always new test results, logs, failure information and code changes getting in. This makes it
a great place to integrate LLM based test generation, defect classification and test
maintenance support as pipeline components. This allows Al to help grow its real-world
influence. Instead of merely being utilized in one-off instances, it can be used again and over
again across builds and releases, while still having people in charge of making decisions
where trust, accountability and risk management are important (Ricca, et al., 2025a; Layman

& Vetter, 2024).

Furthermore, testing is becoming increasingly connected to security and dependability
needs. Al-assisted analysis can help in these areas, but it may also present major issues. On
the positive side, new research shows that LLMs can help find vulnerabilities, reason about
CWE oriented issues and create security focused tests by looking at more situations and
helping developers think about weak patterns. The literature also warns that using LLMs
incorrectly might create new attack surfaces, spread unsafe code habits or give people false
confidence if tests don't cover security relevant behaviors. Consequently, software testing

emerges as both a beneficial arena for LLMs and a crucial area for assessing their limitations,
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risks and responsible deployment as testing outcomes affect subsequent quality and security

decisions with tangible operational implications (Zhu, et al., 2025).

2.3 Limitations of Traditional Testing and the Need for Intelligent Assistance

While automated testing has come a long way in the last few decades, the literature reveals
that traditional testing methods have structural problems that make it necessary to use
smarter, more flexible methods. Standard automation frameworks depend a lot on pre-
written test scripts, static assertions and test data that have been manually reviewed. This
makes them vulnerable when code changes happen often, requirements change and system
interactions get more complicated. As systems get bigger and more different, especially in
cloud-native, microservice-based and security-critical contexts, it sometimes takes more
work to keep test suites up to date than it does to keep the systems themselves up to date.
This means that simply script-based automation doesn't always work as well as it could

(Ricca, et al., 2025a; Layman & Vetter, 2024; Wang, et al., 2024).

A primary obstacle identified in previous research is that conventional testing instruments
find it challenging to infer beyond clearly defined norms. They are good for testing for
regression and confirming known behaviors, but they fail to assist much with finding
unexpected interactions, subtle logic flaws or new behaviors that come from complicated
combinations of inputs, settings and execution environments. This constraint is especially
clear in current systems, since failures are typically caused by uncommon execution
pathways, concurrency effects, configuration drift, or security-relevant misuse instances that
are hard to predict by hand (Wang, et al., 2024; Zhu, et al., 2025; Yang, et al., 2024).
Additionally, to this coverage measurements may look good even though important bugs are
still hiding, giving the wrong impression of safety. The oracle problem is another ongoing
concern. It refers to how hard it is to tell if a test result is right when the intended behavior
is not well defined, is unclear or depends on the situation. Conventional methods usually
solve this issue by hard coding assertions or using reference outputs. However, these
methods fail when systems behave in a nondeterministic way, rely on other services, or have
complicated decision logic. A number of studies show that the oracle problem gets worse
when systems add Al parts or write code on the fly because accuracy may not be binary

anymore and may need to be understood in context or with probability (Li, et al., 2025; Liu,
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et al., 2023; Chen, et al., 2024a). This constraint directly limits how well traditional testing
works in situations where behavior can't be fully predicted ahead of time. The literature also
points out that traditional testing doesn't function well with the fast pace of new development
workflows from an operational point of view. Tests in CI/CD systems must run rapidly, give
useful feedback and change all the time as the codebase changes. However, test suites that
are written by hand and have strict structures can be unpredictable, take a long time to run
and cost a lot to maintain. This can make teams cut down on the number of tests they do or
skip testing stages completely when they are under pressure to deliver (Ricca, et al., 2025a;
Garousi, et al., 2024; Ricca, et al., 2025b). These demands make testing less effective as a
quality gate and push people to look for ways to automate not only execution but also the

creation, modification and analysis of tests.

These limits clarify why the research community increasingly considers Al and LLM-
assisted testing not only as enhancements in efficiency but as solutions to fundamental
scalability and conceptual deficiencies in conventional testing frameworks. Intelligent
assistance can help human testers by making tests from high-level intent, figuring out how
systems are likely to behave in undefined situations, changing test assets as systems
change and helping with defect and vulnerability analysis in ways that static, rule-based tools
can not do on an individual basis. However, as emphasized throughout the literature,
realizing this potential requires careful integration, strong validation mechanisms and
awareness of the new risks introduced by probabilistic and generative models (Wang, et al.,

2024; Li, et al., 2025; Zhu, et al., 2025; Garousi, et al., 2024).

3 Methodology

This study applies a Systematic Literature Review (SLR) to synthesize peer-reviewed
evidence on Al and LLM assisted software testing using a protocol designed to be
transparent, auditable and reproducible. The review procedure follows the core logic
commonly recommended in software engineering evidence synthesis: a structured planning
phase to define scope and questions, a conducting phase that applies a repeatable search and
screening pipeline and a reporting phase that performs structured extraction and synthesis so
that conclusions can be traced back to primary evidence. This design aligns with established

secondary study practices in Al assisted testing and LLM for software engineering surveys



17

and tertiary studies, where the literature is broad, terminology is inconsistent and comparable
findings require staged screening and theme based consolidation rather than narrative
discussion alone (Ricca, et al., 2025a; Wang, et al., 2024; Fan, et al., 2023; Amalfitano, et
al., 2023).

This SLR process is organized into three steps:

1. Step 1: Planning: Define the need for an SLR, refine scope, finalize research

questions and design the search strategy and selection criteria.

2. Step 2: Conducting: Execute searches, screen papers using staged tollgates and

finalize the primary study set.

3. Step 3: Reporting: Extract data from selected studies and synthesize results using RQ

driven thematic analysis.

Step 1 | } Step 2 | l Step 3

Planning Conducting Reporting

the Review the Review the Review
' Specify Research ! Select Primary | [= [ Report
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Figure 1. Research Methodology for The Systematic Literature Review

Figure 1 illustrates the review workflow in three steps: you plan the study set RQs, sources,
search and criteria, conduct it select papers, assess quality, extract and synthesize data and

then report the results and implications.
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3.1 Preliminary Review of Existing Studies

The planning phase establishes the foundation of the review by defining the scope,
confirming the need for a structured evidence synthesis, formulating the research questions
and specifying a protocol that makes the search and selection process repeatable. To support
this planning work, a preliminary scan of the literature was conducted to (1) identify
recurring concepts and terminology, (2) reduce ambiguity arising from varied task naming
such as test generation oracle creation, bug localization and (3) confirm that AI/LLM
assisted testing is sufficiently broad to require RQ guided synthesis rather than narrative
description (Wang, et al., 2024; Fan, et al., 2023; Amalfitano, et al., 2023). During the
planning phase, the study also evaluated the role of practice-oriented industry context. Prior
work emphasizes that real world adoption of Al assisted testing is shaped not only by model
capability but also by operational factors such as tool behavior, CI/CD integration
constraints, workflow fit and test maintenance overhead factors that may not always be fully
visible in controlled academic evaluations (Layman & Vetter, 2024). Nevertheless, because
this thesis is conducted as SLR, the final evidence base is restricted to peer reviewed studies
to preserve methodological consistency, comparability and replicability. As a result,
practice-oriented insights are used as contextual background to help interpret implications

for adoption and deployment, but they are not treated as primary evidence in the results

synthesis.
Table 1. Justification for Industry Evidence
# Question Answer
1 | Is the topic complex and influenced by real world tooling and deployment constraints? Yes
2 | Is there a shortage of formal peer reviewed literature on the topic? No
3 | Is industry context essential to understand testing workflows? Yes
4 | Can practice oriented evidence help validate or stress test academic findings? Yes
5 | Would combining academic and industry perspectives improve external validity and Yes
practical relevance?
6 | Is there significant industry interest and adoption pressure in this topic? Yes
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As shown in Table 1, the criteria indicate that industry context is useful for interpreting
operational constraints and adoption pressures however, the review maintains a strict SLR
scope by using peer reviewed literature only as the primary evidence base, ensuring that the
synthesis is grounded in studies that can be evaluated consistently using the same screening

and quality assessment protocol.

3.2 Specifying Research Questions

The research questions define the conceptual boundaries of this Systematic Literature
Review (SLR) and provide the organizing structure required to synthesize how Al and LLMs
are being applied across software testing. This step is necessary because the AI/LLM assisted
testing literature does not evolve around a single standardized vocabulary or a single testing
task; instead, studies distribute their contributions across multiple activities such as test
generation, test improvement, bug detection, debugging and repair, benchmark design and
tool/workflow integration while frequently using different names for overlapping
capabilities. Surveys and tertiary studies repeatedly show that without an RQ driven
structure, evidence extraction becomes inconsistent and synthesis can degrade into
fragmented, paper by paper reporting that fails to reveal stable patterns across the testing
lifecycle (Wang, et al., 2024; Fan, et al., 2023; Amalfitano, et al., 2023). In addition,
evaluation focused studies emphasize that outcomes and conclusions can shift substantially
depending on the rigor of assessment such as test adequacy oracle strength and correctness
checking, which further motivates structuring the review around explicit questions that keep

selection, extraction and interpretation aligned (L1, et al., 2025; Liu, et al., 2023).

Based on the scope recorded in the review protocol search strings, screening workflow and
RQ to study mappings, the thesis organizes the investigation into five themes that correspond
to the most recurrent decision areas in AI/LLM assisted testing research and practice: (1)
lifecycle integration, (2) motivation and adoption drivers, (3) challenges and limitations, (4)
software quality impact and (5) ethical and governance issues. This structure reflects both
academic evidence highlighting where LLMs are most used and where gaps remain and
practice facing concerns about workflow fit, operational sustainability and risk management
when Al generated artifacts enter CI/CD pipelines (Ricca, et al., 2025a; Layman & Vetter,
2024; Wang, et al., 2024; Li, et al., 2025).
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Accordingly, the following research questions are formulated to achieve the study

objectives:
1. RQ1: How can Al and LLMs be integrated into the software testing lifecycle?

Objective: To identify where and how AI/LLMs support testing activities across planning,
design, generation, execution, analysis and maintenance. Rationale: The literature reports
AI/LLM usage in multiple testing tasks especially test case generation, debugging and repair
yet integration is often discussed task by task rather than as an end to end lifecycle strategy,
motivating a systematic consolidation of integration points and workflows (Ricca, et al.,

2025a; Wang, et al., 2024; Boukhlif, et al., 2024).
2. RQ2: Why is AI/LLM integration needed in software testing?

Objective: To synthesize the primary drivers for adoption, including scalability, reduced
manual effort, faster feedback and improved defect discovery. Rationale: Industrial and
research focused studies repeatedly highlight that manual test development and maintenance
are persistent bottlenecks, while rapid CI/CD cycles demand faster and more adaptive testing
support. AI/LLMs are proposed to address these pressures through automation, assistance
and tool augmentation (Ricca, et al., 2025a; Layman & Vetter, 2024; Russo, 2024; Lee, et
al., 2012).

3. RQ3: What are the key challenges and limitations of using AI/LLMs in software

testing?

Objective: To determine technical, methodological and operational challenges such
hallucination, nondeterminism, security threats, problems with integrating tools and
limitations in evaluation. Rationale: Numerous study investigations underscore that LLM-
generated artifacts may be executable, yet erroneous, security-sensitive activities necessitate
rigorous validation and evaluation inconsistencies can distort perceived effectiveness. These
issues require an organized compilation of persistent constraints and corrective actions

(Wang, et al., 2024; Li, et al., 2025; Zhu, et al., 2025; Fan, et al., 2023; Liu, et al., 2023).
4. RQ4: How does Al or LLM assisted testing affect software quality?

Objective: To analyze reported impacts on software quality outcomes such as defect

detection effectiveness, test reliability, coverage improvements, maintainability and
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robustness of evaluation. Rationale: Empirical studies and large-scale evaluations report
benefits such as improved testing outcomes and productivity but also show that stronger
correctness checks and stricter evaluation can change conclusions about model performance.
Therefore, quality impact must be examined using evidence grounded in execution based
validation and robust assessment (Li, et al., 2025; Liu, et al., 2023; Shang, et al., 2025;
Alshahwan, et al., 2024; Garousi, et al., 2024).

5. RQS5: What ethical issues arise in AI/LLM assisted software testing?

Objective: To synthesize ethical concerns related to transparency, accountability,
reproducibility, privacy, bias and responsible deployment in testing workflows. Rationale:
As AI/LLMs influence test decisions and generate test artifacts, ethical risks emerge
regarding trust, explain ability, governance and potential misuse especially when integrated
into automated pipelines and decision making. These issues are increasingly emphasized in
ethics and transparency focused syntheses and practitioner discussions (Layman & Vetter,

2024; Russo, 2024; Surbakti, 2025; Liao & Vaughan, 2023).

The five research questions provide a structured foundation for examining integration,
motivation, limitations, quality impact and ethics of AI/LLM assisted software testing. They
guide the subsequent data extraction, thematic analysis and reporting to ensure that the

review produces actionable insights for both researchers and practitioners.

3.3 Defining Phase

To ensure a systematic, comprehensive and reproducible search, this study adopted an
iterative defining phase in which an initial pilot search was conducted and progressively
refined. The pilot search was executed across five major academic databases that are widely
used in software engineering and testing research IEEE Xplore, ACM Digital Library, Wiley
Online Library, ScienceDirect and Google Scholar to capture both methodological and

application oriented studies relevant to Al and LLM assisted software testing.

Two complementary query strategies were applied during the pilot phase. The first relied on
effect-based search phrases such as Effect of Artificial Intelligence on Software Testing or
Effect of Al on Software Test Automation, which aim to capture broad discussions of impact

and transformation. The second employed topic focused on descriptions, such as Al in
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Software Testing or LLM assisted Testing, which are more tightly aligned with specific
technical contributions. The pilot results demonstrated a clear contrast between these
approaches: effect-based phrases produced extremely large result sets in several repositories
such as 791 results in IEEE, 20,477 in ACM, 12,680 in Wiley, 40,757 in ScienceDirect and
30,500 in Google Scholar, many of which were only tangentially related to software testing.
In contrast, topic focused queries yielded more manageable and relevant result sets,
including 554 results in IEEE, 213 in ACM, 71 in Wiley, 246 in ScienceDirect and 1,074 in
Google Scholar. This comparison confirmed that broad effect-oriented phrasing risks
overwhelming the screening process with off scope material, while topic oriented queries

better support focused evidence retrieval.

Analysis of the pilot results further revealed a core challenge reported consistently in
existing surveys and tertiary studies: terminological diversity. Al and LLM assisted testing
research spans multiple task families including test case generation, automated test analysis,
defect detection and classification, debugging and repair and security oriented testing but
these capabilities are often described using different labels across venues and communities.
As emphasized in prior surveys and security focused reviews, similar techniques may be
discussed under different task names and conversely, identical terms may refer to different
operational scopes depending on context (Ricca, et al., 2025a; Wang, et al., 2024; Zhu, et
al., 2025; Fan, et al., 2023).

Accordingly, the final search strings were refined using Boolean operators (AND/OR) to
combine Al related terms such as Al, LLM, Generative Al with testing specific concepts
software testing, test automation, test generation, bug detection, repair, security, CI/CD. This
refinement ensures that the search captures both traditional Al based testing approaches and
more recent LLM centric techniques, while maintaining consistency across databases with

different indexing and query interpretation rules.
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Table 2. Final Search String

Academic Final Search String
Database
IEEE (“Artificial Intelligence” OR AI OR “Machine Learning” OR “Deep Learning” OR “Large

Language Model*” OR LLM OR “Generative AI” OR ChatGPT) AND (“Software
Testing” OR “Test Automation” OR “Test Case Generation” OR “Unit Test*” OR “Test
Oracle” OR “Bug Detection” OR “Defect Classification” OR “Program Repair” OR
“Vulnerability” OR “Security” OR CI/CD OR “Software Maintenance”)

ACM (“Artificial Intelligence” OR AI OR “Large Language Model*” OR LLM OR “Generative
AI” OR ChatGPT) AND (“Software Testing” OR “Test Automation” OR “Test Case
Generation” OR “Bug Detection” OR “Defect Classification” OR “Program Repair” OR

“Security” OR “Software Maintenance”)

(“Artificial Intelligence” OR AI OR “Large Language Model*” OR LLM OR “Generative
Science AI”) AND (“Software Testing” OR “Automation” OR “Test Case Generation” OR “Bug
Direct Detection” OR “Security”)

Wiley Online | (“Artificial Intelligence” OR AI OR “Large Language Model*” OR LLM OR “Generative
Library AI”) AND (“Software Testing” OR “Test Automation” OR “Software Quality” OR
“Security”)

Google (“Artificial Intelligence” OR AI OR “Large Language Model*” OR LLM OR “Generative
Scholar AI” OR ChatGPT) AND (“Software Testing” OR “Test Automation” OR “Test Case
Generation” OR “Bug Detection” OR “Defect Classification” OR “Program Repair” OR

“Security”)

The defining step in Table 2 ensured that the next screening procedure was based on a
balanced and inclusive collection of terms that could cover the whole range of Al or LLM
assisted software testing research without excessive distraction. The search approach offers
a solid basis for the phased screening and evidence synthesis that follow by clearly linking
search keywords to task families found in previous surveys, security evaluations and grey

literature syntheses.
3.3.1 Define inclusion and exclusion criteria

To ensure that study selection was systematic, transparent and repeatable, this review
defined inclusion and exclusion criteria before screening began and then applied them

consistently across all search rounds and databases. Establishing criteria in advance is
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essential in SLRs because it reduces subjective decision making during screening and
ensures that the final evidence base is aligned with the research questions rather than shaped
by incidental search results. This approach is consistent with established evidence synthesis
practice in Al assisted testing and LLM related tertiary studies, where the breadth of
terminology and the diversity of evaluation styles make disciplined scope control necessary
for review quality and replicability (Ricca, et al., 2025a; Wang, et al., 2024; Amalfitano, et
al., 2023).

The criteria were explicitly designed to retain only those studies that contribute evidence to
at least one of the thesis research questions (RQI1-RQS5): lifecycle integration,
motivation/need, challenges or limitations, software quality impact and ethics. Therefore,
the review included studies that were peer reviewed journal articles, conference proceedings
or high-quality secondary studies surveys, SLRs, tertiary studies, written in English and
reporting substantive discussion or evaluation of Al and/or LLM use within software testing
activities. These activities include but are not limited to test case generation, automated test
analysis, defect detection and classification, bug localization, debugging workflows and
security oriented testing. This scope reflects the recurring task families identified across the
AI/LLM testing literature and ensures that evidence extraction captures both technical
contributions and workflow oriented perspectives (Wang, et al., 2024; Li, et al., 2025; Zhu,
et al., 2025).

Conversely, studies were excluded if they were duplicates, superseded versions where a
more complete paper exists, outside the software testing scope such as code completion
without testing relevance non English or inaccessible in full text or did not provide evidence
that could be mapped to any of RQ1-RQS5. This exclusion logic is particularly important in
LLM related research because many publications discuss code generation broadly without
making a testing contribution and because evaluation focused work can sometimes be
presented without sufficient methodological detail to support reliable synthesis. The criteria
therefore ensure that the selected corpus is not only relevant but also sufficiently rigorous

for theme based interpretation (Chen, et al., 2024a; Fan, et al., 2023).

Although practice-oriented industry evidence can be highly informative for understanding
adoption constraints such as tool behavior, CI/CD integration barriers and test maintenance

overhead, this thesis is explicitly conducted as an SLR with a peer reviewed primary



25

evidence base. As a result, non-peer reviewed sources such as blogs, vendor pages, informal
web posts were not included as primary studies. Instead, practice insights were treated as
contextual support for interpreting implications, while the main synthesis and conclusions
remain grounded in peer reviewed studies to preserve methodological consistency and

replicability (Ricca, et al., 2025a; Layman & Vetter, 2024; Garousi, et al., 2024).

Table 3. Inclusion/Exclusion Criteria

Criteria No. Formal literature

Inclusion Exclusion

1 Studies explicitly addressing Al | Studies not related to testing such as code
and/or LLM use in software testing | completion without testing relevance.

such as test generation, automated
analysis, debugging or repair, defect
detection or classification, security

testing.

2 Peer reviewed journal articles, | Non English or inaccessible full text.

conference papers and high quality

secondary studies
survey/SLR/tertiary.
3 Full text available and written in | Studies that do not discuss any aspect of our
English. research questions (RQI1-RQS5) in the
context of AI/LLM assisted software
testing.
4 Provides evidence contributing to at | Does not contribute evidence to any RQ or

least one RQ integration, need, | lacks sufficient methodological detail.

challenges, quality impact, ethics.

5 If multiple versions exist, retain the | Duplicates or superseded versions of the

most complete or updated version. same work.

Table 3 definition phase ensured that the search strategy captured the major AI/LLM assisted
testing themes reported in the literature while screening pipeline and the final corpus of 34

studies.
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3.3.2 Literature search process

To capture the most relevant peer reviewed evidence on Al and LLM assisted software
testing, the search phase was designed as a multi database, protocol driven retrieval process
and executed using the refined search strings presented in Table 2. The overall approach
follows the staged search and screening logic that is commonly adopted in large scale
surveys and SLRs in software testing and Al assisted testing, where the volume of potentially
relevant literature is high and terminology is heterogeneous (Wang, et al., 2024; Amalfitano,
et al., 2023). Accordingly, the search was conducted across IEEE Xplore, ACM Digital
Library, Wiley Online Library, ScienceDirect and Google Scholar, ensuring coverage of key
publishers and indexing environments used by the software engineering research

community.

Because database queries can return large quantities of loosely related studies, especially
when broad Al terms appear in many non-testing contexts the search results were designed
to be reduced through staged screening. In this design, retrieval is immediately followed by
a systematic tollgate screening process that progressively increases inspection depth while
reducing noise: Title/Keyword screening — Abstract/Topic screening — Full text eligibility
assessment. This staged reduction is essential for maintaining review feasibility while also
preserving traceability and consistency and it aligns with the tollgate style selection
strategies reported in testing and Al assisted testing focused evidence syntheses (Ricca, et
al., 2025a; Wang, et al., 2024). Moreover, staged screening helps ensure that borderline or
ambiguous papers are filtered using increasingly strict criteria, rather than being accepted or

rejected prematurely.
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Figure 2. Three step research process for the SLR, covering, conducting and reporting

Figure 2 summarizes the SLR process, showing how the study moves from planning and

study selection to final synthesis and reporting.

3.4 Literature screening and selection process

The conducting phase implemented the database searches and applied structured screening
using the tollgate procedure consistent with standard SLR practice. First, title and keyword
screening was used to remove clearly irrelevant records such as Al studies unrelated to
testing or papers that mention testing only tangentially. Second, abstract and topic screening
was applied to the remaining candidates to verify that each study genuinely addresses
AI/LLM assisted software testing and contributes evidence relevant to at least one of the
research questions (RQ1-RQ5). Third, full text eligibility assessment was performed to
confirm methodological suitability, extractability of evidence and alignment with the
inclusion criteria. Finally, a consolidation step removed duplicates, resolved overlaps and

ensured that the final corpus contained the most complete version of each study.

Across all recorded search rounds and databases, the review initially retrieved 33,572
records. After title and keyword screening, this set was reduced to 536 candidate studies
retained for deeper inspection. After abstract and topic screening, the candidate pool was

further reduced to 201 studies advanced to full text eligibility assessment. Full text eligibility
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screening and consolidation across rounds then produced the final corpus of 34 primary

studies, which formed the evidence base for extraction and synthesis.

Table 4. Study Selection Summary
Stage Count Interpretation
Records identified (all searches combined) 33,572 Initial retrieval across all databases and rounds
After title & keyword screening 536 Candidate set retained for deeper screening
) ) Studies advanced to full text eligibility
After abstract & topic screening 201
assessment
Final corpus used for data extraction and
Included primary studies 34 )
synthesis

Table 4 summarizes the study selection process, showing how the initial 33,572 retrieved

records were progressively filtered through title’keyword and abstract/topic screening to

T

produce a final set of 34 primary studies for data extraction and synthesis.
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Figure 3. Literature extraction process

Figure 3 illustrates the literature extraction process, showing how studies were retrieved

from multiple digital libraries, screened through title, abstract and full-text phases and
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filtered using inclusion, exclusion and quality criteria to arrive at the final set of selected

studies.

3.5 Literature Quality Assessment

To ensure that the final set of primary studies is not only relevant but also methodologically
suitable for evidence synthesis, this thesis conducted a Quality Evaluation Assessment
(QEA) focusing on how strongly each selected study contributes to answering the five
research questions (RQ1-RQ5). A quality assessment step is widely used in systematic
evidence synthesis because rigor, reporting clarity and evaluation strength can vary
substantially across research types such as surveys vs. empirical evaluations vs. tool papers
and across publication venues. Prior tertiary studies and large scale surveys in Al assisted
software testing and LLM related testing research emphasize that without explicit quality
checks, syntheses risk mixing strong and weak evidence without distinction, which can
distort conclusions about effectiveness, limitations or applicability (Wang, et al., 2024;

Amalfitano, et al., 2023).

A structured QEA checklist was therefore created and applied to all 34 selected primary
studies. The checklist was designed to operate quality in a way that supports consistent
scoring across heterogeneous study types. Specifically, the assessment evaluates: (1)
methodological alignment with the research questions, meaning whether the research design
used by a study like controlled experiment, benchmark evaluation, systematic review, tool
assessment actually supports the type of claim the study makes, (2) relevance to the scope
of AI/LLM assisted software testing, ensuring that each study genuinely addresses testing
activities rather than general code generation without a testing contribution and (3) clarity
and evidential support of reported findings, meaning that results are clearly linked to aims,
interpretable and supported by defensible evaluation or systematic synthesis. To ensure
that assessments are clear and can be repeated each QEA item was given a score using a
three-level system: Yes = 1, Partially = 0.5 and No = 0. This allows it to compare things
objectively while still allowing complex decisions when research provides data but with

insufficient reporting.
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Table 5. Quality evaluation assessment criteria for formal literature

QEA ChecKklist Questions Likert scale
Questions
QEAl Does the study’s research approach such as survey/SLR, | Yes=1, Partial=0.5, NO=0

empirical evaluation, tool assessment appropriately supports

answering at least one of RQ1-RQ5?

QEA2 Does the study explicitly address Al and/or LLM assisted | Yes=1, Partial=0.5, NO=0
software testing such as test generation, test analysis,
debugging/repair, defect detection/classification, security

testing?

QEA3 Are the reported results clearly linked to the research aims | Yes=1, Partial=0.5, NO=0
evidence that can be mapped to integration, motivation,

challenges, quality impact or ethics?

QEA04 Is the study within the scope of this review AI/LLM in testing | Yes=1, Partial=0.5, NO=0
lifecycle, evaluation, CI/CD integration, security/ethics
implications, rather than general code generation without

testing focus?

QEAO05 Are findings presented clearly and supported by empirical | Yes=1, Partial=0.5, NO=0
evidence, systematic synthesis or well-argued analysis such
as benchmarks, study design, tool evaluation, reproducible

protocol?

Table 5 lists the QEA checklist used to assess study quality and relevance. It evaluates
whether each paper fits RQ1-RQ5, focuses on AI/LLM testing, links results to your themes,
stays within scope and reports evidence clearly, using a Yes/Partial/No scoring scale
(1/0.5/0). This QEA process strengthens the trustworthiness of the synthesis by ensuring that
the extracted evidence is grounded in studies that are both relevant and sufficiently rigorous
for thematic interpretation. In addition, it provides a defensible basis for handling mixed
quality evidence during synthesis particularly important in AI/LLM assisted testing research
where evaluation designs, datasets and reporting practices can vary widely (Wang, et al.,

2024; Amalfitano, et al., 2023).
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3.6 Data extraction and synthesis

After the final study set was established, evidence was extracted from the 34 peer reviewed
primary studies as discrete evidence units, each mapped explicitly to one or more of the five
research questions (RQ-RQ5). Treating findings as evidence units rather than extracting only
high-level summaries supports traceability and reduces the risk that synthesis is driven by
the narrative emphasis of individual papers instead of by comparable data. The extraction
framework was designed to capture the core dimensions that recur across AI/LLM assisted
testing research and that are repeatedly emphasized in surveys and evaluation studies as
essential for defensible claims and interpretable comparisons. Specifically, the extraction
captured: (1) the testing lifecycle activity targeted such as planning, test generation,
execution, analysis, maintenance, (2) the AI/LLM technique or workflow like prompting
strategies, fine tuning, agent based pipelines, (3) evaluation methods and metrics used to
support claims, (4) reported benefits and limitations, (5) quality impact indicators like
coverage, defect detection effectiveness, reliability and (6) ethical considerations such as
transparency, accountability, privacy and responsible deployment. This structured extraction
design reflects the broader methodological emphasis that AI/LLM software engineering
research requires consistent measurement and explicit justification of evaluation choices,
because reported performance can vary strongly depending on metrics, benchmarks and

oracle strength (Wang, et al., 2024; Chen, et al., 2024a; Liu, et al., 2023).

Following extraction, the evidence units were synthesized using an RQ driven thematic
analysis approach to enable systematic organization and consolidation of findings relevant
to RQ1-RQ5. Theme based synthesis is widely adopted in tertiary studies and large-scale
surveys in Al assisted testing and LLM enabled software engineering because the literature
spans heterogeneous tasks, varied evaluation settings and inconsistent terminology. Without
thematic coding, results tend to remain fragmented across individual tasks and tool
implementations, making it difficult to derive stable cross paper conclusions about
integration patterns, limitations or impacts (Wang, et al., 2024; Fan, et al., 2023; Amalfitano,

etal., 2023).
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Figure.4 Thematic Analysis

Figure 4 illustrates the thematic analysis process used in the study, starting from the selection
of formal literature and familiarization with the data, followed by systematic coding of
extracted evidence. Initial codes are grouped into preliminary themes through iterative
comparison and author discussions and these themes are refined through brainstorming and

synthesis to produce the final set of themes used for analysis and reporting.

In this thesis, evidence units were coded into higher level themes that correspond directly to
the research questions, so that the synthesis emphasizes recurring patterns rather than
isolated outcomes. This also makes it possible to combine different sorts of studies such
surveys, empirical evaluations, tool assessments and security-oriented analysis, into a single
evidence narrative that stays true to the RQ framework (Ricca, et al., 2025a; Li, et al., 2025;
Zhu, et al., 2025).

This process operationalizes the review’s traceability chain RQ — Theme — Evidence —
Interpretation, ensuring that each claim in the Results and Findings section can be linked
back to coded evidence extracted from the selected studies. The resulting themes are reported
in Section 4 (Results and Findings) and are supported by the five synthesis figures (RQ1-

RQ5), each presented at the start of its corresponding subsection to strengthen
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interpretability and maintain transparent linkage between research questions, coded themes

and supporting evidence.

3.7 Demography of Data Synthesis

In addition to thematic synthesis, this study performed a demographic synthesis of the final
corpus of 34 primary studies in order to give a clear, evidence-grounded snapshot of how
Al/LLM-assisted software testing research is currently distributed, because it is difficult to
interpret later themes fairly unless the reader first understands where the research
community has invested most attention and where coverage is still limited or emerging.
Demographic profiling is widely used in systematic literature reviews and mapping studies
because it helps explain why some conclusions appear stronger, more repeated, or more
mature than others by making visible the underlying distribution of evidence, rather than
assuming that all research questions are equally supported by prior work (Wang, et al., 2024;
Layman & Vetter, 2024).

In this study, the demographic synthesis focused on mapping each selected paper to one or
more of the five research questions (RQ1-RQS5), instead of forcing each study into a single
category, because surveys of LLMs in software engineering repeatedly show that most
contributions are naturally multi-dimensional and tend to cross boundaries between testing
tasks, evaluation concerns and governance implications (Wang, et al., 2024; Ricca, et al.,
2025a). For instance, a paper that introduces an approach for test generation often cannot
avoid discussing whether the generated artifacts are correct, how oracle strength affects
conclusions, how the approach fits into CI/CD workflows or what risks arise when a fluent
output is accepted as trustworthy evidence, which means that restricting a study to only one
research question would hide important parts of what it actually contributes and would
simplify a socio-technical research area that is already difficult to evaluate consistently
(Wang, et al., 2024; Liu, et al., 2023). By allowing studies to contribute to multiple RQs, the
demographic synthesis better reflects how researchers in this field frame their work and it
also makes the subsequent thematic interpretation more defensible, because the reader can
see that themes are not invented in discussion but are grounded in recurring patterns in how

studies report their scope and evidence (Wang, et al., 2024).
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When the mapped corpus is viewed from this demographic perspective, the evidence shows
an uneven distribution across RQ1-RQ5 and this unevenness helps explain why some themes
dominate later in the Results and Discussion. In particular, a substantial portion of the
selected studies contribute to RQ4 (software quality impact) and RQS5 (ethical and
governance issues), which reflects the growing emphasis in current research on whether
AI/LLM generated testing artifacts can be treated as reliable quality evidence and on how
organizations can manage transparency, accountability, reproducibility and responsible
deployment when such artifacts are introduced into automated pipelines (Layman & Vetter,
2024; Liu, et al., 2023; Zhu, et al., 2025). This pattern is consistent with broader observations
that as LLM adoption expands from experimentation into real development environments,
the field shifts from proving that generation is possible toward examining what must be true
for generation to be safe, auditable and operationally meaningful, especially when model
outputs influence release decisions or security posture (Layman & Vetter, 2024; Zhu, et al.,

2025).

By contrast, the demographic synthesis suggests that RQ1 (lifecycle-level integration) is less
strongly represented, which implies that much of the current literature still approaches
AI/LLM assisted testing in a task-centric way, concentrating on individual activities such as
unit test generation, defect localization, or repair rather than demonstrating robust, end-to-
end integration across planning, execution, maintenance and evolution phases of a testing
lifecycle (Wang, et al., 2024; Ricca, et al., 2025a). This imbalance also helps explain why
lifecycle integration is repeatedly framed as uneven in the later synthesis, because even when
tools appear promising at the task level, stable integration into real workflows remains
difficult due to weak or underspecified oracles, non-deterministic outputs, test brittleness
and maintenance overhead and the need for governance mechanisms that prevent plausible
but incorrect artifacts from being promoted into trusted suites (Wang, et al., 2024; Liu, et
al., 2023). As a result, the demographic profile supports the interpretation that lifecycle-wide
integration is still a developing area and should be treated as a key research and engineering

gap rather than as a solved capability.

The distribution of studies across RQ2 (motivation and adoption drivers) and RQ3
(challenges and limitations) sits between these extremes, which suggests that the literature
increasingly acknowledges both sides of adoption pressure: on one hand, organizations are

drawn to AI/LLMs because they promise productivity gains, scalability and faster feedback
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under CI/CD time constraints, while on the other hand, researchers repeatedly highlight that
hallucination, evaluation fragility, security and privacy exposure and limited explain ability
can undermine those gains if they are not addressed through stronger validation and
workflow controls (Layman & Vetter, 2024; Zhu, et al., 2025). This middle-weight
demographic presence is important because it indicates that the field is not only building
tools, but is also actively documenting where and why those tools can fail, which strengthens
the thesis argument that AI/LLM assisted testing should be treated as a socio-technical
transformation where productivity benefits and risk surfaces expand together and must be

managed together rather than separately (Layman & Vetter, 2024).

Overall, this demographic synthesis is a useful way to look at Section 4 because it makes it
clear that the focus on quality, evaluation and ethical issues in the discussion is due to the
way the existing evidence base is set up, not because of personal bias. The lack of coverage
of lifecycle integration and long-term maintenance issues shows that there is a clear chance
for future research to go beyond isolated demonstrations and instead look at sustained
deployment in real-world situations like changing requirements, regression suite
maintenance and auditable governance within CI/CD pipelines (Wang, et al., 2024; Liu, et

al., 2023; Ricca, et al., 2025b).

4  Results and Findings

This section presents the outcomes of the Systematic Literature Review (SLR) using RQ
driven thematic synthesis. Rather than reporting results study by study, the evidence
extracted from the 34 primary studies is consolidated into high level themes that directly
answer each research question (RQI1-RQ5). For each RQ, individual evidence units were
coded, grouped and interpreted to reveal recurring patterns about how Al and LLMs are
applied in software testing, why these approaches are adopted, what constraints limit their
trustworthiness, how they affect software quality and which ethical issues arise during
deployment. This thematic organization is particularly important in AI/LLM assisted testing
because the literature spans heterogeneous tasks such as test generation, repair, evaluation,
security analysis, uses inconsistent terminology and applies varied evaluation strategies,
which makes direct comparison difficult without a structured synthesis framework (Wang,

et al., 2024; Fan, et al., 2023; Amalfitano, et al., 2023). To maintain methodological
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transparency, every theme reported in this section is explicitly grounded in the coded
evidence base, enabling a traceability chain from RQ — Theme — Evidence —
Interpretation. The following information helps with two goals. First, it makes sure that
conclusions are not dependent on one study's results or stories but on trends that have been
shown in several investigations. Second, it lets readers check how certain assertions come
from the chosen corpus. This is especially significant because there are recognized problems
with LLM evaluation such as inconsistent metrics oracle weakness and the possibility that
performance gains that seem to be real may not lead to reliable practice (Li, et al., 2025; Liu,
et al., 2023). The five subsections that follow therefore report results for RQ1-RQ5 in a
consistent structure, supported by the synthesis figures that summarize how evidence

clusters into thematic areas for each research question.
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Figure 5. Primary Studies by Research Question

Figure 5 shows how the 34 selected primary studies are distributed across the five research
questions, with the highest coverage in RQ5 (Ethics) and RQ4 (Quality Impact) and the
lowest in RQ1 (Integration).
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4.1 Integration of Al and LLMs into the Software Testing Lifecycle

The first research question (RQ1) explores at how Al and LLMs are used in software testing
and where their use is most useful. The systematic assessment of main research indicates
that AI/LLM integration adheres to specific patterns: the majority of implementations focus
on test generation and unit-level testing and these models expedite the production of test
assets and the expansion of test suites. Integration is still not consistent across the entire
testing lifecycle. Test generation and core testing workflows get a lot of attention but non-
functional testing, system-level orchestration and end-to-end pipeline integration are still not
very developed. The evidence also shows that practical integration is more likely to happen
where LLMs can quickly boost productivity than where testing could need the most changes
to the architecture. This section brings together results from eight main integration themes:
core test generation, unit test improvement, advanced test generation, test automation, test
automation within operational constraints, debugging and error analysis, broader quality
pipeline integration and benchmark-driven research needs. It does this to show how
AI/LLMs fit in with existing tools and human workflows and to find important gaps between

what is possible now and what is needed for widespread use.
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Figure 6 maps how AI/LLMs support the software testing lifecycle by clustering prior
studies into key themes like test generation core or advanced, test automation, code/test
evaluation, debugging and future research, while the side lists show which papers support

each theme.

The evidence across the selected primary studies shows that AI/LLM integration is currently
most mature and most frequently reported in test generation centric activities, particularly
where models are used to draft test cases, expand suites and help create executable checks
in unit level contexts. In practical terms, this means that the dominant integration pattern
is not a full replacement of testing processes but rather the use of AI/LLMs as test asset
producers and test assistants that accelerate creation and revision of tests under time
pressure. At the same time, the literature indicates that integration remains uneven across
the full testing lifecycle: while generation and unit level workflows receive extensive
attention, other lifecycle segments such as non-functional testing, broader system level
orchestration and consistent end to end integration into organizational pipelines are less
consistently supported and are repeatedly highlighted as gaps (Wang, et al., 2024; Lee, et
al., 2012; Ali, 2024; Gougherty & Clipp, 2024). This unevenness suggests that current
integration reflects where LLMs provide immediate productivity value creating test
artifacts quickly rather than where testing needs the most architectural redesign system wide

assurance and multistage governance.

When the RQI evidence is consolidated, eight integration themes emerge that collectively
describe how AI/LLMs enter the testing lifecycle and how they are positioned relative to
existing tooling and human workflows. The most frequently occurring theme is core test
generation, where LLMs are used to produce test cases and suites from code context or
natural language descriptions, sometimes combined with execution based checking that
approximates oracle support and sometimes connected to repair oriented loops where
failing tests trigger additional generation or candidate fixes (Layman & Vetter, 2024; Wang,
et al., 2024; Chen, et al., 2024a; Amalfitano, et al., 2023; Nguyen-Duc, et al., 2025). Closely
related is the theme of unit test generation and improvement, where LLMs either generate
new unit tests, improve existing ones or support targeted strengthening of test suites and
where studies frequently treat unit tests as an ideal integration point because they offer
executable feedback and comparatively contained scope for validation (Boukhlif, et al.,

2024; Zhu, et al., 2025; Russo, 2024; Shang, et al., 2025; Augusto, C., Bertolino, A., De
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Angelis, G., Lonett, et al., 2025). Across these studies, unit level integration is often framed
as a pragmatic compromise: it offers measurable value such as additional tests, increased
checking capacity while still allowing teams to keep human control over what enters the

maintained test repository.

In addition to these common patterns, some studies address more advanced or expanded
integration forms like richer test generation strategies that use analytics signals, predictive
cues or more general debugging help. However, these same studies also point out that there
are still gaps in testing modalities that are harder to specify or validate automatically, like
non-functional and specialized testing in visual/UI specific contexts. The evidence indicates
that although LLMs can generate substantial quantities of functional tests, the overall
lifecycle integration is constrained by oracle complexity and the inherent challenges of
validating correctness in domains where execution outcomes cannot be readily simplified to
pass or fail criteria (Ricca, et al., 2025a; Wang, et al., 2024; Garousi, et al., 2024; Dong, et
al., 2025; Husein, et al., 2025). A different theme looks at how to integrate test automation
while still meeting operational needs. This shows that real-world adoption depends a lot on
CI/CD compatibility, tool behavior, workflow fit and the extra work needed to keep tests up
to date. These studies stress that integration success is influenced by operational realities as
much as by model capability, especially when Al outputs need to be versioned, maintained
and trusted over time (Lee, et al., 2012; Ali, 2024; Gougherty & Clipp, 2024; Ricca, et al.,
2025b; Kuric, et al., 2025). This result supports a key interpretation: integrating Al and LLM
is not just a technical issue of generating quality it's also an organizational issue of keeping

test assets and making sure that Al help fits with pipeline governance.

Several primary studies additionally place LLMs not only as test generators but as general-
purpose workflow cores or helpers capable of facilitating various testing tasks such as
interpretation, troubleshooting, summary and support across several stages. In these
studies, integration is framed more broadly as the LLM acting as a testing copilot that helps
testers navigate artifacts and decisions across tasks, rather than being confined to a single
function such as generation or repair (Fan, et al., 2023; Zhou, et al., 2025; Petersen &
Gerken, 2025; Santos, et al., 2024). Another theme extends the integration boundary outward
into a broader quality pipeline by connecting testing with LLM based code evaluation, where
models are used for reviewing like auditing, benchmark driven assessment and

robustness/security oriented evaluation of generated artifacts. This theme reflects a growing
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tendency in the literature to treat testing, evaluation and security assessment as connected
activities particularly in contexts where LLMs generate or transform code and therefore also
create new quality and security risks that testing must manage (Liu, et al., 2023; Hou, et al.,
2024; Yang, et al., 2024; Dai, et al., 2023; Kharma, et al., 2025). More narrowly, some
studies highlight debug focused integration where LLLMs support error analysis and bug
localization as part of the broader testing workflow, reinforcing the idea that Al assistance
often spans after the failure activities rather than only proactive test creation (Li, et al., 2025).
Finally, the evidence includes a forward looking theme that consolidates gaps and research
needs particularly around benchmark design, documentation, reproducibility and metric
consistency because inconsistent evaluation practices can obscure true integration value and
can lead to adoption based on inflated claims rather than stable evidence (Alshahwan, et al.,
2024; Surbakti, 2025; Liao & Vaughan, 2023; Chen, et al., 2024b). Synthesizing these
themes yields four cross cutting findings about lifecycle integration. First, integration is
strongly generation centric: most studies operationalize AI/LLMs at test design and test
creation stages, emphasizing rapid drafting, suite expansion and oracle like assistance
rather than full lifecycle transformation (Layman & Vetter, 2024; Wang, et al., 2024;
Boukhlif, et al., 2024; Chen, et al., 2024a; Amalfitano, et al., 2023; Shang, et al., 2025;
Nguyen-Duc, et al., 2025; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025).
Second, workflow aware automation is emerging but remains constrained: studies that look
at deployment and tooling repeatedly show that maintenance overhead, workflow fit and
tool behavior determine whether Al generated artifacts remain useful once integrated into
CI/CD and long lived test suites (Lee, et al., 2012; Ali, 2024; Gougherty & Clipp, 2024;
Ricca, et al., 2025b; Kuric, et al., 2025). Third, integration beyond mainstream functional
test generation remains uneven, with explicit evidence that non-functional and specialized
modalities are less mature and continue to be framed as open gaps rather than solved
integration pathways (Wang, et al., 2024; Garousi, et al., 2024). Fourth, testing is
increasingly connected to adjacent quality activities debugging, auditing and security
evaluation suggesting that the practical integration trajectory is toward a broader quality
pipeline in which testing is one component of a multi stage assurance workflow rather than
a standalone end of line activity (Li, et al., 2025; Liu, et al., 2023; Hou, et al., 2024; Yang,
et al., 2024; Dai, et al., 2023; Kharma, et al., 2025).
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4.2 Motivation for AI/LLM Integration in Software Testing

Research question 2 (RQ2) analyzes to the reasons why companies and researchers use Al
and LLM technologies in software testing. The analysis of the primary studies indicates that
adoption is chiefly driven by three converging pressures: the human effort bottleneck that
hinders the scalability of manual testing in the context of modern release velocity, the
operational requirements of CI/CD environments that necessitate continuous rapid feedback
and the emerging necessity for testing as a control layer to mitigate correctness and security
risks associated with Al-generated code artifacts. In addition to these high-level drivers, the
evidence is grouped into seven thematic motivation clusters. These clusters include things
like test generation productivity gains, automation infrastructure constraints, robustness
assurance, LLM-code validation loops, evaluation standardization needs and broader GenAl
workflow penetration. Together, these clusters explain why AI/LLM integration is seen not
as an experimental novelty but as a practical solution to the problem of testing capacity not
matching the scale of software engineering. This part brings together the motivating patterns
from the 34 main studies to explain why testing is becoming more and more seen as a way

to speed up productivity and lower risk in Al-augmented development environments.
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Figure 7 summarizes the main motivations for adopting AI/LLMs in software testing by
grouping evidence into themes such as test generation and automation, GenAl applications,
robustness and safety and optimization/evaluation, with the side lists showing which studies

support each motivation.

Across the 34 primary studies, the motivations for integrating Al and LLMs into software
testing repeatedly converge on three high level drivers. First, many studies frame adoption
as a response to the persistent human effort bottleneck in testing, where manual authoring
and maintenance of test suites cannot scale proportionally with system growth and release
speed; consequently, LLM support is positioned as a mechanism to reduce repetitive
authoring work while accelerating delivery and enabling larger test suites to be produced
under the same time constraints (Wang, et al., 2024; Li, et al., 2025; Chen, et al., 2024a;
Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025). Second, the evidence
emphasizes infrastructure and workflow pressure created by automation heavy and CI/CD
oriented development, where the operational requirement for fast feedback makes it
difficult to sustain high quality testing using traditional approaches alone, especially when
tests must be updated frequently and executed reliably across evolving environments (Li, et
al., 2025; Nguyen-Duc, et al., 2025; Fan, et al., 2023). Third, several studies connect
motivation directly to robustness, safety and security risk, arguing that as Al generated
artifacts and LLM produced code become more common in engineering pipelines, testing
increasingly acts as a control layer that limits correctness failures and mitigates security
vulnerabilities introduced by automated generation or transformation workflows (Chen, et
al., 2024a; Lee, et al., 2012; Kharma, et al., 2025). When the RQ2 evidence is synthesized
thematically, seven complementary motivation clusters become visible. A foundational
cluster stresses the need for grounded baselines and consistent evaluation constructs,
because the literature contains wide variation in tasks, datasets and metrics and without
reliable evaluation framing it is easy to overstate benefits or misinterpret model capability
in testing contexts (Wang, et al., 2024; Amalfitano, et al., 2023; Boukhlif, et al., 2024; Li, et
al., 2025; Chang, et al., 2024). A second cluster centers on test automation infrastructure
pressures, showing that CI/CD compatibility, operational constraints and maintenance
overhead motivate teams to explore AI/LLM assistance not as a novelty but as a way to keep
feedback cycles viable when pipeline execution frequency and code churn are high (Li, et
al.,2025; Nguyen-Duc, et al., 2025; Kuric, et al., 2025). A third and dominant cluster focuses

on test generation and unit level augmentation, where LLMs are adopted to reduce manual
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test writing, accelerate creation of executable unit tests, improve suite completeness and
help sustain regression coverage when software changes rapidly; this cluster also frequently
ties motivation to the practical observation that test creation and upkeep are among the most
expensive activities in sustained quality assurance (Garousi, et al., 2024; Hou, et al., 2024;
Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025). A fourth cluster motivates
adoption through robustness and safety framing, highlighting that organizations need
stronger assurance mechanisms when LLMs influence development outputs, including
usability and reliability related concerns about whether Al generated artifacts can be
trusted, audited and sustained over time (Fan, et al., 2023; Gougherty & Clipp, 2024). A
fifth cluster connects motivations directly to LLM code generation, arguing that testing
becomes essential as an evidence based gate that manages correctness risk and supports
generation to validation loops; here, testing is described not as a downstream afterthought
but as a continuous control mechanism that constrains the quality of generated code before
it becomes deployed behavior (Liu, et al., 2023; Lee, et al., 2012; Kharma, et al., 2025). A
sixth cluster emphasizes optimization and transparency in evaluation, arguing that
motivation also stems from the need to improve how testing tools and LLM based methods
are assessed and compared, because clearer metrics and stronger validation can substantially
change conclusions about performance and reliability. Finally, a broader adoption cluster
situates motivation in wider GenAl penetration into software engineering, where increased
workflow embedding naturally creates demand for testing integration to preserve quality,
governance and accountability as Al systems take on more engineering tasks (Layman &

Vetter, 2024; Zhou, et al., 2025; Nguyen-Duc, et al., 2025; Fan, et al., 2023).

Synthesizing these clusters yields four cross cutting findings. First, productivity and scale
pressures dominate, because the most frequently repeated motivation is that testing effort
does not scale with modern release velocity and LLM enabled generation and augmentation
are presented as practical responses to this structural mismatch (Li, et al., 2025; Hou, et al.,
2024; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025). Second, automation
environments make faster feedback operationally necessary, meaning that the push
toward CI/CD and frequent change makes speed and maintainability central to why Al
assistance is explored, especially when manual updates and brittle automation become
unsustainable at scale (Li, et al., 2025; Nguyen-Duc, et al., 2025; Kuric, et al., 2025). Third,

as LLM generated code becomes more prevalent, testing is increasingly described as a
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control layer that links generation to validation (and sometimes to repair), reducing the risk
that plausible looking but incorrect code becomes silently accepted into production
workflows (Liu, et al., 2023; Li, et al., 2025). Fourth, robustness, safety and security
motivations are central because Al assisted development introduces new failure and attack
surfaces; therefore, testing is framed as a mitigation mechanism to increase confidence,
reduce risk and support responsible adoption when Al outputs directly affect software

behavior and assurance outcomes (Chen, et al., 2024a; Kharma, et al., 2025).

4.3 Challenges and Limitations of AI/LLM Assisted Testing

Research question 3 (RQ3) specifies and integrates the principal obstacles and constraints
that undermine the reliability and practical use of AI/LLM technologies inside software
testing pipelines. The evidence from primary studies shows that AI/LLMs can speed up
many testing activities, but their use is still limited by five groups of problems that are all
connected: test generation correctness problems that depend on strong oracles, evaluation
frameworks that don't work well enough to hide weak or incomplete tests, gaps in
explainability and accountability that make governance and user trust harder, reliability
failures like hallucination and output instability that make reproducibility harder and
security and confidentiality risks when models process or create sensitive testing artifacts.
These limits are not minor issues; they are major problems that directly affect whether tests
that are generated can be used as reliable proof for making good decisions instead of drafts
that need a lot of checking. This part brings together the problems from the 34 main studies
to show that if AI/LLM-assisted testing is going to move from short-term experiments
focused on productivity to long-term, responsible integration into operational workflows, it
needs to address correctness assurance, evaluation rigor, transparency, reliability and

security as interconnected requirements rather than separate issues.
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Figure 8. Challenges and Limitations Map of AI/LLM assisted software testing (RQ: 3)

Figure 8 shows the points of using AI/LLMs in software testing. It groups the reported issues
into themes like limits of test/code generation, reliability problems, security risks and the

lack of strong explain ability and evaluation methods.

The synthesized evidence shows that, although AI/LLMs can accelerate multiple testing
activities, their adoption is repeatedly constrained by limitations that directly affect
trustworthiness in testing pipelines particularly when generated artifacts are treated as
evidence for quality decisions rather than as drafts requiring verification (Ricca, et al.,
2025a; Wang, et al., 2024; Li, et al., 2025; Garousi, et al., 2024). Across the primary studies,
the most persistent constraints span (1) correctness of generated tests and their dependence
on strong oracles, (2) validity and comparability of evaluation practices, (3) explain ability
and accountability of Al supported decisions, (4) reliability issues such as hallucination and
instability and (5) security and confidentiality risks when models process or generate
sensitive artifacts (Wang, et al., 2024; Li, et al., 2025; Zhu, et al., 2025; Fan, et al., 2023;
Liu, et al., 2023; Kharma, et al., 2025). Collectively, these issues are emphasized as barriers
to robust lifecycle integration and to sustained use in operational, workflow driven

environments (Ricca, et al., 2025a; Layman & Vetter, 2024; Garousi, et al., 2024).

A first recurring limitation concerns test generation constraints, where studies report that

LLM produced tests may be syntactically valid yet incomplete, overly shallow or



46

mismatched to the real fault conditions and that generated scripts can fail to reproduce
bugs reliably or scale poorly to complex behaviors (Wang, et al., 2024; Garousi, et al., 2024;
Chen, et al., 2024b). This weakness becomes more severe when testing scenarios require
intricate setup, domain context or multi component interactions, because the model’s output
quality becomes sensitive to missing context and implicit assumptions (Wang, et al., 2024;
Fan, et al., 2023; Garousi, et al., 2024). This test generation weakness is also connected to
difficulties in linking generation with repair workflows, because a poorly grounded test can
fail to trigger the intended defect or can encode incorrect behavioral expectations, thereby
reducing the usefulness of downstream debugging or repair loops (Wang, et al., 2024; Li, et

al., 2025; Chen, et al., 2024b).

A second limitation cluster concerns evaluation framework weakness, where evidence
indicates that current evaluations often rely on narrow metrics, incomplete benchmarks,
inconsistent baselines or partial oracle strategies, which makes it difficult to establish
whether a generated test suite is actually correct, adequate and dependable rather than merely
executable (Wang, et al., 2024; Li, et al., 2025; Liu, et al., 2023). This becomes the oracle
centered problem in an LLM setting: even when tests run, the absence of reliable, task
appropriate correctness criteria can inflate perceived effectiveness while hiding silent
failures such as incorrect assertions, weak fault detection or misleading pass outcomes (Li,
et al., 2025; Liu, et al., 2023). As a result, multiple studies argue that without stronger
evaluation designs including execution grounded validation, clearer reporting of metrics
and more defensible oracle strategies the field risks producing optimistic conclusions that

do not translate into reliable practice (Li, et al., 2025; Liu, et al., 2023; Garousi, et al., 2024).

A third limitation involves explain ability, transparency and accountability, where studies
emphasize that the reasoning behind generated tests, defect classifications or recommended
fixes is often difficult to interpret, which reduces user trust and complicates governance in
regulated or safety critical contexts (Wang, et al., 2024; Fan, et al., 2023; Liao & Vaughan,
2023). This limitation is not only technical; it also becomes operational because unclear
responsibility for Al generated outputs such as who is accountable when a generated test
misses a vulnerability or introduces a flawed assertion creates barriers to adoption even
when productivity gains are visible (Layman & Vetter, 2024; Fan, et al., 2023; Russo, 2024).
In the same stream, confidentiality concerns are raised because prompts, interaction logs and

model outputs may inadvertently expose sensitive implementation details, test data or
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proprietary logic when external services are involved (Zhu, et al., 2025; Fan, et al., 2023;

Yang, et al., 2024).

A fourth limitation is reliability, where the evidence repeatedly reports hallucinations,
unstable outputs across runs, context dependent failures and resource driven constraints that
jointly threaten the dependability of AI/LLM generated testing artifacts (Wang, et al., 2024;
Li, et al., 2025; Fan, et al., 2023; Garousi, et al., 2024). In practice, this means that two runs
with slightly different prompts, settings or contextual packaging can produce materially
different test suites and conclusions, which undermines reproducibility and makes it hard to
treat model outputs as stable quality evidence (Li, et al., 2025; Fan, et al., 2023; Garousi, et
al., 2024). The studies therefore frame reliability not as a minor nuisance but as a central
determinant of whether LLMs can serve as dependable testing assets rather than probabilistic
suggestion engines that must always be revalidated through execution and stronger checking

(Wang, et al., 2024; Li, et al., 2025; Liu, et al., 2023).

A fifth limitation cluster focuses on security, highlighting risks such as prompt sensitivity,
leakage of sensitive information and the possibility that generated code or generated tests
introduce vulnerabilities or miss security relevant behaviors unless security aware
constraints and systematic validation are enforced (Zhu, et al., 2025; Yang, et al., 2024;
Kharma, et al., 2025; Chen, et al., 2024b). This cluster is consistently positioned as non-
optional: because testing often runs in pipelines that influence release decisions, security
weaknesses in Al assisted testing can propagate into deployed systems, meaning that
security aware evaluation, secure by design integration and explicit safeguards are required
whenever LLMs are used on security critical artifacts (Zhu, et al., 2025; Kharma, et al.,

2025).

Synthesizing across these clusters yields four cross cutting findings. First, output correctness
remains fundamentally constrained by oracle dependence, because weak or partial
evaluation strategies can mask incorrect tests and misleading success, implying that progress
in AI/LLM assisted testing must be paired with stronger, execution grounded validation and
clearer oracle strategies (Li, et al., 2025; Liu, et al., 2023; Garousi, et al., 2024). Second,
reliability failures (hallucination and instability) directly threaten trust in generated tests,
because error prone artifacts can propagate into decisions about coverage, defect detection

and release readiness (Wang, et al., 2024; Li, et al., 2025; Garousi, et al., 2024). Third,
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explain ability and accountability gaps restrict adoption even where performance looks
strong, because low transparency and unclear responsibility hinder governance, auditing and
safe operational use (Layman & Vetter, 2024; Fan, et al., 2023; Liao & Vaughan, 2023).
Fourth, security risks remain persistent and multi layered, implying that confidentiality
protection, secure integration patterns and security aware validation must be treated as
baseline requirements rather than optional enhancements in AI/LLM assisted testing

workflows (Zhu, et al., 2025; Kharma, et al., 2025).

4.4 Impact of AI/LLM Assisted Testing on Software Quality

Research question 4 (RQ4) explores at how AI/LLM-assisted testing affects the quality of
software across different development workflows. It looks at both the productivity gains and
the quality hazards that come with automated testing. The synthesized evidence from
primary studies indicates that the integration of AI/LLM yields positive yet conditional
quality effects: although automated test generation and tool-assisted automation can enhance
test assets, improve coverage opportunities and expedite defect detection, the overall quality
impact is fundamentally contingent upon validation rigor, operational integration
stability and the implementation of robustness and security measures. Quality is thus defined
as a multi-dimensional construct influenced by functional correctness, security assurance,
operational maintainability and transparency in Al-assisted decision-making, rather than a
mere metric of test volume or execution speed. This section brings together evidence from
six areas of impact: Al-assisted test automation, LLM-driven test generation, testing and
mapping practices, LLM architecture considerations, code generation quality controls and
security/robustness/ethics dimensions. It shows that to make real quality improvements, you
need outputs that have been validated by execution, workflow integration that can be
maintained and governance that is aware of security issues, not just model capability. It also
demonstrates that quality degradation risks stay high when automated testing doesn't have

strong evaluation frameworks and human oversight mechanisms.
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Figure 9. AI/LLM Testing Quality Impacts (RQ: 4)

Figure 9 summarizes how AI/LLM-assisted testing can affect software quality by mapping
evidence to key impact areas which automated test generation and automation benefits, code

generation support and quality risks tied to security/robustness and ethics/transparency.

Across the selected primary studies, the impact of AI/LLM assisted testing on software
quality is reported as positive but conditional. The evidence indicates that AI/LLM
techniques can increase productivity and expand test assets most notably through automated
test generation and tool supported automation yet the net quality effect depends strongly
on the rigor of evaluation, the presence of robustness and security controls and transparency
in how Al outputs are integrated into workflows (Ricca, et al., 2025a; Layman & Vetter,
2024; Zhu, et al., 2025; Garousi, et al., 2024; Gougherty & Clipp, 2024). Quality is therefore
not treated as a single outcome; instead, it emerges as a multi-dimensional construct
shaped by correctness validation, operational integration and risk management (Ricca, et al.,

2025a; Garousi, et al., 2024; Kharma, et al., 2025).

The strongest direct quality claims relate to LLM based test generation, where studies report
that generated tests and oracle like artifacts can expand functional checks and improve
coverage opportunities, thereby increasing the amount and diversity of quality assurance
evidence available during development (Layman & Vetter, 2024; Boukhlif, et al., 2024;
Garousi, et al., 2024). However, this benefit is repeatedly qualified: improvements become

meaningful only when generated outputs are validated such as execution checked, curated
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and maintained as test suites evolve over time, otherwise weak assertions, shallow checks
or mismatched expectations can dilute quality despite larger test volume (Layman & Vetter,
2024; Garousi, et al., 2024; Kuric, et al., 2025). Complementing this stream, Al assisted test
automation studies emphasize quality improvements through faster testing cycles,
improved throughput and tool supported workflows that accelerate defect discovery and, in
some cases, contribute to repair oriented quality processes (Ricca, et al., 2025a; Li, et al.,
2025; Ricca, et al., 2025b). At the same time, these studies also show that automation
induced quality gains can be weakened by tool brittleness, workflow mismatch and
maintenance overhead, indicating that quality outcomes depend on stable integration rather

than model capability alone (Ricca, et al., 2025a; Li, et al., 2025; Kuric, et al., 2025).

Further set of studies links quality impact to testing and mapping practices, showing that
synthesis strength, mapping quality and the disciplined structuring of evidence influence
how reliably conclusions can be drawn about AI/LLM effectiveness and how consistently
outcomes can be interpreted across contexts (Fan, et al., 2023; Dai, et al., 2023; Chang, et
al., 2024). In addition, studies that consider LLM architecture and performance constraints
suggest that model capability, context handling limits and resource related restrictions shape
testing effectiveness and can affect both the reliability and generalizability of observed
quality gains (Zhou, et al., 2025; Alshahwan, et al., 2024; Augusto, C., Bertolino, A., De
Angelis, G., Lonett, et al., 2025). Quality impact is also framed through the lens of LLM
driven code generation, where testing becomes an essential control mechanism: studies
argue that benchmarks, evaluation protocols and generation—validation—repair pipelines
determine whether generated code contributes to quality improvement or instead amplifies

defect risk (Zhu, et al., 2025; Russo, 2024; Liu, et al., 2023; Kharma, et al., 2025).

Critically, several studies demonstrate that security and robustness are inseparable from
quality impact. Security vulnerabilities, robustness failures and error prone or
hallucinated outputs can undermine overall quality even when functional testing appears
improved thereby requiring security aware evaluation and robustness controls as part of the
quality argument (Zhu, et al., 2025; Yang, et al., 2024; Kharma, et al., 2025). Finally, the
quality impact literature includes a governance dimension captured through ethics and
transparency, where studies link trustworthy quality outcomes to transparency of Al

assisted decisions, accountability in workflows and human centered deployment practices
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that preserve oversight and auditability (Liao & Vaughan, 2023; Yang, et al., 2024; Dai, et
al., 2023).

Synthesizing these findings yields three overarching conclusions. First, test generation can
expand quality checks but depends on validation: reported improvements stem from
increased test availability and expanded checking capacity, yet these gains require execution
based verification and ongoing maintenance to avoid introducing unreliable test assets
into the quality pipeline (Wang, et al., 2024; Boukhlif, et al., 2024; Garousi, et al., 2024;
Kuric, et al., 2025). Second, automation improves throughput but operational weaknesses
can degrade quality, meaning that quality impact is socio technical dependent on tool
integration, workflow fit and sustainable maintenance practices in addition to model
performance (Ricca, et al., 2025a; Li, et al., 2025; Ricca, et al., 2025b; Garousi, et al., 2024).
Third, robustness and security are integral components of quality, because vulnerabilities
and robustness failures can negate functional improvements, consequently, quality impact
must be evaluated as a multi-dimensional outcome that includes functional effectiveness,
robustness and security assurance (Zhu, et al., 2025; Gougherty & Clipp, 2024; Kharma, et
al., 2025).

4.5 Ethical Issues in AI/LLM Assisted Software Testing

Research question 5 (RQS5) evaluates the ethical implications and governance obstacles
associated with the incorporation of Al and LLM technologies into software testing
pipelines, especially in contexts where model outputs impact quality determinations, create
test artifacts, or yield evaluative judgments regarded as reliable indicators in release gates
and security evaluations. The evidence from primary studies indicates that ethical risks are
predominantly socio-organizational rather than technical. These risks arise from the
allocation of responsibility, delegation of authority and the reinterpretation of evidence in
quality assurance when LLM outputs are integrated into decision-making processes without
sufficient transparency, human oversight or accountability mechanisms. There are seven
main ethical issues that are connected to each other: human-Al interaction and governance
frameworks that allow for meaningful human oversight instead of just rubber-
stamping, security and confidentiality protections for sensitive artifacts and interaction

data, accountability in evaluation practices and LLM-based code generation, responsibility
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boundaries in test generation and oracle validation, governance of Al-assisted automation
within CI/CD environments, reproducibility and traceability in evidence synthesis and
mapping practices and the ethical implications of LLM architectural limitations that affect
transparency and reliability. This section combines evidence from the 34 main studies to
show that responsible adoption needs more than just human in the loop oversight. It needs
clear decision-making reasons, strict validation practices, secure by design integration
patterns and clear workflow governance that makes it clear who is responsible, keeps
sensitive information safe and makes sure that Al assistance enhances rather than replaces

human judgment in important decisions that have a big impact on the future.
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Figure 10. Ethics and Governance Landscape of AI/LLM-Assisted Testing (RQ: 5)

Figure 10 summarizes the main ethical issues in AI/LLM assisted software testing by
mapping studies to themes such as security and robustness risks, human and Al

responsibility and oversight and concerns linked to LLM based test and code generation.

Ethical issues in AI/LLM assisted software testing are most consistently reported around
transparency, human centered governance, accountability and safe deployment, particularly
in settings where LLMs influence test decisions, generate test artifacts or produce evaluative
judgments that are later treated as trusted signals in downstream quality gates, release

approvals and security assessments, which means the ethical risk is not only about the model
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but also about how organizations embed its outputs into socio technical workflows that
assign authority, shift responsibility and alter what evidence means in software assurance
(Wang, et al., 2024; Fan, et al., 2023; Zhu, et al., 2025; Kharma, et al., 2025). Across the
corpus, the ethical risks are therefore repeatedly described as arising from practical and
operational questions such as whether stakeholders can see and understand what the model
contributed, whether the system preserves meaningful human oversight rather than
rubber stamping, how accountability is assigned when the model’s output is wrong but still
plausible and what safeguards exist to prevent sensitive information, insecure code patterns
or biased judgments from propagating silently through automated pipelines (Layman &

Vetter, 2024; Wang, et al., 2024; Fan, et al., 2023; Kharma, et al., 2025).

A prominent ethical theme concerns human Al interaction and governance, where the studies
emphasize that ethical use requires more than simply adding a human in the loop, because
oversight must be effective and informed, meaning practitioners need usable and
interpretable outputs, traceable rationales and workflow controls that clearly indicate when
the model is speculating, when it is drawing on evidence and when it is uncertain, so that
humans can make accountable decisions rather than being nudged into over trusting outputs
that look confident, fluent and complete (Wang, et al., 2024; Liao & Vaughan, 2023; Yang,
et al., 2024; Kharma, et al., 2025). In this framing, transparency becomes an ethical
requirement that supports governance, because without clear visibility into prompt contexts,
assumptions and transformation steps, it becomes difficult to audit why a test was generated,
why a defect label was assigned or why a code segment was considered safe and
consequently responsibility becomes blurred across developers, testers, tool vendors and
model providers, which is precisely the kind of accountability gap that these studies warn
will hinder safe adoption in CI/CD environments (Liao & Vaughan, 2023; Yang, et al., 2024;
Kharma, et al., 2025). Closely related, usability and collaboration requirements are treated
as ethical enablers rather than nice to have features, because if the tool’s outputs are hard
to interpret, inconsistent or poorly aligned with tester workflows, teams may either
ignore valid warnings or accept invalid outputs just to reduce friction, both of which can
cause harm through either missed defects or false confidence, especially when testing is used
to justify deployment decisions in production systems (Wang, et al., 2024; Yang, et al.,
2024).
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A second major theme links ethics directly to security, confidentiality and robustness, where
the evidence shows that ethical boundaries are defined by how well sensitive artifacts are
protected, how prompts and logs are managed and whether generated tests and generated
code introduce or amplify vulnerabilities, because a testing pipeline that leaks proprietary
details, exposes customer data or normalizes unsafe code patterns creates harms that are not
theoretical but operationally immediate (Zhu, et al., 2025; Gougherty & Clipp, 2024; Yang,
et al.,, 2024; Kharma, et al., 2025). This security centered ethical theme is repeatedly
expressed as a dual responsibility: first, ensuring that the model’s use does not cause leakage
or privacy violations through prompts, interaction traces or training data exposure and
second, ensuring that the artifacts produced tests oracles, patches and code suggestions do
not embed vulnerabilities or misleading checks that weaken security assurance while
appearing productive or high coverage at a superficial level (Fan, et al., 2023; Yang, et al.,
2024; Kharma, et al., 2025). In other words, the studies highlight that when organizations
adopt LLMs for testing in security relevant contexts, ethics becomes inseparable from
secure by design practices such as minimizing sensitive context in prompts, applying policy
constraints, validating outputs with robust checks and treating the model as a potentially
adversarial or fallible component rather than as a neutral assistant (Zhu, et al., 2025; Kharma,

et al., 2025).

A third ethical theme concerns accountability in LLM based code generation and evaluation,
where the literature argues that as LLM generated code becomes common, testing is
increasingly framed as a control mechanism that validates correctness and safety; however,
ethical questions emerge when benchmarks, evaluation protocols and reporting practices
create incentives to overstate model capability or under report failure modes, because this
can lead to inflated trust and risky deployment decisions based on incomplete evidence
(Russo, 2024; Liu, et al., 2023; Kharma, et al., 2025; Chen, et al., 2024b). In this cluster, the
ethics of evaluation is emphasized because poor experimental design such as weak
baselines, ambiguous oracles or non-reproducible settings does not merely reduce
scientific quality but can mislead practitioners into adopting techniques that appear strong
in papers but behave unpredictably in production, thereby shifting risk onto users and
customers who are not aware of the underlying uncertainty (Liu, et al., 2023; Kharma, et al.,
2025). Several studies therefore treat transparent evaluation, honest disclosure of limitations

and reproducible workflows as ethical obligations in research and tool development, since
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these practices directly influence how safe and responsible adoption becomes in real world

engineering pipelines (Liu, et al., 2023; Kharma, et al., 2025; Chen, et al., 2024b).

A fourth theme focuses on responsibility and trust in LLM driven test generation, where the
studies note that generated tests and oracle like artifacts can be persuasive because they
compile, run and appear structured, yet still encode incorrect expectations or shallow
checks and the ethical risk occurs when such artifacts are treated as legitimate quality
evidence without sufficient validation, because they can create false assurance that is hard
to detect until failures occur in production (Layman & Vetter, 2024; Boukhlif, et al.,
2024; Garousi, et al., 2024; Kuric, et al., 2025). The literature repeatedly argues that the
ethical boundary here is defined by validation and governance: if generated tests are
execution checked, curated and maintained with clear provenance and reviewer
responsibility, then test generation can improve assurance responsibly but if tests are
imported automatically into suites without sufficient review or without strong oracle
strategies, then organizations effectively delegate quality judgment to a probabilistic
system, which is ethically problematic because accountability becomes diffuse while risk

becomes systemic (Wang, et al., 2024; Garousi, et al., 2024; Kuric, et al., 2025).

A fifth theme concerns ethical governance of Al assisted automation, where studies
emphasize that automation changes decision rights inside QA processes by influencing what
gets tested, what gets prioritized and what is considered good enough, meaning ethical risk
increases when automated outputs shape acceptance decisions without adequate
transparency, auditability or the ability to contest and override model driven
recommendations, especially in fast moving CI/CD contexts where teams may rely on
automation to meet delivery pressures. In this framing, ethical deployment requires explicit
workflow design choices such as policy thresholds, human review checkpoints and
escalation rules because without these controls organizations can unintentionally
institutionalize over trust, normalize silent failures and shift accountability away from
identifiable decision makers, all while believing they have increased quality through

automation volume (Ricca, et al., 2025a; Li, et al., 2025; Kuric, et al., 2025).

A sixth ethical theme emphasizes reproducibility, traceability and transparency in mapping
and synthesis practices, particularly when Al supported tools are used to structure evidence,

summarize results or support decision making, because if the pipeline is not reproducible,
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then stakeholders cannot verify whether conclusions depend on unstable model behavior,
hidden prompt changes or undocumented filtering steps, which undermines trust and creates
ethical risk in knowledge based decisions about tooling adoption, compliance and safety
(Wang, et al., 2024; Dai, et al., 2023; Chang, et al., 2024). Here, traceability is treated as
ethically essential: a reviewer should be able to follow the chain from RQ — evidence —
theme — conclusion and similarly a practitioner should be able to audit how a model
derived artifact was produced and which assumptions shaped it, otherwise the organization
cannot responsibly justify why a decision was made or who is accountable for its

consequences (Wang, et al., 2024; Dai, et al., 2023; Chang, et al., 2024).

Finally, several studies attribute ethical implications to LLM architecture and performance
constraints, because limitations rooted in model behavior such as instability across runs,
context sensitivity or resource dependence can affect transparency and reliability and can
reduce the ability to justify testing decisions, which is ethically significant when these
decisions influence real users and real systems in production (Zhou, et al., 2025; Alshahwan,
et al., 2024; Yang, et al., 2024; Nguyen-Duc, et al., 2025). In this view, it is ethically
insufficient to claim that humans will verify, because verification capacity is constrained by
time, skill and tooling and if the model behaves inconsistently or requires large resources
to reproduce decisions, then governance becomes impractical, accountability weakens and
the resulting system may not meet responsible deployment expectations even if it delivers

productivity gains on average (Yang, et al., 2024; Nguyen-Duc, et al., 2025).

Synthesizing these themes yields three cross cutting findings. First, transparency and human
centered governance are core ethical requirements, because responsible deployment depends
on clear visibility into AI/LLM contributions, interpretable and usable outputs and workflow
designs that preserve meaningful human oversight and clearly assigned accountability,
rather than allowing fluent outputs to substitute for evidence (Fan, et al., 2023; Li, et al.,
2025; Yang, et al., 2024; Dai, et al., 2023). Second, confidentiality and data security risks
define ethical boundaries, since prompt and data sensitivities can expose private or sensitive
information and undermine trust in automated testing pipelines and without explicit
safeguards these ethical risks translate directly into operational harms such as leakage,
compliance violations and unsafe propagation of flawed artifacts (Zhu, et al., 2025; Yang,
et al., 2024; Dai, et al., 2023; Kharma, et al., 2025). Third, security vulnerabilities raise

responsibility questions because when Al assisted artifacts introduce vulnerabilities or fail
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to detect them, ethical issues arise regarding accountability for downstream harm and what
constitutes adequate validation, which tightly couples ethical responsibility with robust
evaluation, secure by design integration and disciplined verification practices across the

testing lifecycle (Fan, et al., 2023; Yang, et al., 2024; Kharma, et al., 2025).

5 Discussion

This section interprets and synthesizes the results of the systematic literature review by
examining how Al and LLM assisted testing is integrated into practice, what motivates its
adoption, what limitations emerge and how these factors affect software quality and ethical
considerations. Figure 10 provides a high-level synthesis of these four themes and serves as

a structural guide for the discussion that follows.
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Figure 11. Overview of Synthesized Discussion Themes

Figure 11 provides a high-level synthesis of the main discussion themes, summarizing
integration strategies, adoption motivations, key challenges and quality and ethical impacts
of AI/LLM-assisted software testing. Across the five research questions (RQ1-RQ5), the
evidence collectively suggests that AI/LLM assisted testing is progressing quickly in

productivity oriented areas especially test generation and unit level automation yet its
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practical value depends on whether organizations can convert generated artifacts into
trustworthy quality evidence through execution grounded validation, secure integration and
human centered governance mechanisms that control error propagation and accountability
gaps (Fan, et al., 2023; Li, et al., 2025; Garousi, et al., 2024). Overall, the evidence suggests
that LLMs can amplify testing capacity. However, they also introduce a new class of socio
technical risks in which fluent, executable artifacts can be mistaken for correct, reliable and
safe evidence unless evaluation rigor, transparency and security controls are treated as first
class requirements rather than optional additions (Layman & Vetter, 2024; Zhu, et al., 2025;
Liu, et al., 2023).

A central cross cutting insight is that the current integration of LLMs is strongly generation
centric, which explains why many studies report near term productivity gains: organizations
can immediately benefit from automated drafting of unit tests, test scaffolding and simple
oracles, particularly when these outputs are used as starting points that are then execution
checked and curated by humans (Wang, et al., 2024; Boukhlif, et al., 2024; Chen, et al.,
2024b). However, the discussion of lifecycle integration also reveals why this progress
remains uneven across the lifecycle, because non-functional testing, system level testing and
specialized domains such as Ul/visual or performance testing demand richer oracles, more
complex environments and more robust interpretations of correctness, which are precisely
the areas where LLM outputs are hardest to validate automatically and where errors are more
likely to hide behind superficial plausibility (Wang, et al., 2024; Garousi, et al., 2024). This
implies that research progress should not be measured primarily by the volume of generated
tests but by the ability to integrate generation into reliable lifecycle processes that preserve
correctness guarantees under real world constraints such as evolving requirements, test
maintenance overhead and CI/CD deployment dynamics (Ricca, et al., 2025a; Li, et al.,

2025; Kuric, et al., 2025).

A second cross cutting insight concerns defect and vulnerability handling, where the
evidence suggests that LLMs can help with defect discovery and repair oriented workflows
but only if defect handling pipelines are engineered to prevent false assurance, especially
when models participate in both generation and evaluation loops (L1, et al., 2025; Liu, et al.,
2023; Dai, et al., 2023). In practical terms, when an LLM generates a test, proposes a fix and
then explains why the fix works, the workflow risks becoming self-confirming unless

independent checks such as execution based validation, mutation based adequacy measures
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or external static/dynamic analyses are used to ensure that the test actually detects the
intended fault and that the proposed changes do not introduce regressions or security
weaknesses (Li, et al., 2025; Liu, et al., 2023). This is especially important for vulnerability
handling because security defects frequently involve subtle conditions, multi-step
exploitability and environment sensitive behavior; therefore, passing tests alone may provide
insufficient assurance unless the testing pipeline incorporates threat aware validation such
as CWE mapping, negative testing, fuzzing hooks or security regression suites and explicitly
constrains what artifacts can be auto merged into production branches (Kharma, et al., 2025;
Kuric, et al., 2025). The broader implication is that LLMs can contribute to faster triage and
richer hypothesis generation but safe defect/vulnerability handling requires engineering
guardrails that prioritize independent evidence over model confidence (Zhu, et al., 2025;

Liu, et al., 2023; Kharma, et al., 2025).

A third insight is that evaluation rigor and oracle strategy are the primary determinants of
whether reported quality gains are real, because multiple studies highlight that differences
in metrics, benchmark design, data leakage risk and oracle strength can substantially alter
conclusions about effectiveness (Li, et al., 2025; Liu, et al., 2023; Garousi, et al., 2024). This
matters both research and practice: in research, weak evaluation creates misleading progress
narratives; in practice, it produces adoption decisions based on overly optimistic claims.
Consequently, a key recommendation derived from the evidence is that AI/LLM assisted
testing should be evaluated as a quality pipeline intervention rather than as a standalone
generation tool, meaning evaluations should report not only how many tests are produced
but also how many are correct, how many increase fault detection, how they behave across
software evolution and what maintenance costs they introduce over time (Wang, et al., 2024;
Li, et al., 2025; Garousi, et al., 2024). In the same way, strong reporting has to keep track of
prompts, model versions, nondeterminism settings and validation processes to make sure
that results can be reproduced and to make it clear whether improvements are due to the
model's capacity or to concealed deficiencies in the assessment design (Liu, et al., 2023;

Garousi, et al., 2024).

A fourth insight relates to security and transparency which frequently emerge as
interdependent adoption constraints: security risks emerge from LLMs leaking sensitive
information through prompts and logs or producing insecure code/test artifacts, whereas

transparency issues arise when model reasoning and artifact provenance are challenging to
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audit, complicating governance when Al outputs influence release decisions (Zhu, et al.,
2025; Yang, et al., 2024; Kharma, et al., 2025). The implication is that organizations must
treat Al assisted testing as part of their secure software supply chain, adopting policies for
prompt/data minimization, controlled access, secure logging and artifact provenance, while
also ensuring that testers and reviewers can interpret what the model produced and why it
should be trusted (Zhu, et al., 2025; Liao & Vaughan, 2023; Kharma, et al., 2025). From a
research standpoint, this suggests that future tools should embed explain ability not as post
hoc text explanation but as traceable evidence linking generated tests to requirements, code
paths, observed failures or threat models, because such linkage strengthens both trust and

accountability (Liao & Vaughan, 2023; Kharma, et al., 2025).

A fifth insight highlights human centered governance and accountability as decisive factors
for sustained adoption, because ethical issues in Section 4 are tied directly to how
organizations allocate decision authority and responsibility when Al outputs are consumed
by humans or automatically integrated into pipelines (Layman & Vetter, 2024; Liao &
Vaughan, 2023; Dai, et al., 2023). The evidence implies that human in the loop is insufficient
if humans are forced to review large volumes of generated artifacts without interpretability
support, because this creates automation bias and over trust, especially under time pressure
in CI/CD contexts (Layman & Vetter, 2024; Liao & Vaughan, 2023). Therefore, governance
mechanisms such as mandatory review thresholds, risk based routing such as stricter review
for security sensitive modules and auditable documentation of Al contributions become
practical tools for reducing ethical risk and improving the defensibility of quality decisions
(Zhu, et al., 2025; Liao & Vaughan, 2023; Kharma, et al., 2025). In this framing, responsible
adoption is achieved when Al assistance increases capacity without weakening
accountability, meaning that systems are designed so that responsibility remains clear even

when automation is extensive (Liao & Vaughan, 2023; Dai, et al., 2023).

Overall, the discussion supports a broader interpretation: AI/LLM assisted testing is
evolving from isolated task automation such as unit test generation toward a more integrated
quality assurance pipeline where generation, validation, evaluation and governance are
tightly coupled, yet the success of this trajectory depends on whether the community can
develop robust oracle strategies, standardized evaluation practices, security aware
deployment patterns and human centered governance models that prevent fluent but

incorrect artifacts from being treated as trustworthy quality evidence (Wang, et al., 2024; Li,
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et al., 2025; Zhu, et al., 2025; Garousi, et al., 2024; Liao & Vaughan, 2023; Kharma, et al.,
2025). These consequences guide the subsequent recommendations and future research
trajectories, emphasizing the enhancement of validation pipelines, the creation of repeatable
assessment frameworks and the establishment of secure and accountable integration patterns

tailored for contemporary CI/CD development environments.

5.1 Addressing Al Specific Defect and Vulnerability Patterns

The synthesized findings demonstrate that AI/LLM assisted testing reveals unique defect
and vulnerability patterns that significantly differ from those typically addressed by
traditional testing and conventional test automation. This is due to the integration of
probabilistic generation and natural language-driven reasoning into the testing
pipeline which alters both the production of tests and the interpretation of correctness,
adequacy and security assurance in the context of uncertainty (Wang, et al., 2024; Li, et al.,
2025; Zhu, et al., 2025; Chang, et al., 2024; Yang, et al., 2024; Kharma, et al., 2025). Across
the evidence that informs RQ1, RQ3 and RQ4, the studies consistently show that while
LLMs can generate executable tests and can assist in defect detection or triage, they
simultaneously create new risk surfaces through hallucinated logic, incorrect or
underspecified oracle assumptions and security sensitive behaviors that are difficult to detect
when organizations rely on conventional validation mechanisms that primarily check
syntactic correctness and execution success rather than semantic alignment and threat aware
constraints (Wang, et al., 2024; Li, et al., 2025; Zhu, et al., 2025; Yang, et al., 2024; Kharma,
et al., 2025). In practice, this means that the introduction of LLMs into testing can increase
the volume of artifacts and the speed of feedback but it can also increase the probability that
flawed testing evidence enters the pipeline especially if generated tests are treated as good
enough simply because they compile, run and look plausible to a human reviewer operating
under time pressure in CI/CD contexts (Wang, et al., 2024; Li, et al., 2025; Garousi, et al.,
2024).

A prevalent defect pattern identified by the primary studies is that Al generated tests often
seem to be syntactically correct and executable while encoding incorrect behavioral
assumptions. This leads to a particularly hazardous type of error: a test suite that passes and

seems to provide adequate coverage while actually validating the wrong behavior which
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gives false confidence in adequacy and hides defects that stronger oracles or more
adversarial testing strategies would have identified (Wang, et al., 2024; Li, et al., 2025;
Garousi, et al., 2024). This pattern is not just a quality issue with the generated text it's an
oracle-centered problem where LLM-generated assertions may be insufficient, not match
the actual specification or be based on what the model thinks the system should do instead
of what it actually needs to do. This means that the tests that come out of this can be less
trustworthy, even though they increase the number of tests and the speed at which they run
(Wang, et al., 2024; Li, et al., 2025; Garousi, et al., 2024). The evidence also shows that this
risk gets worse when LLMs generate tests with incomplete context, like missing
requirements, partial API contracts or implicit environmental constraints. This is because
the model can fill in the gaps with plausible fabrication, which can lead to assertions and
setup logic that make sense in text form but don't match the real program semantics (Layman
& Vetter, 2024; Li, et al., 2025; Liu, et al., 2023). In certain situations, passing is a deceptive
signal because the suite may pass because the oracle is weak or wrong. This can happen
more often when companies use LLM-assisted test generation just to expedite things up
without putting in place tighter validation procedures (Li, et al., 2025; Liu, et al., 2023;
Garousi, et al., 2024).

Closely tied to this issue is the finding that evaluation frameworks and validation strategies
can unintentionally conceal Al specific defects, because many evaluations emphasize
whether tests compile and execute or rely on limited benchmark settings and narrow metrics,
rather than measuring whether generated tests improve fault detection, preserve semantic
correctness or remain effective across software evolution and maintenance cycles (Li, et al.,
2025; Liu, et al., 2023; Garousi, et al., 2024). Multiple studies argue that weak or incomplete
oracle strategies are a key reason why reported gains can be fragile, because they allow
incorrect tests to be counted as successes and permit the appearance of improved coverage
without proportional increases in real defect detection capability, which means that
evaluation rigor becomes a quality determinant rather than a reporting detail (L1, et al., 2025;
Liu, et al., 2023; Garousi, et al., 2024). This is especially important in Al assisted testing
because the primary failure mode is often not that a test fails to run but that it runs and passes
while asserting the wrong thing, thereby creating a false picture of correctness that may only
be exposed later through production incidents or security exploitation (Li, et al., 2025; Liu,

et al., 2023). Consequently, the evidence implies that Al specific defect handling requires
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validation pipelines that are stronger than traditional pass fail checks, including execution
grounded adequacy criteria, independent oracle construction strategies and systematic
measurement of test effectiveness against seeded or known faults rather than against

superficial execution success (Li, et al., 2025; Liu, et al., 2023; Garousi, et al., 2024).

Security focused studies further demonstrate that LLM generated artifacts can introduce
vulnerabilities or fail to expose them, particularly in settings where prompt sensitivity,
insecure code synthesis or incomplete integration with static/dynamic security analysis
allows insecure patterns to propagate into code or tests without being detected during
standard QA cycles (Fan, et al., 2023; Kharma, et al., 2025; Chen, et al., 2024b). In this
security context, the studies frame vulnerabilities not merely as bugs but as failures of threat
aware reasoning and secure by design constraints: a model may generate code that appears
functional yet violates secure coding practices or it may produce tests that validate normal
case behavior while neglecting adversarial inputs, misuse cases and boundary conditions
that are central to vulnerability discovery (Fan, et al., 2023; Kharma, et al., 2025; Chen, et
al., 2024b). The evidence also points to operational risks that are uniquely amplified in Al
settings such as leakage of sensitive information through prompts or logs and the possibility
that model generated artifacts implicitly encode insecure assumptions about authentication,
input validation or error handling which can lead to vulnerabilities being normalized rather
than detected if security aware checks are not embedded into the LLM assisted workflow
(Yang, et al., 2024; Kharma, et al., 2025). As a result, multiple studies emphasize that
security cannot be treated as an optional evaluation dimension: if LLMs are used in security
relevant pipelines, then security aware validation, secure prompt/data handling and explicit
safeguards against insecure generation must be integrated as baseline requirements (Fan, et

al., 2023; Kharma, et al., 2025; Chen, et al., 2024b).

Taken together, these observations imply that Al specific defect and vulnerability patterns
require testing strategies explicitly designed for Al behavior, because the primary failure
modes involve semantic inconsistency, hallucinated reasoning and security sensitive gaps
that are not reliably captured by traditional validation practices that focus on execution
success and superficial correctness signals (Layman & Vetter, 2024; Li, et al., 2025; Fan, et
al.,2023; Liu, et al., 2023; Garousi, et al., 2024; Chang, et al., 2024). Therefore, the evidence
supports the conclusion that AI/LLM assisted testing must be paired with mechanisms such

as execution based validation loops, stronger and independent oracle strategies, robustness
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and metamorphic testing for semantic consistency and security aware test generation and
analysis that incorporate adversarial input thinking and vulnerability focused evaluation
criteria rather than relying only on pass fail outcomes (Li, et al., 2025; Fan, et al., 2023; Liu,
et al., 2023; Garousi, et al., 2024; Kharma, et al., 2025). In practical terms, this means that
the safest and most defensible use of LLMs is not to replace testing judgment but to
accelerate test authoring while simultaneously strengthening the verification and governance
layers that prevent plausible but incorrect artifacts from being treated as trustworthy quality
evidence within CI/CD pipelines (Layman & Vetter, 2024; Li, et al., 2025; Garousi, et al.,
2024; Kharma, et al., 2025).

5.2 Security, Privacy and Transparency in Test Automation

Security, privacy and transparency emerge from the synthesized evidence as foundational
constraints rather than peripheral or secondary concerns in AI/LLM assisted testing, because
once LLMs are embedded into automated testing pipelines they inevitably operate on high
value and often sensitive inputs such as proprietary source code, internal test suites,
configuration files, defect reports and sometimes production derived logs so the testing
workflow becomes simultaneously a quality assurance mechanism and a potential
confidentiality exposure channel that can create risks well beyond conventional test
automation tooling (Zhu, et al., 2025; Dai, et al., 2023; Liao & Vaughan, 2023; Kharma, et
al., 2025). Evidence drawn across RQ3, RQ4 and RQ5 repeatedly indicates that LLM
enabled pipelines alter the threat model of testing, since what was historically an internal
engineering activity now increasingly involves model mediated processing and storage of
artifacts whose disclosure could cause intellectual property loss, privacy violations,
regulatory non-compliance or security compromise, particularly if external model providers
or cloud hosted services are used without strict governance and technical safeguards (Dai,
et al., 2023; Liao & Vaughan, 2023; Kharma, et al., 2025). In this framing, security and
privacy are not add ones, they are preconditions for responsible adoption because the value
of test automation in accelerating feedback cycles can be undermined immediately if the
automation layer introduces data leakage risks or silently propagates insecure artifacts

downstream (Zhu, et al., 2025; Yang, et al., 2024; Kharma, et al., 2025).
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A recurring concern emphasized in the literature is that prompt engineering itself becomes
a security critical interface, because the prompt commonly contains substantial context code
snippets, stack traces, business logic descriptions, vulnerability symptoms or even sanitized
representations of user data meaning that the input channel and its associated interaction logs
can become an inadvertent repository of sensitive information if they are stored, transmitted
or retained without explicit control (Dai, et al., 2023; Kharma, et al., 2025). Several studies
underline that this risk is amplified when organizations rely on third party or cloud based
LLM services, since prompts and responses may be processed outside the organization’s
boundary and even when providers claim strong security, the organization’s governance
must explicitly address issues such as retention policies, access controls, contractual
safeguards and auditability, because otherwise the testing team can unintentionally create a
shadow data pipeline that bypasses established secure development processes (Dai, et al.,
2023; Liao & Vaughan, 2023; Kharma, et al., 2025).In practical terms, this means that
adopting LLMs for test automation often requires treating prompts, model responses and
tool logs as security relevant artifacts on the same level as code repositories and CI/CD
secrets, because the model interaction layer can encode enough information to reconstruct
sensitive system behavior even if raw source code is not directly exposed (Dai, et al., 2023;

Kharma, et al., 2025).

Beyond confidentiality risks, the evidence also highlights that LLM assisted testing can
create downstream security exposure through generated artifacts, because if an LLM
generates tests, configuration changes, repair suggestions or code patches that are accepted
without robust validation, then security weaknesses can be introduced or left undetected and
the automation pipeline may even accelerate the propagation of insecure changes into
production due to the speed and perceived convenience of Al assistance (Zhu, et al., 2025;
Yang, et al., 2024; Kharma, et al., 2025). Security oriented investigations repeatedly note
that vulnerabilities may be introduced through insecure coding patterns, weak input
validation assumptions, incorrect error handling or incomplete security checks in generated
tests and they further warn that models can fail to expose vulnerabilities when testing focuses
on happy path behavior or when prompts do not explicitly enforce adversarial thinking and
security constraints, which is ethically significant because it creates a gap between perceived
assurance and actual resilience. Importantly, the studies describe this as a governance issue

as much as a technical issue, because when Al assisted outputs influence testing decisions,
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the question of accountability becomes unavoidable: if a vulnerability is missed due to over
trust in model outputs or due to an opaque model driven decision, responsibility must still
be allocated within the organization and this allocation is difficult when the pipeline lacks
transparent traceability and explicit decision checkpoints (Zhu, et al., 2025; Yang, et al.,
2024; Kharma, et al., 2025).

Transparency issues further compound these risks because limited explain ability and
auditability reduce trust and hinder governance, especially in regulated or safety critical
environments where decision making processes must be defensible and traceable. Evidence
indicates that Al generated tests and model driven testing decisions can be hard to interpret,
not only because the internal reasoning is opaque but also because the mapping from prompt
context to output can be unstable and sensitive to small changes in wording, retrieved context
or model parameters, which makes it challenging to reproduce why a particular test was
produced or why a particular defect conclusion was suggested (Ali, 2024; Liao & Vaughan,
2023; Yang, et al., 2024). This matters operationally because testers must be able to debug
and refine automation workflows when outputs are wrong or incomplete and governance
bodies must be able to audit and justify tool behavior when Al assisted testing influences
release gates or risk acceptance, meaning that transparency becomes essential for both day
to day engineering and higher level compliance and accountability (Liao & Vaughan, 2023;
Yang, et al., 2024). In addition, the evidence implies that transparency failures can indirectly
increase security risk: if teams cannot understand why a test was generated or what
assumptions it encodes, they are more likely to accept flawed artifacts, miss subtle security
relevant behaviors or fail to detect hallucinated logic that appears plausible in text form (Liao

& Vaughan, 2023; Yang, et al., 2024).

Taken together, the literature supports the conclusion that security and privacy
considerations cannot be treated as optional enhancements; instead, they must be embedded
into the design of Al assisted test automation frameworks through a combination of technical
controls and governance mechanisms, including strict access control around prompts and
logs, policies for data minimization and redaction, secure storage and retention constraints
and formal audit trails that record what the model contributed and how those contributions
were validated before being integrated into the pipeline (Dai, et al., 2023; Liao & Vaughan,
2023; Kharma, et al., 2025). In parallel, the studies suggest that transparency must be

operationalized through explainable outputs, provenance tracking and workflow checkpoints
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that ensure humans remain accountable for high impact decisions particularly those
involving security fixes, vulnerability triage or test artifacts that determine release readiness
so that automation improves productivity without weakening trust, accountability or
compliance readiness (Ali, 2024; Liao & Vaughan, 2023; Yang, et al., 2024; Kharma, et al.,
2025). Ultimately, the discussion implies that the most defensible approach to LLM assisted
test automation is to treat it as part of the secure software supply chain, where security by
design deployment patterns, validation first integration and transparent governance are
prerequisites for sustainable adoption rather than afterthoughts added once problems appear

(Zhu, et al., 2025; Yang, et al., 2024; Kharma, et al., 2025).

5.3 Recommendations and Roadmap

Synthesizing the results across RQ1-RQS5 supports a phased roadmap for adopting AI/LLM
assisted software testing responsibly, because the evidence indicates that the benefits of
LLMs such as faster test production, broader test asset creation and improved support for
troubleshooting are real but highly contingent on validation rigor, governance maturity,
workflow fit and the organization’s ability to manage security and accountability risks as the
model’s role expands from drafting artifacts to influencing quality decisions (Li, et al., 2025;
Garousi, et al., 2024). In particular, the primary studies show that premature movement
toward autonomous testing agents can amplify the risk of false assurance and unsafe
propagation of flawed artifacts, whereas staged adoption that begins with assistive usage and
progressively strengthens evaluation, automation controls and governance mechanisms is
more likely to produce sustainable quality improvements without weakening trust and
accountability (Li, et al., 2025; Garousi, et al., 2024; Yang, et al., 2024). Consequently, the
roadmap is best framed as three phases short term, medium term and long term each
associated with a different level of automation authority, validation strictness and
governance capability and each grounded in recurring evidence patterns across the corpus
(Ricca, et al., 2025a; Boukhlif, et al., 2024; Kuric, et al., 2025; Yang, et al., 2024; Kharma,
et al., 2025).

Short term roadmap: Assisted adoption with strict validation and human accountability:
In the short term, the evidence supports positioning AI/LLMs primarily as assistive tools

that accelerate and enrich testing work products, rather than as autonomous agents that can
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independently decide what is correct or safe, because current limitations related to
hallucination, unstable outputs and weak oracle alignment mean that generated artifacts can
be persuasive yet incorrect unless they are systematically checked and curated (Boukhlif, et
al., 2024; Garousi, et al., 2024). Across the primary studies, the most defensible early
adoption pattern is to use LLMs for accelerating test case generation and unit test
augmentation and for assisting in defect localization or explanation tasks, while treating
outputs as drafts whose acceptance depends on execution based validation, test adequacy
checks and explicit human review responsibility (Ricca, et al., 2025a; Boukhlif, et al., 2024;
Garousi, et al., 2024; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025). This
approach is repeatedly justified because it allows teams to capture productivity gains
particularly the reduction of manual effort in writing boilerplate tests and scaffolding while
preventing the most damaging failure mode in Al assisted testing, namely the introduction
of misleading tests or weak assertions that increase test counts but reduce assurance by
encoding incorrect behavioral assumptions (Boukhlif, et al., 2024; Garousi, et al., 2024).
Practically, the short term phase implies that organizations should deploy LLM assisted
testing in bounded ways, such as generating candidate unit tests that must pass compilation
and execution, must demonstrate observable fault detection potential such as through
mutation or seeded defect checks where feasible and must be approved by a responsible
reviewer before being integrated into the maintained suite, thereby preserving accountability
while still benefiting from model assisted acceleration (Garousi, et al., 2024; Augusto, C.,

Bertolino, A., De Angelis, G., Lonett, et al., 2025; Boukhlif, et al., 2024).

Medium term roadmap: Workflow integration, evaluation rigor and reproducible
measurement: In the medium term organizations should shift from isolated use cases toward
workflow level integration, focusing on embedding Al assisted testing into CI/CD pipelines
with explicit validation checkpoints, standardized metrics and reproducible evaluation
protocols, because the evidence indicates that quality impact depends as much on evaluation
rigor and operational fit as on model capability itself (Li, et al., 2025; Kuric, et al., 2025;
Ali, 2024). Several studies emphasize that without disciplined measurement and transparent
reporting of evaluation conditions, teams can easily overestimate quality gains especially
when success is defined by number of generated tests, superficial coverage increases or pass
rates while missing the deeper question of whether tests actually improve defect detection,

remain stable across software evolution and do not introduce hidden maintenance burdens
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(L1, et al., 2025; Kuric, et al., 2025; Husein, et al., 2025). Therefore, the medium term phase
should institutionalize stronger evaluation practices by requiring execution grounded
validation, consistent reporting of prompting/configuration settings, control baselines and
regression style tracking of test effectiveness across releases, so that Al assisted
contributions are assessed as part of the system’s evolving quality evidence rather than as
one off generation events (Li, et al., 2025; Husein, et al., 2025). In addition, medium term
adoption requires operational policies for reproducibility and traceability, because if pipeline
outputs cannot be reproduced and audited, then teams cannot reliably debug failures,
attribute responsibility or justify quality decisions in regulated or safety critical
environments; thus, reproducibility becomes not only a research concern but also a practical
governance requirement in real CI/CD workflows (Li, et al., 2025; Ali, 2024; Husein, et al.,
2025).

Long term roadmap: End to end quality pipelines under unified governance and security
by design: In the long term, the evidence points toward a more ambitious vision in which
organizations build end to end quality pipelines that integrate testing, debugging, repair and
security assessment under unified governance frameworks, because the literature
increasingly frames AI/LLMs not as isolated tools but as components that can connect
generation to validation loops and support broader quality assurance workflows provided
that validation, security controls and accountability mechanisms evolve accordingly (Zhu,
et al.,, 2025; Yang, et al., 2024; Kharma, et al., 2025). Achieving this vision requires
advances that multiple studies identify as foundational gaps: stronger benchmark design that
reflects real workflow constraints, more reliable oracle generation strategies that reduce
dependence on weak or underspecified assertions and security aware testing methods
tailored to Al generated artifacts so that the pipeline can both detect vulnerabilities and
prevent insecure artifacts from being promoted into production (Zhu, et al., 2025; Chang, et
al., 2024; Yang, et al., 2024; Kharma, et al., 2025). Importantly, long term adoption also
depends on governance maturity: if a pipeline integrates LLM driven test generation,
automated defect triage, repair suggestions and security auditing, then the ethical and
operational risks expand unless the organization can enforce policy based controls, maintain
auditable provenance for model contributions and ensure that accountability remains clear
even when automation is extensive (Yang, et al., 2024; Kharma, et al., 2025). In other words,

the long term roadmap is feasible only when organizations treat LLM assisted testing as part
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of the secure software supply chain, where security by design integration, defensible
evaluation and transparent decision structures define what the system is allowed to do
autonomously and what must remain under explicit human authorization (Yang, et al., 2024;

Kharma, et al., 2025).

Overall, this phased roadmap implies that responsible adoption is achieved by scaling
authority more slowly than capability, meaning that organizations should first harvest
productivity benefits under strict validation and human accountability then invest in
workflow integration and reproducible evaluation and finally pursue end to end quality
pipelines only once benchmarks oracles and security aware controls are strong enough to
ensure that automation amplifies assurance rather than amplifying risk (Ricca, et al., 2025a;

Li, et al., 2025; Garousi, et al., 2024; Yang, et al., 2024; Kharma, et al., 2025).

5.4 Guidelines for Integrating AI/LLMs into Testing Workflows

Based on the synthesized evidence across the 34 primary studies, several practical guidelines
can be derived for integrating AI/LLMs into software testing workflows in a way that
improves productivity without weakening assurance, because the literature consistently
shows that the value of LLM assisted testing depends less on whether a model can generate
executable artifacts and more on whether those artifacts can be transformed into trustworthy,
reproducible and security safe quality evidence through disciplined validation, workflow
aware integration, traceable governance and risk based safeguards (Wang, et al., 2024; Li,
et al., 2025). In practice, this implies that organizations should treat LLMs as accelerators
for test authoring and analysis but should also engineer workflow controls that prevent fluent
but incorrect outputs from entering regression suites or influencing release decisions without
sufficient verification, since failure modes such as hallucinated logic, weak assertions and
unstable outputs can create false confidence and introduce new maintenance and security

burdens when adopted at scale (Li, et al., 2025).

First, the evidence strongly supports the guideline that AI/LLM outputs should never bypass
validation, because generated tests oracle like assertions, defect explanations and repair
suggestions can be plausible yet semantically wrong and their incorrectness may remain
hidden if the pipeline only checks that artifacts compile or execute successfully rather than

validating whether they actually detect faults, reflect intended behavior and remain stable
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across runs (Wang, et al., 2024; Li, et al., 2025). Consequently, the most defensible
integration pattern is to require multi-layer validation before Al generated artifacts are
accepted as quality evidence, combining execution based checking compile and run,
regression outcomes and failure reproduction, static analysis or linting where relevant and
explicit human review for semantic alignment and adequacy, especially for assertions and
oracles where the risk of passing but wrong is high (Li, et al., 2025). This validation first
rule is particularly important when Al assistance is used for automated unit test generation
or test augmentation, because large volumes of generated tests can inflate suite size while
decreasing signal if weak assertions and shallow checks are accepted, meaning that
validation should include some measure of adequacy or fault detection potential rather than

relying only on runtime success (Li, et al., 2025).

Second, the literature indicates that integration must be workflow aware rather than model
centric, because adoption success is often determined by whether Al assisted testing fits into
CI/CD constraints, developer practices and ongoing maintenance realities, rather than by
raw generative ability measured in isolated experiments (Ricca, et al., 2025a; Kuric, et al.,
2025; Ali, 2024; Ricca, et al., 2025b; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et
al., 2025)Studies repeatedly emphasize that tool usability, friction in developer workflows,
test brittleness and maintenance overhead shape real world effectiveness more strongly than
benchmark performance, meaning that Al assisted testing tools must align with existing
development practices and ownership models who reviews, who maintains, who approves,
rather than imposing disruptive processes that teams will bypass under delivery pressure
(Ricca, et al., 2025a; Kuric, et al., 2025; Ricca, et al., 2025b). Practically, this implies that
organizations should integrate LLM assistance at well-defined workflow points such as test
scaffolding during pull requests, suggestion of candidate tests that must pass pipeline gates
or assistance in failure triage while ensuring that outputs are shaped by the same standards
used for human written tests, including maintainability, naming conventions, determinism
and stable execution in CI/CD environments (Ricca, et al., 2025a; Ricca, et al., 2025b;

Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025).

Third, evidence across the corpus supports the guideline that transparency and traceability
must be preserved, because when LLM outputs influence testing decisions, teams need to
know what the model contributed, what context it used and how it was validated in order to

reproduce outcomes, audit decisions, debug failures and assign accountability in cases where
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Al generated artifacts later prove incorrect or harmful (Fan, et al., 2023; Dai, et al., 2023;
Liao & Vaughan, 2023; Yang, et al., 2024).

In practice, this requires documenting Al involvement as part of the testing workflow
recording where the model contributed test generation oracle suggestion, defect explanation,
how outputs were generated prompt template, model version or configuration where feasible
and which validation steps were applied so that the pipeline remains auditable and
defensible, particularly in environments where testing evidence supports release readiness
or compliance requirements (Liao & Vaughan, 2023; Yang, et al., 2024). This traceability is
also an operational safeguard against nondeterminism and instability, because without
provenance records it becomes difficult to explain why two runs produce different tests or
different conclusions, undermining reproducibility and reducing trust in Al assisted testing
as an engineering asset rather than an ad hoc helper (Dai, et al., 2023; Liao & Vaughan,

2023).

Finally, the evidence indicates that security sensitive contexts require additional safeguards,
because AI/LLM assisted testing frequently processes artifacts that are both high value and
security relevant source code, vulnerability traces, failure logs, configuration settings and
therefore raises confidentiality risks, prompt exposure risks and the possibility that generated
artifacts introduce vulnerabilities or miss security relevant behaviors unless security aware
constraints are applied (Zhu, et al., 2025; Yang, et al., 2024; Kharma, et al., 2025). When
LLMs are used for security testing, vulnerability reasoning or within sensitive codebases
organizations should enforce strict data handling and access control policies, minimize
prompt exposure through redaction and least context principles, constrain logging and
retention of prompts and outputs and apply security aware evaluation techniques that
explicitly check for insecure patterns, adversarial inputs and robustness failures rather than
relying only on functional pass—fail outcomes (Zhu, et al., 2025; Yang, et al., 2024; Kharma,
et al., 2025). The literature consistently positions these safeguards as baseline requirements
rather than optional enhancements, because insecure integration patterns can allow
vulnerabilities and leakage risks to propagate downstream, potentially creating legal and
ethical accountability concerns when Al assisted outputs influence release decisions or

security posture (Zhu, et al., 2025; Kharma, et al., 2025).
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Taken together, these guidelines imply that the most reliable path to successful adoption is
to treat AI/LLMs as assistive components embedded inside controlled workflows, where
validation gates, workflow fit design, transparency mechanisms and security by design
safeguards collectively ensure that model outputs improve testing capacity without eroding
trust, correctness or accountability (Wang, et al., 2024; Li, et al., 2025; Zhu, et al., 2025;
Liao & Vaughan, 2023; Kharma, et al., 2025).

5.5 Directions for Future Research

Al-assisted testing improves software quality and trust not the other way around. The
synthesis of the 34 primary studies shows that AI/LLM-assisted software testing has made
quick progress in areas that are easy to see and that improve productivity, like generating
unit tests and explaining defects. However, the evidence also shows that there are still some
research gaps that need to be filled before LLMs can be considered reliable parts of modern
assurance pipelines, especially in situations where testing evidence affects security posture,
compliance readiness and release decisions under CI/CD time pressure (Li, et al., 2025;
Chang, et al., 2024; Kuric, et al., 2025). There are many open problems in addition to making
models better. These include evaluation of science oracle design, workflow integration,
socio-technical governance and the growth of Al-assisted testing into areas that haven't been
studied much yet. This means that future research needs to improve both the technical
foundations and the methodological infrastructure that decides if claims are credible,
reproducible and applicable to real-world practice (Li, et al., 2025; Zhou, et al., 2025; Chang,
et al., 2024).

Stronger and standardized evaluation frameworks: A first and foundational research
direction is the development of stronger and more standardized evaluation frameworks,
because the evidence shows that current research frequently relies on limited benchmarks,
narrow task definitions, inconsistent baselines and heterogeneous metrics that make it
difficult to compare approaches, replicate findings or generalize results beyond a specific
dataset or experimental configuration (Li, et al., 2025; Zhou, et al., 2025; Chang, et al.,
2024). This limitation becomes more severe in LLM assisted testing because the primary
failure mode is often not obvious runtime failure but semantic misalignment for example, a

test that compiles and passes but encodes weak or incorrect assertions so evaluation must go
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beyond counting generated tests or measuring superficial coverage increases and instead
incorporate execution grounded measures of effectiveness such as fault detection capability,
adequacy under mutation or seeded faults, robustness across code evolution and stability
under repeated generation runs with controlled conditions (Li, et al., 2025; Chang, et al.,
2024). Future work is therefore motivated to design shared benchmark suites that reflect
realistic testing workflows and that explicitly encode oracle expectations, to develop
execution grounded oracles and correctness criteria that reduce the risk of passing but wrong
artifacts and to adopt longitudinal evaluation methodologies that track whether Al generated
tests remain effective, maintainable and non-brittle as software evolves over multiple
releases rather than only within a single snapshot experiment (Li, et al., 2025; Zhou, et al.,

2025; Chang, et al., 2024).

Expanding beyond functional testing into non-functional domains: A second major research
direction concerns the fact that non-functional testing remains underexplored, because while
functional test generation dominates the literature and produces the most visible immediate
gains, software quality in practice is strongly shaped by performance regressions, reliability
failures, usability breakdowns and security weaknesses that often emerge only under
operational loads, adversarial inputs or complex environment dependencies that are difficult
to capture with simple unit tests (Garousi, et al., 2024; Ricca, et al., 2025b; Zhu, et al., 2025).
The evidence suggests that non-functional domains impose harder requirements on context
modeling, environment orchestration and oracle definition, since performance and reliability
must be measured against quantitative thresholds or distributions, usability depends on
human perceived outcomes and interaction patterns and security requires adversarial
reasoning and threat aware evaluation rather than normal case validation; therefore, LLM
assisted testing research must extend into these areas with techniques that combine LLM
reasoning with instrumentation, monitoring, fuzzing hooks, differential testing and more
rigorous oracles capable of validating non-functional properties reliably (Garousi, et al.,
2024; Zhu, et al., 2025). In addition, non-functional testing often interacts strongly with
CI/CD constraints such as time budgets, infrastructure variability and flaky test risks so
research must also examine how Al generated tests can be stabilized, prioritized and
managed to avoid increasing pipeline noise and operational burden while still improving

detection of non-functional failures (Garousi, et al., 2024; Ricca, et al., 2025b).
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Human Al collaboration, trust calibration and responsibility allocation: A third direction is
to deepen research on human Al collaboration models for testing, because the evidence
repeatedly emphasizes that the ultimate success or failure of Al assisted testing depends on
how testers interpret model outputs, how trust is calibrated under uncertainty and how
accountability is assigned when Al generated artifacts influence decisions, particularly in
high pressure engineering environments where automation can encourage over trust and
rubber stamping (Ali, 2024; Liao & Vaughan, 2023; Yang, et al., 2024; Fan, et al., 2023).
From a research perspective, this means that future studies should examine how different
presentation styles such as explanations, confidence indicators, provenance metadata,
interaction modes such as conversational refinement versus structured prompting and
workflow structures gated review stages, risk based escalation affect reviewer performance,
error detection and the likelihood that flawed tests or misleading conclusions are accepted
into pipelines (Liao & Vaughan, 2023; Yang, et al., 2024; Fan, et al., 2023). It also means
studying team level and organizational factors such as skill distribution, incentives and time
pressure that influence whether humans can realistically verify outputs at scale, because even
strong validation mechanisms can fail in practice if human review becomes perfunctory,
overloaded or poorly supported by tooling, leading to automation bias that undermines
quality rather than improving it (Ali, 2024; Liao & Vaughan, 2023). Consequently, future
work should integrate empirical human studies with engineering evaluations to clarify what
effective oversight looks like in Al assisted testing, how responsibility should be structured
to preserve accountability and what governance mechanisms prevent trust drift as LLM
outputs become routine in day to day testing operations (Ali, 2024; Liao & Vaughan, 2023;
Yang, et al., 2024; Fan, et al., 2023).

Ethics, governance and responsible deployment as ongoing research agendas: Finally, the
review indicates that ethical and governance issues require sustained research attention,
because as AI/LLMs become embedded in production testing pipelines, the risks related to
reproducibility, accountability, regulatory compliance, confidentiality and responsible
deployment become increasingly operational and not merely conceptual, especially when Al
outputs are used as evidence for release readiness or security assurance (Kuric, et al., 2025;
Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al., 2025; Dai, et al., 2023). The
evidence suggests that future research must treat reproducibility as an engineering

requirement by developing methods for provenance tracking, prompt/version control and
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transparent reporting of evaluation conditions, because nondeterminism and configuration
sensitivity can make it difficult to reproduce conclusions and to audit why a particular test
or decision was produced (Kuric, et al., 2025; Dai, et al., 2023). In parallel, governance
research should address how organizations can define policy boundaries for Al use in testing
such as what kinds of code or data can be included in prompts, what decisions can be
automated, what must be human approved and how accountability should be assigned when
Al assisted artifacts contribute to failures, vulnerabilities or compliance violations, since
unclear responsibility is repeatedly highlighted as a barrier to adoption in regulated or safety
critical contexts (Garousi, et al., 2024; Augusto, C., Bertolino, A., De Angelis, G., Lonett,
et al., 2025). Overall, the evidence implies that responsible deployment practices must be
built into the design of Al assisted testing tools and workflows through auditability,
transparency and enforceable controls so that Al assisted testing strengthens trust and
software quality rather than creating new failure modes that are harder to detect and harder
to govern (Kuric, et al., 2025; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al.,
2025; Dai, et al., 2023).

6 Conclusion

This study presented a Systematic Literature Review (SLR) of Al and LLM assisted software
testing by synthesizing evidence from 34 peer reviewed primary studies to explain how
AI/LLMs are currently integrated into testing workflows, why this integration is being
pursued, what challenges and limitations persist, how software quality is affected and which
ethical issues emerge when generative systems influence testing decisions and downstream
assurance outcomes (Wang, et al., 2024; Fan, et al., 2023; Chang, et al., 2024). By using an
RQ driven, theme based synthesis, the review strengthened traceability from research
questions to themes, evidence units and interpretation, which supports a consolidated
understanding of the research landscape rather than a fragmented paper by paper narrative
and also enables clearer mapping of findings into practice oriented implications and research

needs (Wang, et al., 2024; Chang, et al., 2024).

The synthesized findings show that AI/LLM integration remains strongly generation centric,
with the most consistent evidence concentrated on test case generation, unit test

augmentation, automation support and code evaluation activities, where LLMs are used to
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draft tests, expand suites, propose assertions and assist with evaluation or review tasks that
accelerate developer feedback cycles (Ricca, et al., 2025a; Wang, et al., 2024; Boukhlif, et
al., 2024; Chen, et al., 2024b; Augusto, C., Bertolino, A., De Angelis, G., Lonett, et al.,
2025; Boukhlif, et al., 2024). At the same time, the evidence indicates that integration across
the full software testing lifecycle is uneven, because non-functional testing and specialized
modalities require richer oracles, more complex environments and stronger correctness
criteria than current LLM assisted approaches typically provide, meaning that mature end to
end orchestration remains an open challenge despite rapid progress in unit level and
functional generation settings (Wang, et al., 2024; Chang, et al., 2024; Augusto, C.,
Bertolino, A., De Angelis, G., Lonett, et al., 2025).

The primary motivation for adoption is repeatedly framed not as novelty but as operational
pressure: scaling constraints created by large and rapidly evolving codebases, CI/CD driven
delivery speed that demands fast and continuous feedback and the increasing need to manage
quality and risk when Al generated code artifacts enter software engineering pipelines and
must be validated before release (Ricca, et al., 2025a; Garousi, et al., 2024; Augusto, C.,
Bertolino, A., De Angelis, G., Lonett, et al., 2025; Kuric, et al., 2025; Kharma, et al., 2025).
In other words, the evidence suggests that organizations are drawn to AI/LLM assisted
testing because it promises to reduce manual test authoring and maintenance effort while
expanding available test assets but the same evidence also implies that productivity benefits
are meaningful only when they do not degrade assurance through hidden correctness or

security failures (Fan, et al., 2023; Garousi, et al., 2024; Kharma, et al., 2025).

The analysis also points out major problems that make it hard to install things safely and that
keep coming up in the corpus as obstacles to long-term use. These challenges consist of
unreliable or illusory outputs that can produce plausible yet erroneous tests, inadequate
evaluation frameworks that may exaggerate perceived effectiveness, oracle dependence that
complicates confidence in test results, gaps in explain ability and accountability that impede
governance and security vulnerabilities or confidentiality risks when sensitive objects are
processed through LLM-driven workflows (Fan, et al., 2023; Zhu, et al., 2025; Yang, et al.,
2024; Liu, et al., 2023; Yang, et al., 2024; Kharma, et al., 2025). Collectively, these
constraints demonstrate that AI/LLM assisted testing cannot be treated as a drop in
replacement for traditional testing practice instead, its effectiveness and safety depend on

rigorous validation especially execution grounded checks, workflow aware integration that
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accounts for CI/CD constraints and maintenance realities and security conscious design that
prevents leakage and unsafe artifact propagation (Fan, et al., 2023; Zhu, et al., 2025; Yang,
et al., 2024; Kharma, et al., 2025).

Regarding software quality, the evidence indicates that AI/LLM assisted testing can improve
productivity and expand test assets but the quality impact is consistently described as
conditional, because gains are realized only when generated artifacts are execution validated,
curated, maintained over time and governed through robust evaluation designs and security
controls, rather than being accepted automatically due to compilation success or superficial
coverage signals (Li, et al., 2025; Garousi, et al., 2024; Husein, et al., 2025; Yang, et al.,
2024). Consequently, software quality in this context must be interpreted as a multi-
dimensional construct that includes functional correctness, robustness, security assurance
and transparency, since weaknesses in reliability or security can negate functional
improvements and undermine the defensibility of release decisions (Zhu, et al., 2025;

Garousi, et al., 2024; Yang, et al., 2024; Kharma, et al., 2025).

Ethical considerations also emerge as central rather than secondary issues, because
transparency, accountability, human centered governance, confidentiality and safe handling
of prompts and data are repeatedly identified as prerequisites for responsible adoption
especially when AI/LLMs influence testing decisions, shape prioritization or generate
artifacts that are treated as trusted evidence downstream (Ali, 2024; Liao & Vaughan, 2023;
Layman & Vetter, 2024; Dai, et al., 2023). As AI/LLMs become embedded in production
testing pipelines, ethical responsibility becomes tightly coupled with evaluation rigor and
secure by design practices because failures of transparency or security can translate directly
into operational harm, compliance risk or accountability ambiguity when defects or
vulnerabilities propagate into deployed systems (Zhu, et al., 2025; Yang, et al., 2024;
Kharma, et al., 2025).

Overall, this review contributes a structured and consolidated understanding of AI/LLM
assisted software testing by clarifying current integration patterns, motivations, limitations,
quality impacts and ethical implications across 34 primary studies and by showing that
LLMs are most defensibly positioned as assistive, human supervised components within
testing workflows rather than autonomous decision makers that can independently justify

correctness or safety (Wang, et al., 2024; Fan, et al., 2023; Garousi, et al., 2024). Future
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progress will depend on advances in standardized evaluation frameworks and execution
grounded oracle strategies, deeper investigation of non-functional and security testing,
stronger human Al collaboration models that calibrate trust and preserve accountability and
governance mechanisms that ensure reproducibility, transparency and secure deployment at
scale within modern CI/CD environments (Fan, et al., 2023; Chang, et al., 2024; Yang, et
al., 2024; Kharma, et al., 2025).

7 References

Ali, K., 2024. AI-Driven Test Case Optimization: Enhancing Efficiency in Software Testing
Life Cycle, Rochester, NY, USA: SSRN.

Alshahwan, N. et al., 2024. Automated unit test improvement using large language models

at Meta. Porto, ACM, pp. 185-196.

Amalfitano, D. et al., 2023. Artificial intelligence applied to software testing: A tertiary
study. ACM Computing Surveys, 56(3), pp. 1-38.

Augusto, C., Bertolino, A., De Angelis, G., Lonett, C. et al., 2025. Large language models
for software testing: A research roadmap, Ithaca, NY, USA: arXiv.

Bergsmann, S., Schmidt, A., Fischer, S. & Ramler, R., 2024. First experiments on automated
execution of Gherkin test specifications with collaborating LLM agents. New York,
Association for Computing Machinery (ACM).

Boukhlif, M., Kharmoum, N. & Hanine, M., 2024. Lims for intelligent software testing: A
comparative study. New York, NY, USA, ACM, pp. 1-8.

Chang, Y. et al., 2024. A survey on evaluation of large language models. ACM Transactions

on Intelligent Systems and Technology, 15(3), pp. 1-45.

Chen, L. et al., 2024a. 4 survey on evaluating large language models in code generation

tasks, Ithaca, NY, USA: arXiv.

Chen, Y. et al., 2024b. ChatUnitTest: A framework for LLM-based test generation. Porto,
ACM, pp. 572-576.



80

Dai, S., Xiong, A. & Ku, L.-W., 2023. LLM-in-the-loop: Leveraging large language model
for thematic analysis, Ithaca, NY, USA: arXiv.

Dong, Y. et al., 2025. 4 survey on code generation with LLM-based agents, Ithaca, NY,
USA: arXiv.

Fan, A. et al., 2023. Large language models for software engineering: Survey and open

problems. Melbourne, Australia, IEEE, pp. 31-53.

Feldt, R., Kang, S., Yoon, J. & Yoo, S., 2023. Towards autonomous testing agents via

conversational large language models. Piscataway, IEEE.

Garousi, V. et al., 2024. Al-powered software testing tools: A systematic review and

empirical assessment of their features and limitations, s.l.: arXiv.

Gougherty, A. & Clipp, H., 2024. Testing the reliability of an Al-based large language model

to extract ecological information from the scientific literature. npj Biodiversity, 3(1), p. 13.

He, Y. et al., 2024. UniTSyn: A large-scale dataset capable of enhancing the prowess of
large language models for program testing. New York, Association for Computing

Machinery (ACM).

Hou, X. etal., 2024. Large language models for software engineering: A systematic literature

review. ACM Transactions on Software Engineering and Methodology, 33(8), pp. 1-79.

Husein, R., Aburajouh, H. & Catal, C., 2025. Large language models for code completion:

A systematic literature review. Computer Standards & Interfaces, Volume 92, p. 103917.

Kang, L., Ai, J. & Lu, M., 2024. Automated structural test case generation for human-

computer interaction software based on large language model. Piscataway, IEEE, pp. 132-

140.

Kharma, M., Choi, S., AlKhanafseh, M. & Mohaisen, D., 2025. Security and quality in LLM-
generated code: A multi-language, multi-model analysis, Ithaca, NY, USA: arXiv.

Kuric, E., Demcak, P., Krajcovic, M. & Lang, J., 2025. Systematic literature review of

automation and artificial intelligence in usability issue detection, Ithaca, NY, USA: arXiv.

Layman, L. & Vetter, R., 2024. Generative artificial intelligence and the future of software
testing. Computer, 57(1), pp. 27-32.



81

Lee, J., Kang, S. & Lee, D., 2012. A Survey on software testing practices. /ET Software,
6(3), pp. 275-282.

Lemieux, C., Inala, J. P., Lahiri, S. K. & Sen, S., 2023. CodaMosa: Escaping coverage
plateaus in test generation with pre-trained large language models. Piscataway, s.n., pp.

919-931.

Liao, Q. & Vaughan, J., 2023. Al transparency in the age of LLMs: A human-centered
research roadmap, Ithaca, NY, USA: arXiv.

Liu, J., Xia, C., Wang, Y. & Zhang, L., 2023. Is your code generated by ChatGPT really
correct? Rigorous evaluation of large language models for code generation. Advances in

Neural Information Processing Systems, Volume 36, pp. 21558-21572.

Li, Y. et al.,, 2025. Evaluating large language models for software testing. Computer

Standards & Interfaces, Volume 93, p. 103942.

Mathews, N. S. & Nagappan, M., 2024. Test-Driven Development and LLM-based Code
Generation. New York, Association for Computing Machinery (ACM).

Nguyen-Duc, A. et al., 2025. Generative artificial intelligence for software engineering—A

research agenda. Software: Practice and Experience, 55(11), pp. 1806-1843.

Pearce, H. et al., 2025. Asleep at the keyboard? Assessing the security of GitHub Copilot’s
code contributions. Communications of the ACM, 68(2), pp. 96-105.

Petersen, K. & Gerken, J., 2025. On the road to interactive LLM-based systematic mapping
studies. Information and Software Technology, Volume 178, p. 107611.

Ricca, F., Garcia, B., Nass, M. & Harman, M., 2025b. Next-Generation Software Testing:
Al-Powered Test Automation. IEEE Software, 42(4), pp. 25-33.

Ricca, F., Stocco, A., Tonella, P. & Marchetto, A., 2025a. A multi-year grey literature review
on Al-assisted test automation. Information and Software Technology, Volume 186, p.

107799.

Russo, D., 2024. Navigating the complexity of generative Al adoption in software
engineering. ACM Transactions on Software Engineering and Methodology, 33(5), pp. 1-
50.



82

Santos, R., Santos, 1., Magalhaes, C. & de Souza Santos, R., 2024. Are we testing or being
tested? Exploring the practical applications of large language models in software testing.
Toronto, ON, Canada, IEEE, pp. 353-360.

Sezgin, A., Ozkan, G. & Giirkan, E., 2025. Leveraging large language models in software
testing: A review of applications and challenges. Piscataway, IEEE, pp. 1-7.

Shang, Y. et al., 2025. A large-scale empirical study on fine-tuning large language models
for unit testing. Proceedings of the ACM on Software Engineering, 2(ISSTA), pp. 1678-
1700.

Surbakti, F., 2025. Systematic literature review on generative Al: Ethical challenges and
opportunities. International Journal of Advanced Computer Science and Applications

(IJACSA), 16(5).

Wang, J. et al., 2024. Software testing with large language models: Survey, landscape, and
vision. IEEE Transactions on Software Engineering, 50(4), p. 911-936.

Yang, Z. et al., 2024. Robustness, security, privacy, explainability, efficiency, and usability
of large language models for code, Ithaca, NY, USA: arXiv.

Zhou, H. et al, 2025. Large language model (LLM) for telecommunications: A
comprehensive survey on principles, key techniques, and opportunities. [EEE

Communications Surveys & Tutorials, 27(3), pp. 1955-2005.

Zhu, X. et al., 2025. When Software Security Meets Large Language Models: A Survey.
IEEE/CAA Journal of Automatica Sinica, 12(2), pp. 317-334.



Appendix 1.

List of Selected Studies with quality assessment score
Table 1: Formal Literature (FL)

83

SID #

Title

Year

FL1

K. Ali, “Al-Driven Test Case Optimization: Enhancing Efficiency in Software
Testing Life Cycle,” SSRN, Rochester, NY, USA, 2024. Available:
https://papers.ssrn.com/sol3/papers.cfm?abstract id=5135677

2024

FL2

Alshahwan, N., Chheda, J., Finogenova, A., Gokkaya, B., Harman, M., Harper,
I., Marginean, A., Sengupta, S. and Wang, E. (2024) ‘Automated unit test
improvement using large language models at Meta’. In Companion Proceedings
of the 32nd ACM International Conference on the Foundations of Software
Engineering, July, Porto, pp- 185-196. ACM.
doi:10.1145/3663529.3663839.

2024

FL3

D. Amalfitano et al., “Artificial intelligence applied to software testing: A tertiary
study,” ACM Computing Surveys, vol. 56, no. 3, pp. 1-38, 2023, doi:
10.1145/3616372. Available: https://doi.org/10.1145/3616372

2023

FL4

C. Augusto, A. Bertolino, G. De Angelis, C. Lonett et al., “Large language
models for software testing: A research roadmap,” arXiv, Ithaca, NY, USA, 2025,
doi: 10.48550/arXiv.2509.25043. Available:
https://doi.org/10.48550/arXiv.2509.25043

2025

FLS5

M. Boukhlif, N. Kharmoum and M. Hanine, “LLMs for intelligent software
testing: A comparative study,” ACM, New York, NY, USA, 2024, pp. 1-8, doi:
10.1145/3659677.3659749. Available:
https://doi.org/10.1145/3659677.3659749

2024

FL6

Y. Chang, X. Wang, J. Wang, Y. Wu, L. Yang, K. Zhu and X. Xie, “A survey on
evaluation of large language models,” ACM Transactions on Intelligent Systems
and Technology, vol. 15, no. 3, pp. 1-45, 2024, doi: 10.1145/364128. Available:
https://doi.org/10.1145/364128

2024



https://doi.org/10.1145/3616372
https://doi.org/10.48550/arXiv.2509.25043
https://doi.org/10.1145/3659677.3659749
https://doi.org/10.1145/364128

84

FL7

L. Chen, Q. Guo, H. Jia, Z. Zeng, X. Wang, Y. Xu and S. Zhang, “A survey on
evaluating large language models in code generation tasks,” arXiv:2408.16498,
2024, doi: 10.48550/arXiv.2408.16498. Available:
https://doi.org/10.48550/arXiv.2408.16498

2024

FL8

Y. Chen, Z. Hu, C. Zhi, J. Han, S. Deng and J. Yin, “ChatUnitTest: A framework
for LLM-based test generation,” Companion Proceedings of the 32nd ACM
International Conference on the Foundations of Software Engineering (FSE
Companion 2024), 2024, pp. 572-576, doi: 10.1145/3663529.3663801.
Available: https://doi.org/10.1145/3663529.3663801

2024

FL9

S. C. Dai, A. Xiong and L.-W. Ku, “LLM-in-the-loop: Leveraging large language
model  for  thematic  analysis,”  arXiv:2310.15100, 2023, doi:
10.48550/arXiv.2310.15100. Available:
https://doi.org/10.48550/arXiv.2310.15100

2023

FL10

Y. Dong, X. Jiang, J. Qian, T. Wang, K. Zhang, Z. Jin and G. Li, “A survey on
code generation with LLM-based agents,” arXiv:2508.00083, 2025, doi:
10.48550/arXiv.2508.00083. Available:
https://doi.org/10.48550/arXiv.2508.00083

2025

FLI11

A. Fan, B. Gokkaya, M. Harman, M. Lyubarskiy, S. Sengupta, S. Yoo and J. M.
Zhang, “Large language models for software engineering: Survey and open
problems,” 2023 IEEE/ACM International Conference on Software Engineering:
Future of Software Engineering (ICSE-FoSE), Melbourne, Australia, 2023, pp.
31-53, doi: 10.1109/ICSE-FoSE59343.2023.00008. Available:
https://doi.org/10.1109/ICSE-FoSE59343.2023.00008

2023

FLI12

V. Garousi, N. Joy, Z. Jafarov, A. B. Keles, S. Degirmenci, E. Ozdemir and R.
Zarringhalami, “Al-powered software testing tools: A systematic review and
empirical assessment of their features and limitations,” arXiv:2409.00411, 2024,
doi: 10.48550/arXiv.2409.00411. Available:
https://doi.org/10.48550/arXiv.2409.00411

2024



https://doi.org/10.48550/arXiv.2408.16498
https://doi.org/10.1145/3663529.3663801
https://doi.org/10.48550/arXiv.2310.15100
https://doi.org/10.48550/arXiv.2508.00083
https://doi.org/10.1109/ICSE-FoSE59343.2023.00008
https://doi.org/10.48550/arXiv.2409.00411

85

FLI13

A. V. Gougherty and H. L. Clipp, “Testing the reliability of an Al-based large
language model to extract ecological information from the scientific literature,”
npj Biodiversity, vol. 3, no. 1, Art. 13, 2024. https://doi.org/10.1038/s44185-024-
00043-9

2024

FL14

X.Hou, Y. Zhao, Y. Liu, Z. Yang, K. Wang, L. Li and H. Wang, “Large language
models for software engineering: A systematic literature review,” ACM
Transactions on Software Engineering and Methodology, vol. 33, no. 8, pp. 1-
79, 2024. https://doi.org/10.1145/3695988

2024

FLI15

R. A. Husein, H. Aburajouh and C. Catal, “Large language models for code
completion: A systematic literature review,” Computer Standards & Interfaces,
vol. 92, Art. 103917, 2025, doi: 10.1016/j.csi.2024.103917. Available:
https://doi.org/10.1016/j.¢s1.2024.103917

2025

FL16

M. Kharma, S. Choi, M. AlKhanafseh and D. Mohaisen, “Security and quality in
LLM-generated code: A  multi-language, multi-model  analysis,”
arXiv:2502.01853, 2025, doi: 10.48550/arXiv.2502.01853. Available:
https://doi.org/10.48550/arXiv.2502.01853

2025

FL17

E. Kuric, P. Demcak, M. Krajcovic and J. Lang, “Systematic literature review of
automation and artificial intelligence in usability issue detection,”
arXiv:2504.01415, 2025, doi: 10.48550/arXiv.2504.01415.  Available:
https://doi.org/10.48550/arXiv.2504.01415

2025

FL18

L. Layman and R. Vetter, “Generative artificial intelligence and the future of
software testing,” Computer, vol. 57, no. 1, pp. 27-32, 2024, doi:
10.1109/MC.2023.3306998. Available:
https://doi.org/10.1109/MC.2023.3306998

2024

FL19

J. Lee, S. Kang and D. Lee, “A survey on software testing practices,” IET
Software, vol. 6, no. 3, pp. 275-282, 2012, doi: 10.1049/iet-sen.2011.006.
Available: https://doi.org/10.1049/iet-sen.2011.006

2012



https://doi.org/10.1016/j.csi.2024.103917
https://doi.org/10.48550/arXiv.2502.01853
https://doi.org/10.48550/arXiv.2504.01415
https://doi.org/10.1109/MC.2023.3306998
https://doi.org/10.1049/iet-sen.2011.006

86

FL20

Q. V. Liao and J. W. Vaughan, “Al transparency in the age of LLMs: A human-
centered research roadmap,” arXiv:2306.01941, 2023, doi:
10.48550/arXiv.2306.01941. Available:
https://doi.org/10.48550/arXiv.2306.01941

2023

FL21

J. Liu, C. S. Xia, Y. Wang and L. Zhang, “Is your code generated by ChatGPT
really correct? Rigorous evaluation of large language models for code
generation,” Advances in Neural Information Processing Systems, vol. 36, pp.

21558-21572, 2023.

2023

FL22

Y. Li, P. Liu, H. Wang, J. Chu and W. E. Wong, “Evaluating large language
models for software testing,” Computer Standards & Interfaces, vol. 93, Art.
103942, 2025, doi: 10.1016/j.¢s1.2024.103942. Available:
https://doi.org/10.1016/j.¢s1.2024.103942

2025

FL23

A. Nguyen-Duc et al., “Generative artificial intelligence for software
engineering—A research agenda,” Software: Practice and Experience, vol. 55,
no. 11, pp. 18061843, 2025, doi: 10.1002/spe.70005. Available:
https://doi.org/10.1002/spe.70005

2025

FL24

K. Petersen and J. M. Gerken, “On the road to interactive LLM-based systematic
mapping studies,” Information and Software Technology, vol. 178, Art. 107611,
2025, doi: 10.1016/j.infsof.2024.107611. Available:
https://doi.org/10.1016/j.infs0f.2024.107611

2025

FL25

F. Ricca, B. Garcia, M. Nass and M. Harman, “Next-generation software testing:
Al-powered test automation,” /IEEE Software, vol. 42, no. 4, pp. 25-33, 2025,
doi: 10.1109/MS.2025.3559194. Available:
https://doi.org/10.1109/MS.2025.3559194

2025

FL26

F. Ricca, A. Stocco, P. Tonella and A. Marchetto, “A multi-year grey literature
review on Al-assisted test automation,” Information and Software Technology,

vol. 186, Art. 107799, 2025. https://doi.org/10.1016/j.infsof.2025.107799

2025



https://doi.org/10.48550/arXiv.2306.01941
https://doi.org/10.1016/j.csi.2024.103942
https://doi.org/10.1002/spe.70005
https://doi.org/10.1016/j.infsof.2024.107611
https://doi.org/10.1109/MS.2025.3559194

87

FL27

D. Russo, “Navigating the complexity of generative Al adoption in software
engineering,” ACM Transactions on Software Engineering and Methodology,
vol. 33, no. 5, pp. 1-50, 2024. https://doi.org/10.1145/36521

2024

FL28

R. Santos, 1. Santos, C. Magalhaes and R. de Souza Santos, “Are we testing or
being tested? Exploring the practical applications of large language models in
software testing,” 2024 IEEE Conference on Software Testing, Verification and
Validation (ICST), Toronto, ON, Canada, 2024, pp. 353-360, doi:
10.1109/ICST60714.2024.00039. Available:
https://doi.org/10.1109/ICST60714.2024.00039

2024

FL29

Y. Shang et al., “A large-scale empirical study on fine-tuning large language
models for unit testing,” Proceedings of the ACM on Software Engineering, vol.
2, ISSTA, pp. 1678-1700, 2025, doi: 10.1145/372895. Available:
https://doi.org/10.1145/372895

2025

FL30

F. P. S. Surbakti, “Systematic literature review on generative Al: Ethical
challenges and opportunities,” International Journal of Advanced Computer
Science and Applications (IJACS4), vol. 16, no. 5, 2025, doi:
10.14569/1JACSA.2025.0160530. Available:
https://doi.org/10.14569/1JACSA.2025.0160530

2025

FL31

J. Wang et al., “Software testing with large language models: Survey, landscape,
and vision,” IEEE Transactions on Software Engineering, vol. 50, no. 4, pp. 911—
936, 2024.https://doi.org/10.1109/TSE.2024.3368208

2024

FL32

Z. Yang, Z. Sun, T. Z. Yue, P. Devanbu and D. Lo, “Robustness, security,
privacy, explainability, efficiency, and usability of large language models for
code,” arXiv:2403.07506, 2024, doi: 10.48550/arXiv.2403.07506. Available:
https://doi.org/10.48550/arXiv.2403.07506

2024

FL33

H. Zhou et al., “Large language model (LLM) for telecommunications: A
comprehensive survey on principles, key techniques, and opportunities,” /EEE
Communications Surveys & Tutorials, vol. 27, no. 3, pp. 1955-2005, 2025, doi:
10.1109/COMST.2024.3465447. Available:
https://doi.org/10.1109/COMST.2024.3465447

2025



https://doi.org/10.1109/ICST60714.2024.00039
https://doi.org/10.1145/372895
https://doi.org/10.14569/IJACSA.2025.0160530
https://doi.org/10.48550/arXiv.2403.07506
https://doi.org/10.1109/COMST.2024.3465447

88

FL34 X. Zhu, W. Zhou, Q.-L. Han, W. Ma, S. Wen and Y. Xiang, “When Software 2025
Security Meets Large Language Models: A Survey,” IEEE/CAA Journal of
Automatica  Sinica, vol. 12, no. 2, pp. 317-334, 2025, doi:
10.1109/JAS.2024.124971. Available: https://doi.org/10.1109/JAS.2024.12497 1

Appendix 2. Quality assessment score of formal literature
Table 2: Quality assessment score of formal literature
ID QA1 QA2 QA3 QA4 QA5 Total Score | Percentag
FS1 1 1 5 1 1 4.5 90%
FS2 1 1 1 1 1 5 100%
FS3 1 1 1 1 0.5 4.5 90%
FS4 1 1 1 1 0.5 4.5 90%
FS5 1 1 1 5 1 5 90%
FS6 5 1 0.5 1 1 4 80%
FS7 1 1 0.5 0.5 1 4 80%
FS8 1 1 1 1 0.5 4.5 90%
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FS9 1 0.5 1 1 4.5 90%
FS10 1 1 0 1 4.5 90%
FSI1 1 1 1 0.5 4.5 90%
FS12 1 0.5 0.5 1 4 80%
FS13 0 1 1 1 4 80%
FS14 0 1 0.5 1 3.5 70%
FS15 1 1 0 1 4 80%
FS16 1 1 1 1 5 100%
FS17 1 1 1 0.5 4.5 90%
FSI8 0.5 1 0.5 1 4 80%
FS19 1 1 1 1 5 100%
FS20 1 1 1 0.5 4.5 90%
FS21 1 1 0 1 4 80%
FS22 0 1 0.5 1 3.5 70%
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FS23 0.5 1 0 1 3.5 70%
FS24 1 1 0 0.5 4 80%
FS25 1 0.5 1 0.5 4 80%
FS26 1 1 1 1 5 100%
FS27 1 1 0 0.5 3.5 70%
FS28 1 1 1 1 5 100%
FS29 1 1 1 1 5 100%
FS30 0.5 1 0.5 1 4 80%
FS31 0.5 1 0.5 0.5 3.5 70%
FS32 0 1 0.5 1 3.5 70%
FS33 1 1 1 1 5 100%
FS34 5 1 5 1 4 80%
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