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Abstract
Serverless architecture has gained significant traction due to its scal-

ability, cost efficiency, and reduced operational overhead. However,

despite its advantages, serverless architectures introduce unique

security issues that developers encounter when developing applica-

tions with open-source serverless platforms. While prior research

has explored security concerns in proprietary serverless platforms,

there is limited empirical analysis of security issues in open-source

serverless platforms based on real-world developer discussions.

This study systematically examines 88 security-related issues from

GitHub repositories of 10 open-source serverless platforms to iden-

tify common security issues, their underlying causes, and potential

solutions. Our findings reveal that certificate & encryption, permis-

sions & role management, and security & authentication are the

most frequently reported issues in the developers’ discussion. The

primary causes of these issues include misconfigurations, inade-

quate access controls, and dependency-related failures. To address

these issues, we identified mitigation strategies such as enhanced

security configurations, improved IAM policies, and automated

certificate management. The study offers valuable insights for both

researchers and practitioners by providing an empirical foundation

for improving security practices when developing applications with

these open-source serverless platforms.
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1 Introduction
The growing need for scalable, efficient, and cost-effective solutions

has driven the widespread adoption of serverless computing in

the software industry [10]. Function-as-a-Service (FaaS) is a cloud

computing model that allows developers to execute business logic

without managing the underlying infrastructure [14]. In this model,

functions scale automatically without restrictions on the number

of instances. Additionally, when functions are no longer executed,

they scale down to zero to ensure cost efficiency by eliminating

charges for idle resources. This differs frommodels like Platform-as-

a-Service, where components remain active continuously, leading

to ongoing expenses [10].

The FaaS model gained widespread adoption across the software

industry with the advent of AWS Lambda in 2014 [3]. Since then,

several proprietary solutions, includingAzure Functions [4], Google

Cloud Run [6], and open-source serverless platforms such as Open-

FaaS [22] and Apache OpenWhisk [2] have emerged to support the

development and deployment of serverless applications. Unlike pro-

prietary serverless platforms, open-source alternatives offer greater

portability by eliminating the risk of vendor lock-in which allows

developers to develop applications independent of specific cloud

providers. For instance, platforms such as Kubeless and OpenFaaS

can be deployed on Kubernetes, a versatile orchestration system

that provides greater flexibility compared to cloud-specific services

from providers like Amazon and Microsoft [25].

While serverless computing offers several benefits, as a newer

service model, it presents distinct challenges, especially regarding

security and compliance [16]. At first glance, serverless computing

may appearmore secure than earlier models due to its inherent char-

acteristics, such as the short lifespan of functions, and its ability to

leverage security features from existing virtualization technologies.

However, it also introduces unique security challenges that create

opportunities for new types of attacks such as misconfigurations, in-

secure dependencies, privilege escalation attacks, and event-driven

threats [18]. These security considerations are often overlooked,

leading to potential vulnerabilities. Developers must rethink tradi-

tional security strategies to address these risks effectively. While

existing research has explored security concerns in proprietary

serverless environments, there is limited empirical investigation of

security issues in open-source serverless platforms. Furthermore,

existing research has primarily relied on theoretical security threat

models, attack simulations, and controlled experiments, rather than
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real-world security discussions and issues reported by developers

[21]. GitHub repositories serve as rich sources of empirical secu-

rity data, where developers actively discuss, report, and resolve

vulnerabilities. However, no comprehensive study has systemat-

ically examined GitHub discussions across multiple open-source

serverless platforms to identify recurring security issues, their root

causes, and proposed solutions.

To this end, this study analyzes the security perspective of open-

source serverless platforms by conducting a systematic analysis of

security-related closed GitHub issues across different open-source

serverless platforms. We collected data from the issue tracking sys-

tem of 10 open-source serverless platforms and analyzed 88 security

issues. Through this analysis, we developed a taxonomy that cate-

gorizes the identified issues, their underlying causes, and solutions.

These taxonomies serve as valuable resources for software devel-

opers by offering a structured understanding of common security

issues in open-source serverless platforms. By leveraging these in-

sights, developers can better anticipate potential issues and address

their root causes during application development. To achieve these

objectives, this study formulates the following research questions:

RQ1: What security issues do developers face when developing

applications with open-source serverless frameworks?

RQ2: What underlying causes lead to the issues when developing

applications with open-source serverless platforms?

RQ3:What are the potential solutions to address these issues?

The remainder of this paper is organized as follows: Section 2 de-

scribes the research methodology employed to identify and analyze

security issues. Section 3 presents the key findings derived from

the analysis. Section 4 reviews related work, providing context for

the study. Section 5 addresses potential threats to validity. Section 6

explores the implications of these findings for both researchers and

practitioners and Section 7 concludes the paper with a summary of

insights and future research directions.

2 Research method
2.1 Data Collection
In this section, we presented a systematic approach to identify and

select open-source serverless platforms hosted on GitHub, which

serves as a repository of developer discussions and shared knowl-

edge. The research questions outlined in Section 1 informed the

development of targeted search queries [5] by following established

guidelines to extract relevant discussions from open-source plat-

forms [24]. The search queries were structured using the format

[keyword-1 OR keyword-2 ... OR keyword-N], incorporat-
ing relevant synonyms such as ‘Serverless’, ‘Serverless Framework’,

‘FaaS’, and ‘Function-as-a-Service’. We selected GitHub as the pri-

mary data source due to its widespread adoption as a collaborative

platform for open-source software development. This enabled us to

extract and analysis of discussions related to security issues, their

underlying causes, and solutions to these issues.

We accessed the GHTorrent dataset hosted on Google Cloud to

identify open-source serverless platforms by using the formulated

search query. The initial search retrieved 1,800 projects, including

both serverless applications and platforms, as of Jan 03, 2025. How-

ever, our primary objective was to focus exclusively on serverless

platforms designed for developing serverless applications, rather

than the applications themselves. To narrow down the selection,

we applied a multi-step filtering process [7], considering key fac-

tors such as project popularity (determined by the total number of

stars), developer engagement (measured by the number of forks),

and the level of active contributor participation. We identified the

Table 1: Identified Open-source serverless platforms

Platforms #Stars #Forks #Cont #Issues
OpenFaas 23.1k 1.8k 162 03

Zappa 11.9k 1.3k 221 19

Up 8.7k 375 48 05

Fission 8.1k 764 164 05

kubeless 6.9k 757 105 06

OpenWhisk 6.2k 1.2k 206 15

Knative 5.4k 1.1k 459 27

Serverless Express 4.8k 652 57 03

Iron.io 3.2k 229 33 05

major serverless projects based on the following inclusion criteria:

(i) projects with at least 1,000 stars and 200 forks, (ii) written in

English, (iii) involving a minimum of ten contributors, and (iv) con-

taining at least 200 closed issues. Applying these criteria resulted in

a shortlist of 98 serverless projects. To further refine the selection,

we conducted a thorough review of each project’s description to

distinguish between serverless platforms and serverless applica-

tions, ultimately identifying 10 serverless platforms for analysis.

The detail of each selected platforms is presented in the Table 1.

2.2 Data Analysis
After identifying the serverless platforms, we extracted and clas-

sified the security issues through a structured five-stage process.

Each stage was carefully designed to facilitate a thorough and ac-

curate analysis, enabling the systematic categorization of issues,

their underlying causes, and proposed solutions.

Initially, we retrieved a total of 7895 issues from GitHub using

a Python script that interacted with the GitHub API. This script

extracted key information, including issue titles, URLs, opening

and closing dates, and the number of contributors involved in each

discussion. To ensure the relevance of the data, the script specifi-

cally targeted closed issues from the issue-tracking systems of the

selected platforms. The extracted data was systematically stored

in a MySQL database for efficient management and organization.

Finally, the dataset was exported to MS Excel for further analysis

and processing. The first author systematically reviewed the 7895

extracted issues to ensure that only closed issues were included

in the analysis. Open issues were excluded as they often lacked

complete information, and their root causes remained unresolved.

Following this initial filtering, additional screening criteria were ap-

plied to refine the dataset further. This process involved removing:

(i) issues without detailed descriptions, (ii) general inquiries, opin-

ions, or suggestions, (iii) feature requests such as enhancements

or proposals, (iv) announcements like updates, (v) duplicate issues,

(vi) issues with only a single participant, (vii) stale issues with no

recent activity, and (viii) issues unrelated to the research questions

(ix) issues that are not discussing security aspects. After applying
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these exclusion criteria, the dataset was refined to 88 issues that

were considered relevant for further analysis (see the replication

package [19]). Finally, we begin to analyze and categorize the issues,

Figure 1: Research Method

their underlying causes, and solutions using a thematic analysis ap-

proach by following a structured five-step approach (see Figure 1).

The process began with data familiarization, where the first author

thoroughly reviewed discussions, identifying and documenting key

points related to issues, their underlying causes, and solutions. Next,

in the initial code generation phase, a set of preliminary codes was

systematically derived from the issue descriptions. Following this,

the classification of issues, causes, and solutions was conducted

collaboratively by the first and second authors, grouping the ini-

tial codes into specific issue types and their associated causes and

solutions to create a structured framework for further analysis. In

the category refinement and review stage, all authors examined the

categorized data to ensure clarity and coherence. During this phase,

codes were merged, split, or removed based on collective discus-

sions to ensure that the classifications were well-defined. Finally,

in the category definition and naming phase, each issue type and

its corresponding causes and solutions were refined and organized

into structured subcategories and broader categories, resulting in a

precise and well-structured classification.

Finally, we established a three-tiered categorization approach

to manage the identified issues and their underlying causes. At

first, issues and causes were grouped into specific subcategories

(e.g., Profile Verification Errors under Authentication Issues). These

subcategories were then consolidated into broader categories (e.g.,

Security and Access Control Issues).

3 Results
In this section, we present the findings of our study by addressing

the research questions outlined in Section 1. The analyzed results

are systematically organized into broader categories (e.g., Security
and Authentication Issues), which are further divided into sub-

categories (e.g., Secret Management Failures) and specific issue types

(e.g., MTLS FAILS WITH ISTIO 1.3). Categories are highlighted in

bold, subcategories in italics, and specific issue types in small capital

letters (e.g., SMALL CAPITALS). Additionally, we provide relevant

examples as quoted messages with issue IDs to facilitate traceability

(see the open coding sheet in [24]). The findings on issue types

are detailed in Section 3.1 (see Table 2), issue causes in Section 3.2

(see Table 3), and their corresponding solutions in Table 4. However,

we presented only two issues, their underlying causes, and solu-

tions in each sub category due to the space limitation. For detailed

taxonomy, please refer to the replication package.

3.1 Security Issues (RQ1)
We presented a detailed taxonomy of security issues by mining

88 issues from GitHub when developing applications with open-

source serverless platforms. The analyzed results reveal that the

most frequently reported issues include Certificate & Encryption
Issues (41 out of 88, 46.59%), followed by Permissions & Role
Management Issues (25 out of 88, 28.41%) and Security & Au-
thentication Issues (22 out of 88, 25%). These three categories

comprise nine further subcategories.

• Certificate & Encryption Issues (41/88, 46.59%): This
category encompasses issues related to managing digital

certificates, SSL/TLS configurations, and secure communica-

tions when developing applications with open-source server-

less platforms. This category further comprises three sub-

categories: invalid or expired certificates, misconfigurations

in ACM & SSL certificates, and Istio & TLS-related failures.

– Invalid or Expired Certificates (10/88, 11.36%): This subcat-

egory includes issues where expired, misconfigured, or

untrusted certificates cause disruptions in secure com-

munications. Issues such as certificate errors, unau-

thorized failures in Zappa certification, SSL3 bad

certificate errors, and OpenWhisk CLI reqiring ad-

ditional flags for local deployments highlight the

challenges of maintaining certificate validity and trust.

– ACM & SSL Certificate Issues (26/88, 29.55%): Covers issues

related to SSL termination, x509 certificate errors,

autoTLS failures, webhook certificate expirations,

and problems with Let’s Encrypt provisioning. These

issues often arise in environments using AWS ACM, Ku-

bernetes, Knative, and OpenWhisk, affecting automated

TLS management and secure API interactions.

– Istio & TLS Issues (5/88, 5.68%): Involves challenges in Istio

TLS configurations, sidecar injection failures, TLS hand-

shake errors, and issues when enabling HTTPS redirection.

These errors impact secure service-to-service communica-

tion within microservices and cloud-native architectures.

• Security & Authentication Issues (22/88, 25%): These
are fundamental aspects of cloud and serverless comput-

ing that ensure that only authorized users and services can

access resources while protecting sensitive data from unau-

thorized access and breaches. These issues arise due to secret

mismanagement, authentication failures, and mTLS miscon-

figurations, which can lead to unauthorized access, service

disruptions, and potential security breaches.

– Secret Management Failures (3/88, 3.41%): Involves incon-

sistencies in secret generation, failures in loading
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Table 2: Identified Security Issues

Category Sub-category Issues

Security & Authentication Issues (22)

Secret Management Failures (3) Inconsistent Secret Generation

Basic Auth Secrets Not Loading

Authentication & Access Failures (14) OpenFaaS Login Failure

OpenWhisk Authentication Failure

mTLS & Secure Communication Failures (5) Unauthorized Requests Bypass mTLS

mTLS Failure in Istio 1.3

Certificate & Encryption Issues (41)

Invalid or Expired Certificates (10) Invalid SSL Certificate (zappa.gun.io)

Zappa Certify Failure (Let’s Encrypt, S3)

ACM & SSL Certificate Issues (26) SSL Breaks on fn apps create

API URL Not Working with SSL Termination

Istio & TLS Issues (5) Events Not Reaching Consumer (HTTPS Redirect)

Istio Gateway Invalid When Enabling TLS

Permissions & Role Management Issues (25)

AWS IAM & Lambda Permission Issues (5) Cannot Remove Lambda Execute Permission (SNS)

IAM Role Management Failure (aws-vault)

File Permission Errors (17) AWS Sensitive to File Permissions in .zip

PhantomJS Executable Permission Error

IAM & RBAC Role Issues (3) EKS IAM Role Resolution Failure

Cannot Set iam.amazonaws.com/role Annotation

authentication secrets, and application timeouts

due to secret misconfiguration. These issues affect the

secure storage and retrieval of sensitive credentials across

different deployment environments.

– Authentication & Access Failures (14/88, 15.91%): Covers is-

sues in login mechanisms, credential expiration, authoriza-

tion errors, and issues with authentication tokens. Issues

such as 401 Unauthorized errors, OpenWhisk API au-

thentication failures, and access denials for cloud

storage services like S3 highlight the complexity of

managing authentication in distributed environments.

– mTLS & Secure Communication Failures (5/88, 5.68%): En-

compasses challenges in mutual TLS (mTLS) enforcement,

encryption configurations, and intra-cluster communica-

tion security. Issues such as unauthorized reqests by-

passing mTLS, failures with Istio 1.3, and insecure

internal communication between services indicate

gaps in secure service-to-service communication.

• Permissions & Role Management Issues (25/88, 28.41%):
Ensure that users, applications, and services have the appro-

priate level of access to resources. Role-based access con-

trol (RBAC) and Identity and Access Management (IAM)

are widely used mechanisms to define and enforce permis-

sions in serverless architecture. However, misconfigured

roles, permission errors, and inadequate access control poli-

cies can lead to deployment failures, unauthorized access,

and security vulnerabilities, impacting the reliability and

security of serverless applications. This category includes

IAM misconfigurations, file permission errors, and RBAC-

related challenges, which affect the execution, deployment,

and management of serverless functions and cloud-native

services.

– AWS IAM & Lambda Permission Issues (5/88, 5.68%): These

issues stem from misconfigured IAM roles and Lambda

execution permissions, preventing successful function ex-

ecution and deployment. Issues such as the inability to

remove Lambda execution permissions, failed IAM

role deletion, and deployment failures due to IAM

role assumptions highlight the complexity of man-

aging cloud identity policies.

– File Permission Errors (17/88, 19.32%): Incorrect file per-

missions can disrupt function execution and service de-

ployment. Issues in this category include permission-

denied errors in AWS deployments, file permission is-

sues inWindows environments, failures in accessing

private Docker registries in Knative, and problems

with executing dependencies such as PhantomJS and

TensorFlow. These errors often lead to failed deploy-

ments, restricted file access, and function execution fail-

ures.

– IAM & RBAC Role Issues (3/88, 3.41%): Role-based access

control (RBAC) governs fine-grained access permissions

across cloud resources, but misconfigurations can lead to

excessive privileges, restricted operations, or failed role

assignments. Issues such as EKS IAM tag-to-digest res-

olution failures, improper IAM role annotations,

and overly broad RBAC rules indicate challenges

in enforcing least-privilege access control.

3.2 Causes of Issues (RQ2)
We provided a detailed taxonomy of the underlying causes of the

issues in Table 3. The classification of causes was derived from

an in-depth examination of developer discussions related to the

identified issues. It is worth noting that not all discussions explicitly

disclose the underlying causes of these issues. Through a detailed

analysis, we identified 84 discussions that provided relevant insights

into the causes of issues. These issues were classified into five

main categories, each further divided into 13 subcategories. The

main categories. The analysis revealed that (i) Configuration
and Compatibility Issues (42 out of 84, 50%), (ii) Permission
and Access Issues (13 out of 84, 15.48%), (iii) Security and
Validation Issues (15 out of 84, 17.86%), (iv) Dependency and
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Versioning Issues (7 out of 84, 8.33%), and (v) System and
Infrastructure Failures (7 out of 84, 8.33%) are the categories of
identified causes of the issues.

• Configuration and Compatibility Issues (42/84, 50%):
This category includes causes of the issues related to mis-

configurations, security key issues, and system compatibility

errors. It contains 4 subcategories. Each of them is depicted

below.

– Cross-Environment Compatibility Issues (3/84, 3.57%): These

issues occur when software configurations behave incon-

sistently across different environments, operating systems,

or platforms. Instances include lack of cross-shell com-

patibility for secret generation, incorrect parsing

of S3 key URIs, and CRLF line-ending mismatches in

authentication files on Windows, leading to unex-

pected failures.

– Incorrect Authentication and Security Configurations (7/84,

8.33%): Authentication misconfigurations create security

vulnerabilities and block access to essential services. Is-

sues such as incorrect secret mount paths in YAML

files, missing AUTHORIZER_FUNCTION attributes,

improper authentication for private dependencies,

and failure of Knative serving controllers to au-

thenticate with AWS ECR illustrate the critical

need for proper security policy enforcement and

authentication validation.

– Misconfigured Certificates and Security Keys (20/84, 23.81%):

Certificate mismanagement leads to failures in secure com-

munications and authentication processes. Examples in-

clude self-signed certificates causing validation er-

rors, missing CA certificates, autoTLS misconfigura-

tions, non-rotating SSL certificates, and incorrect

wildcard SSL implementations. These issues highlight

the importance of maintaining up-to-date and properly

configured certificate authorities.

– Incorrect orMissing AWS/Cloud Service Configurations (5/84,

5.95%): Cloud service misconfigurations impact the relia-

bility of serverless applications. Causes of the issues such

as missing domain names in Route 53, incorrect IAM

role propagation delays in AWS, and Alicloud ALB

gateway failures due to missing TLS secrets can lead

to service outages and deployment failures.

– DNS and Networking Misconfigurations (7/84, 8.33%): DNS

misconfigurations affect service discoverability, TLS reso-

lution, and API communication. Issues like missing DNS

setup for TLS, DNS-01 challenge permission failures,

and misconfigured IP retrievals for gcr.io highlight

the importance of properly configured networking

policies to ensure uninterrupted service availabil-

ity.

• Security and Validation Issues (15/84, 17.86%): encom-

pass issues related to authentication failures, authorization

misconfigurations, and SSL/TLS certificate management in

open-source serverless platforms. This category comprises

two subcategories.

– Authentication and authorization failures (7/84, 8.33%) –

These issues arise due to delays in authentication ser-

vice availability, misconfigured role bindings, and blocked

access to critical cloud services. Examples include AWS

services becoming inaccessible due to missing NAT

configurations, authentication failures in multi-

tenant environments, and Istio blocking activator

health probes,which canhinder system performance

and restrict user access.

– SSL/TLS and encryption certificate issues (8/84, 9.52%) – Se-

cure communication in cloud environments depends on

properly configured SSL/TLS encryption. Issues such as

deprecated Symantec-issued SSL certificates, miss-

ing net-certmanager installations, wildcard cer-

tificate conflicts, and protomisconfigurations (HTTP

instead of HTTPS) indicate gaps in encryption poli-

cies, certificate provisioning, and compliance with

modern security standards.

• Permission and Access Issues (13/84, 15.48%) This cat-
egory contains the causes of the issues such as IAM role

misconfigurations and file permission errors that affect sys-

tem security and functionality. These issues restrict ac-

cess to critical resources, cause deployment failures,

and lead to excessive or insufficient permissions, im-

pacting the stability and security of cloud-native

environments.

– Missing or incorrect IAM permissions (7/84, 8.33%) – These

issues occur due to misconfigured or missing IAM policies,

preventing proper access control and resource manage-

ment. Examples include missing events: RemoveTargets

permissions leading to duplicate resources, missing

lambda:GetFunction permissions causing deployment

conflicts, and temporary AWS credentials lacking

IAM permissions without MFA enforcement.

– Incorrect file or directory permissions (5/84, 5.95%) – These

issues arise when file and directory permissions are too

restrictive or improperly configured, preventing functions

from executing correctly. Examples include incorrect

file permissions inside deployment .zip packages, re-

stricted module loading in AWS Lambda, and im-

proper ownership of directories such as /tmp/nginx

due to Docker mounting, leading to access failures.

• Dependency and Versioning Issues (7/84, 8.33%): These
issues arise due to outdated, incompatible, or improperly

managed software dependencies and limitations imposed by

external APIs or third-party services. This category contains

further two sub categories.

– Outdated or incompatible software dependencies (5/84, 5.95%)

– These issues occur when applications rely on outdated li-

braries or frameworks, leading to compatibility errors and

system conflicts. Examples include the ’PseudoContext’

object having no attribute ’environment’ error due

to an outdated Kappa version, ownership conflicts

caused by symlinked Python 2.7 files, and outdated

Ansible versions causing repetitive failures . Ad-

ditionally, TensorFlow’s dependency on easy_install,
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Table 3: Causes of the issues

Category Sub-category Causes of the Issues

Configuration and Compatibility Issues (42)

Cross-environment compatibility (3) Secret Generation Cross-Shell Issues

S3 Key URI Parsing Failure

Incorrect authentication & security configurations (7) Incorrect Secret Mount Path in YAML

Missing/Awrong AUTHORIZER_FUNCTION Configuration

Misconfigured certificates & security keys (20) OpenSSL CSR Whitespace in CN Field

Self-Signed Certificate Validation Issues

Missing AWS/Cloud service configurations (5) Missing Domain in Route 53 (Cert Failure)

Incorrect zappa_settings.json Format (IAM Delay)

Networking misconfigurations (7) Missing DNS Setup for TLS Resolution

TLS Termination Limited to Ingress

Permission and Access Issues (13)
Missing IAM permissions (7) Missing events:RemoveTargets Causes Duplicates

Missing lambda:GetFunction Causes Deployment Issues

Incorrect file permissions (5) Incorrect File Permissions in Deployment .zip

Incorrect File Permissions for PhantomJS

Security and Validation Issues (15)
Authentication & authorization (7) Delayed Authentication Service Availability

_acme-challenge Resolves to Private Instead of Public Zone

SSL/TLS & certificate issues (8) Symantec SSL Certificates No Longer Trusted (Chrome M70+)

Outdated Let’s Encrypt Agreement URL Failure

Dependency and Versioning Issues (7)
Incompatible software dependencies (5) Kappa PseudoContext Attribute Error (Outdated Version)

Workaround (#720) Caused Incorrect Permissions

API & third-party service Issues (2) GitHub API Rate Limit / Invalid GITHUB_TOKEN

Travis Environment Update Issues

System and Infrastructure Failures (7)
Service failures (5) AWS Lambda Temporary Credentials Expired

Nginx Container Crash or Failure

Unclear error messages (2) Subjects Database Connection Failure (Misleading Auth Error)

Error Message Lacks Resource Details

which requires root privileges, is restricted in Kubeless

environments due to securityContext settings.

– API and third-party service limitations (2/84, 2.38%) – Some

failures stem from limitations imposed by external ser-

vices, affecting automation and integration. Examples in-

cludeGitHubAPI rate limiting or invalid GITHUB_TOKEN,

preventing successful deployments, and updates in the Travis

environment that disrupt workflows.

• System and Infrastructure Failures (7/84, 8.33%) encom-

pass service crashes, deployment errors, and unclear
system responses that disrupt the reliability and stability

of open-source serverless platforms. This category contains

two sub-categories.

– Service failures and crashes (5/84, 5.95%) – These issues

arise when cloud services or containerized applications

fail unexpectedly, causing disruptions in execution and

deployment. Examples include AWS Lambda’s temporary

credentials expiring, Nginx container crashes, and

deployment failures leading to missing system pack-

ages. Additionally, bugs such as Net-Kourier Ingress pre-

venting reconciliation and Knative failing to fetch

images when imagePullSecrets are absent further im-

pact system stability.

– Misleading or unclear error messages (2/84, 2.38%) – Cryptic

or misleading error messages make troubleshooting diffi-

cult, delaying issue resolution. Examples include mislead-

ing authorization errors when failing to connect to

a database and error messages that fail to specify the

exact resource causing an issue.

3.3 Solutions of the Issues (RQ3)
We provided a detailed taxonomy of the underlying solutions to

the issues in Table. The classification of solutions was derived from

an in-depth examination of developer discussions related to the

identified issues. It is worth noting that not all discussions explicitly

disclose the solutions to these issues. Through a detailed analysis,

we identified 82 discussions that provided relevant insights into

the solution to issues. These solutions were classified into three

main categories, further divided into 9 subcategories. The main

categories are Security and AccessManagement (31/82, 37.80%),
System and Infrastructure Configurations (31/82, 37.80%), and
Network Security (20/82, 24.39%).

• Security and Access Management (31/82, 37.80%) so-
lutions focus on enhancing secret management, improv-

ing IAM policies, strengthening authentication mechanisms,

and resolving file permission issues in cloud-native envi-

ronments. By addressing misconfigurations and enforcing

stricter security policies, these solutions mitigate unautho-

rized access risks, improve compliance, and enhance the re-

liability of serverless applications. This category comprises

five sub-categories.

– Secret Management (7/82, 8.54%) – These solutions im-

prove the handling of secrets to prevent misconfigura-

tions and expired tokens. Examples include implement-

ing a unified secret generation method (PR #929), en-

suring correct secret configurations, using a valid

GitHub_TOKEN, and attaching image pull secrets to

Knative service accounts. Additionally, workarounds

like wrapping passwords in single qotes prevent

shell misinterpretation errors.

– IAM and Access Control Management (10/82, 12.20%) –

These fixes ensure that IAM policies are correctly defined
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Table 4: Solutions to identified security issues

Category Sub-category Solutions of Issues

Configuration and Security Management (31)

Secret Management (7) Unified Secret Generation Method Implemented

Followed Docs & Fixed Secret Configuration

IAM and Permission Issues (10) Added lambda:GetFunction Permission for IAM

Used assumeRole for IAM

Authentication and Security Configurations (8) Used wsk bluemix login Package in OpenWhisk

Reset CLI Namespace

File and Permission Adjustments (6) Skipped File Metadata Copy to Fix Permission Errors

Ensured Correct File Permissions Before Deployment

Network and Communication Security (20)
SSL/TLS Certificate Management (14) Replaced SSL Certificate with Trusted CA

Added CA Certificates & Set NODE_EXTRA_CA_CERTS

TLS Configuration and Secure Communication (6) Mounted Kafka Certificates as Kubernetes Secrets

Enabled Istio Sidecar Injection for CronJobSource (TLS Support)

System and Infrastructure Configurations

Security and Deployment Configurations (3) Filtered get_best_match_zone() to Use Only Public Hosted Zones

Disabled securityContext for TensorFlow Deployment or Used Custom Runtime

Domain and Network Configuration (12) Correct Domain Presence Resolved the Issue

Used AWS SSM with VPC Endpoint or NAT for Resolution

Bug Fixes and Version Updates (16) Updated fn Tool to Fix SSL Handling Issue

fn Tool Updated

and applied, preventing access errors and permission con-

flicts. Examples include adding lambda:GetFunction

permission, using assumeRole instead of GetSession-

Token, updating IAM policies with necessary S3 per-

missions, and applying strict authorization policies

to block unauthorized reqests.

– Authentication and Security Configurations (8/82, 9.76%) –

Solutions in this category address authentication failures,

incorrect security settings, and misconfigurations in cloud

services. Examples include using wsk bluemix login for

IBM Cloud, ensuring proper authentication formats

for Git servers, confirming OIDC association with

EKS clusters, and implementing securityContext ad-

justments inside containers.

– File and Permission Adjustments (6/82, 7.32%) – These solu-

tions resolve file access and permission-related errors to

enable smooth deployments. Examples include ensuring

correct file permissions before deployment, modify-

ing file permissions in Lambda packages using chmod,

and using alternative deployment methods such as

WSL or docker cp to prevent permission conflicts

• Systemand InfrastructureConfigurations (31/82, 37.80%)
focus on optimizing security settings, refining deployment

strategies, resolving network and domain issues, and ap-

plying necessary bug fixes and version updates to enhance

system stability. These solutions ensure that deployments

run smoothly, services remain secure, and outdated depen-

dencies do not introduce compatibility issues.

– Security and deployment configurations (3/82, 3.66%) –These

solutions address security and execution constraints by

implementing best practices for deployment configura-

tions. Examples include filtering public hosted zones

in get_best_match_zone(), disabling securityCon-

text selectively for TensorFlow installation, and

enforcing runAsNonRoot: true and readOnlyRoot-

Filesystem: true in deployment templates to enhance

security.

– Domain and network configuration (12/82, 14.63%) – These

fixes ensure correct networking setups and domain resolu-

tions to avoid connectivity failures. Examples include cor-

recting domain settings, using AWS SSM with VPC

endpoints, modifying deployment configurations

for non-root containers, verifying DNS settings

for gcr.io, and enforcing HTTPS URLs in routing

policies. Additional steps, such as resetting minikube

environments and ensuring proper indentation in

configuration files, improve deployment stability.

– Bug fixes and version updates (16/82, 19.51%) – This cat-

egory addresses software bugs and outdated dependen-

cies by applying updates and patches. Examples include

upgrading the fn tool to resolve SSL issues, updat-

ing Nuclio to version 1.10.2 to optimize function

templates, propagating KCert status fixes, and up-

dating Net-Kourier to v1.11. Other updates, such as

installing the latest version of Ansible, upgrading

Up, and updating README documentation for ACM

support, ensure that cloud-native applications run

on stable and well-documented configurations.

• Network Security (20/82, 24.39%) focuses on improving

SSL/TLS certificate management and secure communication

configurations to ensure encrypted and authenticated data

transmission in cloud environments. These solutions address

certificate provisioning, renewal, and integration challenges,

helping prevent unauthorized access and ensuring compli-

ance with security standards.

– SSL/TLS certificate management (14/82, 17.07%) – These

solutions improve SSL/TLS certificate handling to prevent

security risks related to expired, misconfigured, or un-

trusted certificates. Examples include replacing SSL cer-

tificates with those from a trusted Certificate Au-

thority, ensuring the proper creation and reference

of TLS certificate secrets in Istio, and installing

the net-cert-manager plugin for automated TLS

handling. Additional measures include implementing

certificate renewal before expiry, using wildcard
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certificates, and enabling auto-TLSwith cert-manager

to reduce manual configuration overhead.

– TLS configuration and secure communication (6/82, 7.32%)–

These solutions ensure secure data transmission between

cloud components by enforcing TLS protocols and secure

communication mechanisms. Examples include mount-

ing Kafka certificates as Kubernetes secrets, en-

abling Istio sidecar injection for internal TLS com-

munication, configuring Prometheus to use Istio

mTLS certificates, and implementing TLS support in

Python runtime. Other fixes involve allowing inse-

cure TLS connections for specific workloads while

maintaining overall network security policies.

4 Related work
In recent years, serverless architecture has gained widespread atten-

tion among researchers and practitioners, particularly following the

launch of AWS Lambda. Numerous studies have investigated differ-

ent aspects of serverless computing, including strategies to mitigate

cold start delays, solutions to overcome resource constraints, and

challenges related to vendor lock-in. For example, Leitner et al.

[15] conducted a mixed-method study examining how develop-

ers utilize Function-as-a-Service (FaaS) in industrial environments,

highlighting the need for an alternative approach that prioritizes

composing existing services rather than developing applications

from scratch. Qiang et al. [23] utilized Intel Software Guard Ex-

tensions (SGX) alongside a WebAssembly sandboxed environment

to develop Se-Lambda, a security framework for protecting API

gateways. SGX establishes a trusted execution environment that se-

curely stores and processes sensitive data, preventing unauthorized

access and data breaches in serverless applications. Additionally,

Alder et al. [1] incorporated SGX with a trustworthy resource mea-

surement mechanism within the serverless platform to enhance

security and accountability. Similarly, Marin et al. [17] provide a

comprehensive analysis of security challenges in serverless com-

puting, highlighting the vulnerabilities inherent in its architecture

while also discussing potential mitigation strategies. Their work

categorizes threats at both application and infrastructure levels. Ni

et al. [20] introduce a multi-layer security quantification model for

serverless computing, utilizing Attack Tree and Attack-Defense

Tree methodologies to assess risks at different architectural layers.

They propose the Relative Risk Matrix (RRM) to estimate attack

probabilities, providing a structured approach to enhancing server-

less security. Ahmadi (2024) examines network security challenges

in serverless computing, identifying risks such as insecure depen-

dencies, cold-start attacks, and resource exhaustion. The study

proposes mitigation strategies including encryption, monitoring,

and the use of AI and blockchain to enhance security. Mondal et al.

[18] focused on the security aspects of serverless computing in their

empirical study, addressing issues like cold start delays, inadequate

function debugging, and vulnerabilities. They proposed security

quantification methods including attack tree and attack-defense

tree models to assess potential threats in a serverless environment

Several studies have investigated open-source software reposito-

ries to better understand the challenges developers face in serverless

application development. For example, Eskandani and Salvaneschi

[9] examined nearly 2,000 serverless applications and identified key

obstacles, including restricted component reuse, limited platform

flexibility, and challenges with debugging and testing. Likewise,

Wen et al.[26] analyzed 619 Stack Overflow questions related to

serverless development, revealing common difficulties in configu-

ration and resource management, often attributed to inadequate

documentation and a lack of effective support tools. Expanding on

this, Eismann et al. [8] conducted a survey of both academic and

industry-based serverless applications, highlighting the benefits of

serverless adoption, such as reduced operational complexity and

improved scalability. However, their study also pointed out notable

drawbacks, particularly for workloads that are data-intensive or

highly sensitive to latency. Similarly, other empirical studies have

explored different perspectives, such as migration intentions and

strategies [11], decision model for selecting serverless platforms

[13], and migrating applications to serverless [12] .

However, no study has empirically analyzed closed issues of

open-source serverless platforms. To bridge this gap, this study

presents a taxonomy of security issues, their root causes, and po-

tential solutions.

5 Threats to validity
This section identifies potential threats that could impact the valid-

ity of this research and its findings. These threats are categorized

into four key areas: internal, construct, external, and conclusion

validity.

Internal Validity: concerns potential bias in project selection

and data collection [27]. To minimize selection bias, a structured

multi-step framework selection process was used. Interpersonal

bias in data analysis was reduced through strict inclusion criteria

and regular collaborative meetings.

Construct Validity: ensures that core concepts, such as issue

identification, are accurately represented [27]. To address this, stan-

dardized data extraction protocols were developed and refined

through discussions. Issues were systematically mined from 12

open-source serverless platforms and verified by all co-authors to

enhance data reliability.

External Validity: relates to the generalizability of findings [27].
The study analyzed 88 issues across multiple platforms, ensuring

diverse perspectives. A structured thematic analysis was applied

to minimize subjectivity, though findings may not generalize to all

serverless platforms.

Conclusion Validity: ensures accurate interpretations [27].

Data extraction and analysis were reviewed collaboratively to re-

duce individual bias. Clearly defined inclusion and exclusion criteria

ensured consistency and reliability in findings.

6 Discussion
The findings of this study provide an empirical understanding of

security issues in open-source serverless platforms by analyzing

developer discussions on GitHub. Our taxonomy categorizes secu-

rity challenges, their root causes, and potential solutions, offering

valuable insights for developers and researchers. The results in-

dicate that Certificate & Encryption Issues, Permissions & Role

Management Issues, and Security & Authentication Issues are the
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most frequently encountered security concerns. Many of these is-

sues stem from misconfigurations, missing or inadequate access

controls, and dependency-related failures.

One key observation is that configuration and compatibility

issues account for a significant proportion of security problems,

highlighting the complexities of setting up and managing security

policies in serverless environments. This aligns with previous re-

search emphasizing that serverless platforms require a different

security approach due to their event-driven nature and dynamic

execution model. Another critical insight is the prevalence of mis-

configured authentication mechanisms, which pose risks of unau-

thorized access and service disruptions. These findings suggest that

developers may struggle with integrating security best practices

into their serverless deployments, potentially due to inadequate

documentation or limited security tooling support.

The proposed solutions indicate that enhancing security con-

figurations, improving IAM policies, and automating certificate

management can mitigate many of these issues. Our analysis also

highlights the importance of collaborative issue resolution in open-

source projects, where developers actively discuss and refine secu-

rity fixes. The findings suggest that improved documentation, au-

tomated security testing, and better integration of security policies

within serverless frameworks can help address these challenges.

Despite these contributions, the study has certain limitations.

Since it focuses on closed GitHub issues, there is a possibility that

some unresolved or undocumented security problems were not cap-

tured. Additionally, the findings may not generalize to proprietary

serverless platforms, which have different security architectures

and support mechanisms. Future research should explore a broader

range of security concerns across multiple serverless environments,

including controlled experiments to validate mitigation strategies.

Implications for Researchers. Our findings open several av-

enues for future research. First, while existing studies on serverless

security focus on theoretical threat models, this study provides

empirical evidence of real-world security challenges. Researchers

can build upon this work by exploring automated techniques to

detect and mitigate these issues at different stages of serverless

application development. Additionally, future studies can examine

how security concerns evolve over time in longitudinal studies,

identifying trends and improvements in security practices. Another

area of interest is comparing security issues in open-source and

proprietary serverless platforms, investigating how different archi-

tectures and security policies impact vulnerability management.

Lastly, developing automated tools that integrate security best prac-

tices into serverless development workflows could significantly

benefit the research community.

Implications for Practitioners. For software developers and
security practitioners, the findings underscore the critical need

for proactive security management in serverless environments.

Since misconfigurations are the leading cause of security issues,

practitioners should prioritize automated security enforcement,

such as policy-as-code approaches, to ensure compliance with best

practices. The high frequency of authentication and access control

failures suggests that stronger identity and access management

(IAM) policies are required to prevent unauthorized access.

Additionally, the study highlights the importance of community-

driven knowledge sharing. Practitioners can benefit from actively

participating in GitHub discussions, contributing to issue resolu-

tion, and adopting security recommendations from real-world cases.

Better documentation and security guidelines tailored for server-

less development could help address knowledge gaps and reduce

recurring security failures. By leveraging the insights from this

study, practitioners can make informed decisions about securing

their serverless applications.

7 Conclusion and future work
This study presents a systematic analysis of security issues in open-

source serverless platforms by examining 102 security-related dis-

cussions from GitHub. The resulting taxonomy provides a struc-

tured understanding of security vulnerabilities, their root causes,

and potential solutions. Our findings indicate that misconfigura-

tions, access control failures, and dependency issues are the primary

security challenges faced by developers. By analyzing real-world

discussions, this study contributes empirical evidence to the field

of serverless security, offering actionable insights for researchers

and practitioners.

Future work should expand this research by conducting lon-

gitudinal studies to track how security issues evolve over time,

exploring security practices in proprietary serverless platforms,

and developing automated tools to assist developers in identifying

and mitigating security risks in serverless applications with these

open-source serverless platforms.
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