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Machine learning, artificial intelligence, and Industry 4.0 has given rise to new technolo-
gies that offer powerful tools for industrial manufacturing companies to successfully operate
in an environment of increased production costs and tightening environmental regulations.
One of the potential manufacturing industries to benefit from such technologies is the forest
industry where especially in Finland the raw material costs have increased. In this thesis,
a Bayesian machine learning algorithm is studied to detect and classify abrupt changes in
the manufacturing processes measurements. The algorithm is applied to the sawmill wood
drying process measurements where unhealthy process conditions are timestamped and clas-
sified. This enables an automated process measurements monitoring and root-cause analysis.
Based on the results of the experiments, the algorithm is able to detect and classify change-
points from the real process measurements but it was noticed that certain characteristics of
the measured signals may hinder the algorithm’s performance. The focus of the thesis is
on implementation of the algorithm in a way that takes into account the constraints of the
process conditions such as the limited computation capacity.
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Koneoppiminen, tekoäly, ja teollisuus 4.0 ovat synnyttäneet uusia teknologioita, jotka tar-
joavat tehokkaita työkaluja valmistavan teollisuuden yrityksille menestyäkseen kasvavien
tuotantokustannusten ja kiristyvän ympäristölainsäädännön ympäristössä. Yksi mahdolli-
sista valmistavan teollisuuden aloista, joka voi hyötyä tällaisista teknologioista on metsä-
teollisuus, jossa erityisesti Suomessa raaka-ainekustannukset ovat nousseet merkittävästi.
Tässä työssä tutkitaan Bayesilaista koneoppimisalgoritmia, jonka tavoitteena on havaita ja
luokitella äkillisiä muutoksia teollisuusprosessien mittauksissa. Algoritmia sovelletaan sa-
hateollisuuden puunkuivauksen prosessimittauksiin, joissa ongelmalliset prosessiolosuhteet
ajoitetaan ja luokitellaan. Tämä mahdollistaa prosessimittausten automatisoidun seurannan
ja juurisyyanalyysin. Tehtyjen kokeiden tulosten perusteella algoritmi pystyy havaitsemaan
ja luokittelemaan muutokset prosessimittauksista, mutta tiettyjen signaalien ominaisuuksien
havaittiin heikentävän algoritmin suorituskykyä. Työn painopisteenä on algoritmin imple-
mentoiminen siten että prosessiolosuhteiden tuomat rajoitteet otetaan huomioon, kuten esi-
merkiksi rajallinen laskentateho.
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1 Introduction

The developments in the measurement, communication, and cloud technologies have en-
abled the emerging of Industry 4.0, where the cyber-physical systems, advanced data analyt-
ics, and intelligent automation are integrated into the industrial production systems. During
recent years especially the forest industry in Finland has faced radical increase in the raw
material costs and tighten sustainability requirements. For such challenges the industry 4.0
is expected to provide solutions by optimizing production efficiency, reducing energy con-
sumption, and improving product quality. The rise of machine learning and artificial intelli-
gence offers powerful tools to utilize large amounts of real-time process data more efficiently
than ever. In this thesis, a Bayesian machine learning method to detect and classify abrupt
changes in the sawmill kilning process is studied.

Zhao, Wulder, et al. (2019) introduce a Bayesian change-point detection and time series
decomposition method called BEAST for satellite time-series data. In this thesis, a similar
method is applied for the industrial process data. The method decomposes time-series into
trend and oscillation components and detects change-points in them. The method utilizes
Bayesian inference for change-point detection and time-series decomposition. For posterior
sampling, reversible jump Markov chain Monte Carlo sampler, introduced by Green (1995),
is used with Gibbs sampler. To improve the algorithm’s change-point detection performance,
a smart inverse transform based proposal method is introduced in this thesis.

The BEAST method is widely used statistical method in various disciplines from remote
sensing to political sciences. For example Reuning, Whitesell & Hannah (2022), studied
changes in the rate of comments, shares, and reactions on local Republican Facebook pages
with the BEAST method. In the study, timings of the changes are identified with the method
from the data and used to study whether they line up with the reported Facebook algorithm
changes. Aqel et al. (2024) used the BEAST method as a data preprocessing method for
a local field potential signal data, recorded from the brains of both anesthetized and freely
moving rats. With the BEAST method, the representation of the data is simplified for the
subsequent reconstruction using eigensystem realization algorithm. From the field of civil
engineering, Langtry et al. (2024) improved forecasting accuracy of multi-layer perceptron
and data efficiency by screening the training data with the BEAST method. In the study, a
change-point analysis was performed to the training data with the method before training the
model which turned out be a better approach than just increasing the size of the training data.
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1.1 Bayesian inference

In a statistical data analysis, often the objective is to make an inference about an unknown
θ ∈ Rk based on the data y ∈ Rd . In many applications the data y consists of some kind of
uncertainty, for example measurement noise, which also impacts to the inference made of
θ . In Bayesian inference, θ is thought as a random variable which can take different values
based on the probability distribution it follows. One possible approach to make an inference
about θ is to estimate the expected value of it given the data y as follows

θCM = E(θ | y) =
∫︂
Rk

θ p(θ | y)dθ , (1)

which is called a conditional mean (CM) estimation where p(θ | y) is the probability of θ

given y. In Bayesian setting, p(θ | y) is called a posterior probability which is calculated by
Bayes’ theorem

p(θ | y) =
p(y | θ)p(θ)

p(y)
, (2)

where p(y) is the probability of the data, p(y | θ) is the probability of y given θ , and p(θ) is
the probability of θ . p(y | θ) is called a likelihood and p(θ) a prior probability.

In Bayesian inference, a prior knowledge is included to the analysis by defining the prior
probability function which can be made to reflect for example the prior beliefs of the θ

values. The prior knowledge is then updated with a new knowledge acquired from the data y

by multiplying the prior probability with the likelihood. The updating almost surely reduces
the uncertainty about the estimated quantity θ which can be seen as a lower variance in
the posterior than in the prior. The corresponding result can be shown by the conditional
distribution results from probability theory which states that the variance of θ includes two
terms, the mean of the conditional variance and the variance of the conditional mean as
follows (Gelman, Carlin, et al., 2025)

Var(θ) = E(Var(θ | y))+Var(E(θ | y)).

Since all of the terms in the above equation are positive, the following result can be derived

E(Var(θ | y))≤ Var(θ),

which states that the expectation of the θ variance given y is less or equal than the variance
of θ .
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1.2 Objectives and delimitations

The objective of this thesis is to implement a change-point detection and time series decom-
position method, which could be used to detect change-points from the industrial process
measurements and to further classify them into oscillation and trend change-points as accu-
rately as possible with minimum required computation capacity. From the industrial process
point of view, such method could be used to automate the monitoring of the processes. Since
most of the industrial processes contains large amounts of measurements, the monitoring of
all the relevant ones requires a lot of human resources.

With the change-point detection, unhealthy process conditions could be timestamped from
the process measurements which could be further used to estimate the duration of such con-
ditions and to find the possible root causes from other measurements. With the change-point
classification into oscillation and trend, the possible root causes can be further studied since
most probably oscillation occurs for different reasons than drift. In this thesis, the method
is applied to the measurement difference to the target value, in which no oscillation or trend
should occur during the healthy process conditions. For such signals, the definitions for the
unhealthy process conditions are more simple to formulate since all the existing trends and
oscillations can be flagged as an unhealthy while taking into account the uncertainty in the
estimations which Bayesian methods such as the BEAST does.

The primary focus of the thesis is on the implementation of the algorithm in a way that the
constraints of the process conditions such as the limited computation capacity are considered.
For example, an convergence assesment of the algorithm is performed but the usability of
the algorithm in an industrial process environment is emphasized at the expense of a total
convergence, if required. Also from the method point of view all the estimated parameters
are not studied in detail since only limited number of them are relevant from the process
perspective. The estimation of the unimportant parameters from the process point of view,
is done only due to the lack of information to predefine them which is why it is better to let
the method estimate them based on the data (Zhao, Wulder, et al., 2019). The most relevant
parameters from the process perspective are the number of change-points and timings, the
overall goodness of fit of the model and the decomposed components. Also one of the
interesting estimated parameter is also the noise variance but since the true noise variance of
the process measurements is not known, it is left out of the analysis in this thesis.

1.3 Structure of the thesis

The structure of the thesis is designed so that all the relevant theory related to the studied
method and application area are first explained after which the results of the experiments
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are presented. In Chapter 2 the whole sawmill production process is shortly presented as
well as the wood drying process which is explained more in detail. In the final section of
the Chapter 2, real process signals which are used in this thesis, are presented. The theory
of the BEAST method is introduced in Chapter 3, where the underlying time series model,
Bayesian formulation, and the methods for posterior inference are presented. In Chapter 4, a
short general introduction to the Markov chain Monte Carlo (MCMC) sampling is provided
with a more in detail theory sections related to the BEAST method’s samplers: Gibbs and
reversible jump. In the same Chapter, the new proposal method to propose change-points
in the BEAST method is also introduced. As a final section in the Chapter 4, the selected
convergence assesment method for the algorithm is presented. Chapter 5 contains the results
of the convergence assesment on the synthetic data, as well as the change-point detection
and time series decomposition results on both synthetic and real data. In Section 5.2, the
used design of the algorithm is defined based on the convergence assesment results on the
synthetic data. In the final Chapter 6, conclusions are presented based on the results of the
experiments where also the potential topics for future studies are proposed.



12

2 Sawmill process

In Figure 1 a traditional sawmill process flow is visualized. Different sections of the sawmill
processes are numbered from one to nine. The sawing process starts from the log sorting
(number one in the Figure) where logs are received, measured, and sorted. In section number

Figure 1: Sawmill process flow diagram. Motivated by Varis et al. (2018).

two, the sorted logs are debarked and fed to a sawing line which is section number three in
the Figure. In the sawing, the logs are cut into cants and further into sawn goods (Varis
et al., 2018). The section number four in the Figure is the dimensional sorting plant, where
the sawn goods are sorted to pockets by dimension and quality (Varis et al., 2018). After
dimension sorting, the drying loads are formed in a stick-stacking station (number five in
the Figure) where the sawn goods from the dimensions sorting pockets are stacked on top of
each others, separated with sticks, and then transferred to the kilning area (number six in the
Figure). In the kilns, the timber is dried to the target moisture content. The section seven
in the Figure is the dried timber grading plant where the dried timber is graded according
to the visual quality and if necessary by strength (Varis et al., 2018). In the packaging area
(number eight in the Figure), the timber packed into packages is secured and protected with
bands and wrapping (Varis et al., 2018). From packaging the finished packages are finally
moved to the storage, which is section nine in the Figure.
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2.1 Wood drying process

As already mentioned in the Introduction, this thesis focuses on the sawmill kilning process
(drying process), where the objective of the process is to dry the timber to the target moisture
content. The two drying grades are shipping dry (18-24% moisture content) and carpenter
dry (8-14% moisture content) (Varis et al., 2018). The moisture content of a wood is cal-
culated by dividing the mass of water in the wood with the oven-dry mass of the wood and
converting it to percentages (Varis et al., 2018). For comparison, the moisture content of a
freshly cut tree is usually 40-200% (Varis et al., 2018).

Since wood is a hygroscopic and anisotropic material, meaning that it absorbs moisture from
the air and shrinks and expands in the radial, tangential, or grain direction when moisture
changes, wood drying must be done carefully (Varis et al., 2018). Moreover, the moisture
content within one piece of timber varies in a way that heartwood is always drier than sap-
wood (Varis et al., 2018). The anisotropic nature of wood twists and bends the wood during
the drying process, and the tangential shrinkage may cause checks to the timber which should
be avoided (Varis et al., 2018). In wood drying, these properties of the wood must be taken
into account in order to attain the quality requirements of the timber.

There are two types of timber drying kilns: chamber kilns and progressive kilns (Varis et al.,
2018). In this thesis, the focus is on the chamber kilns whose basic structure is visualized
in Figure 2. In the chamber kilns, timber is dried by humid air circulation, which transfers

Figure 2: Basic structure and air flows of single-zone chamber kiln. Edited image from
Valutec (2025).

moisture from the wood to the kiln air (Varis et al., 2018). Air circulation is enabled with
fans located in the upper area of the kiln. The moisture content of the kiln air is adjusted
with the air vents and the temperature with the radiators. The heat inside the kiln evaporates
the moisture from the wood to the kiln air and the air circulation transfers it outside the kiln.
In the chamber kilns, air flows in both directions every few hours to prevent uneven wood
drying in the drying batch.
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2.2 Process data

The process measurement to which the algorithm introduced by Zhao, Wulder, et al. (2019)
is applied is the difference between the measured kiln air temperature and the target temper-
ature:

xmeas = Tmeas −Ttarget, (3)

where Tmeas is the measured temperature inside the kiln and Ttarget is the target temperature.
In the chamber kilns, two kinds of temperatures are measured: wet and dry-bulb temper-
atures. The wet-bulb temperature measures the temperature of the kiln air with humidity
of 100%. The dry-bulb temperature is the temperature which is usually understood as the
standard air temperature. The humidity inside the kiln can be deduced from the difference
between the wet and dry-bulb temperatures. Since the kiln air humidity defines how much
water can be evaporated from wood to the kiln air, wet and dry-bulb temperatures are one
of the most important measurements in the drying process. In this thesis, the dry-bulb mea-
surements are used in the numerical experiments. Also other process measurements could
be used with the same method.

The real process data used in this thesis is scaled in according to the min-max scaling as
follows

xscaled =
xmeas

max(xmeas)−min(xmeas)
, (4)

where xmeas is as defined in Equation (3). In Figures 3, 4, 5, and 6 four real process measure-
ments of xscaled can be seen of which the measurements in the Figures 4, 5, and 6 are under
unhealthy process conditions and the measurement in the Figure 3 is under healthy process
conditions. The real process measurements under the unhealthy process conditions are used
to evaluate the performance of the model in the Experiments section.
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Figure 3: Real data healthy.

From the process point of view, there are two kinds of process conditions that are harmful
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Figure 4: Real data unhealthy 1.
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Figure 5: Real data unhealthy 2.
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Figure 6: Real data unhealthy 3.

to the drying process and can be detected from the measurements xmeas: drift from the target
temperature and strong oscillation around the target temperature. These kinds of unhealthy
process patterns can be seen in Figures 4, 5 and 6. In the Figure 4, it can be seen that around
the time index 1000 and 6000, the measured dry-bulb temperature clearly drifts higher than
the target temperature for a significant amount of time. In the Figure 5, a strong oscillation
around the target and a slight linear drift from the target dry-bulb temperature can be de-
tected. Moreover, the frequency of the oscillation changes notably at around the time index
500. In the Figure 6 various drifts from the target temperature and a strong oscillation in dif-
ferent frequencies can be noticed. For a comparison, in Figure 3, measurements from healthy
process conditions can be seen. In the healthy process conditions, the residual between the
target and the measured temperatures does not contain any noticeable pattern, for example,
a linear or a seasonal trend. In mathematical terms, the residual resembles more or less a
white Gaussian noise with the mean zero under healthy process conditions.
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With the similar model as introduced by Zhao, Wulder, et al. (2019), the unhealthy process
conditions mentioned above are attempted to be identified and timestamped from the pro-
cess measurements. The identification and classification of the unhealthy process conditions
enables the determination of the problems causes since the linear drift and oscillation have
different root-causes. For example in the wood drying process the wet temperature drift be-
low the target temperature during the condition phase is often caused by the malfunctioning
of the sprayers whereas a strong oscillation might be caused by the problems in the electrical
motors of the ventilation dampers. By timestamping and classifying the problems in the pro-
cess measurements, also the duration of the problems can be calculated. The total duration of
the unhealthy process conditions in the process can be used for example to define the current
condition of the chamber and whether a more careful maintenance is needed.
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3 BEAST: Bayesian Ensemble Algorithm for Change-Point

Detection and Time Series Decomposition

In this chapter, the BEAST method introduced by Zhao, Wulder, et al. (2019) is presented
with all the definitions. The method assumes that the time-series data is from an additive
process characterized by linear, seasonal (or oscillation), and noise components which can
be expressed as follows

yi = S(ti,θS)+T (ti,θT )+ εi, (5)

where yi ∈ R and εi ∼ N (0,σ2) is the Gaussian noise term with the variance σ2 ∈ R+,
S(ti,θS) is the seasonal component and T (ti,θT ) is the linear component (Zhao, Wulder, et
al., 2019). The parameters to be estimated for the components are θS, θT , and for the noise
term the variance σ2. ti ∈ R+ is the time parameter (Zhao, Wulder, et al., 2019).

The linear component is characterized as a piecewise general first order polynomial which
can be expressed as follows

T (t) = a j +b jt,

τ j ≤ t < τ j+1, j = 0, ...,m,
(6)

where m ∈ Z+ is the number of linear trend change-points and {τ} j=1,...,m are the timings of
them (Zhao, Wulder, et al., 2019). Note that τ0 refers to the first time index and τm+1 refers
to the last time index of the time series. For the m amount of linear change-points given as
{τ} j=1,...,m, there exists m+1 amount of the first order polynomials and for all the first order
polynomials, the parameters a,b ∈ R are estimated. The parameters θT to be estimated for
the linear component T (t) are (Zhao, Wulder, et al., 2019)

θT = {m}∪{τ} j=1,...,m ∪{a j,b j} j=0,...,m.

The seasonal component is characterized as a piecewise harmonic model consisting sine and
cosine terms of different frequencies which can be expressed as follows

S(t) =
Lk

∑
l=1

ak,l sin
(︃

2πlt
P

)︃
+bk,l cos

(︃
2πlt

P

)︃
,

ξk ≤ t < ξk+1,k = 0, ..., p,

(7)

where P ∈ R+ is a period of the seasonal component, Lk ∈ Z+ is the harmonic order of
the k:th segment, p ∈ Z+ is the number of seasonal change-points and {ξk}k=1,...,p are the
change-point timings (Zhao, Wulder, et al., 2019) . As the linear component, also the sea-
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sonal component consists of p+1 harmonic models for which all the parameters ak,l,bk,l ∈R
are estimated. The estimated parameters of the seasonal component θS are (Zhao, Wulder,
et al., 2019)

θS = {p}∪{ξk}k=1,...,p ∪{Lk}k=0,...,p ∪{ak,l,bk,l}k=0,...,p;l=1,...,Lk .

The period P is either predefined or approximated by the autocorrelation of the data. Zhao,
Wulder, et al. (2019) defines P by the autocorrelation. In this thesis P is defined by the
autocorrelation.

The parameters of the time series model in Equation (5) can be grouped into the model
structure parameters M and segment-specific coefficient parameters βM as follows

M = {m}∪{τ} j=1,...,m ∪{p}∪{ξk}k=1,...,p ∪{Lk}k=0,...,p,

βM = {a j,b j} j=0,...,m ∪{ak,l,bk,l}k=0,...,p;l=1,...,Lk ,

where the subscript M reflects the natural dependence of the coefficients on the model struc-
ture (Zhao, Wulder, et al., 2019). Using the grouped variables, the time series model can be
formulated into a more familiar form:

yi = xM(ti)βM + εi, (8)

where xM(ti) ∈ R2(m+1)+∑
p
k=0 2Lk contains the model structure (Zhao, Wulder, et al., 2019).

The grouping of the estimated model parameters also simplifies the notations in the next
chapters.

3.1 Bayesian formulation

As explained in Section 1.1, the conditional mean estimation integrates over the parameter
space by sampling parameter values from the posterior distribution, which can be formulated
by the Bayes’ theorem given in the Equation (2). In the BEAST method, the posterior distri-
bution of the estimated parameters βM, M and σ2 given the data y is expressed as follows

π(βM,σ2,M | y) ∝ π(y | βM,σ2,M)π(βM,σ2,M), (9)

where the likelihood is a Gaussian distribution π(y | βM,σ2,M) ∼ N (y;xM(t)βM,σ2) and
the prior is formulated as follows

π(βM,σ2,M) = π(βM,σ2 | M)π(M).
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where π(M) is the prior distribution of the model structure parameters M and π(βM,σ2 | M)

is the prior distribution of the segment-specific model coefficients βM and the noise variance
σ2 given the model structure parameters M (Zhao, Wulder, et al., 2019).

The model prior π(M) can be further formulated as follows

π(M)

= πT ({τ j} j=1,...,m,m | MT ,hT )πS({ξk}k=1,...,p, p | MS,hS)πO(Lk | p,Lmin,Lmax)

= π({τ j} j=1,...,m | hT )π(m | MT )π({ξk}k=1,...,p | hS)π(p | MS)...

πO({Lk}k=0,...,p | p,Lmin,Lmax),

where πT , πS, and πO refers to linear trend component, seasonal component, and harmonic
order prior distributions, respectively (Zhao, Wulder, et al., 2019). The prior distribution for
the number of linear change-points π(m | MT ) is defined as a discrete uniform distribution
U [0,MT ] as follows

π(m | MT ) =

⎧⎨⎩ 1
MT+1 , 0 ≤ m < MT

0, otherwise
, (10)

where MT ∈ Z+ is the maximum allowed number of linear change-points (Zhao, Wulder,
et al., 2019). The prior for the number of seasonal change-points π(p|MS) is similar with the
prior of the linear change-points:

π(p | MS) =

⎧⎨⎩ 1
MS+1 , 0 ≤ m < MS

0, otherwise
, (11)

where MS ∈ Z+ is the maximum number of seasonal change-points allowed (Zhao, Wulder,
et al., 2019). The priors for the change-point timings for the trend change-points {τ j} j=1,...,m

and for the seasonal change-points {ξk}k=1,...,p are defined as follows

π({τ j} j=1,...,m | hT ) ∝

⎧⎨⎩1, max |τi − τ j|< hT

0, otherwise
, (12)

and

π({ξk}k=1,...,p | hS) ∝

⎧⎨⎩1, max |ξi −ξ j|< hS

0, otherwise
, (13)

where hT ,hS ∈R+ are the minimum time intervals for the change-points to locate from each
others (Zhao, Wulder, et al., 2019). hT is for the linear change-points and hS is for the
seasonal change-points. The prior for the harmonic orders is defined as a multiplication over
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all the model’s harmonic orders prior probabilities as follows

πO({Lk}k=0,...,p | p,Lmin,Lmax) =
p

∏
k=0

π(Lk | Lmin,Lmax), (14)

where the prior for Lk is defined as a discrete uniform distribution U [Lmin,Lmax] as follows

π(Lk | Lmin,Lmax) =

⎧⎨⎩ 1
Lmax−Lmin+1 , Lmin ≤ Lk < Lmax

0, otherwise
. (15)

Lmin and Lmax are the minimum and maximum harmonic orders allowed for the segment-
specific harmonic models (Zhao, Wulder, et al., 2019).

The prior distribution corresponding to the model coefficients βM and the noise variance σ2

can be further formulated as follows

π(βM,σ2 | M)

= π(βM,σ2,ν | M)

= πβM(βM | σ
2,ν ,M)πσ2(σ2 | a,b)πν(ν | c,d),

where the prior distribution for the segment-specific model coefficients βM is defined as a
Gaussian distribution with the zero mean and the covariance of σ2νIM where ν is the pa-
rameter to be estimated for the covariance with an inverse-gamma prior distribution defined
by the two hyperparameters c,d ∈R+ as follows ν ∼I G (c,d) (Zhao, Wulder, et al., 2019).
πσ2 is the prior distribution for the noise variance σ2 also defined as an inverse-gamma dis-
tribution with the hyperparameters a,b ∈R+ as σ2 ∼I G (a,b) (Zhao, Wulder, et al., 2019).
Since no prior information exist of the parameters σ2 or ν , by defining the hyperparameters
a,b,c,d properly, the priors can be set to equal almost uninformative priors (Zhao, Wulder,
et al., 2019).

In Figure 7 the hierarchical structure of the model parameters can be seen. The full for-
mulation of the posterior given in the Equation (9) with all the prior distributions can be
represented as follows

π(βM,σ2,ν ,M | y)

∝ p(y | βM,σ2,ν ,M)πβM(βM | σ
2,ν ,M)πσ2(σ2 | a,b)πν(ν | c,d)...

π({τ j} j=1,...,m | m,hT )π({ξk}k=1,...,p | p,hS)π(p | MS)π(m | MT )...
p

∏
k=0

π(Lk | Lmin,Lmax),

(16)
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Figure 7: Hierarchy of the parameters in the BEAST method. Motivated by Zhao, Wulder,
et al. (2019).

where {a,b,c,d,MS,MT ,hS,hT ,Lmin,Lmax} are the constant parameters which have to be
predefined (Zhao, Wulder, et al., 2019). As a summary, below is a list of all prior distribution
for the estimated model parameters (Zhao, Wulder, et al., 2019):

πσ2(σ2 | a,b) = I G (σ2;a,b)

πν(ν | c,d) = I G (ν ;c,d)

πβ (βM | σ
2,ν ,M) = N (βM;0M,σ2

νIM)

π(m | MT ) =

⎧⎨⎩ 1
MT+1 , 0 ≤ m < MT

0, otherwise

π({τ j} j=1,...,m | hT ) ∝

⎧⎨⎩1, max |τi − τ j|< hT

0, otherwise

π(Lk | Lmin,Lmax) =

⎧⎨⎩ 1
Lmax−Lmin+1 , Lmin ≤ Lk < Lmax

0, otherwise

π(p | MS) =

⎧⎨⎩ 1
MS+1 , 0 ≤ p < MS

0, otherwise

π({ξk}k=1,...,p | hS) ∝

⎧⎨⎩1, max |ξi −ξ j|< hS

0, otherwise.
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3.2 Decomposition of the posterior

Zhao, Wulder, et al. (2019) decompose the posterior in Equation (16) into three conditional
posteriors to simplify the sampling procedure. By the posterior decomposition the analyt-
ically intractable complex posterior in Equation (16) can be decomposed into two analyt-
ically tractable posteriors and one analytically intractable but much simpler posterior than
the posterior in Equation (16). The major advantage in analytically tractable posterior dis-
tribution sampling is that no Metropolis-Hastings kind of acceptance/rejection procedure is
required, which greatly reduces the computation load of the sampling. One of the most well-
known Markov chain Monte Carlo sampling methods for the analytically tractable posteriors
is Gibbs sampling, where all the samples from the multidimensional posterior are accepted.
The samplers used in this thesis are presented in more detail in Chapter 4.

Zhao, Wulder, et al. (2019) decompose the posterior given in the Equation (16) into three
conditional posteriors as follows

π(M | ν ,y) ∝ π(y | ν ,M)π(M), (17)

π(βM,σ2 | ν ,M,y) ∝ N (βM;V∗
MXT

My,σ2V∗
M)...

I G

(︃
σ

2;a+
n
2
,b+

yT y−yT XMV∗
MXT

My
2

)︃
,

(18)

π(ν | βM,σ2,M,y) ∝ I G (ν ;c+
pM

2
,d +

β T
MβM
2σ2 ), (19)

where V∗
M =(ν−1IM+XT

MXM)−1. The posteriors π(βM,σ2 | ν ,M,y) and π(ν | βM,σ2,M,y)
introduced in Equations (18) and (19) are analytically tractable due to conjugate priors
π(βM,σ2 | M) and π(ν). The posterior π(M | ν ,y) in Equation (17) is analytically in-
tractable because of the complex structure of the model prior distribution π(M). Since being
analytically tractable the posteriors in Equations (18) and (19) can be sampled using Gibbs
sampling but the posterior in Equation (17) requires a more sophisticated sampler. The
standard Metropolis-Hastings sampling method cannot be applied to this problem since the
dimension of Mi varies during the iterations because the number of change-points m and p

may vary which also changes the dimension of the parameters {Lk}k=0,...,p, {τ j} j=1,...,m, and
{ξk}k=1,...,p. To sample trans-dimensional parameter M, Zhao, Wulder, et al. (2019) utilizes
the reversible jump Markov chain Monte Carlo (RJ-MCMC) method which will be presented
more in detail in Section 4.2. Before going too much into the sampler itself, the derivations
of the three conditional posteriors will be introduced next.

The posterior π(M | ν ,y) in the Equation (17) can be formulated simply by just using Bayes’
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theorem as follows

π(M | ν ,y) =
π(y | ν ,M)π(M)

π(y)
∝ π(y | ν ,M)π(M). (20)

The formulation of the posterior π(βM,σ2 | ν ,M,y) in the Equation (18) is not as straight-
forward as for the first posterior above. First by using the Bayes’ theorem and priors defined
above we get the following

π(βM,σ2 | ν ,M,y)

=
π(y | βM,σ2,ν ,M)π(βM,σ2 | ν ,M)

π(y)

∝ π(y | βM,σ2,ν ,M)π(βM | σ
2,ν ,M)πσ2(σ2)

= N (y;XMβM,σ2In)N (βM;0M,σ2
νIM)I G (σ2;a,b).

From which the prior π(βM,σ2 | ν ,M) can be formulated as follows

π(βM,σ2 | ν ,M)

= π(βM | σ
2,ν ,M)πσ2(σ2)

= N (βM;0M,σ2
νIM)I G (σ2;a,b)

= (2πσ
2
ν)−

PM
2 Γ(a)−1(σ2)−(a+1) exp

(︃
−2b+β T

Mν−1IMβM
2σ2

)︃
= N I G (βM,σ2;0M,ν−1IM,a,b).

By multiplying the prior π(βM,σ2 | ν ,M) with the likelihood π(y | βM,σ2,ν ,M) we get

π(y | βM,σ2,ν ,M)π(βM,σ2 | ν ,M)

= N (y;XMβM,σ2In) ·N I G (βM,σ2;0M,ν−1IM,a,b)

= (2πσ
2)−

n
2 (2πσ

2
ν)−

PM
2 Γ(a)−1(σ2)−(a+1) exp

(︃
−(y−XMβM)T (y−XMβM)

2σ2

)︃
...

exp
(︃
−2b+β T

Mν−1IMβM
2σ2

)︃
= (2π)−( n

2+
PM
2 )

ν
−PM

2 Γ(a)−1(σ2)−(a+ n
2+

PM
2 +1)...

exp
(︃
−2b+(y−XMβM)T (y−XMβM)+β T

Mν−1IMβM
2σ2

)︃
.

By utilizing the step given by Denison et al. (2002), we can define a set of parameters as
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follows

m∗ = (ν−1IM +XT
MXM)−1XT

My

V∗ = (ν−1IM +XT
MXM)−1

a∗ = a+
n
2

b∗ = b+
yTy− (m∗)T (V∗)−1m∗

2
.

and by using the identity:

2b+(y−XMβM)T (y−XMβM)+β
T
Mν

−1IMβM

=(βM −m∗)T (V∗)−1(βM −m∗)+2b∗,

we can finally formulate the posterior π(βM,σ2 | ν ,M,y) to be

π(βM,σ2 | ν ,M,y)

∝ (σ2)−(a∗+PM
2 +1) exp

(︃
−(βM −m∗)T (V∗)−1(βM −m∗)+2b∗

2σ2

)︃
which is a normal-inverse-gamma distribution N I G (βM,σ2;m∗,V∗,a∗,b∗) with the nor-
malization constant

(b∗)a∗

(2π)
PM
2 |V∗|1/2Γ(a)

.

The posterior π(ν | βM,σ2,M,y) can de formed using the Bayes’ theorem and the priors
defined above as follows

π(ν | βM,σ2,M,y)

∝ π(βM | ν ,σ2,M,y)πν(ν)

= N (βM;0M,σ2
νIM)I G (ν ;c,d)

= (2πσ
2
ν)−

PM
2 Γ(c)−1(ν)−(c+1) exp

(︄
−βM

T
σ−2IMβM

2ν

)︄
...

exp
(︃
−d

ν

)︃
= (2πσ

2)−
PM
2 Γ(c)−1

ν
−(c+PM

2 +1) exp

(︄
−d +βM

T
σ−2IMβM/2

ν

)︄

∝ ν
−(c+PM

2 +1) exp

(︄
−d +βM

T
σ−2IMβM/2

ν

)︄
,
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which is proportional to the inverse-gamma-distribution I G (ν ;c+ PM
2 ,d+βM

T
σ−2IMβM/2).

3.3 Posterior inference

With the estimated parameter chains {M(i)}i=1,...,N and {βM(i)}i=1,...,N , inference about the
trends, seasonal (or oscillation) patterns and change-points in the signal can be made. Zhao,
Wulder, et al. (2019) presents the following statistics for the posterior inference.

The mean estimate can be calculated as follows

µ̄ =
1
N

N

∑
i=1

XM
(i)

βM
(i), (21)

where N is the length of the chains and βM
(i) is the i:th estimate for the segment-specific

coefficient parameters in the chain (Zhao, Wulder, et al., 2019). The standard deviation for
the estimate can be calculated with the equation (Zhao, Wulder, et al., 2019):

σ̄ =

(︄
1

N −1

N

∑
i=1

(︂
XM

(i)
βM

(i)− µ̄

)︂2
)︄1/2

. (22)

The mean estimate is used as a model’s estimate and with the standard deviation, the con-
fidence intervals for the estimate are calculated at every timestamp (Zhao, Wulder, et al.,
2019). The confidence boundaries express the uncertainty of the estimate at the correspond-
ing time point. In this thesis, 95% confidence intervals are used for the estimate, which is
equivalent to µ̄ ±1.96σ̄ .

The probability for the change-point at the timestamp ts can be calculated as follows

p(change-point at ts | y)≈ Number of M(i) that includes ts
N

, (23)

where the probability of a change-point is proportional to the occurrences in the estimated
parameter chains (Zhao, Wulder, et al., 2019). The means for the number of change-points,
can be calculated with the standard summation equations from the m and p chains as follows

m̄ =
1
N

N

∑
i=1

m(i) (24)

which is for the linear trend change-points and for the seasonal change-points as follows
(Zhao, Wulder, et al., 2019)

p̄ =
1
N

N

∑
i=1

p(i). (25)
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The mean estimates for the harmonic orders of the piecewise harmonic model can be also
calculated with a standard summation equation as follows (Zhao, Wulder, et al., 2019)

L̄(t) =
1
N

N

∑
i=1

L(i)
ki

, subject to t ∈ [ξ
(i)
ki
,ξ

(i)
ki+1]. (26)



27

4 Markov chain Monte Carlo sampling

In the context of the conditional mean parameter estimation, Markov chain Monte Carlo
methods are used to approximate the integral given in the Equation (1) by sampling the
random variable (RV) θ in a way that the samples are autocorrelated. Especially in the
cases where θ is high-dimensional or the distribution p(θ | y) is too complex to study with
analytical techniques, MCMC methods offer attractive alternatives to solve the problem. The
theoretical background of the MCMC methods lies in Monte Carlo integration and Markov
chain (S. Brooks, 1998).

Assume that samples could be drawn from the posterior distribution p(θ | y) as follows
θ (1), ...,θ (N) ∼ p(θ | y). Then in Monte Carlo integration, the expectation E(θ | y) given in
the Equation (1) can be approximated with the integral

IN =
1
N

N

∑
i=1

θ
(i). (27)

Moreover, by the strong law of large numbers, IN converges almost surely to E(θ | y) as
N → ∞ (S. Brooks, 1998).

In Bayesian inference, direct sampling of the posterior p(θ | y) is often impractical due to
the high-dimensional parameters to sample and/or analytically intractable posterior distribu-
tion. In order to sample from the posterior distribution, in MCMC methods an aperiodic and
irreducible Markov chain with state space E of the samples {θ (i)}N

i=1 is constructed, whose
stationary distribution is the posterior distribution p(θ | y) (S. Brooks, 1998). A Markov
chain satisfies Markov property which can be expressed as follows

Pr(θ (i+1) | θ
(i),θ (i−1), ...,θ (0)) = Pr(θ (i+1) | θ

(i)),

which states that the future state in the chain depends only on the current state (Brémaud,
2020). Moreover, if the Markov chain is irreducible and aperiodic, the chain has the same
stationary and limiting distributions which is positive (Serfozo, 2009).

4.1 Gibbs sampling

Gibbs sampler is a widely used Markov chain Monte Carlo sampling method for a multidi-
mensional problems where each of the parameters in the multidimensional parameter vector
θ = (θ1, ...,θd) are sampled iteratively (Gelman, Carlin, et al., 2025). At each iteration t, the
subvectors θi are sampled one at a time in conditional to the current states of the other com-
ponents in the parameter vector θ in d steps (Gelman, Carlin, et al., 2025). The conditional
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distribution of θi given the current states of the other components in θ and the data y can be
expressed as p(θi | θ

t−1
−i ,y), where θ

(t−1)
−i is (Gelman, Carlin, et al., 2025):

θ
(t−1)
−i = (θ t

1, ...,θ
t
i−1,θ

t−1
i+1 , ...,θ

t−1
d ). (28)

The Gibbs sampling algorithm can be thought to be a special case of the Metropolis-Hastings
algorithm with a acceptance probability always equal to one (Robert & Casella, 1999). Gibbs
sampling is not applicable for the problems where the dimension of the parameter vector θ

varies (Robert & Casella, 1999). This is why reversible jump Markov chain Monte Carlo has
to be combined with the Gibbs sampler in the BEAST method.

4.2 Reversible jump Markov chain Monte Carlo

As mentioned earlier, since the objective is to sample trans-dimensional parameter space,
Zhao, Wulder, et al. (2019) applies RJ-MCMC sampler, introduced by Green (1995). In
this chapter some theory of the corresponding method is presented. Zhao, Wulder, et al.
(2019) implementation of the algorithm is explained in more detail from the Bayesian model
determination perspective by Zhao, Valle, et al. (2013).

The candidate models can be characterized with a countable set of models {Mk,k ∈ K }
where every Mk has a vector θ (k) of parameters in Rnk (Green, 1995). Between the models
Mk the dimension nk may vary. With observed data y, the joint distribution of the model
parameters and the data (k,θ (k),y) can be expressed as follows

p(k,θ (k),y) = p(k)p(θ (k) | k)p(y | k,θ (k)), (29)

by utilizing a natural hierarchical relation of k and θ (k) (Green, 1995).

In Bayesian inference we are interested in the joint posterior distribution of the model pa-
rameters (k,θ (k)) given the observed data y. This can be obtained by a product of likelihood
L(y | k,θ (k)) and a joint prior p(k,θ (k)) = p(θ (k) | k)p(k) as follows

p(k,θ (k) | y) =
L(y | k,θ (k))p(θ (k) | k)p(k)

∑k′∈K

∫︁
Rnk L(y | k′, θ̇ (k′))p(θ̇ (k′) | k′)p(k′)dθ̇ (k′)

, (30)

which is proportional to the product L(y | k,θ (k))p(θ (k) | k)p(k) (Fan, Sisson & Davies,
2010).

Since the dimension k of the model parameters θ (k) is one of the parameters to be sampled in
the posterior distribution (Equation (30)), standard Markov chain Monte Carlo samplers such
as Metropolis-Hastings introduced by Hastings (1970) require some extension to make it



29

work in varying dimension space (Fan, Sisson & Davies, 2010). In the standard Metropolis-
Hastings algorithm the Markov chain satisfying the detailed balance condition is constructed
which means that the move from the state θ to θ ′ in the chain is made as often as the
move from the state θ ′ to θ (Fan, Sisson & Davies, 2010). This condition ensures that the
equilibrium distribution of the Markov chain is the desired target distribution (Fan, Sisson &
Davies, 2010).

The detailed balance condition of the Markov chain can be written as follows∫︂
(θ ,θ ′)∈A ×B

π(dθ)P(θ ,dθ
′) =

∫︂
(θ ,θ ′)∈A ×B

π(dθ
′)P(θ ′,dθ), (31)

where P is a general Markov transition kernel (Green, 1995). In the standard Metropolis-
Hastings algorithm, the transition from state θ to θ ′ is made by proposing the state θ ′ from
the proposal distribution p(θ ′ | θ) and accepting the move according to the acceptance proba-
bility α(θ ,θ ′) (Hastings, 1970). The detailed balance condition in Equation (31) is forced by
selecting an appropriate acceptance probability (Fan, Sisson & Davies, 2010). The transition
procedure in RJ-MCMC is characterized similarly as in the standard Metropolis-Hastings
and the Equation (31) can be formulated as follows∫︂
(θ ,θ ′)∈A ×B

π(θ | y)q(θ ,θ ′)α(θ ,θ ′)dθdθ
′ =
∫︂
(θ ,θ ′)∈A ×B

π(θ ′ | y)q(θ ′,θ)α(θ ′,θ)dθdθ
′,

(32)
where π(θ | y) and π(θ ′ | y) are the posterior distributions with respect to the models Mk

and Mk′ (Green, 1995). To enforce the detailed balance condition to hold in Equation (32),
the acceptance probability is chosen as follows

α(θ ,θ ′) = min
{︃

1,
π(θ ′ | y)q(θ ′,θ)
π(θ | y)q(θ ,θ ′)

}︃
(33)

and α(θ ′,θ) respectively as follows (Green, 1995)

α(θ ′,θ) = min
{︃

1,
π(θ | y)q(θ ,θ ′)
π(θ ′ | y)q(θ ′,θ)

}︃
. (34)

After defining the posterior and the acceptance probabilities in the Equations (30) and (33)
respectively, the remaining piece for the sampler is the design of a proposal. This is covered
in the next section.
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4.2.1 Split/merge/swap proposal

Various methods are implemented to propose the next state for a trans-dimensional Markov
chain, some of which are presented by Fan, Sisson & Davies (2010). In the BEAST method,
Zhao, Wulder, et al. (2019) utilizes split/swap/merge proposal, which is explained in more
detail in this chapter. As above, the method is presented from a Bayesian model selection
point of view.

Suppose that we are currently at a state (k,θk) in the model Mk and we would like to propose
a higher-dimension new state (k′,θ ′

k′) corresponding to the model Mk′ . In order to construct
the new state, a random vector u of length dk→k′ = nk′ − nk is generated from a known
density qdk→k′ (u) (Fan, Sisson & Davies, 2010). u and the current state θ is then mapped
to the new state through the one-to-one mapping function gk→k′ : Rnk ×Rdk→k′ → Rnk′ as
follows θk′ = gk→k′(θk,u) (Fan, Sisson & Davies, 2010). The acceptance probability for this
proposal is:

α[(k,θk),(k′,θ ′
k′)] = min

{︄
1,

π(k′,θ ′
k′ | y)q(k′ → k)

π(k,θk | y)q(k → k′)qdk→k′ (u)

⃓⃓⃓⃓
∂gk→k′(θk,u)

∂ (θk,u)

⃓⃓⃓⃓}︄
, (35)

where
⃓⃓⃓⃓

∂gk→k′(θ
(k),u)

∂ (θ (k),u)

⃓⃓⃓⃓
is the Jacobian of the one-to-one mapping function gk→k′ (Fan, Sisson

& Davies, 2010).

Figure 8: Visualization of the BEAST split/merge/swap proposal method. Edited image from
Zhao, Valle, et al. (2013).

In Figure 8, visualization of the BEAST split/merge/swap proposal method can be seen.
Zhao, Valle, et al. (2013) presents the proposal mechanism from the standard Bayesian model
selection point of view, where xi:s in the columns of the Figure 8 are model features which
are added, removed or swapped to other features in the proposals. In the BEAST method,
the proposal to split, merge or swap change-points works similarly. By thinking of xi:s in the



31

Figure as a change-point locations in a timeline, the method to propose new states for the
change-point model can be explained with help of the Figure.

As it can be seen in the Figure 8, the BEAST method starts from the model which contains no
change-points (Zhao, Valle, et al., 2013). To propose a new model, the algorithm randomly
selects whether a proposal is made to add (split) or remove (merge) a change-point, or to
change the location of an existing change-point (swap). Since at first the model contains no
change-points, the probability of proposing a new change-point (split) is one and for the two
others (merge and swap) zero (Zhao, Valle, et al., 2013). The location for a new change-point
is selected randomly from a timeline such that the probability for every location is equal.
After the location is randomly sampled from a discrete uniform distribution, the acceptance
probability, in the Equation (35), is calculated for a proposal. If the acceptance probability of
a proposal is higher than a randomly sampled variable u ∼ U[0,1], the proposal is accepted,
meaning that the proposed change-point is added to the model. If the model contains less
than maximum allowed number of change-points but more than minimum number of change-
points, the probabilities for a split, merge, and swap proposals are equal (1

3 ) (Zhao, Valle,
et al., 2013). If the model already contains maximum number of change-points, the proposal
probabilities for a merge and swap are 1

2 and for a split zero (Zhao, Valle, et al., 2013). The
sum of proposal probabilities has to always sum to one (Zhao, Valle, et al., 2013).

Since the BEAST method estimates the number and timings of the both seasonal {p,ξk=1,...,p}
and linear {m,τk=1,...,m} change-points, also the decision whether the move is about the sea-
sonal or linear change-points has to be done. In this thesis, this is defined randomly.

Since the proposals are defined by randomly, the acceptance probability in the Equation (35)
can be reduced into

α[(k,θk),(k′,θ ′
k′)] = min

{︃
1,

π(k′,θ ′
k′ | y)q(k′ → k)

π(k,θk | y)q(k → k′)

}︃
, (36)

where the probabilities from the current state to the proposal state q(k → k′) and from the
proposal to the current state q(k′ → k) has to be defined. In the BEAST model, q(k→k′)

q(k′→k) = 1
if the current model has more than minimum number and less than maximum number of
change-points (= in most cases), the acceptance probability is just (Zhao, Valle, et al., 2013)

α[(k,θk),(k′,θ ′
k′)] = min

{︃
1,

π(k′,θ ′
k′ | y)

π(k,θk | y)

}︃
. (37)
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4.2.2 Smart split proposal with inverse transform sampling

In this thesis, a smart proposal method for the proposal of a new change-point location is
introduced. Shortly, the method proposes a new location for the change-point based on the
residuals of the current model. By using the inverse transform method, the shape of the
residual time-series of the current model can be turned into a distribution from which the
new change-point can be sampled. In this way, the locations where the residuals of the
current model are high, has also a higher probability to be proposed as a new location for
the change-point. The method reduces the number of bad proposals, in which the locations
where the current model estimates are already good, are proposed as a new change-point
locations.

Residual of an estimate can be defined as follows

ei = yi − f (xi), (38)

where yi ∈ R is the true value and f (xi) ∈ R is the estimate at the time index i. If |ei|
is thought to describe the probability density of a time index i, the estimate for a discrete
cumulative distribution function for i can be expressed as follows

F(i) =
∑ j≤i |e j|
∑

N
j=1 |e j|

, (39)

where N ∈ Z+ is the length of the time-series. Then, if u ∈ R is sampled from a uniform
distribution U [0,1], a new time index j can be sampled using the inverse of F(i) as follows

F−1( j) = i, if F(i−1)< u ≤ F(i). (40)

In Figure 9, a visualization of the inverse transform sampling method can be seen, where a
zoomed discrete cumulative distribution function of an example absolute residuals is shown
as a step function and the red arrows demonstrates the inverse mapping F−1( j).

When proposing a new change-point location with the inverse transform method, the ac-
ceptance probability in the Equation (36) has to be defined differently than in the BEAST
method since the probability q(k → k′) is different. With the inverse transform method the
probability to propose an exact change-point corresponds to the area on the y-axis in the dis-
crete cumulative distribution figure, which results to that exact change-point in the sampling.
In the Figure 9, this probability is the area in the y-axis marked with the blue curly bracket.

In Figure 10 an example of the explained smart split proposal method is shown, where in
the top figure is an estimate with no change-points on the real unhealthy data, in the middle
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Figure 9: Example discrete cumulative distribution of absolute residuals with the visualiza-
tion of the inverse transform sampling method.

figure is a moving average residual of the above estimate and in the bottom figure 1000
sampled change-point locations are visualized as a histogram. The moving average residual
is calculated as a centered moving average with the time window estimated by the data
autocorrelation function. From the Figure, it can be seen that the histogram of the sampled
change-point locations, resembles the shape of the moving average residual, which is the
objective of this sampling method.
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Figure 10: Residual of an estimate and the sampled change-points locations using the inverse
transform sampling.
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4.3 Reversible jump within Gibbs sampler

For sampling of the all three conditional posteriors, Zhao, Wulder, et al. (2019) implemented
a hybrid Gibbs RJ-MCMC sampler which first samples the model structure parameter M
using reversible jump and then applies Gibbs sampling for the parameters βM, σ2 and ν as
follows

Step 1. p(M(i+1) | ν
(i),y)

Step 2. p(βM
(i+1),σ2(i+1) | ν

(i),M(i+1),y)

Step 3. p(ν(i+1) | βM
(i+1),σ2(i+1),M(i+1),y).

Since the posteriors for βM,σ2, and ν are analytically tractable, the proposals for the cor-
responding parameters can be always accepted by Gibbs sampling. The acceptance of the
model structure parameter M has to be decided through the acceptance procedure, explained
in the Section 4.2.1 (Zhao, Valle, et al., 2013). The whole reversible jump withing Gibbs
sampler with the smart split proposal is explained in Algorithm 1.

4.4 Convergence assesment

As mentioned in Section 4, the objective of the Markov chain Monte Carlo sampling is to
sample from the stationary distribution of the Markov chains, which is the posterior distri-
bution p(θ | y) (Serfozo, 2009). In convergence assesment whether the Markov chains have
reached their stationary distribution, is studied. For a RJ-MCMC sampler, the convergence
assesment is not as straight forward as for a fixed dimension standard Metropolis-Hastings
simulation. Due to the varying dimension parameter estimates, the general autocorrelation
based effective sample size (ESS) and ergodicity metrics such as Geweke-test are not ap-
plicable for all the RJMCMC parameter estimate traces. However, for trans-dimensional
parameter estimates, various convergence assesment methods are developed Fan, Sisson &
Davies, 2010. S. P. Brooks, Giudici & Philippe (2003) introduces the χ2 and Kolmogorov-
Smirnov tests based methods for a model selection problems. S. P. Brooks & Giudici (2000)
generalize the convergence assesment method proposed by Gelman & Rubin (1992) for
the MCMC simulation problems with varying parameter dimensions, such as for Bayesian
model choice problems. For the problems where the underlying model can be formulated
in a point process setting, Sisson & Fan (2007) proposes a distance-based method. As an
example, change-point and mixture models are models which can be formulated in the point
process framework.

In this thesis, the method introduced by Sisson & Fan (2007) is used for the convergence
study of the sampler, since it is the only method of the methods presented above which can
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Algorithm 1 RJ-MCMC within Gibbs with the smart split proposal

Initialize ν(0),M(0),βM(0) .
for i = 1 to N do

Randomly decide: change-point or seasonal update.
if change-point update then

Randomly decide to split, merge or swap.
Randomly decide: seasonal or linear change-point.
if split then

if linear change-point then
Set m∗ = m(i−1)+1
Inverse transform sample {τ j=1,...,m∗}∗ using {τ j=1,...,m(i−1)}(i−1).

else if seasonal change-point then
Set p∗ = p(i−1)+1
Inverse transform sample {ξ j=1,...,p∗}∗ using {ξ j=1,...,p(i−1)}(i−1).

end if
else if merge then

if linear change-point then
Set m∗ = m(i−1)−1
Remove one of {τ j=1,...,m} → {τ j=1,...,m∗}∗.

else if seasonal change-point then
Set p∗ = p(i−1)−1
Remove one of {ξ j=1,...,p} → {ξ j=1,...,p∗}∗.

end if
else if swap then

if linear change-point then
Set m∗ = m(i−1)

Remove one of {τ j=1,...,m(i−1)}(i−1) → {τ j=1,...,m′}′.
Inverse transform sample {τ j=1,...,m∗}∗ using {τ j=1,...,m′}′.

else if seasonal change-point then
Set p∗ = p(i−1)

Remove one of {ξ j=1,...,p(i−1)}(i−1) → {ξ j=1,...,p′}′.
Inverse transform sample {ξ j=1,...,p∗}∗ using {ξ j=1,...,p′}′.

end if
end if

else if seasonal update then
Randomly decide to increase or decrease harmonic order.
Randomly decide which segment k will be updated.
Update Lk → L∗

k .
end if
Form proposal M∗.
Sample p(βM∗,σ2∗ | ν(i−1),M∗,y)
Sample p(ν∗ | βM∗,σ2∗,M∗,y)
Compute α

Sample u ∼ U[0,1]
if u ≤ α then

Accept M∗,βM∗,σ2∗,ν∗

end if
end for



36

be applied to the change-point problem where possible change-point locations can be up to
several thousands. The method by Sisson & Fan (2007) is developed for models which can
be presented in a point process framework, meaning that a model k can be considered to
consist of the components

θk = {γ1, ...,γk,ε}

where γ j ∈ A1 ⊆ Rd and ε ∈ A2 ⊆ Rd′
where ε corresponds to the parameters common to

all models k ∈ K (Sisson & Fan, 2007). In the BEAST model, γ j are the parameters that
can vary in dimensions such as the locations of the change-points: ξ j=1,...,p and τ j=1,...,m, the
regression coefficients: βM, and the harmonic orders: Lk=0,...,p. The parameters common in
dimension to all models in the BEAST model are the number of change-points: m and p, the
variance of the noise: σ2, and the variance of βM prior: ν .

In the distance-based convergence assesment method, the set of reference points is defined
as V ∈ A = A1×A2 (Sisson & Fan, 2007). By considering a Markov chain of length N, with
stationary distribution π and defining the samples θ (1), ...,θ (N) as θ (i) = {γ

(i)
1 , ...,γ

(i)
k(i)

,ε(i)},

for each v ∈ V the Euclidean distance from v to the nearest component of {(γ(i)j ,ε(i)) : j =

1, ...,k(i)} may be defined as x(i) and the empirical distribution function of x can then be
estimated as follows (Sisson & Fan, 2007)

F̂(x;v) = N−1
N

∑
i=1

I(x(i) ≤ x). (41)

The essential characteristics of the stationary distribution π can be captured by the empirical
distribution functions F̂(x;v),v ∈ V if the cardinality of V is sufficiently large (Sisson &
Fan, 2007). Differences in F̂(x;v) between replicate chains indicate the convergence of the
sampler (Sisson & Fan, 2007).

Sisson & Fan (2007) propose several ways to compare replicate chains with empirical distri-
bution functions. In this thesis, the pairwise comparison where two replicate chains’ Sc1 and
Sc2 distribution functions F̂Sc1(x;v), F̂Sc2(x;v) are compared by first defining

uc1,c2(v) =
∫︂

∞

0

⃓⃓⃓
F̂Sc1(x;v)− F̂Sc2(x;v)

⃓⃓⃓p
dx,

which is a standard one-dimensional numerical integration (Sisson & Fan, 2007). By in-
tegrating through all the reference points, the overall distance measure can be obtained as
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follows (Sisson & Fan, 2007)

uc1,c2 =
∫︂
V

uc1,c2(v)dv

≈V−1
∑

v∈V

∫︂
∞

0

⃓⃓⃓
F̂Sc1(x;v)− F̂Sc2(x;v)

⃓⃓⃓p
dx.

(42)

Sisson & Fan (2007) presents convergence assesment results of the Bayesian change-point
model by Fan & S. P. Brooks (2000). With the Bayesian change-point model, Fan and Brooks
were modeling the prehistoric corbelled domes (Fan & S. P. Brooks, 2000). Sisson & Fan
(2007) implemented five 15 million length individual iterations and thinned the chains to
each yield 40000 iterations in total. They formed V by sampling 20 samples from each of
the chains, equaling to 100 reference points in total (Sisson & Fan, 2007). With the chains
and reference points, Sisson & Fan (2007) calculated uci,c j between every chain and analyzed
the convergence of the change-point model. The convergence results indicated that the model
had converged after 7.5 million iterations (Sisson & Fan, 2007).
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5 Experiments

Now, we shall evaluate the performance of the BEAST method with a smart inverse trans-
form sampling proposal, using a synthetic and real data. The real data used for the experi-
ments are the unhealthy time series presented in Section 2.2. The synthetic data is presented
more in detail in the next section. About the experiments, first the results of the convergence
assesment are presented after which the algorithm is applied to the synthetic and real data
based on the observations of the convergence analysis. From all the outputs of the algorithm,
the decomposition of time series and change-point detection performances are studied in this
section because those are the most important objectives for the algorithm when considering
the application area. For the synthetic data, also the estimate for the noise variance σ2 is
studied since the true value of it is known.

As mentioned in the Section 3.1, a set of parameters for the prior distributions has to be
predefined for the algorithm. For the experiments, similar parameter values were used
for the σ2 and ν priors as Zhao, Wulder, et al. (2019) were using for the BEAST algo-
rithm: a,b = 0.01 and c,d = 0.02. With such parameters, the inverse-gamma priors can
be formulated close to uninformative priors (Zhao, Wulder, et al., 2019). The parameters
{MS,MT ,hS,hT ,Lmin,Lmax} were defined based on the characteristics of the real process data
as follows MT ,MS = 5, Lmin = 0, Lmax = 5, and hT ,hS = 5.

To evaluate a goodness of the estimates, R2-value was used which can be calculated with the
following formula

R2 = 1− SSres

SStot
, (43)

where SStot is the total sum of squares of the signal and SSres is the residual sum of squares
(Montgomery, Peck & Vining, 2021). SStot can be calculated as follows

SStot =
N

∑
i
(yi − ȳ)2, (44)

where ȳ is the mean of the signal y and yi is the i:th observation (Montgomery, Peck &
Vining, 2021). SSres can be calculated as follows

SSres =
N

∑
i
(yi − f (xi))

2, (45)

where f (xi) is the model estimated of yi (Montgomery, Peck & Vining, 2021).
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5.1 Synthetic data

The synthetic data which is made to resemble a real process data and to contain the patterns,
which are especially of interest: changes in the drift and oscillation, is presented in Figure 11.
The top figure presents the synthetic signal and the figures below it, presents trend, seasonal
and noise components of it. The change-points are marked as a red, in the figures.
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Figure 11: Synthetic data.

In the seasonal component of the synthetic data a significant change in the oscillation at the
time point 300 can be seen, in which the oscillation also starts to strengthen. At the time point
1000, the signal starts to drift from zero which lasts until the time index 1300. These kind
of patterns can be also seen in the real data trends, as explained in the Section 2.2. Since the
process measurements contains always some measurement noise, a random Gaussian noise
with the standard deviation of 0.1, which can be seen in the bottom figure, was also added to
the synthetic data. In the model this is estimated with the parameter σ2.

5.2 Convergence assesment on synthetic data

The convergence assesment was performed for the BEAST method with the smart inverse
transform proposal by simulating four independent chains of length 4 million which were
all thinned to the final length of 40 000. The synthetic data was used in the simulations.
The pairwise comparisons uci,c j , i, j = {1,2,3,4} were calculated between each four chains
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resulting six uci,c j trends. The set of reference points was formed by sampling randomly 25
samples from each chain equaling a set of 100 reference points in total. Starting from the
index 500, uci,c j was calculated at every 2 079 index of the chains, in a way that always only
the last 50% of the samples were used for the calculations. In the integral in Equation 42,
L1-distance was used.

In Figure 12, the uci,c j , i, j = {1,2,3,4} trends can be seen for the four independent simula-
tions. In order to show the method’s convergence after k iterations, all the trends uci,c j , i, j =

{1,2,3,4} should convergence close to zero after the corresponding index. As it can be seen,
in only between two simulations the convergence can be achieved which indicates that with
4 million simulations, the convergence of the method cannot be proven with the distance-
based convergence assesment method by Sisson & Fan (2007). By increasing the number
of iterations, convergence could be probably achieved but when considering the application
area of the method, already hundreds of thousands iterations is too much to maintain the
computational cost of the algorithm inside a realistic limits.
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Figure 12: Pairwise convergence assesment between four chains.

In the industrial process environment, the running time of the algorithm should be relatively
low, due to the limited computation capacity at the mills. In order to avoid an extremely
poor posterior sampling and to keep the required computation capacity as low as possible,
in the algorithm three individual simulations of length 10 000 was decided to be run of
which the first 5 000 samples are removed. From the remaining samples, the final estimate is
formed by averaging the samples. The confidence interval for the final estimate is calculated
similarly as for a single simulation. By performing three individual simulations, the number
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of estimated change-points close to each other increases since the independent simulations
do not probably estimate the change-points exactly to the same time indices but close to
each other. By calculating a moving average of the change-points probabilities and rather
analyzing the probability for a change-point at the corresponding time window than at the
exact time index, the results of several simulations can be combined to a simplified results
of one algorithm.

It is good to note that the convergence of such algorithm is not aimed in this thesis. The
objective is to minimize the computation cost and aim as accurate as possible time series
decomposition and change-point detection results.

5.3 Results on synthetic data

For the synthetic data, the results were calculated with the algorithm design explained in the
previous section. In Figure 13 the mean estimate for the synthetic data is presented. R2-value
for the estimate is 0.877 and the mean estimated noise standard deviation is 0.137.
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Figure 13: The mean estimate of the synthetic data.

In Figure 14, the corresponding decomposition and change-point detection results are shown.
In the Figure, the first trend is the true signal, the second trend is the mean estimate of the
trend component with the 95% confidence intervals, and the third trend is the similar mean
estimate of the seasonal component. The 25 time points moving average probabilities for the
change-points are marked in blue to both linear and seasonal mean estimate figures. On the
right hand side of the mean estimate figures is the y-axis for the probabilities. In the bottom
figure is the residual time series of the model.

Based on the Figure 13, the estimate for the synthetic data seems quite accurate and the
R2 ≈ 0.877 indicates also a good fit of the model. Since the true noise standard deviation
in the synthetic data is 0.01, the mean estimated noise standard deviation is not so accurate.
For more accurate σ estimation, longer simulations should be performed.

Based on the Figure 14, the method is able to decompose the time series correctly to the
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Figure 14: Decomposition and change-points detection results on the synthetic data.

linear and seasonal components when compared to the true decomposition of the synthetic
data in the Figure 11. The method also seems to be able to detect the true change-points
from the data and gives only low probabilities to the change-points it has detected wrongly.
In the figure of linear estimate, it can be seen that the method clearly detects the true change-
point at the time index 1300 by giving the time indices near it the highest probabilities. The
second highest probabilities the method gives near the true change-point at the time point
1000 but clearly lower than for the time indices near the change-point 1300. It seems that
the method has some difficulties to strongly detect the true change-point at the time index
1000. In the seasonal estimate figure, it can be seen that the method gives clearly the highest
probabilities for the time indices near the correct change-points and only small probabilities
for the other time indices. Based on the residual figure, the model is able to detect all the
significant patterns from the synthetic data, since the residual seems to contain mostly only
a random noise.

Zhao, Wulder, et al. (2019), defined that time indices for which the method gives a lower
probability than 3% for a change-point, most likely do not contain a change-point. If that
definition would be applied to the results on the synthetic data, all the wrongly detected
change-points would be removed from the estimates. This would mean that all the detected
change-points before the time index 1000 in the linear estimate and all the detected change-
points in the seasonal estimate after the time index 600, would be removed from the Figure
14 and only the change-points detected close to the true change-points would be remained.
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5.4 Results on real data

The estimates for the real signals are formulated using similar algorithm design as for the
synthetic data. As an only difference is that for the third real signal, the five time points
moving average change-point probabilities were calculated since it is only 1600 time points
long whereas the first two real process measurements are 7000 and 8000 time points long. In
this way, the interpretation of the change-point detection results is more consistent since the
similar length time windows when compared to the overall length of the signal are analyzed.
A moving average with longer than 25 time points time window would not be anymore so
informative from the application area point of view, which is why it is used for the longer
time series.

5.4.1 Data with linear drift

In Figure 15, the mean estimate of the real process signal number one can be seen. R2-value
for the estimate is 0.449 and the mean estimate for the noise standard deviation is 0.046. In
Figure 16, the decomposition and change-point detection results for the signal are presented.
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Figure 15: The mean estimate of the real data number one.

By the mean estimate in the Figure 15, the method estimates drifts in the signal at around the
time points 1000 and 6000. The method also detects a drop near the time index 3000. R2-
value for the fit is quite low, which is due to the high frequency variation in the measurements
which the method seems not to be able to model.

From the Figure 16, it can be seen that that based on the method, the signal does not contain
any significant seasonal component and only estimates some low magnitude oscillation near
the drop in the signal. The change-points in the seasonal component are also estimated at
the drop and near it. The drifts in the signal are estimated to the trend component with the
probability mass of change-points located near the beginnings and end points of the drifts.
The high frequency variation of the signal can be seen in the residual component of the
model.
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Figure 16: Decomposition and change-points detection results on the real unhealthy data
number one.

The linear trend estimate and the corresponding change-point probabilities seems reasonable
when compared to the real process signal. Also the estimate for the drop in the measurement,
seems correct. Based on the method, the variation in the measurement does not contain any
pattern which could be modeled as a harmonic oscillation. From the process perspective, the
corresponding variation seems more like a measurement noise than a clear oscillation which
is better to be left to the residual term.

5.4.2 Data with linear drift and oscillation

In Figure 17, the mean estimate of the method for the second real process signal can be seen.
The R2-value for the estimate is 0.894 and the estimated noise standard deviation 0.052. In
Figure 18, the decomposition and change-point detection results for the signal are presented.

Based on the Figure 17 and the R2-value, the method is able to estimate the signal correctly.
From the Figure 18, it can be seen that the method estimates four change-points to the trend
component and two change-points to the seasonal component if the 3% rule is used. The
locations for the linear trend change-points seems reasonable when compared to the real
signal. The estimated change-points location for the seasonal component seems also quite
reasonable since the oscillation pattern clearly changes in the beginning of the signal. Based
on the seasonal estimate, the oscillation does not change at the end of the signal which does
not seem correct based on the real signal since the magnitude of the oscillation clearly decays
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Figure 17: The mean estimate of the real data number two.

at the end. The residual of the model seems to contain some seasonality which is due to the
constant underestimation of the peaks in the signal. Overall from the process point of view,
it can be stated that the algorithm is able to detect the change-points and decompose the time
series in a way that the unhealthy process conditions can be classified and detected from the
measurement sufficiently accurately.
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Figure 18: Decomposition and change-points detection results on the real unhealthy data
number two.

5.4.3 Data with multiple linear drifts and oscillation with various frequencies

In Figure 19 the mean estimate of the method for the third process signal is presented. R2-
value for the estimate is 0.829 and the mean estimated noise standard deviation 0.073. From
Figure 20, the decomposition and change-point detection results for the signal can be seen.
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Figure 19: The mean estimate of the real data number three.

Based on the R2-value, the method is able to model most of the variation in the data but
when looking at the mean estimate in the Figure 19, it can be noted that at the time indices
from around 400 to 1100, the method is not able to model the seasonality in the signal. From
the Figure 20, it can be seen that the estimated seasonal component only contains significant
seasonality in the beginning and from the time index at around 1100 to the end of the signal.
Although, the method does not model any seasonality in the middle of the signal, the mean
seasonal estimate in the beginning and at the end of the signal seems quite accurate when
compared to the real signal. The linear trend estimate and the estimated change-points seems
also reasonable. For both seasonal and linear trend components the method estimates four
clear change-points. In the residual, the seasonality which the method did not capture, can be
seen at around the time index 1000. Otherwise the residual appears to contain only a random
noise.
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Figure 20: Decomposition and change-points detection results on the real unhealthy data
number three.
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6 Conclusions

In this thesis, the objective was to implement a change-point detection and time series de-
composition method, which could be used to detect change-points from the industrial pro-
cess measurements and to further classify the change-points into oscillation (= seasonal) and
trend change-points as accurately as possible with minimum required computation capacity.
A Bayesian ensemble algorithm for change-point detection and time series decomposition
called BEAST, introduced by Zhao, Wulder, et al. (2019), was chosen as the subject of the
study. To improve the algorithm’s change-point detection ability, a smart proposal method
based on the inverse transform sampling was introduced in Section 4.2.2. The numerical
experiments were performed for the improved algorithm using a synthetic data and real in-
dustrial process temperature measurements from the sawmill drying process in the Chapter
5.

Based on the convergence assesment results of the algorithm in the Section 5.2, the conver-
gence could not be proven even after four million iterations. In order to keep the algorithm’s
required computation capacity low while considering the convergence results, the decision
was made to average three short individual simulations to obtain a final estimate. The results
of the numerical experiments in the Chapter 5, indicated that with a such algorithm a good
change-point detection and time series decomposition can be achieved. Based on the results,
the algorithm is able to detect the significant change-points from the time series and to clas-
sify them correctly into a trend and seasonal change-points. Weaknesses of the algorithm
were noticed in Section 5.4.3 with the time series containing various different oscillation
patterns of which the algorithm was not able to detect all of them. In the results in Sec-
tions 5.4.1 and 5.4.2, it can be seen that the algorithm is able to detect and locate the strong
oscillation and linear drifts from the real process data.

A potential future study area relating to the Bayesian change-point detection problems, is
the convergence assesment of the samplers. For the traditional constant dimensional MCMC
modeling problems, there exist a wide range of different methods to study the convergence of
the sampler but for the trans-dimensional samplers and especially for the change-point prob-
lems where the sampling space is usually very large, a lack of methods exists. The distance-
based convergence assesment method, used in this thesis, was the only found method appli-
cable to the time series change-point detection problems where there is thousands of possible
locations for a change-point.

Based on the convergence assesment results of this thesis and the study by Sisson & Fan
(2007), another potential study area is that how MCMC based change-point methods could
be improved to converge faster. In this thesis, a smart proposal to propose a location for a
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new change-point was introduced but how to for example propose more cleverly whether a
harmonic oscillation or a trend change-point should be proposed, or how to cleverly decide
whether a number of change-points should be increased or decreased, requires still study-
ing. Such improvements would lower the computation capacity required for the algorithm
and improve the convergence rate of the samplers at the same time which would also make
algorithms more applicable for various problems.

In this thesis, the dominating period of the signal was estimated before the sampler by auto-
correlation. As noticed in the results, with the time series containing time dependent period-
icity, the algorithm cannot capture all the different oscillation patterns. For such problems,
the estimation of the input signal’s periodicity should be improved by for example estimating
the periodicity for all the harmonic oscillation segments separately inside the sampler. The
problem in such approach is that the additional parameter to be estimated would increase the
computation cost but for how much, is not known. Another possible solution, could be to
split the time series into shorter time series for which the same analysis would be performed
separately. For example, the process times series in the Section 5.4.3, could be split into
two time series where the number of oscillation patterns would be less than in the original
time series. This would simplify the time series and thus enhance the performance of the
algorithm.

From the process point of view, whether the estimated noise standard deviations could be
used to infer the condition of the measurement devices, could be also one potential study
area. Since the method appears to be able to decompose the process signal into linear trend,
seasonal (or oscillation), and residual components, the residuals could be thought to contain
information of the measurement noise and the standard deviation of it would indicate the
magnitude of the noise. If the measurement noise appears to increase in a long run in the
process, it could be a sign of a possible malfunctioning of the measurement instruments.
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