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This thesis work focused on predictive modelling in the streaming business, with the 

objective of developing a model that estimates the probability of a user upgrading from a 

free streaming service to a paying subscription within the next month. The study was 

conducted as a case study for a Finnish broadcasting company and followed the design 

science research methodology. 

Several machine learning techniques suitable for classification tasks were explored, and 

logistic regression was selected for the predictive task based on case company’s 

requirements for both strong predictive performance and interpretability.  

The requirement for predictive power was addressed by examining how feature engineering 

can be leveraged to improve model performance. The results demonstrate that a combination 

of adequate understanding of machine learning techniques and strong domain knowledge are 

essential to transform raw data into behaviorally meaningful features. In particular, capturing 

relative engagement, temporal changes and appropriate feature transformations proved to be 

pivotal. Furthermore, iterative model development and systematic evaluation were necessary 

to improve model performance.  

Interpretability was emphasized to enable the identification of the key drivers of upgrading 

behavior and to ensure the practical usability of these insights. The findings indicate that 

content preferences, engagement intensity, and prior subscription history play a pivotal role 

in explaining upgrade probability. Additionally, variables that capture consistent usage 

patterns were found to be more predictive of upgrading than those with capturing behavioral 

fluctuations.  
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Tämä diplomityö keskittyi ennustavaan mallinnukseen suoratoistoliiketoiminnassa. Työn 

tavoitteena oli kehittää ennustemalli, joka ennustaa käyttäjän todennäköisyyttä siirtyä 

maksuttomasta suoratoistopalvelusta maksulliseen tilaukseen seuraavan kuukauden aikana. 

Tutkimus toteutettiin tapaustutkimuksena suomalaiselle mediatalolle, ja siinä noudatettiin 

design science research -menetelmää. 

Tutkimuksessa arvioitiin useita eri luokittelutehtäviin soveltuvia koneoppimismenetelmiä.  

Tapausyrityksen odotuksena oli saavuttaa sekä hyvä ennustetarkkuus että tulkittavuus. Tästä 

syystä ennustemalli päätettiin toteuttaa logistista regressiota hyödyntäen. 

Vaatimusta hyvästä ennustetarkkuudesta lähestyttiin tarkastelemalla, miten 

ominaisuussuunnittelua eli feature engineering -vaihetta voidaan hyödyntää mallin 

suorituskyvyn parantamisessa. Tulokset osoittavat, että riittävä ymmärrys 

koneoppimismenetelmistä yhdistettynä vahvaan toimialatuntemukseen on keskeistä, jotta 

raakadatan pohjalta voidaan muodostaa käyttäytymistä kuvaavia ja merkityksellisiä 

muuttujia. Erityisesti suhteellisen sitoutumisen, ajallisten muutosten sekä 

tarkoituksenmukaisten muuttujamuunnosten huomioiminen osoittautui keskeiseksi. Lisäksi 

mallin suorituskyvyn parantaminen edellytti iteratiivista mallikehitystä ja systemaattista 

arviointia. 

Mallin tulosten tulkittavuutta painotettiin, jotta maksulliseen tilaukseen siirtymistä ohjaavat 

keskeiset ajurit voitaisiin tunnistaa ja jotta havaintoja voitaisiin hyödyntää myös 

käytännössä. Tulokset osoittavat, että sisältöpreferenssit, sitoutumisen intensiteetti sekä 

aiempi tilaushistoria ovat keskeisessä roolissa maksulliseen tilaukseen siirtymisen 

todennäköisyyden selittämisessä. Lisäksi muuttujat, jotka kuvaavat johdonmukaista 

kulutusta, olivat ennustavampia kuin muuttujat, jotka kuvaavat voimakkaita vaihteluita 

käyttäytymisessä. 
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1  Introduction 

This chapter introduces the rationale behind the study, the methodology employed, and the 

structure of the study. The background and motivation for the study are introduced, and why 

the topic was chosen is explained. The chapter presents the research objectives and questions 

and outlines the chosen methodology and structure of the report. 

1.1  Background 

Streaming services are here to stay and are taking a foothold from the consumption of 

traditional television every year. Netflix has pioneered the streaming business, accompanied 

by multiple international players, such as HBO Max, Disney+ and Amazon Prime, some to 

mention. In addition to international giants, there are plenty of local video on demand (VOD) 

providers that are competing for consumers’ time and wallet. As the content consumption 

has spalled and the number of VOD services per household has increased (Flanagan 2024), 

customers have become more budget conscious, which has forced streaming services to 

create new subscription options. At the Finnish market the local VOD providers have offered 

both free, advertising-based VOD service (AVOD) and subscription-based VOD services 

(SVOD) for years, but now alongside with the global streaming services (Pattison 2025), 

they have launched hybrid VOD (HVOD) services. HVOD has a small subscription fee, but 

it also includes advertising. HVOD has been created to maintain subscriber growth, while 

customers are becoming more budget conscious (Pattison 2025).   

When it comes to growth prospects of paid video on demand subscriptions the local 

broadcasters with VOD services have one significant advantage compared to international 

competitors: a large AVOD customer base and data that can be leveraged to gain paid 

subscribers. This competitive edge, which must not be missed, has served as the spark and 

inspiration for this research. 

The company commissioning this study is a broadcasting company that operates both in the 

traditional television business and in a VOD business. The company operates with multiple 

business models offering AVOD, HVOD and SVOD service. The company has a large 

customer base and most of the VOD customers use AVOD. Many of the new paying 
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customers are upgrading from AVOD but currently the company has no clear understanding 

of which customers are the most potential ones to upgrade. Hence, the company cannot 

hasten or enhance the upgrading process effectively.  

This study aims to enhance the company’s growth prospects in this area by creating new 

insights into customer behavior and identifying the most potential customers to upgrade their 

subscription. This will be done by relying on scientific research in predictive analytics and 

feature engineering and by using design science research methodologies.  

1.2  Objectives, Research Questions and Scope 

The objective of this study is to create a predictive model that estimates the probability of a 

streaming service AVOD customers upgrading into paid subscription. In addition, this study 

aims to increase the understanding of the case company about the variables that explain the 

subscription upgrades best.  

 

The focus of this study is related to the creation of the predictive model. One essential aspect 

of this study is to select a machine learning method that provides high-quality prediction and 

interpretability in streaming service context. In addition, the interest lies in addressing the 

variables with the strongest explanatory power in this case, whether they are related to 

previous subscription history, content consumption or demographic based features. 

Furthermore, feature engineering, which refers to extracting useful features or properties 

from data to increase the effectiveness of a model using domain knowledge or established 

transformation methods (Heaton, n.d.; Kuhn & Johnson 2019) is of great importance in this 

study, since it plays a crucial role in improving the performance and explanatory power of 

the model. 

Three research questions have been defined to address the research problem.  

1. What factors should be considered when selecting a machine learning method for 

predictive modelling? 

2. How can feature engineering be leveraged to increase the performance of the 

predictive model? 



12 

 

 

3. Which variables explain the probability of upgrading to the paid subscription 

strongest? 

To keep the project within reasonable limits, the research will be limited to predicting 

subscription upgrades from AVOD to a paid subscription, while excluding downgrades and 

churning. Furthermore, the study concentrates on assessing the impact of feature engineering 

by evaluating improvements in predictive performance. Consequently, testing in real 

environment and technical implementation of the model in the case company’s customer 

data will be ruled out of this study. The focus is purely on building and evaluating the model. 

1.3  Research Method and Design 

This study aims to create a new solution for the problem of identifying customers most likely 

to upgrade from AVOD to a paid subscription in the streaming business, as well as 

understanding the factors that influence their decision to upgrade. The Design Science 

Research Method (DSRM) has been chosen as the research method because it provides the 

most suitable framework for addressing both theoretical and practical challenges. Unlike 

other scientific disciplines, such as explanatory or formal sciences that focus purely on 

understanding the phenomena (Aken 2004), the primary goal of DSRM is to develop valid 

and reliable knowledge that will be used in designing solutions to real-world problems (Aken 

2004; De Sordi 2021). DSRM provides a structured framework for developing innovative 

artifacts, such as predictive models, that solve practical problems and contribute to academic 

knowledge. The mission of design science is to develop scientific knowledge that supports 

the design of artifacts, which are then applied through design-based actions (Aken 2004). 

This makes DSRM an ideal method for developing a predictive model tailored to streaming 

business. As this study focuses on model building and feature engineering, while leaving 

testing and validation of the artefact out of scope, this diploma work is limited to the first 

phases of DSRM process.   

Many prescriptions in design science provide general guidelines rather than strict 

instructions, meaning that they are heuristic in their nature. This means they need to be 

adjusted to fit each specific situation (Aken 2004). In this study, the plan is to create a version 

of a design example that’s been adapted to suit the context of the streaming business. 
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One of the key reasons for selecting DSRM is its iterative nature, which allows improving 

the model based on feedback and evaluation throughout the design process. This method 

ensures that the developed solution is not only theoretically sound but also practically useful. 

DSRM follows a pragmatic approach, meaning it focuses on creating knowledge that can be 

applied to real-world context (Peffers et al. 2007). Additionally, DSRM’s focus on 

evaluation ensures that the model’s effectiveness in estimating the probability of upgrading 

to a paid subscription can be assessed.    

By following DSRM phases by Peffers et al. (2007), which are problem identification and 

motivation, objectives of the solution, design and development, demonstration, evaluation, 

and communication. This research covers the phases identification and motivation, 

objectives of the solution, design and development. By following these phases, the study 

ensures that both theoretical and practical relevance are maintained leading to a solution that 

meets both academic and business needs. (Peffers et al. 2007).  

1.4  Implementation 

To achieve the objectives of this research, this study will address both theoretical and 

practical challenges. The necessary understanding for the need of the study and for 

developing a successful solution is gathered through a literature review focused on video on 

demand business, predictive analytics, machine learning techniques and feature engineering.  

This literature review serves as the starting point for the empirical section of this study. The 

aim of the literature review is to understand the unique characteristics of streaming business, 

gather deeper understanding of predictive analytics and feature engineering and make 

decisions regarding the algorithm to be used in modelling and techniques to be implemented 

in engineering the features for the model. The literature review consists of scientific research 

articles, books, and other relevant materials, such as online publications written by domain 

experts. The main source for material search was LUT Primo. In addition, Google was used 

to search for commercial articles and other publications. The key search terms were related 

to predictive analytics, machine learning techniques, decision trees, logistic regression, 

classification, feature engineering, streaming business and video on demand. The search 

logic was to start with more broad search terms and then narrow them down by combining 

relevant search terms into one query.  
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A predictive model is constructed to estimate the likelihood of upgrading a subscription from 

AVOD to a paid subscription and to understand the variables explaining the higher 

probability of upgrading. The development of a predictive model is iterative in nature, 

meaning that it was evaluated and revamped until its predictive power had reached a 

sufficient level and engineering features and improving the model no longer provided 

notable improvements. 

This study has availed artificial intelligence (AI). AI has been utilized in the literature review 

to search for and to pre-screen the material, such as journal articles. In addition, it has been 

used to structure the text and grammar checking. For the empirical part of the study, AI has 

been used in coding for the following manners: to assist with complex coding tasks and to 

streamline the code written. Grammar checking has been also utilized to ensure that the 

written text is suitable for scientific research. 

1.5  Structure of the Report 

This report will be structured based on the initial phases of DSRM process model by Peffers 

et al. (2007). In the first chapter, Introduction, the background of this study will be briefly 

introduced, followed by presenting the research problem, objectives and scope of this study. 

Also, the selected research method and structure of the report are covered in the introductory 

chapter.  

The next chapter discusses relevant theory in the form of Literature Review. It will include 

topics of video on demand business, predictive analytics, machine learning and feature 

engineering theory. In the machine learning part different machine learning algorithms and 

their unique characteristics are discussed, and this review serves as a foundation for the 

selection of a machine learning technique used in an empirical part of this study.  

The third chapter begins with an introduction to the case and identifying the problem and 

motivation of this study. The literature review and the case introduction cover the first two 

phases of DSRM process model: problem identification and motivation and defining 

the objectives for the solution. 

After the case introduction, the focus is on building a model based on the learnings of the 

literature review. The model building includes the steps of data collection, data pre-
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processing, data exploration, and feature-engineering, and covers phase three of the DSRM 

process model (design and development). Finally, Results and Conclusions take place. 

Results of the study are analyzed and the possible contribution of the research to theory and 

practice will be discussed in the final chapter. The structure of the report is presented using 

the Input/Output diagram (Figure 1) below: 
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Figure 1. Input/output diagram presenting the structure of the report. 
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2  Video on Demand in the Streaming Era 

This chapter focuses on OTT streaming function and its business models. The concept of 

video on demand will be introduced, and the different business models are examined. 

Finally, it will be reviewed why creating a predictive model for a company operating in a 

VOD business is essential.  

2.1  Video on Demand Business Models 

Streaming function offered directly to viewers via the Internet is referred to as OTT media 

service. The content offered via OTT has traditionally been distributed by companies 

offering cable, broadcast and satellite television platforms. (Park 2019, Moro Visconti 2021). 

In general, the term OTT includes any service that previously dependent on satellite or cable 

to exists but now uses the internet. This means that services such as WhatsApp, Skype, 

YouTube, Netflix or even In-flight entertainment systems are considered as OTT services 

(Moro Visconti 2021). The decline in traditional television consumption has opened 

opportunities for different entities to penetrate into OTT market and introduce various 

competitive offerings (Park 2019).  

This study is interested in streaming services, so from now on the focus is only on VOD 

services. SVOD services, that offer bundles of video entertainment content, such as movies 

and series, are one of the most popular forms of OTT. Netflix, Disney+, and HBO Max, 

which are some of the best-known SVOD services, use a subscription model, meaning that 

they charge a monthly fee for access to content. In addition to SVOD, there are other business 

models in video on demand business as well. Some providers offer temporary rentals and 

purchases of video entertainment content (TVOD), whereas others rely on advertising-

funded model (AVOD). (Moro Visconti, 2021). Lately, HVOD business model has gained 

a foothold. It often includes same amount of content as SVOD service, but in addition to 

subscription fee, it also includes advertising. The following table summarizes the key 

characteristics of different VOD business models. 
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Table 1. Business models of VOD Services 

  SVOD TVOD HVOD AVOD 

Monetizing Periodic 

subscription fees 

Pay-per-view Periodic 

subscription fees 

and advertising 

revenue 

Advertising 

revenue 

Content A large content 

library that can 

be consumed as 

much as desired. 

Customers can 

either purchase 

content to gain 

permanent access 

or to rent to gain 

access for limited 

of time. 

A large content 

library that can 

be consumed as 

much as desired. 

More generic 

content and 

limited library. 

Characteristics Retention of the 

customer and 

new customer 

acquisition with 

aggressive 

marketing, 

exclusive content 

and aggressive 

pricing. 

Focuses on most 

recent releases 

offering 

customers timely 

access to new 

content. 

Retaining 

customers with 

attractive price 

incentives. 

Retention of the 

customer and 

new customer 

acquisition with 

aggressive 

marketing, 

exclusive content 

and aggressive 

pricing. 

Generates lower 

amount of 

revenue than 

SVOD or TVOD. 

 

It is notable that some services operate with multiple business models, such as the case 

company of this study, offering SVOD, HVOD, and AVOD services. Because online video 

consumers are heterogeneous, from which some are willing to pay higher price and view 

less advertisements, while others want to pay lower price and are willing to see 

advertisements, operating with different business models allows companies to gain revenue 

from both subscriptions and advertising (Zhang & Hua 2025; Prasad et al. 2003). Companies 

offering different subscription solutions are giving customers the opportunity to upgrade 

from free to a paying solution with quality improvements such as a larger library of content 

or the absence of advertisements. This is referred to as a freemium business model. (Carroni 

& Paolini 2020). Balancing the revenue from subscriptions and advertising is not easy, since 

higher subscription prices tend to lead to fewer customers, while a large number of 

advertisements will banish customers (Prasad et al. 2003). Offering consumers the 

opportunity to choose the most suitable tier from different versions based on their 

willingness to pay and tolerance for advertisements is a unique characteristic of digital 

services that companies should utilize (Lin 2020; Prasad et al. 2003; Shim et al. 2025). 
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2.2  Importance of Predicting Subscription Upgrades 

Many resent studies, such as the studies of Carroni & Paolini (2020), Moro Visconti (2021), 

and Papathanasopoulos & Varoutas (2026), have recognized that although AVOD services 

have broader audience reach, the SVOD services are the most profitable business models 

within the online streaming landscape. The study of Carroni and Paolini (2020) even 

suggests that once the company has reached a wide audience, it would be most optimal to 

offer only the paying subscription and eliminate advertising and the free solution, since the 

paying subscription is more profitable. In their study, it was also recognized that increasing 

the number of active users boosts the share of users upgrading to the paying subscription. 

This supports the notion of Moro Visconti (2021), that the customer base represents a 

primary strategic target and the basis of a long-lasting revenue model. As long as the 

company does not have a sufficient customer base, it is more beneficial to offer multiple 

subscription types (Carroni & Paolini 2020). The study of Shim et al. (2025) suggests that 

offering both ad-based and subscription-based services allows firms to exploit the consumer 

heterogeneity and effectively segment the market. At the same time, their study recognizes 

the steadier revenue streams provided by subscription-based services and more predictable 

revenue streams, thereby supporting firms’ incentives to actively guide customers to the 

paying service (Shim et al. 2025). 

The challenge that VOD services face is that the digital competition among different firms 

and the plasticity of the business models make customer base unstable and unpredictable. 

The highly competitive OTT landscape and the flexibility of monetization strategies 

contribute to an unpredictable customer base, as service providers continuously adjust 

pricing, content investments and business models (Park & Kwon 2023; Kim & Lee 2022). 

Companies have two different approaches to maintaining a customer base. They can either 

acquire new customers or focus on the retention of existing customers. The common 

paradigm is that customers are often easy to acquire but difficult to keep, which is especially 

true in a VOD business where the dismission of a temporary subscription is effortless. (Moro 

Visconti 2021). Zhang (2023) even emphasizes that a high retention rate is vital condition 

for subscription businesses.  

Operating with multiple business models gives VOD services unique opportunities to retain 

existing customers by offering alternative options rather than losing customers entirely. In 
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particular, operating with multiple business models allows platforms to segment consumers 

based on their tolerance for advertising and willingness to pay. As Shim et al. (2025) 

addresses, combining ad-based and subscription-based offerings creates strategic 

complementarity: users who are sensitive to price can remain on ad-supported tiers, while 

ad-averse users can be guided toward paid subscription. This mechanism allows firms to 

retain their customer base while increasing customer lifetime value by actively driving them 

towards more profitable products.  

Based on the literature reviewed, it can be stated that developing a predictive model, that 

estimates the probability of subscription upgrades is a crucial factor in VOD environment. 

A predictive model can support revenue optimization by identifying users that are most 

likely to upgrade to paid tiers and enables efforts to maximize revenue from both 

subscriptions and advertising. It also gives the company a means to reduce churn and 

increase customer lifetime value by offering paid subscriptions at the right time to the right 

customers. For the customer, a predictive model can provide a more personalized and value-

aligned experience by making it easier for users to find solutions that better match their 

needs. 
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3  Predictive Modelling for Subscription Upgrades 

This chapter covers the theory of predictive analytics, different machine learning techniques 

and feature engineering. Each of the concepts will be introduced and their significance for 

this study is presented. In addition, based on this review, selections will be made of which 

techniques will be used in the model building and data processing.  

3.1  Predictive Analytics and Machine Learning Techniques  

Analytics is a general term used to describe how useful information is obtained from data. 

The fundamental goal of analytics is to make better decisions based on the data. Analytics 

is often divided into two distinct areas: descriptive analytics and predictive analytics. Of 

these two, descriptive analytics is considered a very basic form of analytics. It summarizes 

raw data and describes the past (McCarthy et al. 2022, 11; Liu et al. 2023). Simply put, it 

answers the question “What has happened?”. Descriptive analytics is the foundation for 

predictive analytics since it aids in the preparation of data for future use (McCarthy et al. 

2022, 11). 

Predictive analytics on the other hand aims to predict future events by using historical data. 

It focuses on making predictions based on real-world data and evaluating how accurate and 

useful those predictions are in practice (Shmueli & Koppius 2011). Predictive analytics is 

related to many quantitative approaches, such as statistics, forecasting, optimization and so 

on, but it has unique characteristics that make it distinct from each (Waller et al. 2013).  It 

tries to answer the question “What will happen?” by relying on quantitative and qualitative 

methods, advanced statistics, data mining, machine learning, and data-driven algorithms to 

generate models. (McCarthy et al. 2022, 11; Blackburn et al. 2015, Waller et al. 2013). Liu 

et al. (2023) divides predictive analytics into statistical techniques and machine learning 

techniques. In the latter one, systems are used to train specialized algorithms to learn and 

make predictions and recommendations based on large volumes of data. 



22 

 

 

 

Figure 2. The difference between descriptive and predictive analytics. 

Predictive analytics refers to any data-driven method used to objectively analyze, predict, 

and control business processes (Blackburn et al. 2015). In fact, McCarthy et al. (2022) argue 

that predictive analytics is one of the few technologies that have the ability to revolutionize 

how business operates (McCarthy et al. 2022, 1). Thanks to advancement in computer 

hardware and new technologies and analytics for processing data, companies are now able 

to collect and analyze massive amounts of both structured and unstructured data (McCarthy 

et al. 2022, 2).  Predictive analytics leverages these large volumes of both structured and 

unstructured data to gain valuable insights (Waller et al. 2013). 

For example, Netflix has created a recommendation system that uses customer’s past 

viewing behavior to recommend new movies or shows. Netflix collects data about what the 

customers are streaming, given ratings, made searches, viewing habits, and what customers 

do when the credits are rolled. This data allows Netflix to see trends and consumer behavior 

and make predictions about what new content to offer and create personalized 

recommendations. (McCarthy et al. 2022, 3). 

There are a few requirements that need to be met to create true value in predictive analytics. 

First, a complex business problem must exist, that requires advanced analytics techniques to 

be solved. In addition to that, one must possess a strong understanding and knowledge of 

statistical algorithms and machine learning techniques, strong business knowledge and 

access to big data. (McCarthy et al. 2022, 14.). It is also important to acknowledge that the 

right methods and technical implementations alone are not enough to create that value. 

Instead, the appropriate integration into business and decision processes accompanied with 

acceptance by management as a decision tool are fundamental requirements for successful 

predictive analytics (Blackburn et al. 2015).  

Descriptive Analytics

Past oriented

What happened?

Summarization

Predictive Analytics

Future oriented

What will happen?
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Analytics and domain knowledge are both essential for successful analytics projects, they 

should be seen as complementary to each other rather than competitors. Domain knowledge 

should be built into the predictive analytics process (Blackburn et al. 2015), and it cannot be 

separated from analysis (Wallet et al. 2013). This also affects how forecasting methods are 

designed; they should be able to include expert judgement as part of the input data. 

(Blackburn et al. 2015). Because the predictive model is done by the case company’s own 

employee it is ensured that domain knowledge is exploited in this study.    

Predictive algorithms can be divided into supervised and unsupervised machine learning 

methods (Larose 2015, 160; Alloghani et al. 2019, 4). In general, machine learning is based 

on algorithms that iteratively learn and optimize their operations by analyzing input data to 

make predictions for the future (Uddin et al. 2019). Supervised machine learning algorithms 

are often used for prediction tasks because the objective is to forecast a specific outcome 

(Jiang et al. 2020), such as upgrade. Supervised machine learning utilizes iterative process 

of learning from the historical data set, referred to training data. This training data set 

contains labels and has the correct information, thus the information that the model is 

learning to predict. The prediction output is referred to as the target variable. The predictive 

model will be trained, and when it reaches an optimal point, the model is then ready to 

produce predictions. (McCarthy et al. 2022, 12; Uddin et al. 2019; Larose 2015, 160).  

The aim of unsupervised machine learning methods is to identify underlying dimensions, 

groupings, clusters, or trajectories within a database without having a target outcome (Jiang 

et al. 2020; Alpaydin 2014, 11), meaning the data sets used in unsupervised learning 

algorithms have no target variable. The data is not classified or labeled, and a prediction 

cannot be made (McCarthy et al. 2022, 12). Instead, the aim is to find clusters or groupings 

from the input data (Alpaydin 2014, 11). In fact, clustering is the most common method of 

unsupervised learning (Alok & Bradford, 2019, 3). Examples of algorithms that are often 

used in clustering are k-Means, hierarchical clustering and principal component analysis 

(Alok & Bradford 2019, 7, 65).  

As this study is interested in predicting customer upgrades, it has a clear target variable that 

can have binary outcome - “upgrade” or “no-upgrade”. Thus, this study focuses on 

supervised learning algorithms and therefore unsupervised learning algorithms will not be 

addressed further.  
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Supervised machine learning methods can be distributed into classification and regression 

methods based on the type of outcome that is predicted. Classification methods predict 

categorial outcomes whereas regression methods predict continuous outcomes. (Jiang et al. 

2020; Larose 2015, 160). Regression methods such as Linear Regression and Multiple 

Regression that are specifically designed for regression tasks are ruled out from this study, 

since there is a need for a method that can handle classification tasks. Classification includes 

methods such as Decision Trees, Neural Networks, Logistic Regression, k-Nearest 

Neighbor, Support Vector Machine and Naïve Bayesian (Larose 2015, 160; Alloghani et al. 

2019, 13). 

  

Figure 3. Common machine learning techniques and algorithms 
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3.2  Introduction of Different Modelling Techniques 

Predictive analytics is widely used to predict customer churn, as demonstrated in prior 

research (e.g. Neslin et al. 2006, Verbeke et al. 2012, Coussement et al. 2017, De Caigny et 

al. 2018, Kumar et al. 2023, Zhang 2023) that is to say, predicting the probability of a 

customer abandoning the company, especially in the telecom industry. A scoring model used 

in customer churn prediction enables estimating a future churn probability for each customer 

based on the historical data collected of the customer. (De Caigny et al. 2018). As this study 

aims to estimate the probability of upgrading to a paid subscription based on historical data, 

and generating probability for each customer is in great interest, the prediction task in hand 

in this study is closely aligned with customer churn prediction. Considering the similarities, 

it is appropriate to reference prior research on customer churn prediction. 

The interest of this study lies both in creating a model that has significant predictive power 

but also in understanding the drivers leading to upgrades, i.e. interpretability. Even though 

it is important to create a model that has good predictive power, it is also important to have 

a model that leads to actionable insights (De Caigny et al. 2018), which can be achieved with 

comprehensibility (Martens et al. 2011). Prior studies are mainly focused on improving 

model performance rather than increasing their comprehensibility, due to the subjective 

nature of the term comprehensibility (Huysmans et al. 2010). An example of actionable 

insights in this case would be the ability to create different target groups and target marketing 

activities based on the AVOD customers’ probability of upgrading or ensuring the 

continuation of a particular program in the service if it drives growth. Comprehensibility, 

which refers to the understandability of the motivations behind the predictions, is a key factor 

in acceptance of the provided model (Martens et al. 2011), mainly because it is subjective 

and influences by factors outside the model, like the user’s experience and prior knowledge 

(Huysmans et al. 2010). Due to the need for actionable insights, comprehensibility is a 

crucial requirement for a classification model used in this study. In addition, the model 

should be justifiable, meaning it is in line with existing domain knowledge. This can be 

ensured by validating the model by a domain expert (Martens et al. 2011), and by involving 

domain experts in variable selection process. Figure 4 demonstrates how predictive power 

and interpretability enable model comprehensibility, which is requirement for generating 

actionable insights and ensuring the acceptance of the model. 
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Figure 4. The relationship between predictive power, interpretability, and actionable insights. 

There are numerous classification techniques that have been used to predict churn, such as 

Logistic Regression, k-Nearest Neighbor, Decision trees, and Neural networks (Verbeke et 

al. 2012). According to the study of De Caigny et al. (2018) Logistic Regression and 

Decision Trees have been noted by many researchers (e.g. Coussement et al. 2017; Neslin 

et al. 2006; Hwang et al. 2004; Alpaydin 2014, 215; Zhang 2023) to be models that have 

both good predictive power and good comprehensibility and are therefore popular modelling 

techniques to estimate churn probability.  

For example, in the study of Coussement et al. (2017) it was discovered that Logistic 

Regression, that is considered as a simplistic model, provides as viable results as more 

advanced simple and ensemble models, if the data set is well-prepared. In addition, 

compared to Logistic Regression, these more advanced and complex algorithms often lack 

persuasive insights about comprehensibility and justifiability, and need additional post-

processing steps to provide direct probabilities, making them more time consuming and 

costly (Coussement et al. 2017). 

Classification methods such as Neural Networks are often regarded as black box models due 

to the lack of transparency in their internal mechanisms. It is difficult to summarize the 

relationship between the target variable and the independent variable because a neural 

network is highly nonlinear function that consists of multiple elementary functions. This 

leads to the absence of a direct relevance between their structure and the underlying problem. 

This lack of transparency poses significant challenges in deriving interpretable insights. 
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(Samarasinghe 2016, 15). Random Forests, Gradient Boosting Machines and Support Vector 

Machines are of high interest among researchers due to their ability to achieve very high 

predictive accuracy. However, these black box models are almost completely lacking 

interpretability. (Hatwell et al. 2020). 

In addition to the good predictive power and comprehensibility, decision trees have other 

advantages as well. Not only are they referred to as one of the most interpretable machine 

learning models, meaning that it is simple to explain the reasons behind the classification of 

a certain sample (Joshi 2023, 74; Alpaydin 2014, 215), but also, they can handle both 

nominal and continuous variables as well as missing values and outliers. Decision tree 

algorithms can be used both with linear data and with nonlinear data, which means that they 

work both for regression tasks and classification tasks. (Joshi 2023, 74).  

The logic behind decision trees is simple: they consist of nodes and branches. The decision 

nodes contain questions or premises, and the response to the question determines the path to 

the next node or conclusion. This process is repeated until the point where the leaf nodes are 

reached, which is the point where the value written in the leaf constitutes the output. 

Branches link the nodes reflecting the path along the decision tree. (McCarthy et al. 2022, 

14; Joshi 2023, 73; Alpaydin 2014, 214). The output in this case would be “upgrade” or “no 

upgrade”. Figure 5 illustrates a simplified example of a decision tree applied to the context 

of subscription upgrades, adapted from McCarthy et al. (2022). In this illustrative example, 

the root node represents the upgrade decision, while subsequent nodes progressively refine 

the decision tree based on relevant variables. Some branches lead to additional nodes before 

reaching a final outcome, whereas others terminate early.  
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Figure 5. Illustrative example of decision trees in subscription upgrade context. 

Despite all the above-mentioned advantages of the Decision Tree, the model lacks one 

profound aspect required by the case company: it doesn’t give each customer numeric 

probability to upgrade; hence it cannot be used to sort customers based on the probability 

nor to create more granular target groups than “upgrades” or “no upgrade”. Due to this 

requirement, a decision tree is not the best alternative to be used in this study.  

Regression analysis is a fundamental statistical technique widely used in predictive analytics 

(McCarthy et al. 2022, 88, Chatterjee & Hadi 2012, 27). Its primary goal is to estimate the 

relationship between predictor variables (independent variables) and a target variable 

(dependent variable) using data from a random sample. The insights derived from this 

analysis enable predictions about the properties of the population or future events. 

(McCarthy et al. 2022, 88). 

Logistic regression is a specific type of regression used when the target variable is 

categorical. It estimates the probability of a particular outcome by modelling the relationship 

between the target variable and one or more independent variables (McCarthy et al. 2022, 

96; Larose 2015, 359). 

Logistic regression applies the logic transformation to the target variable and thereby solves 

these problems. The mathematical concept behind logistic regression is the logit – the natural 

logarithm of an odds ratio. Logistic regression is especially used for describing and testing 

hypotheses about relationships between a categorical outcome and one or more predictor 
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variables, which can be either categorical or continuous. (Peng et al. 2002). The logistic 

model predicts the logit of Y from X. The logit is the natural logarithm (In) of odds of Y, 

and odds are ratios of probabilities (π) of Y happening (i.e., the customer upgrades) to 

probabilities (1 - π) of Y not happening (i.e., the customer doesn’t upgrade). (Peng et al. 

2002). Formula 1. presents a simple logistic model, where α is the Y intercept and the 

regression coefficient is β. 

𝑙𝑜𝑔𝑖𝑡(𝑌) = 𝑛𝑎𝑡𝑢𝑟𝑎𝑙log(𝑜𝑑𝑑𝑠) = ln (
π

1−π
) = 𝛼 + 𝛽𝑋 (1) 

The value that is to be predicted is referred to as target variable, and it can be either binary, 

multi-nominal, or ordinal. The independent variables are inputs into the regression equation 

that are assumed to have a direct effect on the target variable. The outcome of this technique 

is a mathematical equation that describes the relationship between the depended variable and 

the other independent variables. Consequently, logistic regression provides the probability 

for a particular outcome to occur. (McCarthy et al. 2022, 12, 96; Pohlmann & Leitner 2003). 

This probability is of particular interest in the perspective of the case company, when it 

comes to the model created in this study. 

There are three types of logistic regression – binary logistic regression, multi-nominal 

logistic regression, and ordinal logistic regression – and the type of target variable 

determines which of these logistic regression types should be used. (McCarthy et al. 2022, 

97). In this study the target variable is binary, meaning it has two possible outcomes: the 

customer either upgrades or doesn’t upgrade. Thus, this study should use binary logistic 

regression. In binary logistic regression variables with a value 1 represent the occurrence of 

a target outcome, in our case an upgrade, and a value of 0 represents the absence of a target 

outcome, or no-upgrade (Pohlmann & Leitner 2003).  This model will use multiple input 

variables and predicts the odds of an upgrade based on the values of these input variables 

making the binary logistic regression multivariant.  

Logistic regression is more flexible than linear regression by nature, but it still relies on 

several assumptions that cannot be violated. The fundamental assumption of logistic 

regression is that the relationship between the target variable and independent variable is 

nonlinear. (Larose 2015, 359). The other assumptions are: 

1. Sample size must be adequate 



30 

 

 

2. Multicollinearity cannot exist 

3. Errors need to be independent, but do not have to be normally distributed 

4. There are no outliers 

Logistic regression offers a powerful and interpretable method to predict binary outcomes. 

As mentioned above, its ability to provide probability scores for each customer, handle a 

variety of input types, and produce meaningful insights into the growth drivers of a target 

outcome makes it particularly well-suited to predict customer behavior. This method 

supports the overall objective of building a predictive model that helps the case company 

make data-driven decisions to accelerate growth. 

3.3  Introduction to Feature Engineering 

Data quality is one of the most important aspects of ensuring the success of a machine 

learning project. Often, vast amounts of data exist, and one should know what data to use 

and how to use it in the creation of a machine learning algorithm. As Jacob Murel states in 

his article on IBM’s website (2024), “a model is only as good as the data on which it is 

based”. In other words, to improve the performance of a machine learning model, it is more 

important to focus on the data itself rather than continuously developing new algorithms 

(Verdonck et al. 2024). The process of data preparation and feature engineering is time 

consuming and often requires multiple iterations.  

As mentioned earlier in this paper, domain knowledge plays a crucial role in determining 

which variables to use in a machine learning project and then iteratively testing which set of 

features provide the most accurate model.  

The process of building a model with good predictive power and interpretability extends 

beyond data selection and requires several distinct phases. These include data pre-

processing, developing an understanding of the underlying data characteristics through 

exploratory data analysis (EDA), and systematic feature engineering. (Kuhn & Johnson 

2019). These steps are essential building blocks that allow conversion of varying and raw 

inputs into interpretable and standardized forms (Koukaras & Tjortjis 2025). Figure 6 

illustrates these key components involved in building a predictive model with good 

predictive power and interpretability.  
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Figure 6. Illustration of key components of a predictive model with good predictive power and interpretability. 

Data pre-processing is a critical process that combines unpolished, often noisy datasets and 

advanced algorithms that are used to create predictive models (Koukaras & Tjortjis 2025). 

Data pre-processing includes measures such as missing data and outlier handling, data 

transformation and normalization (Kuhn & Johnson 2019, Koukaras & Tjortjis 2025). It is 

crucial to understand the important predictor characteristics at the beginning of the 

modelling process. These are characteristics such as predictors’ individual distribution, the 

degree of missing values within each predictor, outliers, relationship between predictors and 

the relationship between each predictor and the response variable. (Kuhn & Johnson 2019).   

After preprocessing the phase of data exploration takes place. Data exploration means 

exploring potential predictive relationships between individual predictors and the target 

variable and between pairs of predictors and the target variable (Kuhn & Johnson 2019). 

Jebb et al. (2017) describe exploratory data analysis (EDA) as “the statistical embodiment 

of inductive research”, which includes visualizations and quantitative techniques to 

understand the structure of the data and to detect empirical phenomena.  
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According to Kuhn and Johnson (2019), the first step of EDA is to create visualizations that 

help demonstrate knowledge of the target variable and then to uncover relationships between 

the predictors and the target, i.e. visualizations should start with the target variable to 

understand its’ characteristics. Visualizing data enhances understanding, learning and 

reasoning and enables more effective and faster decision making, making it easier to 

understand the most reasonable next step (Gandhi et al. 2020).  

Histograms or box plots are examples of simple visualizations that can reveal the amount of 

variation in the target variable and whether that target variable was generated by a process 

that has unusual characteristics that must be investigated further. Visualizing predictors 

provide information that can be used to inform the initial models. (Kuhn & Johnson 2019). 

For example, visualizing viewing time per session across customers that have upgraded 

versus the customers who haven’t could reveal behavioral differences that are relevant for 

modelling. The challenge of visualization lies in knowing which visualizations to use to 

extract information for improvement instead of complex visualizations itself (Kuhn & 

Johnson 2019, Gandhi et al. 2020). 

The aim of feature engineering is to extract useful features or properties from data to increase 

the effectiveness of a model using domain knowledge or established transformation methods 

(Heaton, n.d.; Kuhn & Johnson 2019). El Moor et al. (2022) noted that feature engineering 

is often used interchangeably with term data preparation, but they pointed out that compared 

to data preparation, feature engineering requires more domain-specific expertise. In addition, 

Boeschoten et al. (2023) and Bonaccorso (2017, 44) include processes such as cleaning 

datasets, handling missing data, data transformation, increasing their signal-noise ratio, and 

reducing their dimensionality under the term feature engineering. As noted, feature 

engineering often overlaps with EDA, but in this study, EDA is treated as a distinct phase 

rather than as part of feature engineering. 

Verdonck et al. (2024) states that the aim of feature engineering is to design features either 

by modifying existing features by using transformations or by creating or extracting new 

ones from different sources. The means of addition, deletion and combination, as well as 

mutation of the data to improve model training, and creating variables that are potential 

inputs to models, belong to feature engineering toolbox. Conducting these measures should 

lead to variables more related to the target, thus a better performing model (Zhang 2023). To 

focus on this fundamental idea of feature engineering, the preprocessing and explorative 
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tasks are addressed separately from feature engineering techniques in this paper, adapting 

the definition of El Moor et al. (2022), who states that feature engineering includes feature 

creation, transformation and extraction. In addition, feature selection will also be included 

in the process of feature engineering since it involves selecting and identifying relevant and 

meaningful features from raw data, which then avails the model’s predictive power and 

accuracy (Kiptoon 2023). Next, each of the steps is briefly introduced. 

 

Figure 7. Feature engineering process by Kiptoon (2023). 

Feature creation includes determining the variables that are most helpful to utilize in a 

prediction model. Addition, subtraction, and ratios are means to combine existing features 

to produce new ones. (El Moor et al. 2022). For example, in VOD context, average session 

length may reveal engagement more effectively than viewing time as a variable alone. 

Creating new features from existing feature sets is a common practice in feature engineering. 

These new features are basically computed fields that either complement or replace other 

features in the given feature set (El Moor et al. 2022). Often, domain knowledge is required 

to create features that improve the performance of the machine learning algorithm (Verdonck 

et al. 2024). Boeschoten et al. (2023) points out that it is often required to perform feature 

selection to avoid excessive number of variables. 

Feature transformation is a process that includes converting features to a more readable 

format and improving the model’s performance by utilizing mathematical approaches 

(Murel 2024; El Moor et al. 2022; Kiptoon 2023). It can include operations such as simple 

numerical transformations, grouping data, creating categorical data, and other methods that 

create new information about the raw data. (Boeschoten et al. 2023; Bonaccorso 2017, 44). 

For example, transforming all the features on an equal scale increases the model’s 

correctness (El Moor et al. 2022). Binning and one-hot encoding are examples of feature 

transformation techniques. Binning is a technique that transforms continuous values into 

categorical features, such as transforming viewing time into time categories like “light-user”, 

“medium-user”, and “heavy-user”, while one-hot encoding creates numerical features from 

categorial variables (Murel 2024).  
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Feature extraction means constructing variables by extracting them from some other data. 

This minimizes the size of the data and ensures it can be handled for data modelling. 

Principal component analysis (PCA) is a common approach for feature extraction (El Moor 

et al. 2022, Koukaras & Tjortjis 2025). In PCA, the information in the large set of original 

variables is summarized by a small number of new features that are called principal 

components, which aim maximizing the variance residing within data (Verdonck et al. 2024, 

Koukaras & Tjortjis 2025). The challenge of PCA is that the components resulting from 

PCA are difficult to interpret, which is problematic in cases where interpretability is needed 

(Koukaras & Tjortjis 2025). 

Feature selection aims at increasing the model’s performance by keeping only the most 

important and useful features. This helps in understanding data, minimizing the input 

complexity, reducing overfitting and computation requirements, making training faster, 

increasing interpretability, and improving predictor performance, while maintaining the 

most important elements (Chandrashekar & Sahin 2014, Kiptoon 2023). There are different 

feature selection techniques that offer distinct benefits and limitations depending on the size 

of dataset, modelling complexity, and performance goals (Koukaras & Tjortjis 2025).  

These techniques can be grouped into three main categories: filter, wrapper and embedded 

methods (Guyon & Elisseeff 2003, Li et al. 2018, Koukaras & Tjortjis 2025). Filter methods 

rely on statistical values to determine the importance of different features relative to the 

target variables. The most common metrics include Pearson correlation, mutual information, 

Chi-square statistics and ANOVA f-values (Brown et al. 2012, Li et al. 2018, Koukaras & 

Tjortjis 2025). In wrapper methods the model is trained and tested for each respective set of 

features. Recursive Feature Elimination (RFE) is a well-known example of wrapper 

methods, in which the least relevant feature is removed progressively according to model 

performance. Wrapper methods are considered to deliver better results than filter methods, 

however, they are computationally intensive and prone to overfitting. In embedded methods 

feature selection is incorporated directly into model training, balance efficiency through the 

ability to capture interactions between features, but the outputs are model-dependent and 

possibly hard to generalize to other learners. (Koukaras & Tjortjis 2025). 

It is also important to take into consideration that different models require different amounts 

of feature engineering and data preparation and that there is no single best method for feature 

engineering that works in all cases. Therefore, iterative experiments with different 
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techniques are required (Verdonck et al. 2024). As Logistic Regression assumes linearity, 

requires encoded categorical variables and scaled features, and is more affected by correlated 

inputs, it requires careful preprocessing and feature engineering. 
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4  Data and Model Preparation 

In this chapter the empirical part of the study begins. First, the case is introduced and the 

reasoning behind the need of a predictive model is demonstrated. Next, the model selection 

is made based on the literature reviewed and case requirements. After that, the data pre-

processing steps are described. 

4.1  Case Introduction 

Case company is a leading commercial broadcasting company in Finland, which media 

portfolio consists of local free to air television channels, streaming service and multi-channel 

news service. This study focuses on the streaming service’s direct to customers function 

which offers free, paid and hybrid solutions of the streaming service. 

In general, the streaming service is targeted at everyone, offering diverse content from news 

and current affairs to sports and entertainment. Different customer segments are served with 

different tiers, and the main objective is that everyone should find their own way of 

consuming the streaming service, either for selecting the ad supported version, or paying the 

subscription fee. 

The consumption of traditional television has declined consistently for years, and the pace 

of decline is constantly accelerating. This has forced the broadcasting companies to shift 

their focus on streaming services and their profitability. This holds true for the case company 

as well, who is deliberately concentrating on the growth and profitability of their streaming 

service.  

As part of the strategic calibration, the case company needs to gain new customers and 

maximize the value derived from their existing customer base. As already stated in the 

literature review, the paying subscriber is always more valuable than the one using ad-

supported version. Therefore, identifying and supporting the upgrading process is essential. 

Hence, the business objective of the case company is to identify AVOD users with a high 

likelihood of upgrading in order to execute targeted and cost-effective marketing activities. 
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Currently, the case company has no statistical means to target customers, but the 

segmentation is based on the domain knowledge of the customer relationship management 

team. To solve this problem, the predictive model that estimates to probability of upgrading 

to a paid subscription within the following month is created. The predicted upgrade 

probabilities are intended to support tactical decision-making in marketing operations, such 

as targeting, personalization, and prioritization of resources. The focus on a one-month 

prediction horizon enables timely activations with a long-enough planning cycle.  

In addition to tactical benefits, this study provides strategic recommendations for the case 

company’s management teams in terms of content planning and understanding the potential 

growth drivers. 

4.2  Model Selection for the Study 

After evaluating the characteristics of various classification methods and considering the 

case company’s requirements for interpretability and actionable insight, two machine 

learning techniques remain relevant to be considered for this study: logistic regression and 

decision trees.   

Table 2. Comparison of logistic regression and decision trees. 

 

As shown in the table above, both techniques offer good predictive power, are easy to 

interpret, and provide actionable insights. While decision trees require significantly less data 

pre-processing due to their ability to handle non-linear relationships and their robustness to 

outliers and missing data, they do not produce a probability output. As the ability to rank 

customers based on their likelihood of upgrading, rather than purely classifying them as 

upgraders or non-upgraders, is crucial for this study, logistic regression is better suited for 

this predictive task.  

Criterion Logistic Regression Decision Tree 

Good predictive power x x 

Interpretability x x 

Provides Actionable insights x x 

Probability output x  

Limited data pre-processing required  x 
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By now, the first two phases of the DSRM, 1), problem identification and motivation and 2) 

definition of the objectives for a solution, have been addressed through the literature review. 

This study proceeds to the third and final DSRM phase included in the scope of this study: 

design and development. This part concentrates on the empirical implementation of the 

proposed solution and includes data pre-processing, feature engineering and the 

development of the predictive model. Figure 8 below describes the structure of the study. 

 

Figure 8. Illustration of the DSRM phases conducted in this study. 

4.3  Data Pre-Processing 

As in any machine learning project, data pre-processing had a crucial role in building a 

predictive model. The quality of data used has direct impact on the outcomes and the quality 

of machine learning models, and therefore the importance of data pre-processing cannot be 

overstated. (Medium, 2023). The pre-processing steps used in this study are summarized in 

the figure below (Figure 4.) 
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The process consisted of six steps. First, the data was collected, and those datasets were 

cleaned. Next, necessary transformations were conducted before a unified dataset was 

created. The unified dataset was then segmented based on customer activity, and a 50 % 

stratified sample was fetched to create a working dataset before an exploratory data analysis 

was performed. Finally, the working dataset was split into test, training and validation 

datasets. Figure 4 summarizes the data pre-processing steps and the tasks related to each 

step, which are discussed in more detail next. 

4.4  Data Collection 

Data collection was executed in cooperation with the case company data analysts. The final 

decision of what data to collect was made by the author of this study, but throughout the 

process an open dialogue was maintained. The author possesses a strong domain knowledge 

around the topic; hence she had a comprehensive understanding of the needed data. To 

ensure no significant data was left unconsidered, the author held meetings with business 

professionals dedicated to business, customership, digital sales and so forth. These 

discussions strengthened the ideas of what data to include in the model but did not provide 

any additional data requests.  

The process of data collection included several steps that are introduced next. At first, the 

author created a preliminary list of internal and external data that might be needed in the 

Figure 9. Pre-processing steps conducted in this study. 
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model. After that the author had discussions with data analysts, business director, marketing 

and customer director, and head of digital sales to oppose these data requirements and to 

hear wishes about the data that should be included in the model. Next, the author created a 

final list of what data to be included in the model development and created a formal data 

request for data analysts.  

This data request was reviewed with the data analysts from the internal data perspective. 

Following this meeting the data analysts created the necessary queries to the data warehouse 

that the author used to download the needed data. The only external data that was decided to 

use in the model building was calendar with the information about holidays, holiday seasons 

and events. This was created with the help of AI.  

 

Figure 10. Data collection process 

The data consisted of four internal and one external dataset that were pre-processed and 

explored before creating a unified dataset used in the modelling phase. The internal datasets 

were customer, subscription, session and content metadata, and external holiday-event-

calendar. Figure 11 below presents the logical data model including the raw datasets used in 

the model.  
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Figure 11. The logical data model of the raw datasets used in this study. 

Customer data was downloaded as monthly snapshots from the data warehouse. The first 

snapshot date was 1.2.2024 and the last one was 1.7.2025. Each customer could appear in 

multiple monthly snapshots. Using monthly snapshots captures time-varying behavior, 

increases the number of occurrences of the target variable, and thus ensures sufficient 

number of rare outcomes like upgrade. After downloading these monthly snapshots, the data 

was appended to a single dataset. Session data was also downloaded as monthly chunks from 

the database, due to the size of the data. Content metadata and subscription data were 

downloaded as single files.  

4.5  Data Cleaning 

The data cleaning process for each data set was conducted in similar manner. At first, the 

inconsistent datatypes were transformed into more suitable format. Dates were transformed 

into datetime values with Europe/Helsinki time zone, ID’s and names were transformed into 

string formats, variables such as gender or genre were transformed into categories. 
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Numerical variables were transformed into integers or floats depending on their nature. 

Target variable and migration flag were transformed into Boolean values. It was also ensured 

that the spelling was consistent throughout the observations and necessary transformations 

were proceeded. For example, there was different spelling for gender categories (male, 

MALE, Male, female, Female) which were standardized. 

After datatype transformations and standardizations missing values and duplicate rows were 

examined. The data quality seemed relatively high in subscription and session datasets, since 

neither missing values nor duplicates existed. Customer dataset did not contain any duplicate 

rows, but there were a distinctive number of missing values, especially in gender (20,33 %) 

and registration date (0,63 %). In addition to the missing values in genre, there was also a 

significant number of “unknown” and “other” values. It was decided to use the category 

‘unknown’ for the missing values. The number of observations for ‘binary’ and ‘other’ was 

so minimal that it was decided to combine these to the category ‘unknown’ to avoid 

overfitting.  

The variable “registration date” was missing in 0,63 % of the observations and all of these 

observations’ target variable got value “False”. Since 99,6 % of the observations get value 

“False”, removing such a small percentage of observations won’t compromise the model. In 

addition, the samples with missing postal code or missing year of birth were also removed 

from the dataset, since the number of missing values was so minor (< 0,01 %).   

Content metadata dataset contained information about the publishing date in different tiers, 

genre and type, title, episode name and number and the season number. The dataset had no 

duplicate rows, but it had significant number of missing values and other inconsistencies that 

needed to be handled. It was noticed that specific types of content were systematically 

missing detailed information, which suggested that either there was consistent error, or the 

data was irrelevant. Furter exploration revealed that, for example, clip videos or news 

content did not include episode name, number or season number. It was decided to replace 

such missing numerical values with NaN value and string formats with “unknown”. In 

addition, genre information was relatively partial, so it was also decided to create a new 

category “unknown” and impute it to the observations that were missing genre information. 

For movies the data had release year placed on the variable season number, which was 

transformed into NaN value. Evaluation of the data indicated that the metadata for the most-

viewed content was sufficiently complete and consistent, which supported the decision to 
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apply the cleaning procedures described above. After cleaning Content Metadata, it was 

merged into session data. Rows that didn’t get any metadata were removed from the dataset.   

After handling missing values, the data errors were removed from the datasets. For example, 

there were a few observations where view end datetime was before view start datetime, 

which were removed from the sessions dataset to correct errors. Similarly, a few 

observations where subscription end date was before subscription start date were removed 

from the subscription dataset and some customer IDs were identified as test accounts based 

on the number of subscriptions they had and were removed from the datasets. Rest of the 

outlier handling was conducted as part of the EDA process.  

4.6  Data Transformation and Integration 

After cleaning the data, datasets were converted into customer-monthly level to match with 

the granularity of the customer dataset, which represents the analytical base table of this 

predictive model. Variables that couldn’t be calculated from aggregated data were created 

before aggregation. 

From session-metadata dataset, new, session level variables were calculated. Content view 

duration was calculated, Boolean variables to detect if a customer views an AVOD content 

within two days from publishing, and if a customer views new content (published within 30 

days). In addition, flags were created to detect if customer starts a new show (IS_S01) and 

the view time for new shows, or if customer has a binge viewing day (>=3 views for the 

same show within a day). A month key was created for aggregation. The publishing 

information was used to create a new variable window that provides more information about 

the publishing schedule between different tiers. If there was missing values on publishing 

and no category were able to identify, a category “other” was used.  

Total view time per month, total content starts per month, active days, active days in month 

and last view date in month were calculated during the aggregation as well as the view time 

per device, view time per genre, and view time per publishing window. From the newly 

calculated variables, the following monthly level variables were calculated: binge days per 

month and new content view time per month. After calculating all necessary customer-month 
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level variables all unnecessary variables were removed from the dataset and new cleaned 

and aggregated session-metadata dataset was created.  

The variables number of subscriptions per customer and the length of subscription were 

calculated from the subscription data as well as month key was created for merging. A 

customer-monthly dataset was created for subscription data and number of first subscription 

date, last subscription end date, average subscription length, maximum subscription length, 

and number of ended subscriptions were calculated. 

After cleaning and transforming data from each dataset and creating customer-month 

datasets, the datasets were combined into one analytical base table. As it was decided to use 

as raw and granular data as possible to be able to form a better understanding of the power 

of data processing and feature engineering, the amount of data was so massive that it was 

computationally very arduous to utilize the unified dataset.  

The solution for this computational challenge was twofold: a new working set was created 

by combining segmentation and sampling. As the original dataset included all customers, 

even those that have not been active for months, it was first decided to segment the data to 

include only customers that have been active in the last 90 days. To prune the dataset further, 

a 50 % stratified sample was drawn from the segmented dataset. A stratified sampling 

technique ensures that the subsamples represent the population. The population was divided 

into strata based on the target variable.  

4.7  Exploratory Data Analysis 

Exploratory data analysis was conducted on a representative sample of all variables using 

both statistical and visual methods. The target variable distribution was 1.6% versus 98.4%, 

indicating a highly imbalanced dataset — a factor that must be carefully considered when 

developing the logistic regression model. 

For each numeric variable, missing values were double-checked, and distinct values as well 

as the number of zeros were explored. The minimum, mean, and maximum values were 

calculated along with quantiles and other descriptive statistics. Extreme values were 

examined, and histograms were drawn to gain a deeper understanding of the data 

distribution.  
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A pairwise correlation was examined with correlation matrix. In addition to visual 

exploration, the interquartile range (IQR) rule was applied to identify potential outliers. At 

this stage, no observations were removed, but an outlier flag was created for each variable 

to allow further analysis if needed. 

As expected, the subscription-related variables contained a significant number of zero 

values, reflecting the fact that the majority of users had no prior subscription history. The 

histogram of “previous subscription count” (figure 6) points out the difficulty of interpreting 

the visualizations of the highly imbalanced variables.  

 

Figure 12. Distribution of the count of previous subscriptions. 

The dataset also included a variety of variables describing viewing behavior from multiple 

perspectives, such as genre, device type, and windowing. Consequently, these variables also 

included a large number of zeros, as customers tend to focus on specific types of content. 

Exploration of variable age revealed that there were significant number of values that were 

not possible, for example customers with age 0 or +110 (figure 7). This information was 

used later to bin customers.  
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Figure 13. Distribution of age 

In summary, the target variable is highly imbalanced, and this must be considered when 

building the model. Furthermore, most numeric variables were highly positively skewed and 

sparse, indicating that the current data is not optimally suited for linear models such as 

logistic regression. Therefore, appropriate data transformations were required to improve 

model performance and interpretability. 
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5  Model Building and Feature Engineering 

This chapter provides a comprehensive description of the process of building the predictive 

model. It covers the choices made in regard to the logistic regression itself, as well as 

describes the selected evaluation metrics and reasoning behind them. After that, the feature 

engineering steps conducted are explicitly described. 

5.1  The Logistic Regression 

After preprocessing the data and conducting the exploratory data analysis, the dataset was 

in suitable format to start building the predictive model. Due to the large size of the training 

dataset, a working set of 500 000 observations was used in training the model. The modelling 

process was iterative, meaning that features were added to the model gradually and the 

impact was evaluated after each step using the validation data. The main evaluation measure 

used was ROC AUC (later AUC), which stands for Receiver Operating Characteristic Area 

Under the Curve. It is widely recommended for imbalanced classification tasks (Dasari, 

2025). Secondary measures included precision and recall. Recall describes how well the 

model captures actual upgraders (true positives divided by the sum of true positives and false 

negatives), whereas precision measures the correctness of the model (the number true 

positives divided by the sum of true and false positives). Accuracy was not used due to the 

highly imbalanced nature of the target variable. 

The unique characteristics of the dataset were considered when configuring the 

hyperparameters of the logistic regression model. Initially, the model was tested using the 

default lbfgs solver provided by scikit-learn. However, due to the large size of the training 

dataset and the high dimensionality caused by One-Hot Encoding, computational challenges 

were encountered.  

Among the alternative solvers that handle large datasets better, saga was selected due to its 

ability to efficiently handle sparse feature matrices and its scalability in high-dimensional 

settings. In addition, saga supports regularized logistic regression and converges reliably in 

scenarios where a large number of observations and variables exist.  
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As the dataset of this study is imbalanced, and it is more important to predict the minority 

class (i.e. upgrade) correctly than the majority class, the class weight of the model was 

adjusted. Using class weight increases the cost of classification mistakes on the minority 

class which makes the model detect the positive class better. Since the primary business 

objective is to identify potential upgraders rather than in maximizing accuracy, the 

class_weight parameter was set to balanced.  

5.2  The Baseline Model 

To understand and quantify the impact of feature engineering, the baseline model contained 

only the essential set of variables, with minimal transformation. At this point, the only 

feature engineering steps conducted were i) preprocessing performed during data integration, 

ii) scaling numerical features using Standard Scaler, and iii) One-Hot Encoding categorical 

variables (gender and migration flag). Standard scaling was used to ensure that all numerical 

features are comparable, and One-Hot Encoding was applied with a minimum frequency of 

0,01 to reduce the noise and to keep the size of the model within a reasonable limit. 

The baseline model itself distinguished upgraders from non-upgraders better than random, 

particularly in terms of identifying a high proportion of the true upgraders. However, 

precision was very low, meaning that many predicted upgraders were in fact non-upgraders. 

This is expected given the highly imbalanced dataset and the default 0,5 probability cutoff. 

The results of the baseline model served as a starting point for systematic feature engineering 

that was conducted to improve the predictive performance and interpretability of the model. 

The process consisted of three main components: feature creation, feature transformation, 

and feature selection, which are described in the following sections. 

5.3  Feature Creation 

To improve the model’s performance, new features were created and added to the model, 

and each iteration was validated using the validation set. All features were computed using 

only information available at the prediction time to avoid information leakage. At first, the 

baseline model was enriched by creating new subscription-related features, since previous 
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subscription history was expected to have a strong impact on the upgrade probability. The 

baseline model included only the feature has_previous_subscription, which was 

complemented with previous_sub_duration, previous_sub_type, and previous_subs_count. 

Next, average_viewtime_per_active_day and average_content_start_per_active day were 

calculated and added to the model. These metrics describe customers’ relative engagement 

and were expected to capture viewing habits more effectively than total view time or active 

days alone.   

Binge_days_per_month was created to capture continuous viewing patterns by calculating 

the number of days per month on which a customer views at least three episodes of the same 

title.  

After that, features describing changes in viewing habits were created: 

total_viewtime_growth, active_days_growth, active_days_up, active_days_down, 

viewtime_up and viewtime_down. These features capture temporal variation in viewing 

behavior, which is particularly informative for logistic regression models that benefit from 

trend-based explanatory variables. 

Next, customers were divided into behavioral segments (heavy, medium, light, passive) 

based on active days and monthly view time. These segments were created to align the model 

with the segmentation used by the case company and to improve the separation between 

upgraders and non-upgraders.  

To capture the diversity of viewing habits, genre_variety and window_variety features were 

created. These features indicate how many different genres a customer has viewed during 

the month and how many different publishing windows the content belongs to.  

Although the baseline model already included view times for selected genres, categorical 

features top_genre and top_device were added to better capture the impact of dominant 

content preferences and device usage patterns.  

Next, Boolean variables describing seasonality (is_holiday, is_event, is_summer) were 

created. These features were derived from the month_start variable and based on industry 

knowledge: major external events, such as Olympics or Fifa World Cup, may reduce 

streaming consumption, whereas holiday periods outside the summer are typically favorable 

for streaming services.  
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The final feature creation step involved adding aggregated view times for content published 

in different windows, providing an additional layer for analyzing consumption behavior.  

To conclude, during the feature creation phase the dataset was enriched with multiple new 

features that aimed at describing user behavior in a more comprehensive manner. These 

features can be grouped into five categories: engagement-related features (e.g. average 

viewtime per active day, viewer segment and binge days), change- and trend-related features 

(e.g. view time up/down, growth features), content profile and diversity features (e.g. 

genre_variety, window_variety, top_genre, top_device), seasonality features (is_holiday, 

is_event, is_summer), and subscription history features. Through this process, the aspects of 

user activity, content consumption structure and ordering behavior were brough into the 

model. Overall, this step significantly expanded the model's ability to distinguish between 

high- and low-probability upgraders. 

5.4  Feature Transformation 

As mentioned earlier, a set of necessary feature transformations was applied to the baseline 

model to ensure that the data was suitable for logistic regression. Categorical variables 

(gender_grouped and migration_flag) were transformed using One-Hot Encoding, while 

numerical features were scaled using StandardScaler to ensure comparability between 

variables with different scales.  

The first iterative feature transformation step consisted of binning age, replacing the 

continuous age variable with categorical intervals that were subsequently One-Hot Encoded. 

This transformation was done due to the non-linear relationship between age and upgrade 

behavior, and to reduce the influence of extreme age values.  

Next, the feature active_days was normalized to active days per month to consider the 

varying month lengths and improve comparability across observations.  

After these steps, variables with heavily right-skewed distributions and large shares of zero 

values were transformed using the log1p transformation. The aim of this transformation was 

to reduce skewness, mitigate the influence of extreme values, and provide logistic regression 

with inputs that are easier to interpret. The log1p transformation was conducted to all view-
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related features as well as to subscription related features, and the impact of these 

transformations was evaluated iteratively using validation data. 

5.5  Feature Selection 

The final step of feature engineering consisted of feature selection, which was conducted to 

improve model interpretability while maintaining predictive performance. Feature selection 

was performed using a combination of filter-based and wrapper-based methods. This means 

that features were first evaluated using predefined statistical criteria, after which selected 

features were removed from the model one at a time and the impact of each removal was 

then evaluated using the validation dataset.  

First, features with near-zero variability (i.e., more than 98 % zero values) were identified. 

Such features are commonly expected to contain limited predictive information. These 

variables were temporarily removed and evaluated within the model. 

Next, highly correlated features were investigated to mitigate multicollinearity. Pairwise 

correlations between numerical features were computed, and in cases where strong 

correlations were detected, one of the correlated features was selected for removal based on 

redundance and conceptual overlap with other variables. 

After this, mutual information scores were computed using the training dataset to estimate 

the dependency between individual features and the target variable. Features with the lowest 

importance value (MI < 0,001) were iteratively removed, starting from the least informative 

ones. After each removal, the model performance was re-evaluated.  

The iterative elimination process was continued until further feature removal resulted in a 

consistent decline in model performance. At this point, the feature selection process was 

terminated to ensure that the optimal predictivity is maintained.   
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6  Results 

In this chapter, the results of the study will be presented and evaluated. At first, the impact 

of feature engineering to the model’s predictive performance is evaluated, then the features 

having the most significant impact are discussed. After representing the results, model 

robustness and generalizability are discussed followed by managerial implications, 

limitations and future research opportunities.  

6.1  Impact of Feature Creation 

Feature creation provided significant improvements to the model performance by capturing 

patterns that could not be derived directly from raw data.  

The results of adding more comprehensive subscription-related features were twofold: the 

improvement in AUC was only modest, while a substantial increase was observed in 

precision. This suggests that subscription variables have only limited impact for the model’s 

overall ranking ability, but subscription history plays a pivotal role in reducing false 

positives among predicted upgraders. 

The addition of avg_viewtime_per_active_day and avg_content_starts_per_active_day 

produced the most substantial improvement in AUC, which increased by +1,68 %. These 

features had also strong positive impact on recall, which increased by +7,71 %. However, 

precision declined substantially (-5,43 %). A similar pattern was detected when adding 

behavioral viewer segments: AUC increased by +1,31 % and recall by 4,80 %, while 

precision declined by -5,64 %.  

All of these features combine information from multiple behavioral dimensions. This 

compression makes them very informative in terms of general engagement intensity, which 

improves the model’s ability to rank potential upgraders and identify large share of actual 

upgraders. However, this aggregation also reduces specificity, leading to a higher number of 

false positives.  
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For OTT business, it is more important that the model is able to identify potential upgraders 

rather than distinguish all non-upgraders, therefore this trade-off between higher recall and 

lower precision is acceptable.  

The binge_days_per_month feature had only a minor effect on AUC (+0,09 %), but it 

improved precision by +1,10 %, while recall decreased slightly (-0,29 %). This suggests that 

binge-behavior improves model’s ability to make correct decisions about upgrade 

predictions, although some of the true positives are left unidentified. 

Features capturing change in content consumption behavior had the most significant positive 

impact on model performance. The addition of active_days_down, active_days_up, 

viewtime_up, viewtime_down, total_viewtime_growth and active_days_growth increased 

all performance metrics. The improvement in AUC (+0,67 %) and recall (+2,73 %) suggest 

that these features help the model to distinguish potential upgraders better and increase the 

model’s ability to find actual upgraders substantially. This means that with these features the 

model better identifies those customers whose behavior indicates an upcoming upgrade. 

Precision also improved by +0.79%. Overall, the results highlight the importance of 

behavioral trends in upgrade prediction. 

Features describing the variety of content consumption (genre_variety, window_variety) and 

viewing preferences (top_device, top_genre) were particularly beneficial for the model, 

since adding them to the model improved all performance metrics, especially precision. The 

main strength of these features is that they help the model make more specific decisions 

within the identified upgraders.  

Similarly, the inclusion of window-based content viewtimes (window_joint, window_pre-

window, window_second-window, window_pre-only, window_other) also strengthened 

model’s confidence in positive predictions rather than expanding the set of identified 

upgraders.  

The only external features that were used within the model were seasonality indicators 

(is_holiday, is_event, is_summer) which had a modest, yet positive impact on precision 

(+0,26 %). This again helped the model to make more specific decisions and decrease the 

number of false positives.  
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Table 3. The results of feature creation. 

Version ROC_AUC Accuracy Precision Recall 

Baseline 0,8330 0,8151 0,0505 0,6810 

Baseline + age binning 0,8532 0,8329 0,0576 0,7064 

Feature creation 0,9024 0,8125 0,0596 0,8327 

 

To conclude, the results suggest that feature creation contributes to model performance 

through distinct mechanisms. AUC increased from 0,8532 to 0,9024, which represents a 5,76 

% improvement. Among the new features, those capturing relative engagement (i.e., average 

viewing time per active day and average content starts per active day) produced the largest 

measurable performance lift, primarily enhancing ranking ability and recall. In addition, the 

model’s ability to differentiate low-probability and high-probability upgraders improved 

notably when behavioral segmentation was added to the model.  

6.2  Impact of Feature Transformation 

Significant benefits were achieved with feature transformation to improve model 

performance. Especially, transforming age from continuous variable to categorical variable 

through binning and One-Hot Encoding had a substantial impact on model performance: 

AUC improved by +2,43 %, recall by +3,73 % and precision even +13,97 %. This indicates 

that the relationship between age and subscription upgrade probability is naturally non-

linear. The substantial increase in precision suggests that age groups are particularly 

effective in reducing false positive predictions by helping the model distinguish between 

users that behave otherwise similarly.  

Replacing total_viewtime_month, rolling_3M_viewtime and total_content_starts_month 

with their log-transformed equivalents had a minor positive impact on AUC (+0,10 %). 

Recall increased modestly by +0,37 %. Thus, by equalizing extremity and decreasing the 

impact of outliers, the model’s ability to identify potential upgraders increased. 

Transformation of subscription history-related features (days_since_last_sub, 

days_since_previous_sub and previous_sub_duration) had a negative effect on AUC (-0,19 

%), and therefore the original variables were retained instead of the log-transformed 
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versions. Similarly, transforming active days to active days per month had no effect on 

model performance, and thus the original variable was retained. 

If the addition of viewtime per content window features had a substantial impact on model 

performance, the effect of log-transforming these features were similarly declared. Applying 

the log-transformation resulted in an improvement of +0,50 % in AUC, +3,80 % in precision 

and +0,36 % in recall. These results suggest that log-transformation made the features more 

suitable for logistic regression. As a result, the model was better able to make more specific 

decisions within the identified upgraders. Also, log-transforming genre-specific viewtimes 

produced similar results: AUC increased by +0,33 %, precision by +3,28 % and recall by 

+0,11 %.  

Table 4. The results of feature transformation. 

Version ROC_AUC Accuracy Precision Recall 

Baseline 0,8330 0,8151 0,0505 0,6810 

Baseline + age binning 0,8532 0,8329 0,0576 0,7064 

Feature creation 0,9024 0,8125 0,0596 0,8327 

Feature transformation 0,9090 0,8222 0,0632 0,8404 

 

In summary, transforming features to a more functioning formats especially enhanced 

model’s confidence in positive predictions and thus decreased the number of false positives. 

Age binning had the single most significant effect on performance. While binning age is a 

standard practice and could have been included already in the baseline model, it proved to 

be highly beneficial. Log-transformation worked well for variables with relative interpretive 

meaning (e.g., viewtime) and highly skewed distributions. On the other hand, transforming 

subscription-related variables through log-transformation did not yield any performance 

gains and in fact slightly reduced predictive power. Overall, the retained log-transformations 

improved AUC from 0,9033 to 0,9090 representing a +6,3 % uplift.  

6.3  Impact of Feature Selection 

The aim of feature selection was to remove variables until the consistent declines across 

AUC, recall, and precision was detected.  Contrary to initial expectations, removing features 
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with near-zero variability resulted in a decrease across all performance metrics, and these 

features were therefore retained in the model. 

The variables log_total_viewtime_month and log_total_sessions_month exhibited a strong 

pairwise correlation in correlation analysis. Since total viewtime was already represented 

within other features, it was decided to be removed from the model. This adjustment resulted 

in a notable improvement in performance, increasing AUC by +0,35 % and precision by 

+4,39 %, which decreased the multicollinearity of the model, and also indicates that the other 

variables were capturing viewing intensity sufficiently. 

Mutual information analysis revealed features with a very low individual predictive 

contribution that were removed from the model one by one. Eliminating features such as 

is_summer, is_event, log_news_and_current_affairs, log_foreign_soap, 

log_domestic_entertainment, log_domestic_reality, log_foreign_drama_and_comedy and 

days_since_previous_sub resulted in only marginal declines in performance metrics, while 

improving the overall interpretability of the model. Thus, these were excluded from the final 

model. 

In contrast, removal of gender_grouped had a significant positive impact on all key 

performance metrics: AUC increased by +2,03 %, precision by +6,71 % and recall by 

+4,05%. Thus, the feature was therefore excluded from the final model. On the contrary, 

removing is_holiday, despite its negligible MI score, caused a significant decrease across all 

key performance metrics: AUC declined by -1,99 %, precision by -6,36% and recall by -

3,96 %.  This suggests that is_holiday interacts meaningfully with other predictors, and 

consequently it was retained.  

After processing all features with MI < 0,001, the same procedure was applied to variables 

with MI scores above the threshold, beginning with the lowest values. Feature removals were 

tested for has_previous_sub, previous_sub_duration, log_domestic_dating_reality, 

active_days_up, log_window_other, log_domestic_soap, viewtime_up and 

previous_sub_type. Based on empirical results, the features has_previous_sub, 

previous_sub_duration, active_days_up and log_domestic_soap were excluded from the 

final model.  
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Table 5. The results of feature selection. 

Version ROC_AUC Accuracy Precision Recall 

Baseline 0,8330 0,8151 0,0505 0,681 

Baseline + age binning 0,8532 0,8329 0,0576 0,7064 

Feature creation 0,9024 0,8125 0,0596 0,8327 

Feature transformation 0,9090 0,8222 0,0632 0,8404 

Feature selection 0,9079 0,8203 0,0626 0,8408 

 

After these steps, further feature removals resulted in consistent declines across AUC, recall, 

and precision. Consequently, the feature selection process was terminated, and the remaining 

feature set was adopted as the final model specification. 

6.4  The Overall Impact of Feature Engineering 

As the results of feature creation, transformation and selection indicate, carefully planned 

and systematically implemented feature engineering can lead to significant improvements in 

model performance. Successful feature engineering requires a combination of adequate 

understanding of the selected model’s specific requirements, strong domain knowledge to 

identify and capture relevant behavioral signals, and structured, iterative evaluation process. 

In this study, feature engineering improved the model’s AUC from 0,8330 to 0,9079, which 

represents a substantial uplift of 9,0 % in the model’s ability to distinguish between 

upgraders and non-upgraders. The most impactful feature engineering measures were those 

that transformed basic consumption data into relative, behavioral, and change-based 

indicators. The features such as average viewtime per active day, average content starts per 

active day, viewer segments, and consumption growth variables enabled the model to better 

capture how and how consistently customers engage with the streaming service instead of 

only how much they consume content.   

At the same time, features such as content variety measures, top genre and top device, and 

window-based viewing patterns primarily improved precision. With the help of these 

features, the predictions were improved by reducing the number of false positives within the 

identified potential upgraders. 



58 

 

 

Feature transformation had a critical role on the alignment of the data structure to be more 

suitable for logistic regression. Transformations such as One-Hot Encoding are obligatory 

to be even able to utilize certain data in logistic regression, while others, such as binning and 

log-transformations, are optional to finetune the model. In this study, age binning captured 

non-linear effect of continuous age variable, while log-transformations reduced skewness in 

heavily right-tailed variables, improving model interpretability. The important notion is that 

not all transformations were successful, and thus feature engineering requires empirical 

validation rather than just pre-specified execution. 

Feature selection also demonstrated how important validation-driven approach is. The low 

importance scores of individual variables, such as seasonality indicator is_holiday, did not 

necessarily mean these variables weren’t valuable for the model.  

6.5  Key Drivers of Upgrading Probability 

The third and last research question focuses on identifying variables that most strongly 

explain the probability of upgrading to a paid subscription. The explanatory power of 

individual variables was examined through odds ratios derived from the coefficients of the 

final logistic regression model. Odds ratios were used since they provide an intuitive way to 

interpret the relative effect on individual variables on the likelihood of upgrade, holding 

other variables constant.  

The strongest explanatory variables for upgrade were those capturing content preferences. 

Customers whose top genre is domestic drama and comedy have 165 % higher odds of 

upgrading compared to the reference group. For domestic crime and thriller, the odds of 

upgrading are 138 % higher. In addition, customers whose top genre is foreign crime and 

thriller have 38 % higher odds, while domestic dating reality increases odds by 25 %.  

Due to the selected minimum frequency of 1 % for OHE-categories, documentaries, sports 

genres and live-TV form a combined top genre “infrequent_sklearn” that has odds ratio of 

2,52 meaning that customers having one of those genres as their top category are 152 % 

more likely to upgrade than the reference group. It is assumed that this has to do with the ice 

hockey world cup that increases upgrades significantly every May. This is supported by the 

observation that the relative increase of the viewing of ice hockey increases the odds of 
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upgrading by +21 %.  However, this cannot be directly verified withing the scope of this 

study. 

Somewhat surprisingly, the highest odds of upgrading among device preferences are not 

associated with big screen usage, but with computer usage instead. People who watch 

content mainly from computers have 38 % higher odds of upgrading, while the odds increase 

only by +13 % for customers preferring big screens. This can denote that using computers 

to consume content can be more arduous than the usage of other devices, and thus the 

engagement is higher. Another possible reason is that people of working age and young 

people might use computers more actively in general.  

The engagement and intensity related variables also have strong explanatory power towards 

the upgrade. Total content starts per month increase the odds of upgrading by 142 %, holding 

other variables constant. To avoid too uncomplicated interpretation, it is crucial to 

understand that as the total content starts per month is log-transformed variable, the results 

should be interpreted as a relative change rather than an absolute increase in content starts. 

Super users, which are one category from viewer segment, are another engagement and 

intensity related variable that has a strong explanatory power. Being categorized as super 

user increases the odds of upgrading by +31 %.  

Age is a highly significant variable, since it has both very strong positive and negative effects 

on the likelihood of upgrading. Fundamentally, the younger the customer is, the higher the 

odds of upgrading are, while the older the customer is the lower the odds are. More precisely, 

customers aged between 18-24 have odds of upgrading 124 % higher than the reference 

group, compared to the customers aged between 65-90 that are associated with a 66 % 

decrease in the odds of upgrading, holding other variables constant.  

Subscription history plays a pivotal role in explaining the probability of upgrading. 

Customers that have previously had entertainment subscription had substantially higher odds 

of upgrading compared to customers with no previous subscription. This supports the 

understanding that the subscription behavior is more or less cyclic and customers alternate 

between paid and free subscription. All migrated customers have a former paid subscription 

and thus the increased odds of upgrading by +27 % for migrated customers are 

comprehensible. The customers with previous sports subscription are associated with a 52 
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% decrease in in the odds of upgrading, which substantiates that the sports customers are not 

particularly interested in entertainment content.  

Interestingly, both viewtime up and viewtime down are associated with odds ratios below 

one, indicating a lower likelihood of upgrading compared to customers with stable viewing 

behavior. More precisely, the customers whose viewtime went down had decrease of -67 % 

in odds ratio and for the customers whose viewtime went up had decrease of -48 % in odds 

ratio. This suggests that consistency in engagement is more strongly associated with 

upgrading behavior. Customers whose viewing behavior changes substantially in either 

direction may already be satisfied with the current service or be disengaging from the service 

altogether. This interpretation is supported by perception that the increase in active days 

decreases the odds of upgrading by –39 %. However, these variables are somewhat 

troublesome, as from the reference category the stable viewing behavior is defined as an 

exact 0 % change in viewtime. In practice, minor fluctuations in viewing behavior are normal 

and may not reflect any meaningful changes. Consequently, defining a narrow buffer for 

change in viewing behavior could yield a more realistic baseline for comparison.  

From content preference perspective, consumers who mainly consume news and current 

affairs are associated with -59 % decreased odds ratio for upgrading than the reference group. 

Other genres that are negatively associated with upgrading probability are foreign 

entertainment, reality and lifestyle (-39 %), domestic entertainment (-32 %) and domestic 

lifestyle (-23 %). In addition, consuming content that has not been categorized with any 

genre, decreases the odds of upgrading by -44 %. 

Variables representing passivity, in other words, customers that haven’t been consuming any 

content within a month, have -38 % lower odds ratio for upgrading than reference group. 

Also, if the customer doesn’t have any previous subscription history, the odds ratio decreases 

by -27 %. The table below (table 7) summarizes the variables with the highest odds of 

upgrading and the lowest odds of upgrading. 
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Table 6. Top and bottom five variables explaining the odds of upgrading. 

TYPE FEATURE COEFFICIENT ODDS 

Content preference Top Genre Domestic Drama and Comedy 0,9740 2,6484 

Content preference Top Genre infrequent sklearn 0,9244 2,5202 

Intensity Log Total Content Starts per Month 0,8853 2,4236 

Content preference Top Genre Domestic Crime and Thriller 0,8658 2,3768 

Demographics Age Binned 18-24 0,7586 2,1353 

Change Viewtime up -0,6500 0,5220 

Subs history 

Previous Subscription Type infrequent 

sklearn -0,7235 0,4850 

Content preference Top Genre News and Current Affairs -0,8955 0,4084 

Demographics Age Binned 65-90 -1,0836 0,3384 

Change Viewtime down -1,0993 0,3331 
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7  Conclusions 

This chapter presents the key findings of this study and evaluates how well the objectives 

were achieved. The findings are examined against the results of previous studies covered in 

the literature review and the practical contribution of the study is analyzed. In addition, the 

limitations and future research topics are covered. 

7.1  Key Findings of the Study 

This study was intended to create a predictive model for estimating the likelihood of a 

customer using a free streaming service to upgrade into a paying subscription that leads to 

actionable insights. This task was approached through three research questions that 

addressed the task from different perspectives. The interest lies in understanding the factors 

that should be considered when selecting a machine learning method for prediction task, 

how feature engineering can increase the performance of a predictive model, and which 

variables explain the probability of upgrading strongest? Next, these research questions are 

answered through literature reviewed and the results of the created model.   

Q1. What factors should be considered when selecting a machine learning 

method for predictive modelling? 

Based on the literature reviewed in this study, several factors should be considered when 

selecting a machine learning method for predictive modelling. First, the nature of the 

prediction task and the unique characteristics of the target variable should be considered. 

Since the predictive modelling task in this study aims to estimate the probability of 

upgrading to a paid subscription, it requires a supervised learning approach with a binary 

target variable. Consequently, it is required to use a classification method that is capable of 

handling categorical outcomes. 

In addition to these technical requirements, the outcome expectations must be carefully 

addressed. For example, in this study, strong predictive power, interpretability, and the 

ability to rank customers based on their upgrade probability were crucial, alongside the need 

to generate actionable insights. While more complex models may achieve stronger predictive 
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accuracy than simpler models, they often function as black box models and lack 

transparency, which leads to a significant challenge in providing interpretable results. 

Models that provide strong predictive power, interpretability and comprehensibility are 

essential to generate actionable insights and consequently ensure model acceptance. 

In summary, the selection of a machine learning method for predictive model should be 

guided by the fundamental characteristics of the prediction task and target variable in hand, 

as well as other outcome related requirements, particularly with respect to their requirements 

towards practical usability.  

Q2. How can feature engineering be leveraged to increase the performance of 

the predictive model? 

Prior research has identified that feature engineering can be used to extract features from 

data to increase the effectiveness of a model by using both domain knowledge and 

established transformation methods. The phases of feature creation, extraction, 

transformation and selection are included in feature engineering. The prior research 

emphasized that not all models require same amounts of feature engineering or data 

preparation, and no single best method for feature engineering can be addressed. Thus, the 

iterative approach to feature engineering is crucial. 

The results of this study coincide with the prior research. Each of the applied feature 

engineering phases, feature creation, transformation and selection, contributed to improving 

model performance. New features, that were created using domain knowledge, which 

modified raw content consumption data into behavioral metrics, relative indicators, and 

change-based features had the most significant impact on model’s ability to distinguish 

upgraders from non-upgraders. From feature transformation perspective, transformations 

that made the features more representative to logistic regression, such as binning age and log 

transforming content view time features, had also significant impact on model performance. 

Feature selection process reduced the number of variables while maintaining the high 

performance, making it easier to interpret the results.  

To summarize, the leverage of feature engineering requires an adequate understanding of 

machine learning techniques and a strong domain knowledge to be able to 1) translate raw 

data into behaviorally meaningful signals, 2) capture relative engagement and temporal 

change rather than absolute levels, and 3) transform features to be representative to the 
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chosen modelling technique. With iterative execution and systematic evaluation, feature 

engineering can serve as a powerful tool to improve model performance. 

Q3. Which variables explain the probability of upgrading to the paid 

subscription strongest? 

Based on the results of this study, it can be identified that the probability of upgrading to a 

paid subscription is most strongly explained by content preferences, engagement intensity, 

and prior subscription history. Customers whose primary viewing preferences are aligned 

with domestic drama, comedy and crime address significantly higher odds of upgrading 

compared to other viewer groups. These findings emphasize how important role the content 

plays in subscription upgrades.  

The engagement and intensity related variables, such as content starts per month or viewer 

segments, substantially increase the likelihood of upgrading, suggesting that active users are 

significantly more likely to convert to a paid subscriber. In addition, variables that capture 

consistent usage patterns are more predictive of upgrading than those with behavioral 

fluctuations. This emphasizes how important it is to scrutinize viewing habits in a 

comprehensive way, and not just the amount of viewing. 

Moreover, prior subscription history plays a crucial role in explaining the upgrade 

probability. Customers with previous entertainment subscriptions had significantly higher 

odds of upgrading than those without previous subscription history, which suggests that the 

subscription behavior is cyclical.  

Overall, the findings demonstrate that the likelihood of upgrading is affected by what content 

customers consume, how consistently they engage with the service, and whether they have 

prior subscription history or not. 

7.2  Evaluation of the Model Robustness and Generalization 

Robustness and generalization are critical aspects of building a reliable predictive model. 

Robustness refers to the model’s ability to maintain its performance and make accurate 

predictions even when it encounters unseen data. If the model is capable of handling 

variations, noise, outliers or changes in the input without a significant drop in performance, 
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it is considered as a robust model. The model that is well-generalized captures the underlying 

patterns in the data and learns rather than memorizes patterns specific to the training sample.  

These aspects were considered throughout the model development process. Data quality was 

ensured through extensive preprocessing, including cleaning, aggregation, and consistency 

checks. The sample size of the training set was optimized by developing the model with a 

working subset of 500 000 observations and later retrained with the full training dataset. The 

imbalanced nature of the target variable was addressed through stratified sampling and the 

use of class-weight in logistic regression, where the classes were balanced automatically. 

The feature engineering process had a critical role in improving the model’s ability to 

generalize.   

Model generalization was evaluated using a hold-out validation strategy. The model was 

iteratively developed on the training data, evaluated on a separate validation set during 

feature engineering, and finally assessed on an unseen test dataset. The model had high 

performance across these datasets, which supports the robustness of the model.  

Especially, the AUC remained stable across training, validation, and test datasets, with only 

minor variation. This indicates that the model did not overfit the training data. Similarly, the 

stability was observed in recall and precision, suggesting that the model generalizes well to 

new observations. To summarize, the results demonstrate that the model is robust and well-

generalized. 

7.3  Managerial Implications 

This study provides both short-term tactical proposals and long-term strategic 

recommendations for the case company. From tactical perspective, prior to any potential 

integration of the model into the customer base, the case company could already utilize the 

signals identified in this study, such as content preferences, age groups and engagement 

intensity indicators, to create more relevant target groups for marketing communications.  

The integration of this model into the customer base would allow the case company to 

leverage customer-specific upgrade probabilities when forming these target groups. 

Different segments could be created based on probability thresholds, enabling the company 

to prioritize customers with the highest likelihood of upgrading.  
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Using this model for targeting could lead to a substantial revenue uplift, as the achieved 

precision indicates that the model could generate approximately 4,4 times higher conversion 

rates compared to random targeting, based on the test set performance.  

The model is technically functional and could, in principle, be implemented within the case 

company customer base. However, the data preprocessing steps conducted in this study were 

relatively complex and partly overlapping with existing transformations already available in 

the company’s data warehouse.  

Thus, rather than integrating the model as such, it is recommended to rebuild the model in 

production using the insights and feature engineering learnings of this study, while aligning 

the data preparation more closely with existing data. This would improve maintainability, 

scalability, and long-term usability.  

From a long-term strategic perspective, this study provides insights specifically relevant for 

content planning and for understanding the growth drivers of the paid streaming service. The 

results suggest that investments in local drama and comedy, crime and thriller genres, and 

domestic dating reality content are especially important, as preferences for these genres are 

strongly associated with higher probability of upgrades.  

In addition, these findings indicate that growth potential is concentrated within younger 

customer segments, which implies that content strategies aimed at younger audiences are 

likely to support future growth in paid subscriptions. 

7.4  Limitations and Future Research  

The development of predictive model for subscription upgrades is a complex and 

multifaceted modelling task that could have been approached from several different 

perspectives. With the selected approach, a credible and functional final result was achieved; 

however, the study holds some limitations.  

First, the choice of the modelling technique used was based purely on theoretical 

considerations rather than on an extensive comparison of multiple machine learning 

algorithms. While logistic regression was well suited for this research problem, testing 

alternative machine learning algorithms could have enriched the results further. 
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Second, the model did not make comprehensive use of external data sources. Incorporating 

additional information, such as competitive dynamics, enriched demographics, or macro-

level consumption trends, might have revealed additional explanatory factors influencing 

subscription upgrades.  

Furthermore, the study was conducted as a case study, which makes the results of the study 

highly relevant for the specific business context of the case company. However, the results 

cannot be generalized to other companies or industries with different customer bases or 

business models. 

Lastly, this study does not consider customer lifetime value (CLV). As a result, optimizing 

the model solely towards the customers with the highest upgrade probability may not lead 

to maximum long-term profitability for the case company. While the model effectively 

identifies customers most likely to upgrade, it does not regard the future revenue potential 

of these customers. 

To remain within the scope of a thesis work, several aspects were left uncovered. For 

example, the final phases of the DSRM process were excluded from the study. In particular, 

the phases of demonstration, evaluation, and communication were not addressed. This 

decision to stay purely on theoretical level leaves several promising future research 

opportunities available.  

Future research could evaluate model’s practical impact by implementing it with a real 

customer base and measure its ability to drive growth and increase revenue streams. In 

addition, the performance gains achieved through feature engineering could be tested in 

alternative modelling frameworks or in industries to assess the generalizability of the results.   
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