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Abstract—Effective management of Distributed Energy Re-
sources is essential for a green-energy transition, ensuring sus-
tainable and reliable power. This requires accurately forecasting
complex renewable energy production, a task well-suited for
deep neural networks due to their ability to model intricate
temporal and spatial dynamics with low computational overhead
compared to physics-based simulation. This work leverages a
domain-specific normalization strategy and a modified Autoformer,
a Transformer-like neural network architecture that uses the
Cross-Correlation function for calculating time dependencies, to
better capture signal periodicities and leverage future information.
The resulting scheme was benchmarked against established
forecasting architectures using real-world photovoltaic generation
data, resulting in comparable accuracy with the added benefit of
interpretable internal coefficients, which are shown to be a useful
analytical tool.

Index Terms—Autoformer; Deep Learning; Electricity Produc-
tion; Forecasting; Renewable Energy; Time Series; Transformer

I. INTRODUCTION

Despite a global focus on sustainability, fossil fuels still
dominate the global energy market, with renewables meeting
only a fraction of worldwide energy demand [1]. This reliance
exacerbates climate change, posing a critical challenge of
balancing energy needs with environmental protection. While a
full transition is ideal, the inherent intermittency of Distributed
Energy Resources (DERs) poses a significant challenge to grid
stability [2], especially as electricity demand rises due to the
electrification of everyday processes. These dynamic factors,
compounded by the unpredictable nature of renewables [3],
make predicting energy needs difficult. Therefore, accurately
forecasting electricity prosumption (i.e., the dynamic behavior
of customers who can adjust their consumption and feed
produced energy back into the grid [4]) has become essential for
modern Energy Management Systems (EMSs), with extensive
research focusing on improving these predictions [5], [6].

Early smart-metering approaches used Auto-Regressive
Integrated Moving Average (ARIMA) models for energy fore-
casting [7], [8], but their inability to handle nonlinearities from
DERs led to the adoption of Deep Learning (DL) techniques.
The latter trend continues with sophisticated Transformer-
based architectures [9] such as the Autoformer [10], which
distinguishes itself by integrating the Cross-Correlation function
as an alternative attention mechanism. This approach effectively

Lappeenranta, Finland
samuli.honkapuro @lut.fi

Samuli Honkapuro
LES
LUT University

Fredy Ruiz
DEIB
Politecnico di Milano
Milan, Italy
fredy.ruiz@polimi.it

identifies repeating patterns in data rather than focusing solely
on influential points, thereby rendering its internal coefficients
an interpretable source of real-time diagnostic information.

This work proposes a Photovoltaic (PV)-generation forecast-
ing scheme based on an enhanced Autoformer that assumes
multiple intrinsic periodicities, improves upon the original
signal decomposition algorithm, and leverages future values
of the exogenous inputs. Forecasting solar production presents
unique challenges, as its spectrum is nonuniform and its
dynamics are considerably less autoregressive than energy
consumption, reflecting instead external weather conditions.
Thus, these modifications are a requirement to yield predictions
suitable for the day-ahead electricity market.

The paper is organized as follows. Section II provides the
theoretical background, detailing the proposed improvements
to the Autoformer and an aggregation strategy for interpreting
the corr-attention coefficients. Section III benchmarks these
modifications against the original version and other baselines
using a publicly available energy dataset [11] and includes a
proof-of-concept on the interpretability of its internal coeffi-
cients. Section IV concludes by summarizing the experimental
results and outlining future research directions.

II. NOTATION, AUTOFORMER, AND IMPROVEMENTS

Before diving into the models, the necessary notation is
introduced: let s[t] € R? be an arbitrary d-dimensional discrete-
time signal indexed by ¢; then,

Syt = [s[f] slt— (L —1)]]7 € RExd

corresponds to the matrix denoting the last L € N values of s.
Furthermore, for a given decomposition function D : RE*4 —
(RLXd)Q, the seasonal (s) and trend-cyclical (tc) components
of Sy, are given by

S5, 8% =D(SL) 60

Now, the modeling task can be defined. Given:

1) A dataset {(Uo+r[ts], Yo+r[t:]) i € {1,..., K}} mea-
sured from the target system with context window and pre-
diction horizon {I, 0} € N2, the dynamics of which are
given by y[t] = f (Y7[t — 1], U141[t]), where y € R%
and u € R% denote the target and exogenous signals,
respectively (f unknown, possibly nonlinear);



2) A model architecture Fg : RI*dy x R(O+Dxdu _y
RO*dy where @ denotes the set of tunable parameters
describing the estimator function;

3) A suitable loss function of the form L : (Rdy)2 — R;
the forecast problem is then posed as finding the optimal set
of parameters © that minimizes the average value of the loss
function over the training dataset; namely,

K O-1

= argmlnz Z/j t;

=1 57=0

st. Y=F (Yj[ti — 0], Uo1ti|t; —

g[t: — jlt: = O))

O];@).

The chosen architecture for Fg, the Autoformer (Figure 1),
is a Transformer-like architecture that takes advantage of its
input sequences’ periodicity to efficiently capture temporal
dependencies through the correlation function [10]. Unlike
the original Transformer, the Autoformer splits the Decoder
Input into two channels due to its reliance on the trend-
cyclical/seasonality additive decomposition principle [12] as
part of its time-series processing pipeline. This decomposition,
denoted D as per Equation (1), is implemented as

Stc
Ss

where MA , corresponds to the centered, edge-constant-padded,
channel-wise Moving Average (MA) of window-length p.
Moreover, outside the Series Decomp layers in Figure 1,
Equation (3) is used to initialize the decoder input

(X3, X5} C BOX(0 {gf - ﬁ :g}

—Jl,
(@)

= MA,(S)

B S Stc — SS, Stc

=Dy(8), B

as

. " 0 10 X7
{ X5, X5} 0l = { [;?’{;ﬁﬂ : l% ﬁﬁ]] } L@

where X[t] € R Tdu is the time-average of X[t], [1]o’ €
R is a vector filled with ones, and 00, dyt-dyy, € RO¥dutdu js
a zero-matrix. These placeholders correspond to naive constant
estimators of the components’ average behavior, used to enforce
signal coherence as the forecast is being shaped.

Despite the deep integration of signal theory into the
Autoformer, the architecture falls short when it comes to
forecasting signals with exogenous inputs. Furthermore, some
design choices made to simplify the hyperparameter search and
speed up model execution, namely the single value for p across
the architecture and the MA-based signal decomposition, further
hinder the versatility and performance of the network, rendering
it unsuitable for PV generation forecasting. In Sections II-A
to II-C, these limitations are addressed.

A. Exogenous-Future Integration

Instead of the original (causally-padded) zero-/mean-value
placeholders used for the decoder inputs in Equation (4),

the known (or estimated) future exogenous-signal values are
incorporated as

Xoft+Olt] = [

o LT[ [] ]] Uo/[t + O|t]

[t + Olt] =

&)

X3, [t+ 0], X D (Xo/lt+0t]).

In Equation (5), the exogenous-signal estimator is horizon-
tally concatenated with the padded target-signal. Instead of
using the context signal components to define the initializers,
the concatenation operation is performed first, allowing the
decomposition method to separate the sequences once extended.
Doing so eliminates the transient effect of the padding in U
and mitigates it for Y. As for the target-signal placeholder, it
is set to the historical average of the target signal so that the
decomposition method yields components asymptotically equal
(i.e., beyond the transient region) to the ones in Equation (4).

B. Multiple-Seasonality Assumption

One of the assumptions made by the original Autoformer is
that there is a single frequency that dominates the periodicity of
the system. Although reasonable for many systems, it reduces
the flexibility of the architecture without a real reduction
in model complexity. In the specific case of PV-generation
modeling, this trivialization leads to the loss of information
on subharmonics of the daily solar cycle when dealing with
wide-enough context windows and prediction horizons.

Given that the decomposition layers operate independently,
it stands to reason that it would be possible to set different
values for p throughout the architecture. There is a caveat,
though: the z-transform of the equivalent digital filter for the
trend-cyclical component is given by

/2] Bl
HMA[Z] _ ~lu/2] i
-

(©)

meaning that, as shown in Figure 2b, the frequency response
of a signal’s seasonal component corresponds to applying

th_order high-pass Finite-Impulse Response (FIR) digital
filter to the original signal. Since the cut-off frequency of the
aforementioned filter is inversely proportional to the window
length, placing decomposition layers in increasing window-
width order within an encoder/decoder stack is redundant at
best and obfuscating at worst. Therefore, as shown in Figure 3,
decomposition layers are set in strictly non-increasing window-
width order, fixing p for each encoder/decoder block.

C. Improved Signal Decomposition

The MA-based decomposition yields a flat response for the
lower frequencies, as evidenced by Figure 2a, at the expense
of substantial oscillations at higher frequencies, illustrated in
Figure 2b. This would be a reasonable compromise if not
for the fact that the main logic of the architecture operates
over the latter region of the frequency spectrum. By exploiting
filter theory, the seasonal component must be prioritized, thus
improving the quality of the signal spectra received by the
attention layers.
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Fig. 1. Autoformer architecture (original in Wu et al. [10]). Inputs aligned according to their relative position in time. Embedding layers omitted.
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Fig. 2. Normalized-frequency response of the signal components yielded by
the MA-based decomposition for different window lengths.

This is accomplished through a zero-phase, Infinite-Impulse
Response (IIR)-filter-based signal decomposition, defined as

S =F {HIR[]- F{S} - HI® [=7']}
St =§-—s° )
— §°, 8% =SDJ(S),

where HI® is a 2"-order hlgh -pass Butterworth digital filter
with cut-off frequency w, I defined as such to imitate
the spectrum division of the MA-based decomposition while
minimizing cut-off frequency resonance.

D. Internal Coefficient Interpretation

This section details a Proof-of-Concept (PoC) for extract-
ing and visualizing information from the dynamic attention
coefficients generated by the encoder stack. The coefficients,
in their purest form, are the output of the correlation function
and can be organized as a tensor R € REXIXNXHXP “where:
B is the batch-size; L is the context-window length; N is the
number of encoder blocks in the stack; H is the number of
attention heads; and P is the projection size for each head.

The correlation function for a system is expected to be largely
invariant. In other words, it should not change drastically
across input sequences or between linear projections. This
justifies averaging the correlation function over all heads
and projections before calculating the most relevant delays,
even during inference. As such, the first step for coefficient
analysis is to replicate the internal aggregation and Softmax
normalization algorithm and apply it to R, yielding an
intermediate-representation tensor R € (0, 1)B>* LN,

Assuming asymptotic convergence, deviations from the static
behavior of the correlation function are treated as the product
of noise or outliers that the model has accounted for to make
a suitable prediction. Then, each row b of the B x L matrices
sliced from the last axis (given by the number of encoder
blocks V) can be thought of as a random sample drawn from
the asymptotic distribution associated with each encoder block.
Thus, two different visualizations can be constructed:

1) The cumulative average p,(l,b) of the attention coeffi-
cients from block n at correlation index [, after b forecasts,
can be used to observe the convergence of the model’s
coefficient distribution in a deployment environment.

2) Alternatively, Kernel Density Estimation (KDE) can be
used to fit a probability density f,(l,t) to the set of
coefficients t from block n at each correlation index I,
providing an approximation of the asymptotic behavior.

The second visualization strategy’s reliance on the bandwidth-

factor calculation method for the KDE makes it less suitable
for a direct demonstration of our method’s interpretability.
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Fig. 3. Multi-Stage signal decomposition, visualized using each filter’s frequency response. The orange curves represent each stage’s trend-cyclical component,

whereas the blue curve corresponds to the forwarded seasonal component.

TABLE I
HYPERPARAMETER SEARCH-SPACE.
" Search Space
Param. Definition
I1=24 ‘ I =336
Embedding
b dimensionality {4,8,...,32}
Feed-Forward
dir dimensionality {4,8,...,32}
Encoder/Decoder
N/M block count {1,2,3}
Top-k sampling
Cr coefficient {1,2,3}
Attention-Head
" count {2,4,6,8}
IIR filter cut-off
e frequency {%’ B 2721} {%7 181 168

Therefore, this paper focuses on the first strategy, which more
effectively highlights the core principles of our approach. A
complete implementation, including both strategies, is available
at https://github.com/sergiovaneg/ExogenousAutoformer.

III. EXPERIMENTAL VALIDATION
A. Methodology

The architecture is tested on a real-world PV-generation
dataset [11] for a 3-day prediction horizon, using 24-hour
and 2-week context windows, with the set of exogenous
features reduced to Global Radiation and Air Temperature. The
hyperparameters for two modified-Autoformer instances were
fine-tuned within the search space shown in Table I using the
Optuna [13] framework, which employed the Tree-Structured
Parzen Estimator [14] and the Asynchronous Successive
Halving Pruner [15] for a total of 1000 trials, with each
iteration training the models to minimize the Symmetric
Mean Arctangent Square Percentage Error (SMASPE) loss
function [16] for a maximum of 1000 epochs.

Solar-related variables, i.e. Global Radiation and Historical
data on PV generation, are normalized using a sliding context
scheme inspired by the site-specific forecast-correction scheme
proposed in Book and Lindfors [17]. This approach utilizes
the median daily peak of the previous 30 days, with respect to
the point of forecast, to scale the variables as

Y

N =
o) = fred ()

Thus, the normalized daily values are expected to fall within
the [0,1] interval, and any exceptions from this range are
interpreted as short-term variations rather than long-term
seasonal effects.
The models are benchmarked against the following, similarly
configured baseline approaches:
« A seasonal-naive model, which repeats the last 24 hours
of the PV-generation signal over the forecast horizon.
« A sequence-to-sequence Recursive Neural Network
(RNN) [18], replacing the encoder output with the latent
states of a Gated Recurrent Unit (GRU) cell array.

— GRU cell-arrays were preferred due to their simpler

structure, which has been shown to outperform other

RNN paradigms for time-series forecasting [19], [20].

o An Informer Neural Network (NN) [21], one of the most

frequently used Transformer-like architectures for time-
series forecasting in the literature [22].

Given that all architectures employ the same normalization
scheme, performance is compared using the Normalized
Root-Mean-Square Error (NRMSE) metric. Furthermore, both
training and inference times are benchmarked. To ensure a
fair comparison, the batch size and learning rate were kept
consistent across all baselines (per context window), and
inference time was measured with a batch size of 1 to simulate
a realistic operational scenario for daily predictions.

Since the actual weather-forecast data was unavailable, the
weather measurements corresponding to the prediction horizon
are passed through a zero-mean white-noise filter where each
variable’s variance increases exponentially as a function of the
time elapsed since the prediction was made; namely

Z[t +i|t] = z[t + 0] + €.[d]
e:li] ~ N(0,%e* 07 Vo)’

where o2 denotes the variance of the original variable z, ¢*
represents the variance of the white noise at the first sample
on the prediction horizon, and g sets the exponential growth
factor of the noise variance as a function of the sample index
over the prediction horizon. These parameters are calibrated to
ensure that the noise has a standard deviation of 0.1% of each
feature’s standard deviation at the beginning of the forecast
horizon and increases tenfold by the end.

B. Results

Table II shows the performance of the models, whereas
Figure 4 displays the cumulative average of the attention

®)



coefficients (the first visualization strategy in Section II-D).
Although the RNN proves to be the most accurate, the
gradient unrolling makes training an order of magnitude slower
than the other models. For I = 336, its inference time is
almost twice that of the original Autoformer and second
only to the modified version. Moreover, the Seasonal-Naive
architecture, while unsurprisingly less accurate than the NN,
yields comparable performance to the DL models, suggesting
that the normalization scheme significantly lowers the difficulty
of PV generation forecasting.

As for the coefficient visualization, we can see that time-
dependency identification is being split between the two stack
blocks, with the first corr-attention block (Figure 4a) prioritizing
daily periodicities and its harmonics, indexed by [ = 24n , n €
N, while the second block (Figure 4b) targets more immediate
periodicities, represented by [ € {0, 1}. This phenomenon is
to be expected as a consequence of the signal being more
strongly detrended by the second encoder block, and thus
validates the utility of the Autoformer’s attention mechanism
as an interpretable source of diagnostic information.

IV. CONCLUSIONS

In this paper, we proposed an Autoformer-based Deep PV-
generation forecasting scheme and verified its efficacy on a
publicly available energy dataset. To this end, we introduced
three key enhancements to the original NN architecture: the
integration of future exogenous values, the assumption of
multiple signal seasonalities, and a novel IIR-filter-based
decomposition algorithm. While the scheme was found to be
slightly less accurate than the RNN, the demonstrated potential
of its internal attention coefficients as an interpretable analytics
tool makes it the preferred architecture for EMS applications.
Future work will focus on optimizing the decomposition
implementation for deployment in environments with stricter
inference-time constraints.
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