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Standard Bayesian inference is infeasible when likelihood functions are intractable due to
factors such as model stochasticity, chaos, or high dimensionality. Several methods have
been suggested for such cases, such as approximate Bayesian computation. The Bayesian
Synthetic Likelihood (BSL) approach addresses the problem by constructing the likelihood
using summary statistics that are assumed to follow a normal distribution. Traditional
summary statistics require tuning parameters, making their efficient application laborious.
This thesis studies the performance of a likelihood that requires minimal tuning: the
empirical cumulative distribution function (eCDF) and the Chamfer distance. In addition to
raw data, the eCDF is constructed using features derived from the original data: the
correlation integral likelihood, intrinsic dimension nearest-neighbor ratios, and finite
differences. The study examines the impact of these summaries on parameter estimation
efficiency and accuracy. These methods are tested on three models of increasing
complexity: the Ornstein-Uhlenbeck process, the Lorenz 63 system, and Nicholson’s
Blowfly model.

The results indicate that augmenting the empirical cumulative distribution function and
correlation integral likelihood with first-order differences is the most effective strategy,
significantly improving estimation accuracy. While intrinsic dimension ratios enhanced
parameter identifiability in the chaotic Lorenz 63 system and the Chamfer distance reduced
uncertainty for specific parameters in the Lorenz 63 and Blowfly models, their general
applicability remains an open question for future research. The study concludes that
combining empirical cumulative distribution statistics with finite differences offers a robust,
computationally efficient, and almost tuning-free approach for parameter estimation across
various intractable likelihood models.
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Perinteinen bayesildinen piittely on usein mahdotonta matemaattisille malleille, joiden
uskottavuus on hankalasti laskettavissa esimerkiksi mallin stokastisuuden, kaoottisuuden tai
korkeaulotteisuuden vuoksi. Téllaisiin tapauksiin on ehdotettu useita menetelmid, kuten
likiméérdinen bayesilainen laskenta. Bayesilainen synteettinen uskottavuus (BSL) ratkaisee
ongelman muodostamalla uskottavuuden tunnuslukujen avulla, joiden oletetaan noudattavan
normaalijakaumaa. Perinteiset tunnusluvut tarvitsevat viritysparametreja, miki tekee niiden
tehokkaasta soveltamisesta tyolasta. Tassd tutkielmassa tarkastellaan minimaalista
virittdmistd vaativan uskottavuuden suorituskykyi hyodyntiden empiiristd kertymifunktiota
(eCDF) ja Chamfer-etdisyyttd. = Raakadatan lisdksi eCDF muodostetaan kayttamalld
alkuperidisestd datasta johdettuja piirteitd: korrelaatiointegraaliuskottavuutta, sisdisen
dimension ldhimmin naapurin suhdelukuja ja numeerista derivaattaa. Tutkimuksessa
tarkastellaan nididen tunnuslukujen vaikutusta parametriestimoinnin tehokkuuteen ja
tarkkuuteen. Menetelmid testataan kolmella monimutkaisuudeltaan kasvavalla mallilla:
Ornstein-Uhlenbeck-prosessi, Lorenz 63 -systeemi ja Nicholsonin Blowfy-malli.

Tulokset osoittavat, ettd empiirisen kertymifunktion ja korrelaatiointegraalin tiydentdminen
ensimmdiisen asteen differenssilli on tehokkain strategia, parantaen merkittavisti
estimaattien tarkkuutta. Vaikka luontaisen ulottuvuuden suhdeluvut paransivat parametrien
tunnistettavuutta kaoottisessa Lorenz 63 -systeemissd ja Chamfer-etdisyys vihensi
epavarmuutta tietyissd parametreissa Lorenz 63- ja Blowfly-malleissa, niiden yleinen
sovellettavuus jdd avoimeksi kysymykseksi tulevaa tutkimusta varten. Tutkimuksessa
todetaan, ettd empiirisen kertymifunktion tunnuslukujen yhdistiminen déirellisiin erotuksiin
tarjoaa vakaan, laskennallisesti tehokkaan ja ldhes viritysvapaan ldhestymistavan
parametrien estimointiin erilaisissa hankalan uskottavuuden malleissa.
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1 INTRODUCTION

Numerous mathematical models are used across science and engineering to describe,
analyze, and predict the behavior of various systems and phenomena. The output of a model
is determined by independent variables input to the model, and parameters that govern the
behavior of the model. The parameters typically describe the system or phenomenon that is
modeled, such as the rate at which reactions occur in some chemical reaction, or the length
of a rod in a simple pendulum system. While the input and output of the model, that is,
physical measurements or recorded data from the phenomenon, are often available, the
parameters of the model are not. It is often of interest to find these parameters, since that
would reveal valuable information about the phenomenon: what kind of properties lead to
the data acquired? Additionally, it is generally desirable to specify credible intervals to
which these properties belong, as this allows uncertainty quantification (UQ) of the

properties.

The process of finding the parameters is called parameter estimation, and with UQ obtained
from the posterior distributions of the parameters, the problem can be formulated in the
Bayesian framework: instead of treating the unknown parameters as fixed constants, they
are viewed as random variables with their own probability distributions [1]. Bayesian
statistics have gained popularity in recent decades due to increased computational capacity,
and it has been successfully applied to a multitude of problems, such as spectral line

analysis [2] and mathematical finance [3].

In the Bayesian setting, parameter inference is performed using Bayes’ rule (see Section 2.1
for details), which involves a factor known as the likelihood. While the likelihood can be
evaluated for certain models, many others exhibit intractable likelihoods due to factors such
as model complexity, stochasticity, or chaotic behavior [4, 5]. It is thus required to either
replace the likelihood, for example, with a suitable discrepancy measure, or approximate it
with other mathematical machinery. A key requirement for the chosen approach is that it
should yield accurate posterior distributions without becoming computationally excessively

demanding to evaluate [6, 7].

A variety of methods for overcoming the problem of intractable likelihoods have been
developed especially after 1990s, such as composite likelihood methods [8], indirect
inference [9], approximate Bayesian computation (ABC) [10-12], and Bayesian synthetic
likelihood (BSL) [13]. Shared detail between ABC and BSL is the need to draw simulated
data sets from a model. Both the original measured data and simulated data are transformed
into sets of summary statistics, and inference is then performed based on these summary

statistics. As information is inevitably lost in the transformation, the choice of summary



statistic to use is a crucial step in these methods, and will be the primary subject under
inspection in this thesis. To this end, we employ BSL, and test multiple summary statistics

and their combinations across models with varying levels of complexity.

1.1 Structure of the thesis

The rest of the thesis is structured as follows: in Chapter 2 we present the mathematical
background and algorithms required for BSL-based parameter estimation, and introduce the
summary statistics and models to which we apply them. Chapter 3 discusses the details
regarding practical implementations of this thesis, such as tools and algorithmic settings
applied in the study. In Chapter 4 we present the results obtained by the methodology. In
Chapter 5, we discuss the implications of the results and consider the possibilities for future

work. Lastly, we summarise the key findings of the study in Chapter 6.
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2 THEORY

In this section, we present the relevant mathematical background and algorithms used in the
thesis. Additionally, the summary statistics and simulation models examined are introduced.
In the following sections, unless otherwise stated, x and y are used to denote general
measurement points and “known”, that is, usually simulated or measurement-based, data,

related to each other by a model f:

y = f(0;x) +¢, (1)

where 0 refers to unknown parameter vector we wish to estimate and € is measurement noise.

Additionally, x, y and € have N elements, and each element (data point) has dimension d.

2.1 Bayesian inference and Bayes’ theorem

In Bayesian inference, we are interested in finding the distribution of an unknown quantity
by updating our current knowledge about the quantity according to data. In the context of
parameter estimation, we are thus interested in finding a distribution of the parameter vector
0 given the data y. This distribution, p(@ | y), is called the posterior distribution, and it
depends on the prior distribution p(@), which encapsulates our knowledge about the
parameter before any calculations are performed; the likelihood function p(y | @), which
measures the probability of observing the data given parameters; and marginal distribution
p(y), which is the unconditional probability of observing the data. These building blocks

are related to each other by the Bayes’ theorem, given as

ply | 0)p(6)

p@ly) = o)

2)
In practice, the likelihood is often known or can be approximated, since it depends on the
data. Likewise, the prior is known, as it is decided by the practitioner. The problematic part
of Bayes’ theorem is generally the marginal distribution, which is calculated as an integral

(or sum in discrete case) over possible joint probabilities:

p(y) = / p(y | 0)p(6) d. 3)

This integral is often not analytically possible to calculate due to integration over a high-
dimensional space. However, with fixed y, p(y) is only a constant and can be disregarded in

many applications. We thus work with an unnormalized posterior density,

p(@|y) xply|0)p(8), “4)
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and shall see in Chapter 2.2 that the marginal distribution is indeed not necessary to obtain

samples from the posterior [1].

As mentioned, the prior is chosen by the practitioner and is thus known. In practice, expert
knowledge is needed to determine a meaningful prior that, for example, assigns more
probability to certain parameter values. If no or only limited a priori information is
available, an uninformative prior p(6) = 1 may be used. In practice this can be done by
setting a uniform prior, p(@) = U(a,b), which merely constrains the parameter to some
sensible interval, such as [0, 100] for a = 0 and b = 100. For informative and analytically
convenient priors, so-called conjugate priors may be used. That is, the prior is from the
same family of distributions as the posterior [1]. In this work, we apply uninformative

priors.

2.2 Markov Chain Monte Carlo

Markov Chain Monte Carlo (MCMC) is a class of sampling algorithms that aim to obtain
samples from a probability distribution in a finite space [14]. Historically, MCMC has been
applied to complex problems in physics, but it plays an important role in present-day
computational sciences across various fields due to its functionality with large-dimensional
integrals and probability distributions [15]. We begin by introducing the essential
mathematics to justify the application of MCMC, after which the MCMC algorithm itself is

presented.

2.2.1 Monte Carlo simulation

Monte Carlo simulation [16] refers to methods for estimating numerical quantities using
random numbers. It can be used, for example, to find estimates for difficult

multidimensional integrals. We next focus on this particular application.

Suppose we have a function g(x) for which we wish to find an expected value, [E [g(x)].

Together with a probability distribution f(z), E[g(x)] can be given as an integral

Elg(z)] = G = / o) f(x) dx, 5)

Q

where fQ dx denotes integral over the finite dimensions of ). The integral can be
approximated by sampling a set of random variables (X, X,,..., X,) from f(x) and

calculating the average
1 N
Gy=— X;). 6
N N;m ) (©6)

Thus, Gy is also an estimate for G, that is, the expectation of g(x) [17].
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The Equation 6 is justified by the Strong Law of Large Numbers (SLLN) [18]:

Theorem 1 (Strong Law of Large Numbers) Let (X, X,,...,Xy) be a sequence of
Independent and Identically Distributed (IID) random variables with sample average
Xy=+ Zf\il X, and expectation E [X;] = p. Then

)_(N — @ when N — oo, @)
and equivalently,
Pr( lim Xy=p)=1 )
N—o00

almost surely.

In other words, the sample average of IID random numbers converges almost surely to the
true expected value, as the number of samples increases without restriction. Thus, if we have
a set of IID samples (g(X;),9(X5),...,9(Xy)), then G — G when N — oo, justifying
the use of Monte Carlo integration. Various other versions of the Law of Large Numbers,

both weak and strong, exist, but are not discussed here.

Now the question is, what is the uncertainty and accuracy of the estimator? Central Limit
Theorem (CLT), a fundamental result in statistics, provides a means to answer this question
[17, 19].

Theorem 2 (Central Limit Theorem) Ler (X, X,, ..., X ) be a sequence of IID random
samples with expected value [ [X;] = u, finite variance Var [X;] = o2, and sample average

Xy. Then, as sample size approaches infinity, distribution of scaled difference between

sample mean and expectation \/]_V()_(N — W) converge in distribution to a normal
distribution N (0, 02):
— distr.
VN(Xy = p) — N(0,0%) ©)

From Equation 9, it can be seen that the distribution of sample averages (which themselves

are random variables) is then approximately normal with mean y and variance o2/ N:
Xy~ N(u,0?/N). (10)

Additionally, the error of the estimate, X ; — y, follows a normal distribution N (0, 02 /N).
Thus, the variance and error of the estimate decrease as /N increases. Since the error does
not depend on the dimension of the estimation problem (integral in our case), Monte Carlo
methods are well-suited even for high-dimensional tasks. We can also compute the confidence

interval given desired confidence level 1 — a by finding the point z,, /, such that for a variable
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Z ~ N(0,1) we have Pr(—2,/, < Z < 2,/5) = 1 — a. The confidence interval is then

given as
g J—

o
Zaf2 TR Xy + a2 |

As with the Law of Large Numbers, other formulations for CLT can be found in the literature,

Xy — (11)

but they are not of interest in this thesis.

2.2.2 Markov Chains

Markov chain is a sequence of random variables { X, } &, X, € X that satisfies the Markov

Property,
Pr(Xk+1 |Xk,Xk_1,...,X0>:Pr(Xk+1 |Xk3>7 ]{::]_,2,...]\f7 (12)

with XU being the state space that contains all the possible values available for the chain.
In essence, the Markov property dictates that the probability of moving from the current
state to the next state depends only on the current state, and the history of the chain has no
effect on the transition. The probability of moving between states is described by a transition
matrix P, with each element specifying a transition probability from state ¢ to state j as P;; =
Pr(X,,, = j| X, = 7). As the chain must always be in a possible state of its state space,
it follows that the sum of each row of the transition matrix must equal one, Zje sLij =
1 [17]. A Markov chain is fully defined by its transition matrix and an initial distribution
corresponding to the initial state X, v(i) := Pr(X, = i). Next, we present properties of
Markov chains, based on [14] and [20].

State j is said to be accessible from a state ¢, if there exists an M-step transition probability
P{‘f > 0. That is, if we have M > 0, the state j can be accessed from state ¢ through M steps
of the chain. If also the state ¢ is accessible from state 7, the states are said to communicate.
If all states are accessible from any other state, meaning all the states communicate with each

other, the transition matrix and the chain is irreducible.

If the process returns to state ¢ after a number of steps, the number of steps is called the return
time of state 7. A single state may have multiple different return times. For a state 7, the period

d, is defined as the greatest common divisor of these return times,
d, = ged{M > 1; PM > 0}. (13)

It can be shown that if the chain is irreducible, then d; = dj for all states ¢, j € X, that is,
if states < and 7 communicate, they have the same period. The chain is called aperiodic, if

Vi : d; = 1 and periodic otherwise. If the probability for the chain to return to a state ¢
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equals one, the state is called recurrent, and if additionally the return time is finite, the state
is positive recurrent. The chain is called (positive) recurrent if all the states are (positive)

recurrent.

Another important property of Markov chains is the stationary distribution of a transition
matrix. Let 7* be a probability distribution. 7* is called the stationary distribution of P, if it
satisfies

T = Pr*. (14)

In practice, this means that taking another step in the process, equivalent to multiplying the
distribution by the transition matrix, results in the same distribution. 7* is also stationary, if
it satisfies the detailed balance equation,

(i) Py = 7*(j>Pjia (15)
whereupon the chain is called reversible with respect to 7*. If the chain is irreducible and
positive recurrent, the distribution is guaranteed to exist and is also unique. Moreover, if the

chain is also aperiodic, it converges to the unique stationary distribution regardless of the

initial distribution v(7) and is said to be ergodic.

So far, we have discussed the transition matrices, which apply to discrete state spaces. In
continuous spaces, such as the parameter spaces considered in parameter estimation tasks of
this thesis, the transition matrix is replaced by a transition kernel K (z, A). Here, v € X
denotes the current state of the chain, and the kernel assigns the probability that the next state
belongs to a measurable set A C X. The properties of Markov Chains introduced in this

chapter apply to chains defined in continuous state space as well.

2.2.3 MCMC algorithm

Markov Chain Monte Carlo combines the two concepts we have discussed previously into one
unified class of algorithms. The basic idea behind MCMC is to construct an ergodic Markov
chain, which, when run for a sufficiently long time, produces samples from a unique stationary
distribution regardless of the initial state of the chain. While the samples of the chain are not
IID random variables, ergodicity ensures that the effects of the initial state are not seen in
the stationary distribution, allowing the usage of the samples of the chain in Monte Carlo
integration. Formally, if {X}#_, is a Markov chain with 7 as the stationary distribution,

and f a quantity whose expectation we aim to estimate, the estimator is given as [14]

A

| N
fy= ]TTZ (X)) = E.(f), as N — oo, almost certainly. (16)
k=1
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Equation 16 is also called the Strong Law of Large Numbers for MCMC. Under certain mild
additional conditions, CLT also holds for the chain, implying the scaled error
VN(fy — E,.(f)) is approximately normal [21]. Thus, for a valid MCMC algorithm, we
need to design an ergodic transition kernel, and in Bayesian inference, one which admits the

parameter posterior as the stationary distribution.

Metropolis-Hastings algorithm

Perhaps the most famous MCMC algorithm to date is the Metropolis-Hastings (MH)
algorithm. A slightly simpler version, known as the Metropolis algorithm, was first
proposed by Metropolis et al. in [22], and it was later refined by Hastings [23] into the
popular MH algorithm. Next, we describe the MH algorithm in the context of the Bayesian

parameter estimation problem for the parameter vector 6.

Recall that we want to sample from the posterior distribution p(0 | y) defined in Equation
2, which contains the unknown normalization constant p(y). For notational convenience,
from here on, we will denote the posterior as 7(8). To begin constructing the chain, an initial
parameter 8, is chosen as the starting point. The algorithm requires a proposal distribution
q(0;.1 | 8,), which is used to sample a new candidate parameter for the chain based on the

current parameter.

We now have all the necessary ingredients to define the acceptance probability of a proposal

parameter. For MH, the acceptance is defined as

7d&+0mﬂi|®+0) 17
(0, C](9¢+1 1 6;) "

From the definition of MH acceptance, it is apparent that the normalization constant in Bayes’
rule cancels out, eliminating the need to evaluate the possibly intractable integral in Equation
3. Additionally, if the proposal distribution is symmetric, ¢(6,,, | 8,) = ¢(6;, | 6, ,), the

proposal terms cancel, further simplifying the acceptance to

. m(6i11)
awwmﬂ)zmm<L,ﬂé>>, (18)
which is precisely the acceptance of the original Metropolis algorithm. A popular choice for
a symmetric proposal distribution is the normal distribution, which in the multivariate case
is given as

1
90,110, = (0;,1—6,)'C1(0,,, — 90) ) (19)

1
Jeome (=

where C' € R™*™ is the covariance matrix. In the computations of this thesis, normal
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proposals are used. The MH algorithm is presented in Algorithm 1. As a result of the
algorithm, we obtain a chain of random variables whose stationary distribution is the
posterior 7(6). As the early samples of the chain reflect the choice of the starting point of
the chain, a burn-in period of M, ., samples is often discarded from it, making the
remaining samples more closely distributed according to the stationary distribution of

interest.

Algorithm 1 Metropolis-Hastings algorithm

1: Input: Initial parameter vector 6, length of the chain NV,
2: 1+ 0

3: 0, + 0,

4: for k=0,...,N_. do

5: Sample candidate parameter 6, ., ~ q(0,.., | 0%)
6: Calculate «(6,, 0., )

7: Draw & ~ U(0,1)

8: if¢ <a(6,,0,.,) then

9: 0k+1 — onew

10: else

11: 0k:+1 «— 0,

12: end if

13: end for

The MH transition kernel is reversible with respect to 7(@), implying that 7(0) is stationary,
and under standard conditions (such as irreducibility and aperiodicity of the transition kernel)

the chain is ergodic [24].

In effect, the number of iterations needed for convergence of the chain, called mixing time,
depends on factors such as how far away from the stationary distribution the chain begins,
the dimensionality of the state space, and the proposal step size. A considerable number of
studies regarding the mixing time have been conducted; see, for example, [20, 25]. We next
introduce a modification to the Metropolis algorithm, which updates the Gaussian proposal

during the simulation.

Adaptive Metropolis algorithm

The choice of initial covariance for the proposal distribution plays a crucial role in the
convergence of the MCMC chain, and is not always a straightforward task [26]. The
Adaptive Metropolis (AM) algorithm [27] builds on the Metropolis algorithm by updating
the proposal covariance based on the history of the chain:

Cy, = (20)
ageov(By,...,0,_1) +agel; k> ky,
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where C| is the initial proposal covariance, a, is constant dependent only on the dimension
d, € > 0 is a small constant and [ is a d-dimensional identity matrix. k; is a step limit,
before which no adaptation is performed. In [28], the value a;, = 2.382/d is proposed to
obtain a theoretically optimal acceptance rate. Aside from the update step, the AM algorithm
is otherwise similar to the standard Metropolis algorithm. Due to the update step, the chain
is no longer Markovian but can be shown to have the correct ergodic properties required
for Monte Carlo approximation [27]. To reduce the computational burden of adaptation, we

update the proposal covariance only every &, step of the chain.

The model likelihoods in this thesis are intractable and are produced via simulations that
yield differing realisations even with fixed parameters, resulting in noisy likelihood values.
It can be shown that noisy MCMC still asymptotically targets the correct posterior, as long
as the estimator is unbiased [29]. However, generating an unbiased estimator would require
infeasible amounts of computing resources. We thus employ the single-evaluation estimator

and accept that the resulting posterior is only an approximation of the true target.

The noisiness of the estimator may result in poor mixing of the chain: the chain may
become stuck in certain regions of the likelihood surface where the likelihood estimate is
overly optimistic. Consequently, the proposal parameters are repeatedly rejected [30]. To

mitigate this “sticking problem”, we set a threshold of subsequent rejections, NV,:, after

rej’
which the likelihood is re-evaluated at the previously accepted parameter value to guide the
chain out of the stuck region [3]. The AM algorithm with this re-evaluation strategy is

presented in Algorithm 2.

2.3 Parameter estimation for intractable likelihoods

As mentioned in Section 1, various methods for solving the problem of intractable likelihoods
exist. In this thesis, we focus on BSL, but will also give a brief introduction to the more
established ABC method for the sake of completeness, as it shares similarities with BSL. In
both approaches, the true model likelihood p(y | ) is replaced with an approximation, which
can then be employed in a sampler algorithm such as MCMC.

2.3.1 Approximate Bayesian Computation

A central aspect of ABC is the ability to generate new data from the model and to measure
the discrepancy between observed and generated data. Let ¥ and be the space of possible
realizations from the model, and assume that y € 5. For a candidate parameter 0, ., we draw

n simulated datasets u'? € Y, i = 1, ..., n from the model, and each dataset is transformed
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Algorithm 2 Adaptive Metropolis with consecutive rejection heuristic

1: Input: Initial parameter vector 6, length of the chain N, step limit %, consecutive
rejection interval M,

2: Initialize:

3 k<0

4t Jaap < 0

5 Jrej < 0

6: Ok — 90

7: for k< 0,N, do

8: Sample candidate parameter 6., ~ (0, | 0%)
9: Calculate «(6,,0,.,,)

10: Draw & ~ U(0,1)

11: if¢ <a(6,,0,.,) then

12: 0k+1 — anew

13: jadp — jadp + 1

14: jrej 0

15: else

16: 0k:+1 — Ok

17: jrej < jrej + 1

18: if j,o; > M,; then

19: Re-evaluate likelihood for next iteration using previous accepted parameters
20: Jrej € 0
21: end if
22: end if

23: if k > ko Arem(k, j,q,) = O then
24: Update covariance (Equation 20)
25: end if
26: end for

into corresponding summary statistics s Formally, the ABC likelihood is defined as

sim *

pe(sy | 0) = /p(u | 0)K, (p (sy,su)) du, 20

g
where s, is a summary statistics vector calculated from the data, p(-,-) is a function that
measures the discrepancy between the summary statistics of the observations and simulations,
K_ is a kernel function that assigns weights to those distances based on the kernel width
(tolerance) €, and s, refers to arbitrary simulated summary statistics [7]. A simple example

of a suitable kernel is the indicator function [31]

y, pS€

1,(p) = . 22)
0, otherwise
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However, in practice, the ABC likelihood is just as intractable as the full data likelihood and
has to be estimated using the summary statistics of aforementioned n simulated datasets [6,

7]:
1
pen _52 ( (y7 513n)) (23)

Estimator for the ABC likelihood given by Equation 23 is then used to draw samples from

(unnormalized) partial posterior [32]

p(O | sy) < p. (sy | O)p(6) (24)
by employing the ABC likelihood, for example, in rejection sampling or MCMC.

With sufficient summary statistics, that is, such that preserve information with respect to 6,
and appropriate p and € — 0, the approximation will match the full data posterior [6, 32].
However, the choice of summary statistics is not trivial, and no universal summary statistics
exist that would be sufficient for all models, although this shortcoming also concerns BSL.
Additionally, ABC is sensitive to the choice of p and e [33], and suffers from the curse of
dimensionality [7]: it becomes increasingly more difficult to find a parameter that generates
data similar to the measurements, when the dimensionality of the summary statistics
increases. Of course, one could always increase tolerance, but this leads to uninformative
inference, and too high tolerance results in the algorithm sampling only from the prior.
Although methods to remedy these shortcomings have been studied and even full-data ABC
approaches have been developed [34, 35], the problem of choosing the discrepancy function

and e still remains.

2.3.2 Synthetic Likelihood

Whereas ABC requires tuning via p and ¢, Synthetic Likelihood (SL), introduced by Wood
in [13], estimates the likelihood as a multivariate Gaussian distribution conditioned on the

summary statistics:
Psi(sy | 8) = N (sy; 1(6),%(6)), (25)

where p is the mean vector and Y. is the covariance matrix of a multivariate Gaussian.
Equation 25 defines the “true” SL likelihood, which is generally unknown as the auxiliary
parameters, the mean and covariance, are unlikely to be known, and need to be estimated.
Similar to ABC, n simulations from the model for a proposal parameter 6, ., are drawn,
and summary statistics are formed from them. The auxiliary parameters are then estimated

from the set of generated summary statistics by applying standard formulas for sample mean
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and covariance, yielding the following expressions for them:

. IRNNG
o) =—3 s (26)
=1
and | o
5(0) = —— > (s — A(0)) (s, — A(0)) 27)

=1

The estimated normal likelihood is thus given as

Psn(Sy | 0) =N (sy; 1(6),5(0)) (28)
1 1 ~
= ————exp ——(sy — ﬂ(@))TE_l(Sy —[(0)) 29)
(27)[S) ( . >

where J is the dimension of the summary statistic vector. When SL is applied in a Bayesian

setting together with a prior for the parameter, the Bayesian Synthetic Likelihood emerges.

By employing BSL in a sampler algorithm, parameters for the intractable likelihood models

can be evaluated from the posterior:

pSL,n(e | Sy) X pSL,n<Sy | 0)]7(0) (30)

A distinction should be made between Equation 30, which we refer to as the BSL posterior,

and the “true” BSL posterior.

pSL<9 ’ Sy) X pSL<Sy | 0)])(0) (31)

The true BSL posterior is generally unreachable and appears as a limit of the BSL posterior

when the number of simulations approaches infinity.

In practice, we work with log-likelihoods, as the transformation significantly simplifies the

calculations. We start by taking a logarithm of the Equation 28, giving

— 55y~ AO) TS (5, — 6)))

1
log(pst. (5 | 6)) = log | ————exp (3
(2m)*(S

~

= 5 (Llog(2m) +105(5]) — 5(s, — 4(6) "5 (s, — 4(6).

Recalling that the determinant of a square matrix can be given as the product of its

eigenvalues, and discarding the summary-independent constant L log(27), we arrive at the
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following expression for the log-likelihood:

1 Ta

L
log(pgr,n(sy | 0) = —5 | (s, — a(6)) S (s, — 3(6)) = D log(\) |, ()
i=1

where \;, ©+ =1, ..., L are the eigenvalues of 5. The expression in Equation 32 is applied in

the practical implementations of this thesis, and is referred to as LL.

Discarding the choice of summary statistics due to not being characteristic only for BSL,
Equation 32 shows that the number of simulations, n, is the only tunable parameter in BSL.
In [36] it is shown that the true BSL posterior is achieved when n tends to infinity. However,
provided the distribution of the summary statistics is not highly irregular and n is large
enough, BSL is insensitive to the choice of n [7]. With suitable summary statistics and
other conditions, it even becomes irrelevant [37], but the details are outside of the scope of
this thesis.

However, since the mean and covariance are only estimated from finite number summaries,
the resulting likelihood essentially becomes a random variable with non-negligible
variance. As presented in the discussion regarding the AM algorithm in Section 2.2.3, the
noisy likelihood may result in the chain getting “stuck” due to an overly optimistic
likelihood estimate. It is then required to re-evaluate the likelihood to restore proper mixing.
The noisiness can be reduced by increasing n [7], and thus the amount of re-evaluations in a
chain depends on the choice of n. By calculating the percentage iterations where the
re-evaluation triggered, we obtain a metric to assess whether n is large enough to result in a

sufficiently stable likelihood estimator.

The choice of summary statistics remains a case-specific problem even with BSL, although it
is more robust to irregular and higher-dimensional summary statistics than ABC. Improved
computational efficiency and posterior accuracy are obtained when the summaries are close
to multivariate normal, as this supports the Gaussian likelihood assumption underlying BSL.
Consequently, nearly normal summaries require fewer simulations to be closer to the true BSL
posterior. Additionally, by CLT, many commonly used summaries become asymptotically

normal, enhancing the practical applicability of BSL.

Summary statistics used in ABC and BSL aim to capture the dynamics and information
contained in the data as accurately as possible. Summaries, such as sample means,
variances, minimum and maximum values of the data, and polynomial regression
coefficients, are commonly applied. In case of time series data, autocovariances and

autocorrelations at different lags are also utilized [7, 13, 38]. However, some of these
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summaries require the practitioner to specify values for certain tuning parameters, such as
the number of lags or the degree of a polynomial. This task is often not straightforward, and
may require considerable amounts of testing and diagnostics. In this thesis we consider

alternative summary statistics which are practically devoid of such tuning parameters.

2.4 Empirical cumulative distribution and Donsker’s theorem

In this thesis, the main summary statistic used is the empirical Cumulative Distribution
Function (eCDF) vector constructed from the data and simulations. For the calculation, the
data y;, ¢ = 1..., NV, is first used to determine M bins b = (b, ..., b,,) at which the eCDF

is evaluated. The eCDF is then calculated as
1 N
Fr(by) = NZ L, o, k=1,...0M. (33)
i—1

With the notation defined here and in Section 2.3, the summary statistic vector of a
measurement or simulation is then given as s = (Fy(b;), ..., Fix(by,))- To justify the usage

of eCDF summaries, we refer to the Donsker theorem [39, 40]:

Theorem 3 (Donsker, Skorokhod, Kolmogorov) Let {X,}Y, be IID random variables
from a distribution F'with F'y as their empirical distribution. The scaled fluctuations of F'y

around F are defined as

Gy(x) = VN(Fy(x) - F(z)). (34)
Then, the sequence of processes Gy converges in distribution to a Brownian bridge G with
zero mean and covariance:

cov(G(z;),G(x;)) = min(F(z;), F(z;)) — F(z,)F(z;), (35)

J

as N — oo.

In other words, as the sample size grows, the scaled fluctuation of F'y; around the true CDF F'
approaches a Brownian bridge, that is, a Gaussian process fixed to zero and one at the ends of
the process, with known mean and covariance. Thus, the eCDF summaries are asymptotically

normal, which is a desirable property for summaries used in BSL.

In practical implementations, before continuing with the estimation task, the normality of
the summary statistics vector is assessed visually using standard x? goodness-of-fit test and
a Q-Q-plot [41]. Practically, multiple summary statistic vectors are calculated from the
observation data set, which are then used to perform the normality tests. In Figure 1, an

example result of the x? test is presented. The data for the example is drawn from the
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uniform distribution 2/(0,1) and the test is computed using 10000 eCDF vectors with
M = 10 bins. The empirical distribution aligns almost perfectly with the analytical x?
distribution, confirming normality of the eCDF summary statistic. Minor deviations from

the analytical distribution due to a finite number of vectors are present.

0.10+

0.05+

0.00+

0 10 20 30 A
Figure 1: Example result of x? goodness-of-fit test with analytical distribution in blue and
empirical distribution in orange.

Moreover, additional eCDF vectors can be constructed using features derived from the
original data, such as the finite differences of the points. The eCDF vectors can then be
concatenated into an extended summary statistics vector [3]. These components are
naturally dependent, possibly inducing off-diagonal elements in the BSL covariance.
However, the added information from additional eCDFs typically helps in identifying the
parameters, and Donsker’s theorem guarantees the joint Gaussian limit for the concatenated
vector. While the number of bins, M, must be decided by the practitioner, in the earlier
applications of eCDFs the parameter posteriors have not demonstrated significant sensitivity

to the choice of M, provided neither too few nor too many bins are used [42, 43].

The Donsker theorem was originally constructed for the space of discontinuous functions with
uniform metric, but this approach involved measure-theoretic difficulties. While the distance
between discontinuous jumps of the empirical process and the limiting continuous process
could be defined, it was too restrictive regarding the temporal alignment of the processes.
This problem was solved by Skorokhod [44], who introduced the necessary metric space
(known as the Skorokhod space) which provides a rigorous mathematical framework for the

convergence.

2.5 Distance-based likelihoods

In addition to forming the eCDF summaries directly from the data, we may compute them
from data that has been further processed or transformed in a certain way. In this thesis, we

utilize distance-based approaches, where the distances between data points are calculated.
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The summaries are formed from them, and employed in BSL in conjunction with summaries
obtained from the unprocessed data. Given datasety = (y,...,yn),¥; € RY, we calculate
the Euclidean distance between each data point to all other points to obtain a matrix [, where

each element is a distance, given as

1
d 2
Dij = (Z(yzk - ij>2) = ly; — Yj”- (36)

k=1
When the distances are calculated for only the observed data y, the resulting matrix contains
zero and duplicate distances. However, in practical BSL computations, the distances are
calculated between the observed data, and simulated data u = (uy, ..., uy). It is extremely
likely that y and u are disjoint sets, resulting in each D,; being nonzero and unique. The
drawback of calculating the full pairwise distance matrix is increased time complexity. If the
dimension of a data point is d, meaning each y;,u;, € R?, we have N? pairs of data points

and d calculation operations for each pair. Thus, the time complexity increases by O(N2d).

Correlation Integral Likelihood

In the Correlation Integral Likelihood (CIL) approach, the distance matrix is flattened into a
one-dimensional vector from which the eCDF vector is formed instead of the original data.
Formally, using notation defined in this thesis, the Correlation Integral between two

realisations y and u is given as [45]
1
Cl(y,u, by, N) = N2 Z {ly: —uyll < by} (37
1,3

The above equation directly gives the eCDF vector of the distances when evaluated for all b,,.
CIL is able to capture the geometry and temporal structure of the data, making it suitable,
for example, for chaotic models where model parameters affect the attractor underlying the
data. Indeed, the application of the correlation integral is based on the estimation of the
fractal dimension of a chaotic attractor of a dynamical system, using the correlation dimension
[45]. For further discussion on the fractal dimension, see e.g. [46, 47], and on correlation
dimension, [48, 49].

Intrinsic Dimension

Intrinsic Dimension (ID) in principle means the minimum amount of dimension to which
the data can be reduced without information loss. Multiple ways to estimate ID exist, and
we resort to the one presented in [50]. In ID, the ratio between nearest neighbors is used
to obtain a vector of said ratios, from which the eCDF is formed. More specifically, let
T,, <T;, < ... be the distances from point y, to points in u . For each y,, we then calculate

the ratio m;, = T,,/T},, and from these m,, the summary statistic eCDF vector is formed.
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While this is not the actual ID estimate, we simply refer to ID when discussing the summary.
The actual ID estimate would require some further mathematical machinery, and is not of
interest in this thesis; for more information about Intrinsic Dimension estimation, see, for
example, [50, 51]. In [50] it is shown that the m, are Pareto distributed, possibly exhibiting
heavy tails and severely violating Gaussianity. The eCDF calculation essentially makes the
effect of the tails vanish, compressing the ratios into statistically more well-behaving object

for which CLT holds. In practical implementations, this is verified by the normality tests.

The approach described above can be easily generalized to calculate the ratio between
arbitrary nearest or non-nearest neighbors k£ and £ + p, where p > 1. If the full pairwise
distance matrix D is calculated and sorted row-wise, each column j corresponds to the j-th
nearest neighbor of each y,. We can then calculate a vector containing the ID of each y, by
performing element-wise division between columns of sorted D. One can also construct
several eCDF vectors for multiple different neighbor pairs to further augment the final
summary statistics vector. However, if no more than a few nearest neighbors are needed, the
matrix D contains a substantial amount of redundant distances, especially when N is large.
The computational burden of creating N x N matrix may be decreased by resorting to e.g.

k-dimensional tree structure, which allows efficient nearest neighbor queries. [52].

Chamfer Distance

The Chamfer distance is a type of metric, more commonly employed in machine learning and
computer vision setting, where it is used to measure similarity between point clouds [53, 54].
Essentially, the Chamfer Distance is the sum of the averaged minimum distances between the
points of two data sets. Given data sets y and u with the number of data points being N, and
N,,, the Chamfer distance is defined as

CD(y Z min(|ly, — uy]) + Z mljn (o, — ;1) (38)
Ny =

Thus, for each y; we need to find the nearest point from the other data set u and calculate
the average of these distances. This procedure is repeated for each u,;, after which the two
averages are summed, resulting in a scalar which represents the similarity between y and u.
By attempting to match these scalars in MCMC, we essentially try to match the geometry of
the point clouds under inspection. As the Chamfer distance does not require the full
distance matrix, it benefits from a similar tree-based nearest-neighbor search as mentioned
in Intrinsic Dimension. Additionally, similar to ID, other than the nearest neighbor can be
used to calculate the metric. In the upcoming chapters, we refer to the ordinal number of the

nearest neighbors as the degree of the Chamfer distance.
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Due to calculating the averages of minimum distances, the Chamfer distance scalar becomes
an approximately Gaussian random variable based on CLT, and can be concatenated to the
eCDF vector as an additional summary statistic. However, if NV, y Or N,, (or both) are small,
the Gaussianity assumption no longer holds, which may introduce bias to the BSL likelihood.
To address this, we can calculate multiple Chamfer distances by bootstrapping the data. An
eCDF vector calculated from the Chamfer distances is again asymptotically Gaussian by the

Donsker theorem, satisfying the normality assumption of BSL.

2.6 Review of test models

To effectively test the performance of eCDF-based summary statistics and Chamfer distance,
we will employ them in parameter estimation tasks for three models with varying complexity
and sources of intractability in the likelihood: the Ornstein-Uhlenbeck process, the Lorenz

63 system, and Nicholson’s Blowfly model.

Ornstein-Uhlenbeck process

The Ornstein-Uhlenbeck (OU) process [55, 56] is a stochastic process that has applications
in several fields of science, such as economics, physics, and biology [57-59]. OU is a
stationary Gauss-Markov process with mean-reverting properties, which means that over
time, the process drifts towards its mean [60]. Example realisations of the OU process can

be seen in Figure 2. In its standard form, OU is given as
dX(t) = AMp—X(t))dt + odW (t), (39)

where A > 0 is the parameter that governs the rate at which the process drifts towards the
mean p € R. The term o dW (t) introduces stochasticity to the process: W (t) stands for
the Wiener process [60], and o > 0 scales the random fluctuation caused by it. In practice,
the mean is often written as zero, since it merely offsets the process by a constant, and can
be taken into account in further examination if necessary. Such an approach is taken in this

thesis, and the parameter vector to be estimated is then 85 = (A, 0) .

The Lorenz 63 system
The Lorenz 63 system is a widely studied system of three differential equations, which was

originally developed as a simplified model for atmospheric convection. The system is given

as
G =oly—a)
W o=gp—2)—y (40)
G =wy—pe

where state variables z(t), y(t) and z(t) are physical quantities related to atmospheric fluid
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0.0 0.5 1.0 1.5 2.0

Figure 2: Three realisations of Ornstein-Uhlenbeck process with initial state X (0) = 4 and
parameters 8 = (3,2)".

dynamics, and o,p and [ are constant parameters of the fluid and its container or
surroundings. The specific physical interpretations of the state variables and parameters are
not relevant in this thesis, and thus will not be discussed further. The parameter vector
which is estimated in this case is 8;, = (o,p,3)". An example realisation of the
three-dimensional trajectory, along with the separate time series of x, y, and z variables, is

presented in Figure 3.

401

301
20+
101

-10+
-20+

Time

Figure 3: A realisation of the Lorenz 63 system, generated using parameter values 6;, =
(10.0,28.0,8/3)". Left: x, y and z plotted separately against time. Right: three-dimensional
phase space representation of the same realization with a longer time span.

As can be seen in Figure 3, the trajectory revolves in a certain bounded region in phase space,
called an attractor. If we sample subsets of the measurements, each subset captures a portion
of the underlying geometry of the trajectory. As we are interested in the shape and location
of the attractor, these subsets essentially act as additional data sets. By calculating summary
statistics for each subset, we can reduce the computational cost of model simulations required
in MCMC. When drawing model simulations for the BSL MCMC, we add small Gaussian
perturbations to the initial values to produce varied trajectories while still staying in the same

general region in space as the measurement data.
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The system is deterministic and produces periodic and converging trajectories with certain
parameter ranges. However, there exist ranges for the parameters, where the system becomes
chaotic. At this regime the periodicity vanishes, and small changes in the initial values of
the system may result in large differences in the trajectories, especially at longer time scales.
The aperiodicity and instability of the system make parameter estimation difficult, since the
chaoticity of the system causes the observations to behave unpredictably. This leads to a

rough and computationally intractable likelihood function [61].

Nicholson’s blowflies

Lastly, we have the Nicholson’s Blowfly model, which was built to explain A.J. Nicholson’s
blowfly population experiments from [62]. The model is a delayed differential equation, with
terms for birth and survival of the flies, and is defined as

dN

—N(t—7)
ry = PN(t—T)exp (—

N, ) — 0N (t), (41)

where the first term accounts for egg production (recruitment) and the last term accounts for
survival (deaths). In the equation, N (t) is the adult population at time ¢, which is typically
measured in days. The parameters P, 7, N, and 0 govern the dynamics of the population, such
as the egg production rate and time delay from egg to adult fly. They all must be positive,
but with the exception of the time delay parameter 7, their actual biological meaning is not of

interest in this thesis and will not be further elaborated.

To introduce stochasticity to the model, the model is discretized as proposed in [13]:
Niypr =R+ 5,

—N,
R, ~ Poi {PNt_T exp (#> et} : (42)
No

S, ~ binom{exp (—de,), N, },

where R, and S, correspond to the recruitment (egg production) and survival, respectively.
Environmental stochasticity is modeled by unit mean gamma-distributed random deviates
e; ~ I'(a,,A,) and g, ~ T'(ay, Ay) with variances o and ¢7. The variances will also be
subject to estimation, and together with the parameters from Equation 41, the full parameter
vector under inference is 6 = (0, P, N, 0'12,, T, 03). In this discrete model, the time delay 7
is treated as an integer value. Three example realizations of the model can be seen in Figure
4. The model exhibits quasi-periodic ‘“boom-and-bust” dynamics, where the population

increases exponentially, followed by a sudden crash.
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Figure 4: Three realizations of the Blowfly model generated using the parameters 85 =
(0.16,6.5,400,0.1,14,0.1) ". Note the synchronized frequency of the peaks, which start to
diverge as the simulation runs longer.
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3 IMPLEMENTATIONS

The parameter estimation for models described in Section 2.6 is conducted using methods
described in Sections 2.3.2, 2.4, and 2.5. All routines are implemented on version 1.12.2 of
the Julia programming language [63]. Packages which are used in the code files are presented
in Table 1. Computations are performed on a desktop PC, with AMD Ryzen 5600X CPU.
Source code, including the BSL implementation and model scripts, is publicly available in
the GitHub repository of this thesis'.

Table 1: Packages used in the implementations. Packages from Julia’s standard library, and
utility packages which do not affect the numerical results, are omitted.

Package Version  Description Reference
DifferentialEquations.jl v7.17.0 Numerical solving of ODEs [64]
Distributions.jl v0.25.122 Probability distributions [65]
StatsBase.jl v0.34.7 Basic statistics support [66]
NearestNeighbors.jl v0.4.22 Nearest neighbor functionality [67]
CairoMakie.jl v0.15.6 Visualizations [68]

The procedure used for the parameter estimation is presented in Algorithm 3. In the
initialization phase of the procedure, the user can specify which summary statistics to use in
the parameter estimation task, and whether to augment the dataset with differences. The
central finite difference method is used to compute them. Multiple orders of differences can
be selected, for example, first and second, or first and third. The routine then calculates
selected summary statistics for both the measurements and their differences and

concatenates them. For distance-based likelihoods, we have two approaches:

e CIL, which requires a full distance matrix, is calculated using two nested loops and

LoopeVectorization.jl [69] package for high-performance vectorized loops.

e ID and Chamfer distance, which only require nearest neighbors, utilize k-dimensional

trees to efficiently find them.

The Chamfer distances are normalized using standard Z-score normalization to ensure they
have similar scale as the eCDFs. This decreases the condition number of the estimated

covariance matrix, providing more robust matrix inversion in likelihood calculation.

Across runs of a model, the same synthetic data set is used. Different combinations of
summary statistics were tested using shorter test chains to determine which combinations
were suitable for further examination. These cases were selected to demonstrate how

different summary statistics influence the posterior distribution. The number of model

'Link to GitHub repository


https://github.com/Erikkui/thesis-empirical-likelihoods 
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Algorithm 3 BSL MCMC

1: Initialization: Generate M bins according to the scale of the observed data y. Calculate
summary statistics vector s,, consisting of eCDF vector(s) and/or Chamfer distances.

2: Begin MCMC (Algorithm 2)

For proposed parameter 6, ., draw a set of n model simulations {u(“}?:l. Calculate

differences for each simulation, if they are used.

For each simulation and each difference, calculate selected summary statistics.

Calculate f1(6,,,) and $(0,..,) (Equations 26 and 27)

Calculate the BSL likelihood L L (Equation 32)

Continue MCMC procedure from the accept/reject step as presented in Algorithm 2.

(98]

N>R

simulations was tuned according to two criteria: (1) visual inspection of trace plots
confirming that the chain mixed well and converged to the region of the true parameter, and
(2) a likelihood re-evaluation rate below 5%, indicating a stable likelihood estimator. Based
on the mixing of the test chains, the chains for the final analysis were extended by another
20000 samples to ensure sufficient exploration of the posterior. For consistency, the same
chain length was maintained across all models. Summary of the algorithmic settings and
initial conditions for the models is presented in Table 2. Unless otherwise stated, the values

are kept constant between runs of the same model.

Table 2: Algorithmic settings and initial conditions for different models.

ou Lorenz 63 Blowfly
N 200 200 200
At 0.1 1 1
No 30000 30000 30000
M, ., 10000 10000 15000

ko 20 20 20
N, 15 15 15

n 200 5 200
Nres - 20 -
Yo 3.0  (12.577,19.471,23.073)7 180
0, (3,2)7 (10.0,28.0,8/3)" (0.16,6.5,400,0.1,14,0.1) "

Performance is evaluated using posterior means, absolute Z-scores, and 95% Highest
Posterior Density (HPD) intervals. The Z-score quantifies estimation accuracy: values
below 2 are considered acceptable, indicating the absence of significant bias. To measure
uncertainty, we utilize the HPD interval rather than standard equal-tailed intervals, as the
HPD provides the narrowest possible bounds for 95% probability, and correctly addresses

asymmetric distributions.

The primary analysis is conducted on simulated data with the exception of one study for

the Blowfly model, for which experimental data is available in the supplementary material
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of [13]. In the experimental case, we applied the same methods and settings that yielded
optimal performance with the simulated data. To delimit the scope of this thesis, further
analysis regarding the validity of the experimental results and their sensitivity to algorithmic

hyperparameters is left for future study.
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4 RESULTS

The numerical results obtained using BSL MCMC are presented in this section. For each
model, we provide the plots of the normality tests, MCMC results, and posterior predictive
intervals for the optimal case. To compare performance across all test runs, we present a
forest plot and a summary table containing the posterior means, posterior Z-scores, 95%
HPD intervals for parameters, and summary statistics employed in the runs. The quality of
the inference is evaluated based on the posterior Z-score and the precision of the HPD interval,
conditional on the interval containing the true parameter value. Supplementary figures from

runs not presented in detail here can be found in the GitHub repository of this work.

In the summary tables, the optimal run is marked with an asterisk. The metrics for parameters
are in the same order as they appear in parameter vectors. The following identifiers are used

to label the summary statistics:
e ¢cCDF:

o -1: eCDF is calculated from the signal

o 0: eCDF is calculated as CIL

o > 0: eCDF is calculated from ID ratios of k + 1:th and k:th nearest neighbors
indicated. For example, “1” corresponds to the ID ratio between the second and

the first nearest neighbors.

e Chamfer: number indicates the k:th nearest neighbors used to calculate the Chamfer
distance. For example, “1” indicates the default Chamfer distance, “2” indicates that

the second nearest neighbors are used to calculate it.

e Differences: number indicates the order(s) of difference(s) used to augment the data.

In forest plots, green dots indicate a posterior mean within two standard deviations of the true

value, whereas the converse holds for red dots. The grey whiskers visualize the HPD interval.

4.1 Ornstein-Uhlenbeck

The true parameter values which are used to generate the data are O = (3,2)". The
performance metrics of the five analysis runs are presented in Table 3 and the forest plot in
Figure 5. Run 2 is identified as the optimal run: its posterior means are closest to the true
values, the Z-scores are low, and it produces comparatively narrow HPD intervals. As
summary statistics, run 2 uses the eCDF vectors computed from the signal and its first-order

difference. Since the summaries applied do not require any distance calculation, the
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computations are efficient, with runtimes measured in the order of minutes.

From Table 3 and Figure 5, it can be seen that the most effective summary statistic to add to the
basic eCDF of the signal is the eCDF of the first-order differences (run 2). The HPD interval
is significantly condensed by its addition, and while slightly better results for parameter 2
are produced by run 4 (which additionally utilizes Chamfer distances of order 1 and 2), the

difference is not sufficiently large to justify the increased need of computational resources.

For run 5, the number of model simulations was raised from 200 to 500 to examine their
impact on the accuracy of the inference. Accuracy of run 5 is marginally better, but the
difference with respect to run 2 is practically negligible. This verifies BSL’s insensitivity to

the choice of n, provided it is sufficiently large.

Table 3: Summary table for Ornstein-Uhlenbeck runs. In run 5, the number of model
simulations is increased to 500. True parameter: 85 = (3,2) .

Runl Run2* Run3 Rund4 Runsj

eCDF —1 —1 —1 —1 —1
Chamfer — — — 1,2 —
Differences — 1 1,2 1 1

Post. Mean 2.72 2.94 3.04 2.91 2.91
1.94 2.03 2.03 2.05 1.99

Post. Z-score 0.198 0.0941 0.067 0.157 0.147
0.127  0.239 0.195 0.444 0.056

HPD interval 0.328 1.77 1.87 1.87 1.71
5.51 4.21 4.31 4.07  4.09

(Param 2) 1.01 1.76 1.76 1.83 1.75
2.83 2.29 2.32 2.28 2.24

1 p— ol

1 1

1 1

g 1

= 2 N 1

L 1 1

= L :
o3 S —

) 1 1

% 1 1
ar “ ——

1 1

1 1

5 'I T T

2 4 1 2

A o

Figure 5: Forest plot of the five OU analysis runs.

The normality tests are presented in Figure 6. The x? goodness-of-fit test (left) shows a clear
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correspondence between the empirical and theoretical distributions, despite sampling noise.
The Q-Q plot (right) further supports the normality assumption, especially in the central
quantiles. While small deviations from the reference line are present in the upper quantiles,

the majority follow it. This supports the underlying Gaussian assumption required for BSL.
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Figure 6: Normality tests of the best performing OU run. Left: y? goodness-of-fit test with
empirical distribution in orange and theoretical distribution in blue. Right: Q-Q-plot with
1 : 1 reference line presented as a dashed blue line and sample quantiles as orange dots. 500
summary statistic vectors were used in the tests.

The traces and marginal posteriors of the parameters are presented in Figure 7. The traces
show excellent mixing practically from the very beginning of the chain, characterized by
rapid oscillations and stable stationarity around the true parameter values. The burn-in at
iteration 10000 seems almost unnecessary. The posteriors are unimodal and symmetric with
the true parameter value aligning well with the mode of the distributions, indicating accurate

parameter identifiability.

2.0

0 1.0x104 2.0x10% 3.0x10°%

Figure 7: Left: trace plots of the optimal OU run with burn-in period as a vertical dashed grey
line. Right: marginal posterior distributions of the OU parameters produced by the optimal
run. True parameter values shown as orange lines.

In Figure 8, the ground truth realization of the Ornstein-Uhlenbeck process can be seen
alongside 95% posterior predictive interval calculated using 1000 random samples from the

posterior. The signal is almost completely captured by the predictive interval, confirming
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that the parameters from the posterior are consistent with the true system behavior.
Furthermore, the predictive interval maintains a constant width across the time series,

correctly reproducing the stationary variance characteristic to the Ornstein-Uhlenbeck

process.
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Figure 8: A ground truth OU realization and the 95% posterior predictive interval.

4.2 Lorenz 63

Next, we extend the model complexity to three dimensions by applying BSL to the chaotic
Lorenz 63 model. The true parameters used to generate synthetic data are
6, = (10.0,28.0,8/3)".

As can be seen in Table 4 and Figure 9, runs 3-5 all yielded comparable performance across
posterior means, Z-scores and HPD intervals. The baseline summary statistic across runs is
the CIL, which alone proved insufficient. The resulting posterior means deviated significantly
from the true values and produced wide HPD intervals. The inclusion of CIL of the first-order
differences appears to practically enable the identification of the first and third parameter, and
the ID ratios further narrowed the HPD intervals and aligned the posterior means closer to

the true parameter values. Inclusion of Chamfer distances further narrows the intervals.

The runtime for the majority of configurations remained below 20 minutes. An exception
was run 5, where increased simulation and resampling parameters resulted in a runtime of
50 minutes. Although the accuracy marginally improved, it does not justify the significant
increase in computational burden. Consequently, run 3 is identified as the optimal, as it yields
HPD intervals comparable to run 4 while exhibiting a good balance between precision and

efficiency.

The assessment of multivariate normality is in Figure 10. The empirical PDF exhibits a

strong correspondence with the theoretical x? distribution, implying normality. The Q-Q plot
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Table 4: Summary table for Lorenz 63 model runs. In run 5, the number of simulations is
raised to 10 and the number of resamplings to 30. True parameters: 6; = (10.0,28.0,8/3)"

Runl Run2 Run3* Run4 Run 5

eCDF 0 0 0,1,2 0,1,2 0,1,2
Chamfer — — — 1,2 1,2
Differences — 1 1 1 1
Post. Mean 5.80 9.23 10.1 10.1 10.0
27.9 28.1 28.0 28.0 28.0
2.18 2.57 2.67 2.68 2.67

Post. Z-score 4.83 1.05 0.0921 0.192 0.101
0.102 0.14 0.0134 0.078 6.49 x 103
2.98 0.636 0.0444 0.121 0.0159

HPD interval 4.48 7.9 8.81 8.93 9.08
7.65 10.7 11.3 11.6 10.9
(Param 2) 26.2 26.2 26.9 27.0 27.3
29.6 30.1 28.9 29.0 28.7
(Param 3) 1.9 2.32 2.49 2.49 2.53
2.52 2.88 2.89 2.87 2.81
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Figure 9: Forest plot of the five Lorenz 63 analysis runs. Increased simulations and
resamplings slightly improve the results.

displays nearly perfect alignment of the empirical quantiles with the theoretical reference line.
Deviations are present only at the extreme tails, indicating that the normality assumption is

well justified.

The evidence from the normality tests is confirmed in trace plots and marginal posteriors
of Figure 11. As can be expected from the Q-Q-plot in Figure 10, the MCMC chain mixes
efficiently. Similar to OU, the chains again quickly converge to the stationary distribution, and

the resulting posteriors are symmetric. True parameter values align exactly with the peaks of
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Figure 10: Normality tests of the best performing Lorenz 63 run. Left: x? goodness-of-fit
test with empirical distribution in orange and theoretical distribution in blue. Right: Q-Q-plot
with 1 : 1 reference line presented as a dashed blue line and sample quantiles as orange dots.
500 summary statistic vectors were used in the tests.

the posteriors, demonstrating accurate parameter identification.
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Figure 11: Left: trace plots of the optimal Lorenz 63 run with burn-in period as a vertical
dashed grey line. Right: marginal posterior distributions of the Lorenz 63 parameters
produced by the optimal run. True parameter values shown as orange lines.

Unlike the stochastic OU and Blowfly models, the Lorenz 63 system is deterministic and
chaotic. Although the initial conditions are known, the system’s sensitivity to parameter
values means that even small deviations in the posterior samples cause the simulated
trajectories to quickly diverge from the ground truth over the simulation window.
Consequently, time-series visualizations are not informative for assessing fit, and we instead

rely on the parameter recovery metrics, traces, and marginal parameter posteriors.
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4.3 Nicholson’s Blowflies

Lastly, we apply the BSL framework to Nicholson’s Blowflies model. The complexity of the
model arises from the time-delayed terms which drive its population cycle dynamics. We will
first discuss synthetic data runs 1-4, after which we shift our focus to the run 5, which was

performed on experimental data.

The metrics obtained from the five runs for Blowfly are shown in Table 5 and Figure 12. In
general, the synthetic runs exhibit consistent performance, with the exception of parameter
4 in Run 4, where the posterior mean deviates significantly from the true value. Runs 2
and 3 demonstrate superior accuracy compared to both runs 1 and 4, having comparable
HPD interval widths, and posterior means that closely align with the ground truth. Run 2 is
selected as the optimal, as it achieves good accuracy while avoiding the computational cost
of nearest-neighbors calculations.
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Figure 12: Forest plot of the five Blowfly analysis runs. Exceptionally wide HPD intervals in
run 1 hinder the comparability for parameters o7, 7and o7.

The run relying solely on the eCDF of the signal was excluded due to inference instability,
which resulted in diverging parameters within the MCMC chains. The inclusion of the
first-order differences stabilizes the inference. The addition of the second-order difference

significantly improved the identifiability of all parameters. Conversely, while the inclusion
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of Chamfer distances noticeably improved the estimation of parameter 5, it deteriorated the
accuracy of the remaining five parameters. Similarly, the addition of the third-order

difference further deteriorates the accuracy of all the parameters when compared to run 2.

Table 5: Summary table for the Blowfly model runs. Run 5 is performed on experimental
data, and thus does not have Z-scores for parameters. True parameters: 6O =
(0.16,6.5,400,0.1,14,0.1) "

Run1 Run 2* Run3 Run 4 Run 5
eCDF —1 —1 —1 —1 —1
Chamf. — — 1,2 1,2 1,2
Differences 1 1,2 1,2 1,2,3 1,2
Post. Mean 0.150 0.153 0.146 0.149 0.203
6.50 6.26 6.31 6.49 8.56
382 394 387 378 409
0.143 0.169 0.171 0.244 0.207
14.8 15.2 14.7 15.2 18.5
0.251 0.0821 0.133 0.164 1.63
Post. Z-score 0.564 0.611 1.47 0.837 —
1.70 x 1073 0.276 0.214 9.60 x 1073
0.259 0.125 0.285 0.369 —
0.481 1.01 0.949 1.55 —
0.962 1.68 1.16 1.40 —
1.07 0.427 0.436 0.739 —
HPD interval 0.118 0.134 0.128 0.120 0.138
0.184 0.177 0.165 0.174 0.270
(Param 2) 4.50 4.80 4.76 4.67 4.75
8.88 8.18 8.09 8.57 13.6
(Param 3) 258 298 288 265 223
521 490 469 489 622
(Param 4) 7.38 x 1072 0.0490 0.0335 0.0804 1.67 x 1073
0.319 0.295 0.331 0.442 0.536
(Param 5) 13.4 13.9 13.5 13.5 10.4
16.5 16.5 15.5 16.6 34.6
(Param 6) 5.28 x 1072 0.0170 0.0297 0.0322 0.497
0.505 0.166 0.296 0.333 3.22

The normality diagnostics are presented in Figure 13. The fluctuations in the empirical
distribution in the goodness-of-fit test (left) are more prominent than in other models.
Nevertheless, the shape follows the theoretical distribution, supporting the normality
assumption. The Q-Q plot (right) shows deviation from the reference line in both tails and

exhibits a subtle “S-shape”. This implies a more compressed distribution with lighter tails
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when compared to the normal distribution. While this violates the normality assumption
underlying BSL, heavy tails comprise a much greater threat to the method. Therefore, given

the successful inference results, this violation is considered minor.
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Figure 13: Normality tests of the best performing Blowfly run. Left: x? goodness-of-fit test
with empirical distribution in orange and theoretical distribution in blue. Right: Q-Q-plot
with 1 : 1 reference line presented as dashed blue and sample quantiles in orange dots. 500
summary statistic vectors were used in the tests.

The MCMC trace plots and marginal posterior distributions for the Blowfly model are
depicted in Figure 14. Visual inspection of the traces indicates that the chains achieve
stationarity slightly after iteration 10000. Consequently, we set the burn-in period to
iteration 15000 to ensure correct posterior densities. The mixing is generally efficient,
exhibiting the characteristic *fuzzy caterpillar’ appearance. Nevertheless, when compared to
OU and Lorenz 63, the chains seem less dense, which implies slower exploration of the

target distribution.

Unlike the continuous parameters, the chain for the time lag parameter 7 demonstrates a
discrete stepping behavior, jumping between integer levels. This confirms the discrete
nature of the delay parameter. While its posterior distribution is slightly biased towards
values higher than the ground truth and peaks at a value of 15, the true value remains within
the posterior. The marginal posterior distributions for the remaining parameters are
unimodal and fairly symmetric. The ground truth values align closely with the posterior
modes, demonstrating that the BSL framework is able to successfully recover them despite

the stochastic and cyclic nature of the system.

The ground truth realization, a realization drawn using posterior mean parameters, and 95%
posterior predictive interval generated from 1000 randomly drawn parameters for the
optimal Blowfly run are presented in Figure 15. The posterior mean realization and the
predictive interval successfully reproduce the “boom-and-bust” dynamics and the correct

amplitude of the oscillations. While the phase error between the true signal and the
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Figure 14: Left: trace plots of the optimal Blowfly run with burn-in period marked as a
vertical dashed grey line. Right: marginal posterior distributions of the Blowfly parameters
produced by the optimal run. True parameter values shown as orange lines.

posterior results increases over time, the structure of the cycles is otherwise well

reconstructed.
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Figure 15: The ground truth Blowfly realization with 95% posterior predictive interval and
posterior mean realization.

Application to experimental data

Additionally, we present the results produced when the optimal Blowfly methodology was
applied to experimental data. The normality tests for the experimental data are presented in
Figure 16. The overall shape of the empirical distribution again matches the theoretical PDF,
suggesting normality in the summary statistics. Contrary to the synthetic data, the majority
of the probability mass in the Q-Q plot aligns well with the reference line. However, distinct
deviations from it are present in the upper quantiles, indicating a heavier right tail. While this
does not completely invalidate the Gaussian likelihood approximation, it has to be taken into

consideration when interpreting the chains and posterior densities.
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Figure 16: Normality tests of the experimental data Blowfly run. Left: x? goodness-of-fit
test with the empirical distribution in orange and the theoretical distribution in blue. Right:
Q-Q-plot with 1 : 1 reference line presented as the dashed blue and sample quantiles in orange
dots. 500 summary statistic vectors were used in the tests.

The chains and marginal posterior densities of the parameters can be seen in Figure 17. The
chains exhibit notably slower convergence rate and poorer mixing efficiency than the

synthetic data runs: the chains appear sparse and transition inconsistently between values,
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even after apparent stationarity has been achieved. The time lag and noise variance
parameters prove particularly challenging to estimate, as is indicated by the substantially

skewed marginal posteriors.
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Figure 17: Left: trace plots of the experimental Blowfly run with burn-in period as a vertical
dashed grey line. Right: marginal posterior distributions of the Blowfly parameters produced
by the experimental run.

The posterior predictive check illustrates the difficulty of the experimental case. While the
posterior mean captures the general amplitude of the population dynamics, it fails to maintain
synchronization with the timing of the peaks beyond the first cycle. However, the posterior
mean correctly presents the “boom-and-bust” dynamics of the model. Additionally, the 95%
credible interval merely captures boundaries between which the population fluctuates. This
indicates that the BSL method successfully quantifies the uncertainty in the more challenging

experimental data, but the structure of the cycles is not successfully quantified.
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Figure 18: The experimental Blowfly data with 95% posterior predictive interval and
posterior mean realization.
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S DISCUSSION

The BSL within MCMC maintained robustness across three fundamentally different
mathematical models with increasing complexity. The Ornstein-Uhlenbeck as a baseline
model confirmed that the method performs well with simple linear stochastic systems: the
Gaussian approximation was highly accurate, and the model parameters were recovered

nearly perfectly.

The increased complexity in the Lorenz 63 model did not manifest itself in any consequential
manner. The Q-Q plot confirmed strong linearity for the majority of the distribution, and
the minor defects in upper quantiles did not extend to the parameter estimation process. The
summary statistics effectively capture the geometry and dynamics of the attractor, enabling

near-perfect parameter recovery in nonlinear chaotic regime.

The Blowfly model’s time-delayed quasi-periodic dynamics provided with the most
significant challenge to BSL. The limited number of samples showed more pronounced
deviations from normality in the summary statistics distribution according to the Q-Q plot.
Nevertheless, with the simulated data, the BSL framework remained effective in capturing
the structural dynamics and the scale of the oscillations. With the experimental data, the
precision of the estimates deteriorated considerably, likely due to the more irregular
dynamics than those captured by the model. Nevertheless, the scale and “boom-and-bust”
nature of the dynamics were correctly inferred. For both the simulated and experimental
scenarios, increasing the number of model simulations could prove beneficial. This would
reduce the variance of the likelihood estimator and potentially improve MCMC mixing,
especially considering the more significant departures from normality observed in the

summary statistics.

With each model, the empirical distribution in the x? goodness-of-fit test plots was
considerably jagged. As the empirical distributions are practically histograms, it would
require a greater number of simulations to even them. Nevertheless, without exception, the
linearity in the Q-Q plots confirmed that the majority of the empirical quantiles aligned well
with their theoretical counterparts. Since the inference was largely successful with each of
the models, BSL demonstrates substantial robustness towards slightly non-Gaussian

summary statistics.

The single most influential addition to the estimation process was the first-order differences
of the data. While the eCDF of the data or the CIL provides information on the scale of the
data, the differences help to identify the dynamics and long-term trend of the trajectory.

Additionally, with one-dimensional models without CIL, the effect of the differences to
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computational cost is almost non-existent as they only require the calculation of another
eCDF, that is, essentially a series of inequality comparisons. The second-order differences
were utilized only with the Blowfly model, since with other models, they did not
demonstrate a meaningful impact to the estimation accuracy. The eCDF of the second-order
differences is essentially a measure of the curvature of the trajectory. As such, they are

well-suited for the “boom-and-bust” dynamics of the Blowfly model.

Of the distance-based summaries, the Chamfer distance was tested on each model. The
benefit from the addition of Chamfer distance to the OU model the summary statistics was
negligible, likely due to the inherent stochasticity of the system: while the process tends to
drift towards the mean, independent realizations generated from identical parameters may
follow drastically differing paths within the simulation time frame. As the Chamfer distance
measures the similarity between data sets by minimum distances, the lack of a consistent

geometry results in insignificant supplementary information.

In test runs, it was observed that when combined solely with CIL and first-order differences,
the Chamfer distances did not improve the results in Lorenz 63 either; however, once the high-
probability region had been constrained by ID summaries, the Chamfer distance resulted in
reduced bias and minor further increase in HPD precision. This suggests that the first two
orders of Chamfer distance alone do not provide sufficient information to improve estimation
accuracy, but the other summaries may benefit from its inclusion. In Blowfly, the usefulness
of Chamfer distances remained uncertain, as its inclusion had a negligible positive impact on

the accuracy of the estimation, and for one parameter, the accuracy even deteriorated.

The conditions under which the Chamfer distance proves beneficial remain unclear, since in
preliminary test runs, its inclusion occasionally degraded the accuracy of the estimation
process. It may be sensitive to certain parameter spaces, or requires specific complementary
summary statistics to be effective. The effect of inclusions of higher orders of chamfer
distances needs to be assessed in future studies. Furthermore, if sufficiently many Chamfer

distances are calculated, an eCDF could be formed from them, possibly reducing bias.

The ID summaries together with the CIL proved highly effective in identifying the
parameters of the Lorenz 63 model. The computational cost of applying them is
diminishing when compared to the cost that CIL alone induces, making ID an ideal
supplement for CIL. Higher than second order ID summaries or ID’s performance in
inference with other models were not studied, leaving room for follow-up studies. As
Chamfer distances utilize nearest neighbors as well, a synergy between them and ID exists

in terms of required distance calculations.



48

In the synthetic data analysis of the Blowfly model, the reconstructed signal which was
simulated using the parameter posterior mean of the optimal run, displayed cumulative
phase error when compared to the ground truth. The discrepancy likely originates from the
integer-valued time-delay parameter 7, since longer delay results in slower oscillation
frequency. The posterior mean of the delay parameter was one time unit higher than the true
parameter value, suggesting that it is the primary source of the error. The high Z-score for
this parameter is a result of the estimation procedure. Although 7 is an integer, the MCMC
sampler treats it as a continuous variable, resulting in a floating-point posterior mean.
Proposals are rounded when realizations are drawn, resulting in artificially inflated Z-score.
Nevertheless, the estimation can be regarded as reliable, provided the true parameter value

coincides with the resulting HPD interval and the interval is not particularly wide.

Based on the results, practitioners operating under limited computational capacity and one-
dimensional models should select the combination of the basic eCDF of the data and that
of the first-order differences as the primary summary statistics. With higher-dimensional
models, CIL and first-order differences are the equivalent combination. While the provided
HPD intervals are comparatively wide for more complex models, in analysis runs the true

parameter values aligned well with the center probability mass of the posterior density.



49

6 CONCLUSIONS

This thesis has demonstrated the effectiveness of the Bayesian Synthetic Likelihood (BSL)
framework for parameter estimation in models where the likelihood is intractable due to
stochasticity, chaotic behavior, or model complexity. With the empirical Cumulative
Distribution Function (eCDF) as the primary summary statistic applied, BSL proved robust
across a variety of mathematical dynamics of Ornstein-Uhlenbeck, Lorenz 63, and
Nicholson’s Blowfly models. The Gaussian approximation of the summary statistics
underlying BSL was verified using x? goodness-of-fit tests and Q-Q plots, which confirmed
sufficient normality of the summaries, even in the presence of minor deviations in the

distribution tails.

The results indicate that complementing the eCDF of the data with the eCDF of the
first-order differences significantly improves the accuracy of the estimation. The resulting
Highest Posterior Density (HPD) intervals are significantly narrowed and bias is reduced for
all models considered. With one-dimensional models, the sole addition of differences
incurred negligible computational costs and rapid inference. With the multi-dimensional
Lorenz 63 model, Correlation Integral Likelihood (CIL) was applied to the data and its
differences, instead of standard eCDF calculation. This proved highly efficient, and the
addition of Intrinsic Dimension (ID) nearest neighbor ratios provided further accuracy to
the inference in the chaotic regime. The Chamfer distances’ influence in inference could not

be properly defined, and its general applicability remains ambiguous.

While the Intrinsic Dimension (ID) nearest-neighbor ratios together with CIL demonstrated
significant utility in capturing the geometry of the Lorenz 63 attractor, their performance
was not evaluated for the one-dimensional Ornstein-Uhlenbeck or the delayed Blowfly
models. Thus, future research is required to determine if ID-based summaries provide
consistent benefits across diverse model classes, or if their efficacy is specialized for
high-dimensional chaotic systems. Moreover, this study utilized only the first two ID ratios
and Chamfer distances. Investigating the ratios of higher-order neighbors and a broader

range of Chamfer distances may reveal additional gains in posterior precision.
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