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Large Language Models (LLMs) are increasingly being integrated into software 

development to support programming tasks. Tools like OpenAI's ChatGPT and GitHub 

Copilot enhance productivity but introduce security risks through their tendency to generate 

vulnerable code. This thesis systematically examines security vulnerabilities in LLM-

generated code using a literature-based Systematization of Knowledge (SoK) approach. The 

analysis of eight studies across multiple programming languages and LLM platforms 

identified four critical vulnerability categories: cryptographic and authentication 

weaknesses, input validation and injection flaws, memory safety errors, and insecure file and 

error handling. These vulnerabilities originate from LLMs replicating insecure patterns in 

their training data and exhibit language-specific characteristics. The study proposes a 

comprehensive security framework that incorporates mitigation strategies, including 

security-aware prompting, static analysis and human code review. Findings demonstrate that 

LLMs do not implement secure coding practices by default, requiring explicit security 

controls in development workflows to prevent deployment of vulnerable code. 
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Suuret kielimallit ovat vakiinnuttaneet asemansa tehokkaina koodausapureina 

ohjelmistokehityksessä. OpenAIn ChatGPTn ja GitHub Copilotin kaltaiset työkalut voivat 

parantaa kehittäjien tuottavuutta, mutta samalla ne tuovat mukanaan merkittäviä 

tietoturvariskejä, koska niillä on taipumus tuottaa haavoittuvaa koodia. Tämä tutkielma 

tarkastelee järjestelmällisesti suurten kielimallien tuottaman koodin 

tietoturvahaavoittuvuuksia hyödyntäen kirjallisuuspohjaista Systematization of Knowledge 

(SoK) -lähestymistapaa. Kahdeksan tutkimuksen analyysi eri ohjelmointikielten ja 

kielimallialustojen välillä tunnisti neljä keskeistä haavoittuvuusluokkaa: salaus- ja 

todennusmekanismien heikkoudet, syötteen validointiin ja injektiohyökkäyksiin liittyvät 

virheet, muistiturvallisuusongelmat sekä puutteellinen tiedosto- ja virheenkäsittely. Havaitut 

haavoittuvuudet johtuvat osittain siitä, että kielimallit oppivat koulutusdatastaan myös 

epävarmoja ohjelmointikäytäntöjä ja toistavat niitä tuottamassaan koodissa. Lisäksi eri 

ohjelmointikielten erityispiirteet vaikuttavat siihen, millaisia virheitä syntyy. Tutkimus 

esittää kattavan tietoturvakehyksen, joka sisältää useita lieventämiskeinoja, kuten 

tietoturvatietoisen kehotteiden muotoilun, staattisen koodianalyysin sekä manuaalisen 

koodiarvioinnin. Tulokset osoittavat, etteivät kielimallit noudata turvallisia 

koodauskäytäntöjä automaattisesti, minkä vuoksi kehitysprosesseihin on sisällytettävä 

selkeitä tietoturvakontrolleja, jotta haavoittuva koodi ei päädy tuotantoon. 
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1  INTRODUCTION 

The evolution of Large Language Models (LLMs) is rapidly transforming software 

development practices (Hou et al., 2024). The adoption of LLM-based coding assistants, 

such as ChatGPT and GitHub Copilot, has become a powerful ally in software development 

as these tools can generate functioning code, automate routine coding tasks and potentially 

improve the overall quality of software projects (Cavalcante, Ribeiro and Oran, 2025). 

Although these tools possess significant potential, they simultaneously raise concerns due to 

the possibility of generating code with severe security vulnerabilities. The risks are closely 

tied to how LLMs are trained, as they rely on massive amounts of publicly available source 

code that may include insecure or outdated programming practices (Mohsin et al., 2024). 

The objective of this thesis is to examine the most common security vulnerabilities in LLM-

generated code, identify recurring patterns and propose mitigation strategies to improve the 

security of LLM-assisted programming in the future.  

LLM-assisted programming is continuously becoming more integrated into development 

workflows. That's why it is essential to understand both the benefits and limitations of these 

tools. Previous studies have identified certain types of vulnerabilities in LLM-generated 

code. However, broader reviews that compare findings across different programming 

languages and platforms are limited. To try and address this gap, this thesis provides a 

structured overview of existing research to identify common vulnerability patterns and 

examine mitigation strategies proposed in the literature. To support these goals, this study 

aims to answer the following research questions: 

RQ1: Which security vulnerabilities appear most frequently in LLM-generated code? 

RQ2: How do recurring patterns in generated code lead to these vulnerabilities, and are these 

patterns language-specific? 

RQ3: Which mitigation strategies and best practices can reduce security risks in the future 

of LLM-assisted software development? 

To investigate these questions, this study adopted a literature-based approach using the SoK 

method. It does not include any empirical testing, such as generating and testing prompts 

across different LLM-based systems and analysing them. Instead, it relies entirely on 



2 
 

 

previously published studies and data from credible sources. With the scope and limitations 

of the research established, the following section outlines the overall structure of the thesis 

and briefly describes the focus of each chapter. 

This thesis is divided as follows. Chapter 1 presents the background and a review of existing 

research. It introduces LLMs, their code generation capabilities and why LLM-generated 

code can be considered vulnerable. It also discusses current research findings and their 

limitations. Chapter 3 describes the research methodology used in this thesis, explaining the 

application of the SoK method, followed by how the data was collected and analysed. 

Chapter 4 presents the main findings of the study, identifying common security 

vulnerabilities and potential patterns among them. Chapter 5 discusses these findings and 

proposes possible mitigation strategies. Chapter 6 then concludes this thesis with a summary 

of the main findings.  
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2  BACKGROUND 

This section introduces the fundamental concepts needed to assess security vulnerabilities in 

LLM-generated code. It first explains how large language models operate and why their 

training and token-based generation are factors in the correctness and safety of their outputs. 

It then presents studies on LLM-based coding assistants and their use within current software 

development practices, to understand how developers use these tools and what benefits and 

limitations they report.  It also examines the technical factors that contribute to insecure 

code, summarises empirical evidence of vulnerabilities reported in prior research and 

identifies gaps that motivate the objectives of this thesis. 

2.1  Introduction to LLMs 

Assessing the risks and limitations of LLM-generated code requires a basic understanding 

of LLMs and their underlying mechanisms. LLMs are deep learning systems designed to 

process and generate human language, as well as other structured data, such as source code 

(Blank, 2023). As a result of being trained on massive datasets, LLMs have reasoning and 

problem-solving abilities, including in-context learning and zero-shot responses. This 

enables them to solve problems and generate code without domain-specific training (Naveed 

et al., 2024).  

In a study by Naveed et al. (2024, sects 2–4) explain that LLMs are predominantly based on 

transformer architectures that process token sequences concurrently and capture 

dependencies across extended text. Tokenisation breaks down text into smaller chunks called 

“tokens”. These tokens are then converted into numerical representations. This design helps 

the model to maintain a coherent contextual understanding throughout a passage or program. 

The same architecture allows the model to use probabilistic methods to predict the next token 

based on a given input prompt, making LLMs suitable for generative tasks such as text and 

code generation. 

Due to the methodology used to train LLMs, they have the ability to generate functional 

code across multiple programming languages (Cassano et al., 2022). Subsequent sections 

will discuss how this same process can also lead to the replication of patterns found in their 
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training data, including insecure or inefficient code. Therefore, understanding LLM training 

and token-based generation is necessary to evaluate why LLM-generated code can appear 

correct while still reproducing insecure training-data patterns. 

2.2  Application of LLMs in Software Development 

Code generation refers to the process of automatically generating source code based on a 

natural language prompt describing certain specifications or requirements (Liu et al., 2021). 

LLMs generate code by predicting the next word or token to produce context-appropriate 

code suggestions or complete entire functions based on short text descriptions (Blank, 2023). 

This capability is increasingly being used in the software development industry through IDE-

integrated assistants, such as GitHub Copilot, or conversational systems, like ChatGPT and 

Gemini. As a result, these tools support programmers to write, review, debug and explain 

code interactively, as well as to generate documentation and tests. These assistants support 

programming in multiple languages and frameworks. 

Cavalcante et al. (2025) conducted a case study involving 57 professionals in a software 

organisation and found that tools such as ChatGPT and GitHub Copilot were widely used. 

Most of the participants reported daily use, while only a small portion responded that they 

never do. The results indicated an increase in productivity and efficiency, with many 

participants stating improvement in code quality and reduced time spent on repetitive tasks. 

Over 75% of respondents said these tools helped them meet deadlines, and 84% felt an 

overall improvement in their daily work experience. Similar observations were reported in a 

large-scale survey by Russo (2024), where professional developers highlighted improvement 

in productivity and greater support for learning when using generative LLM-based coding 

assistants. 

The responses highlighted that using LLM assistants reduced time spent on repetitive coding 

tasks and supported problem-solving, which, as a result, allowed developers to focus on 

more complex challenges. Based on the feedback Cavalcante et al. (2025) received, they 

described these tools as “virtual mentors” that support learning and professional growth. 

Despite these advantages, the studies by Cavalcante et al. (2025) and Russo (2024) also 

identified several limitations. Participants in both studies reported occasional inaccuracies 
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and a tendency to rely too heavily on LLM-generated suggestions. They also cited 

difficulties in verifying if the produced code was correct. Russo (2024) further emphasised 

concerns about limited applicability and varying quality. In Russo’s survey, approximately 

15% of respondents felt that LLMs were useful mainly for generic tasks and lacked 

awareness of project-specific APIs or internal systems, while 9% noted that the outputs still 

required extensive human understanding and review. These findings suggest that although 

LLMs enhance productivity, their usefulness remains limited. Both studies made a point that 

developers must continue to apply critical judgment, as LLM-generated code may contain 

logical or security flaws. 

2.3  Security Implications  

This section examines the security implications of LLM-generated code in practical software 

development. It outlines the technical and methodological factors that can lead to insecure 

outputs, summarises empirical evidence on the prevalence of vulnerabilities in LLM-

generated code and highlights recurring causes and patterns identified in prior research. It 

also discusses how these risks translate into practical security concerns for developers and 

organisations. 

2.3.1  Factors That Make LLM-Generated Code Insecure 

The insecurity of LLM-generated code is a direct result of how LLMs are developed. They 

are predominantly trained on a vast corpus of source code scraped from public repositories 

(Mohsin et al., 2024). Because these datasets are not filtered for security, they can include 

flawed patterns that LLMs then later reproduce (Al-Kaswan and Izadi, 2023). LLMs possess 

memorisation capabilities, meaning they can unintentionally produce specific tokens or 

snippets from their training data in response to user prompts. In code generation, this may 

result in the unintended exposure of sensitive information, such as API keys, credentials or 

confidential code snippets. This poses significant security and legal risks (Rabin, McGregor 

and Judd, 2025, ch. 2). In addition, LLMs lack contextual understanding of organisational 

security requirements or internal APIs, which can make their recommendations unsafe in 

real-world use (Pearce et al., 2021).  
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2.3.2  Empirical Evidence of Security Vulnerabilities 

Several empirical studies confirm that code produced by LLMs frequently contains security 

vulnerabilities. In a large-scale security analysis of GitHub Copilot, Pearce et al. (2021) 

found that around 39% of top code suggestions and over 40% of all generated options 

exhibited vulnerabilities across multiple programming languages. The authors attributed this 

to the use of open-source repositories for training. They noted that insecure or outdated 

coding practices were often replicated. In the same way, Panichella et al. (2024) noted that 

security flaws present in LLM-generated code can create opportunities for attackers to 

compromise weaknesses found in software systems. Attackers can inject malicious code by 

taking advantage of hidden flaws inherited from the model’s training data. Detecting such 

flaws is challenging, as they may remain hidden within apparently functional code and 

require extensive manual analysis to uncover.  

2.3.3  Underlying Causes and Patterns 

The use of historical codebases for training introduces additional risks. As noted by Al-

Kaswan and Izadi (2023), models can inherit programming paradigms that have become 

outdated or insecure over time. Pearce et al. (2023) argue that as the cybersecurity landscape 

evolves, practices that were once considered acceptable can become “bad practice”. If an 

LLM’s training data contains such methods, the model may reproduce them in its outputs. 

Beyond risks associated with outdated data, LLMs may also be susceptible to adversarial 

prompt manipulation, where inputs are crafted to induce incorrect or unsafe outputs 

(Panichella, 2024). These findings suggest that vulnerabilities are not isolated coding 

mistakes but instead stem from broader factors like unfiltered public training code, the 

reproduction of outdated programming practices and limited contextual awareness. 

2.4  Existing Research and Identified Gaps 

A large-scale systematic literature review by Basic and Giaretta (2024) aligns closely with 

the objectives of this thesis. The aim of their study was to examine both the advantages and 

limitations of using LLMs for programming tasks. They reviewed the types of vulnerabilities 
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introduced by LLM-generated code, assessed how well LLMs can detect and fix security 

issues and evaluated how prompting strategies influence these outcomes. Although their 

goals overlap with those of this study, this work focuses more closely on identifying which 

vulnerabilities occur most frequently, the programming scenarios in which they appear, and 

the strategies used to mitigate them. 

Much of the current research primarily focuses on potential data leakage that arises from the 

training methods used for LLMs, while giving less attention to functional vulnerabilities in 

the code they generate. There are also no standard security benchmarks for testing how safe 

or reliable code-generating LLMs are. Many studies conclude that developers must be 

vigilant and carefully review LLM-generated code for potential security risks. Another gap 

is the lack of work on adapting LLMs to organisation-specific security needs. Current 

models do not consider internal APIs or security policies, which means they can generate 

code that works correctly but still violates internal security requirements. Because 

programming practices and security standards are constantly evolving, developing a single 

consistent benchmark for evaluating LLM security remains challenging. 
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3  METHOD 

This chapter explains the methodological approach and the process used to collect and 

analyse the study's sources. It presents the reasoning for selecting the chosen approach and 

describes how the sources were collected and analysed. It also briefly introduces the 

preliminary findings observed during the initial inspection of the material. This chapter aims 

to provide a clear explanation of how the study was structured and how the evidence 

informing the findings was gathered and evaluated. The following sections detail the 

methodological choices, the source collection process and the early observations that guided 

the later analysis. 

3.1  Research Methodology: Systemization of Knowledge (SoK) 

This thesis adopts a literature-based approach using the Systematization of Knowledge 

(SoK) method. This approach is appropriate because the study aims to identify common 

security vulnerabilities in LLM-generated code without conducting new empirical prompt 

testing. The evidence base consists of published research articles and case studies on LLM-

based code generation and software security. Following the SoK method, the selected 

sources were categorised by theme, the LLMs or platforms evaluated, programming 

languages, research methods and main findings. The literature was then and compared to 

identify recurring vulnerability types, common contributing factors and gaps in existing 

research. Although the scope is limited by the number of studies reviewed, the results 

provide an overview of current evidence in the field. This design is suited to the topic 

because many existing studies already include prompt-based evaluations, enabling 

comparison across reported results, whereas conducting large-scale testing across multiple 

LLMs would be beyond the scope of this thesis. A visual summary of the planning process, 

methodological approach and SoK workflow is provided in Figure 1. 
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FIGURE 1: Research Method Overview 

3.2  Source Identification and Selection Process 

The material for this study was gathered through systematic searches of academic databases, 

including arXiv, Google Scholar and IEEE Xplore. Additional material was found through 

the reference lists of these studies, which helped identify the most frequently cited and 

widely recognised research in the field. Relevant studies were located using keywords such 

as “LLM code generation,” “security vulnerabilities in LLM-generated code,” and other 

related terms. The reviewed literature spans publications from 2021 onwards. Since 

technology, especially in LLM development, evolves rapidly, this was taken into 

consideration when reviewing the texts and interpreting their outcomes. The selected 

literature was examined using thematic analysis, focusing on identifying shared patterns and 

themes across the studies. Through this process, the main findings were grouped into 

categories such as vulnerability type, programming language and proposed mitigation 

strategies. The analysed material and its contents are presented in Chapter 4. 
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3.3  Preliminary Findings 

A preliminary literature review indicated that most existing research focuses on specific 

LLM-based programming assistants, such as GitHub Copilot and ChatGPT. Early analysis 

suggests that the same categories of vulnerabilities appear repeatedly across studies, 

although how often they occur and their impact vary between programming languages and 

platforms. Several studies also highlight that vulnerabilities may originate from the training 

process itself, particularly through the memorisation of insecure code patterns. There is 

limited research examining how such vulnerabilities differ across programming languages 

or development platforms. This gap demonstrates the need for a broader investigation into 

how secure LLM-generated code truly is across different programming contexts. 
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4  FINDINGS 

This section presents the findings by reviewing a set of relevant studies that tested different 

LLMs across multiple programming languages. The goal was to compare their results, see 

how the findings relate to one another and compile a comprehensive understanding. It groups 

the most common vulnerabilities reported across the studies into categories to form a clearer 

picture of the security issues that were commonly observed. In addition, the review looks at 

recurring patterns in the generated code and considers whether these patterns are tied to 

specific models or programming languages.  

4.1  Overview of Reviewed Studies 

The findings are based on eight scientific papers that examine security vulnerabilities in code 

generated by LLMs. The reviewed studies evaluated the generated outputs of three LLM-

based coding assistants: OpenAI’s ChatGPT, GitHub Copilot and Codex. The studies either 

evaluated complete code snippets generated by the models based on predetermined scenarios 

or examined how securely the models completed partially written code. The studies covered 

multiple programming languages, including Java, C/C++, PHP, JavaScript and HTML. 

Many of them used CodeQL for analysing the generated code. CodeQL is a static analysis 

engine that lets users query code as if it were data, making it possible to search for 

vulnerability patterns through automated checks and manual review. Vulnerabilities were 

compared with MITRE’s Common Weakness Enumeration, a community-developed list of 

software and hardware weaknesses considered to introduce possible vulnerabilities (CWE - 

Common Weakness Enumeration, 2025). Included is also a study examining the datasets 

used to train LLMs. They aimed to see whether patterns in the training data could lead to 

code smells or insecure structures appearing in generated code. The reviewed literature spans 

different environments, scenarios and programming languages. The papers analysed 

different scenarios, with some comparing the LLM-generated code with code written 

entirely by humans to see whether LLMs introduce vulnerabilities more often. The next 

section briefly presents each of the reviewed studies, including their goals, methods and 

outcomes.  
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One of the earliest evaluations of GitHub Copilot was conducted by Pearce et al. (2021), 

who examined autocompletion suggestions produced by the tool. They designed 54 prompt 

scenarios based on CWE weakness categories in C, Python and Verilog. They generated up 

to 25 completions per scenario and analysed the results with CodeQL. Their thorough 

analysis showed that 44% of Copilot’s outputs contained vulnerabilities, making the study 

widely cited and influential in later research.  

Following Pearce et al.’s early evaluation, later studies employed different approaches to 

examine code created by LLMs. Sandoval et al. (2023) conducted a user study involving 58 

computer science students. Participants were divided into two groups: one without and one 

with LLM assistance while completing a C programming task. Their findings suggested that 

while LLM assistance improved functional correctness, it encouraged users to trust and 

adopt insecure code suggestions. Khoury et al. (2023) evaluated the security of code 

generated by ChatGPT by prompting it to produce a set of programs that highlighted specific 

security risks and then subsequently assessing whether the resulting code contained 

vulnerabilities. Their results indicated that ChatGPT frequently generated insecure code. 

Further language-specific analysis was carried out by Toth et al. (2024), who examined 

ChatGPT on PHP web development tasks. Their study revealed widespread security risks, 

with over a quarter of sites containing exploitable vulnerabilities and some functions 

insecure up to 78% of the time. Hamer et al. (2024) analysed Java code generated by 

ChatGPT and compared it with accepted Stack Overflow answers. Using CodeQL and 

statistical testing, they found that both sources exhibited similar types of vulnerabilities.  

Liu et al. (2021) evaluated 72 programming tasks across five languages, with a focus on 

correctness, complexity and CWE detection. Their results showed that iterative prompting 

improved functional correctness but did not reliably enhance security. Asare et al. (2022) 

compared GitHub Copilot with human developers using a dataset of C/C++ vulnerabilities 

previously introduced by software developers and examined whether Copilot is as prone to 

introducing vulnerabilities as humans. Their results indicated that Copilot’s vulnerability 

patterns depended on the type of flaw and that it produced more insecure code when the 

prompts reflected older vulnerabilities. In contrast to the other studies that directly examined 

model outputs, Siddiq et al. (2022) focused on the actual training datasets used for 

transformer-based code models. Their objective was to demonstrate that insecure coding 

patterns present in the training data can directly leak into generated code. They conducted 
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the study by applying Pylint and Bandit to more than 500,000 Python samples. The results 

indicate recurring weaknesses, providing a foundation for analysing common vulnerability 

types in LLM-generated code. 

4.2  Common Vulnerability Categories 

This section compiles the most common vulnerabilities identified in the literature and 

examines how these weaknesses appear across different platforms and programming 

languages. The categories of vulnerabilities have been grouped by their corresponding 

CWE-IDs referenced in the scenario-based studies, with the intent to determine whether 

languages exhibit specific vulnerability patterns that directly correspond to them. Across the 

eight studies included in this review, four vulnerability categories occurred frequently. This 

was independent of the type of LLM tested, the programming language or the design of the 

study. Figure 1 presents a list of relevant CWE-IDs and their corresponding descriptions, 

taken directly from the CWE list (CWE - Common Weakness Enumeration, 2025). 

Table 1: List of CWE Weaknesses Found in the Reviewed Studies 

Category CWE-ID Description Source(s) 

Cryptographic and 

Authentication  

Weaknesses 

 

 

 

  

CWE-327 Use of a Broken or Risky 

Cryptographic Algorithm 

Hamer et al. (2024) 

CWE-328 Use of Weak Hash Hamer et al. (2024) 

CWE-338 Use of Cryptographically Weak 

Pseudo-Random Number Generator 

(PRNG) 

Khoury et al. (2023) 

CWE-759 Use of a One-Way Hash without a 

Salt 

Khoury et al. (2023) 

CWE-798 Use of Hard-coded Credentials Hamer et al. (2024); Pearce 

et al. (2021) 

Input Validation and 

Injection Weaknesses 

 

 

 

  

CWE-20 Improper Input Validation Asare, Nagappan and 

Asokan (2024) 

CWE-78 Improper Neutralization of Special 

Elements used in an OS Command 

(‘OS Command Injection’) 

Liu et al. (2021); Siddiq et 

al. (2022) 

CWE-79 Improper Neutralization of Input 

During Web Page Generation (‘Cross-

site Scripting’) 

Tóth et al. (2024); Pearce et 

al. (2021) 

CWE-89 Improper Neutralization of Special 

Elements used in an SQL Command 

(‘SQL Injection’) 

Pearce et al. (2021); Tóth et 

al. (2024) 

Memory Safety and 

Resource 

CWE-400 Uncontrolled Resource Consumption Khoury et al. (2023) 

CWE-476 

  

NULL Pointer Dereference 

  

Asare et al. (2022); Liu et 

al. (2021); Pearce et al. 
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Mismanagement 

Weaknesses 

 

 

 

  

(2021); Sandoval et al. 

(2023) 

CWE-664 Improper Control of a Resource 

Through its Lifetime 

Asare et al. (2022) 

CWE-787 Out-of-bounds Write Sandoval et al. (2023) 

File Handling and Error 

Handling Weaknesses 

 

 

 

 

  

CWE-22 Improper Limitation of a Pathname to 

a Restricted Directory (‘Path 

Traversal’) 

Pearce et al. (2021) 

CWE-35 Path Traversal: ‘.../../’ Sequence in 

Filename 

Khoury et al. (2023) 

CWE-377 Insecure Temporary File Khoury et al. (2023) 

CWE-434 Unrestricted Upload of File with 

Dangerous Type 

Tóth et al. (2024) 

CWE-703 Improper Check or Handling of 

Exceptional Conditions 

Siddiq et al. (2022) 

 

4.2.1  Cryptographic and Authentication Weaknesses 

Cryptographic and authentication weaknesses refer to the insecure implementation of 

encryption, hashing and authentication mechanisms such as passwords, tokens or 

cryptographic keys. Secure systems are dependent on cryptographic algorithms that use solid 

mathematical foundations to provide confidentiality and integrity. (Lazar et al., 2014; 

Salami, Khajehvand and Zeinali, 2023). These flaws are particularly dangerous because they 

break the basic protections that keep sensitive data and user identities secure   

The most frequently observed issues in this category include hard-coded credentials, weak 

or outdated cryptographic algorithms, weak hashing, non-cryptographically secure 

randomness and unsalted hashing. Both Hamer et al. (2024) and Pearce et al. (2021) reported 

that LLM-generated code often embeds passwords and cryptographic keys directly in the 

generated code. Such practices can enable malicious attackers to gain unauthorised access 

to internal systems. 

Several studies further identified weaknesses in randomness and hashing. Khoury et al. 

(2023) found that LLM-generated programs regularly used non-cryptographically secure 

pseudorandom number generators for password creation, accompanied by the lack of salting 

and encryption steps. Pearce et al. (2021) observed the repeated use of insecure and outdated 

algorithms, whilst Hamer et al. (2024) observed weak hashing and broken cryptographic 

algorithms as the most frequent flaws in their test scenarios. 
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In general, these findings show that cryptographic and authentication weaknesses appear 

across multiple programming languages and contexts. They indicate that LLMs frequently 

reproduce or suggest outdated and insecure coding practices. As a result, they may not select 

secure cryptographic algorithms or align with modern security standards unless prompts 

explicitly specify security requirements. 

4.2.2  Input Validation and Injection Weaknesses 

Input validation and injection vulnerabilities often occur when applications fail to verify 

user-entered data against established specifications before being processed (Scholte et al., 

2012). These flaws allow attackers to manipulate inputs in ways that can alter program 

behaviour, leading to potential unauthorised access or execution of malicious commands. 

Proper input validation is a foundational principle of secure software engineering, ensuring 

that systems accept only safe data (Input Validation - OWASP Cheat Sheet Series, no date). 

Across the reviewed studies, LLMs repeatedly generated insecure input-handling patterns, 

including injection and path traversal weaknesses, even when prompts contained secure 

examples. Asare et al. (2024) observed that Copilot produced insecure outputs due to 

improper input validation in every test case and, in some cases, reintroduced the flaw into 

already previously corrected code. SQL injection weaknesses were also commonly reported. 

Pearce et al. (2021) noted that SQL injection remains one of the most documented 

weaknesses in the CWE catalogue, reflecting its prevalence and severity in web applications. 

Tóth et al. (2023) reinforced this risk by identifying SQL injection issues across 175 unique 

websites in their empirical analysis. Tóth et al.’s (2024) dynamic analysis further identified 

901 vulnerable parameters, which included both stored and reflected XSS cases. 

OS command injection appeared with similarly high frequency. Hamer et al. (2024) 

documented cases in which ChatGPT inserted user input directly into shell commands 

without validation. Siddiq et al. (2022, ch. 6) identified the use of blacklisted Python 

functions as security smells that could lead to OS command injection vulnerabilities if left 

unaddressed. In Liu et al.’s (2021, pp. 25–26) CWE-78 scenarios, ChatGPT was occasionally 

able to fix code flaws when provided with additional information, but in other cases, it did 

not validate external input (such as usernames), which could still lead to OS command 

injection. Path traversal vulnerabilities were another recurring issue. Pearce et al. (2021) and 
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Khoury et al. (2023) documented cases in which generated code accepted user-provided 

filenames without enforcing directory constraints. These findings suggest that LLM-

generated code often replicates insecure input-handling patterns that can be easily exploited. 

4.2.3  Memory Safety and Resource Mismanagement Weaknesses 

Memory safety and resource management weaknesses occur when programs misuse memory 

or system resources. Generally, this is a direct result of failing to release allocated space. In 

long-running or kernel-level processes, these errors can accumulate over time and eventually 

cause denial-of-service or significant performance issues (Memory leak | OWASP 

Foundation, no date). Sometimes an attacker can purposefully cause a leak to cause a system 

to crash or become unstable. Software security research also demonstrates that memory 

spatial errors, such as buffer overflows, continue to be a source of exploitable vulnerabilities 

(Chen et al., 2020, pp. 1–2). 

In this category, the reviewed studies frequently reported null pointer dereferences, out-of-

bounds writes, uncontrolled resource consumption and insecure temporary file handling. 

Findings from the studies revealed that null pointer dereferences appeared regularly. 

Sandoval et al. (2023) reported that many of the reviewed LLM-generated code snippets 

failed to verify pointer validity before use. Liu et al. (2021) also observed similar patterns, 

though they noted that clearer prompts sometimes were able to fix the issue. In contrast, 

Asare et al. (2022) found that Copilot handled null pointer checks more reliably than other 

models. Apart from pointer faults, Sandoval et al. (2023) also identified several cases where 

generated code wrote beyond allocated buffer limits. Resource management flaws were also 

present, as Khoury et al. (2023) highlighted examples of uncontrolled resource consumption 

that could enable regular-expression denial-of-service (ReDoS) attacks. These results show 

that LLMs often lack essential memory safety checks and repeatedly generate code 

vulnerable to common memory and resource-handling weaknesses. 

4.2.4  File Handling and Error Handling Weaknesses 

File handling and error management weaknesses can pose significant risks to applications, 

especially when uploaded files are treated insecurely or when system failures are handled in 
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ways that expose internal behaviour. Poorly controlled upload functions allow attackers to 

introduce harmful files into the system (Unrestricted File Upload | OWASP Foundation, no 

date). Unfiltered error messages or inconsistent failure responses can also reveal details 

about an application's structure or create opportunities for misuse (Improper Error Handling 

| OWASP Foundation, no date). 

In this category, the reviewed studies most frequently reported insecure file uploads, 

improper error handling and insecure temporary file handling. Tóth et al. (2024) reported 

insecure file-upload mechanisms as a widespread issue. Their static analysis determined that 

78% of sites supporting file uploads lacked even basic validation, leaving them exposed by 

default. Siddiq et al. (2022) found that LLM-generated code often relied on improper assert 

statements within production environments, a practice that not only prevents robust error 

management but also risks revealing sensitive internal behaviour upon failure. A separate, 

recurring issue involved the handling of temporary files. Khoury et al. (2023) observed that 

generated code frequently created temporary files using predictable naming conventions and 

failed to check for pre-existing files. This oversight could lead to race conditions and 

potential data compromise. An important observation is that the different models tended to 

flag such security issues only when explicitly prompted to do so, suggesting that secure file- 

and error-handling practices are not yet integrated proactively. These studies show that 

LLMs often reproduce insecure patterns in file processing and error management which 

result in avoidable security risks. 

4.3  Pattern Analysis 

This section analyses the recurring patterns observed in studies of LLM-generated code. The 

focus is on the structural and behavioural regularities identified regarding the security 

weaknesses reported in Section 4.2. The analysis is divided into two parts: patterns observed 

across different LLM models and patterns associated with specific programming languages. 

4.3.1  Patterns Across Models 

Most of the studies evaluated the code generated from an initial prompt that did not include 

any explicit security requirements. This approach was used to see how an LLM behaves 
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when a novice user provides only basic instructions. For instance, in the study by Hamer et 

al. (2024), the prompt was simply “generate a compilable code snippet in Java.” In scenarios 

that involved autocomplete-style testing, the studies either relied on the top suggestion or 

compared multiple suggested options. Under these conditions, the models rarely produced 

secure code on the first attempt. Khoury et al. (2023) noted that only 5 out of 21 initial 

examples were secure. After additional prompting, 17 out of 21 cases were ultimately 

deemed secure, indicating that security improved only when users explicitly requested 

corrections, and even then, it was not guaranteed. Liu et al. (2021) reinforced this pattern, 

noting that ChatGPT’s generation process can be careless and potentially overlook important 

details, which also makes the multi-round fixing sometimes not guaranteed. 

This tendency to overlook security can be considered a direct reflection of the training data. 

Siddiq et al. (2022, sect. VI) found that insecure patterns flagged by Bandit, a static analysis 

tool, are very common: in one training dataset, 97% of samples contained security smells. 

They also observed that those flaws leak into the model’s output, suggesting that the model 

learns these insecure habits and repeats them. 

Further reinforcing this observation was the fact that security features tended to appear only 

after explicit prompting. The models did not assume adversarial input, so they often omitted 

validation and trusted user-provided data. Their security knowledge was mostly reactive. 

They could explain vulnerabilities when asked but rarely prevented them in the initial output.  

Khoury et al. (2023) also described cases where ChatGPT generated vulnerable code, 

correctly explained why it was insecure, but still could not produce a secure version of the 

same functionality. 

Another recurring pattern was the use of outdated or legacy security practices. As mentioned 

in Section 4.2.1, several studies found that the models continued to suggest obsolete 

mechanisms such as weak hashing algorithms. Pearce et al. (2021) explained that these older 

practices frequently appeared in the generated code, even though more secure alternatives 

exist. The studies also identified non-deterministic behaviour in model outputs. The same 

prompt could produce different results on different attempts, with some versions secure and 

others vulnerable. Small changes in the prompt often led to noticeably different security 

outcomes. Pearce et al. (2021) pointed out that even slight wording changes influenced how 

secure the resulting code would be. 
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Vulnerabilities also appeared in the highest-ranked suggestions. Pearce et al. (2021) found 

that even the top options, which novice users are most likely to trust, frequently contained 

security flaws. Hamer et al. (2024) further observed that users often accepted buggy 

suggestions without modification. Those who accepted the most flawed suggestions ended 

up with the most flawed final programs, and some even added new bugs when editing the 

generated code. Their results suggest that while LLMs frequently generate buggy code, the 

overall severity was sometimes comparable to user-produced code. They also identified 

three common sources of bugs: flaws suggested by the LLM, flaws in the user’s prompt and 

new defects introduced during editing. 

The studies showed that the models consistently failed in the same categories of weaknesses. 

Issues related to input handling, cryptography, memory management and insecure defaults 

appeared repeatedly across the datasets. Although ChatGPT produced functionally correct 

code more reliably in mainstream languages, the output still contained security problems. 

Liu et al. (2021) showed higher functional correctness in C++, Java, Python and JavaScript 

than in C, but this improvement did not translate into secure code. 

4.3.2  Patterns Across Programming Languages 

Both individual studies and the overall evidence base indicate that the security of LLM-

generated code varies across programming languages. Each language displays its own 

pattern of typical weaknesses, which reflects both the design of the language and the type of 

examples the models learned from during training. A recurring observation was that C and 

C++ produced the highest number of memory-related vulnerabilities, such as buffer 

overflows and out-of-bounds accesses. Whereas Python and Java examples tended to display 

weak cryptographic choices and limited input. Languages such as PHP and JavaScript often 

contained injection vulnerabilities, especially in scenarios involving string manipulation and 

user input. 

Another pattern was that the same task could lead to different security outcomes depending 

on the programming language. Khoury et al. (2023, sect. IV) report several cases where 

instructing ChatGPT to implement the same task in different programming languages 

produced secure code in one language but insecure code in another. This suggests that the 
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model’s behaviour is not consistent across languages and that some programming 

environments may provide more secure or modern training examples than others. 

The difficulty of the language itself also appeared to influence the probability of 

vulnerabilities. Hamer et al. (2024) noted that C is more challenging for novice 

programmers, and their findings reflected this in the output produced by the LLM. Code 

written in C contained more severe security issues compared to tasks completed in languages 

with safer higher-level constructs, such as Python or Java. This could suggest that lower-

level languages tend to create more opportunities for insecure or incorrect program outputs. 

Several studies also identified legacy security patterns that were strongly tied to specific 

languages. Pearce et al. (2021) found that Copilot often recommended outdated hashing 

algorithms in languages where insecure legacy libraries remain widely used. A similar 

pattern was seen in long-established languages like JavaScript and C#, where older and less 

secure coding habits still appeared even though safer options exist. These findings show that 

while LLM output changes depending on the language, insecure defaults and outdated 

examples still commonly occur across many programming environments. 
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5  DISCUSSION 

This section directly addresses the research questions, compares the findings with previous 

research and outlines the limitations of the study. 

5.1   Identifying the Most Common Security Vulnerabilities (RQ1) 

The reviewed studies show that LLM-generated code consistently exhibits the same types of 

vulnerabilities. These four categories appeared consistently across the eight reviewed 

studies: cryptographic and authentication flaws; input validation and injection 

vulnerabilities; memory safety errors; and insecure file- c error-handling practices. The 

studies reported numerous additional weaknesses categorising them under general CWE 

identifiers, such as CWE-710 (Improper Adherence to Coding Standards) and CWE-561 

(Dead Code). However, in alignment with the research question, only the most frequently 

observed and most severe vulnerabilities were examined in depth in this study. These 

observations also align closely with the 2025 CWE Top 25 list (MITRE, 2025). This 

correlation is not surprising, since many of the reviewed studies evaluated LLM-generated 

code using benchmarks based directly on these widely recognised high-ranked weakness 

categories, which remained mostly the same throughout the timeframe in which the reviewed 

studies were published.  

The identified vulnerabilities appeared across different models, programming languages, 

and coding tasks. The repeated use of outdated hashing algorithms, lack of proper 

sanitisation steps and improper handling of resources demonstrate that LLMs do not 

implement secure coding principles by default. Although models can often explain secure 

practices when explicitly prompted, their initial outputs indicate that security is not treated 

as a mandatory requirement. Therefore, it can be said that LLMs can function as productive 

coding assistants but require thorough human review to ensure that generated code meets the 

expected security standards. 
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5.2  Training Data Influence and Language-Specific Trends (RQ2) 

The results identify two primary factors that explain the occurrence of vulnerabilities in code 

generated by LLMs. First, as explained in Section 2.3, LLMs replicate insecure coding 

patterns present in their training data. Second, these vulnerability patterns exhibit 

characteristics associated with the specific ecosystems of individual programming 

languages. 

The datasets that LLMs are trained with include source code from public repositories that 

are not properly filtered. These issues lead LLMs to frequently mirror problematic structures 

in their generated code, such as the repeated use of legacy cryptographic functions. 

Furthermore, LLMs typically assume user input is correct unless specifically instructed 

otherwise, which often results in incomplete or missing validation steps. Asare et al. (2023) 

noted that Copilot produced more secure fixes when the source code had a more recent 

publication date. This indicates that LLMs can reproduce security improvements but only 

when those secure patterns exist in their training data, usually in more updated code bases. 

The findings reveal scenarios where the vulnerability types differ by programming language. 

These vulnerabilities reflect long-standing weaknesses within each language ecosystem. 

Memory safety flaws are common in C and C++, while injection vulnerabilities often occur 

in JavaScript and PHP. Higher-level languages, such as Python and Java, frequently exhibit 

insecure cryptographic practices. This difference is further illustrated by Pearce et al. (2021), 

who tested the CWE-20 (Improper Input Validation) class-type and noted that in similar 

web-oriented examples, the C program was more vulnerable than the Python one. They 

suggested this likely reflects a tendency in public C code to include fewer explicit input 

checks. This supports the general conclusion that recurring vulnerability patterns in LLM-

generated code are linked to language-specific coding practices found in their training data. 

Studies concluded that C and C++ outputs often contained buffer-overflow issues and 

pointer-handling errors. However, even within this category, performance was inconsistent. 

In their security analysis of GitHub Copilot, Pearce et al. (2021) reported that most top 

suggestions for C/C++ scenarios were vulnerable, whereas Asare et al. (2023) found that 

Copilot consistently produced secure null pointer handling in similar C programming tasks. 

This highlights the inconsistent nature of LLM-generated code, even within the same 

vulnerability category. LLMs are non-deterministic, meaning that small changes in prompt 
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wording can lead to outputs with substantially different outcomes and possible security risks 

(Ouyang et al., 2025). This makes it difficult to trust any single generated solution without 

proper review. The non-determinism observed in the conflicting results of the C studies by 

Pearce et al. (2021) and Asare et al. (2023) can be traced to the diversity of patterns present 

in their training data. 

5.3  Mitigation Strategies and Practices for LLM-Assisted Development (RQ3) 

The collected evidence from the reviewed studies suggests that LLMs do not apply secure 

coding practices by default, which makes active mitigation essential in LLM-assisted 

development. Prior work identifies several individual preventative measures, such as 

security focused prompting, multi-round fixing and static analysis; however, these become 

more effective when organised into a structured development workflow rather than isolated 

security measures. To apply these mitigation strategies, his thesis uses an adapted version of 

the CodingCare security framework proposed by Ding et al. (2025), as illustrated in Figure 

2. The framework forms the idea that secure LLM-assisted development begins with 

improving the model itself through curated training data and continues through a structured 

pipeline of explicit security requirements, automated static analysis and human review. 
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FIGURE 2: Secure development framework adapted from Ding et al. (2025) 

The workflow begins with defining requirements before the initial code generation, 

developers formulate security focused prompts that include detailed technical constraints, 

contextual information and development logic. Liu et al. (2021, p. 29) demonstrate the 

importance of providing contextual information,  showing that the model was able to fix 

vulnerable code when additional CWE information was provided. This indicates that 

defining specifications and reducing ambiguity in prompts is an important first step towards 

producing more secure code. Once code generation is complete, the initial output is treated 

as insecure by default, as established in previous sections of this thesis. 

The next step combines automated static analysis with manual review. The generated code 

is scanned using tools such as CodeQL and SonarQube, which are configured based on 

guidance from OWASP, CERT and MITRE. Integrating static analysis directly into LLM-

assisted workflows upon initial generation allows for earlier identification of vulnerabilities 

and improves the effectiveness of multi-round fixing and manual review (Mweu and Ndia, 
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2025). Automated static analysis and manual review are carried out concurrently, supporting 

iterative prompt refinement and code correction. 

To further highlight the importance of multi-round fixing, Liu et al. (2021, p. 29) found that 

iterative fixing gradually reduced security flaws when developers provided corrective 

feedback to the model. Human code review remains essential, both for identifying issues 

missed by automated tools and for ensuring that code follows project-specific security 

requirements. During review, developers should also reference established secure coding 

standards, such as OWASP guidelines and CWE categories. Similarly, the CodingCare 

framework combines automated scanning with iterative human fixes, illustrating that 

security improves when tool-based detection is paired with developer evaluation. After these 

steps have been conducted, the code is ready to be deployed. The secure output should be 

documented, reviewed and free from major security issues. This structured framework 

applies multiple checks to the same code, ensuring that the final output contains no major 

security flaws. 

Before the framework can be implemented, LMMs should be trained on curated datasets and 

security-aware training data, together with fine-tuning specifically aimed at preventing 

insecure patterns, to reduce the recurrence of known vulnerabilities. Siddiq et al. (2022, Sect. 

VI) note that code-generation datasets require preprocessing and suggest that removing just 

the small subset of samples containing detected security smells could help improve model 

outputs. In addition, organisations adopting these tools should ensure that developers receive 

training on secure prompting and thorough code review. Establishing internal standards for 

LLM-assisted development can help ensure consistent application of security controls. 

5.4  Comparison with Prior Research 

Basic and Giaretta’s (2024) systematic review identified ten categories of vulnerabilities in 

LLM-generated code, several of which correspond directly to those examined in this thesis. 

Their findings reveal language-specific patterns that align closely with the results reported 

here, reinforcing the influence of language ecosystems on LLM output. They link these 

vulnerabilities to structural factors in model behaviour, particularly to the replication of 

insecure code patterns present in training data. Basic and Giaretta (2024) further note that 

security improves mainly when explicitly requested and can remain inconsistent, a finding 
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that mirrors the presented results. The similarity in findings between the two studies supports 

the conclusion that current LLMs reproduce existing insecure coding practices rather than 

automatically applying secure coding principles. 

5.5  Limitations 

The reviewed studies examine only a limited number of LLMs and programming languages; 

thus, the findings cannot be assumed to represent all models or security issues across 

languages. The analysed material primarily focuses on earlier models, while more recent 

models, such as Claude and Gemini, have gained popularity in the industry but have limited 

peer-reviewed research, which limits the generalisability of the findings. In addition, prompt 

design and security evaluation approaches varied among the studies, as performance was 

evaluated against a limited subset of CWE categories, particularly the CWE Top 25, meaning 

that common weaknesses were prioritised while less common vulnerabilities may have been 

overlooked. Prompt designs also differed across studies, making it difficult to compare 

results directly or to generalise model behaviour with confidence. A further limitation relates 

to the use of CodeQL as the primary analysis tool in many studies. As noted by Pearce et al. 

(2021, p. 13) and Liu et al. (2021, ch. 5) CodeQL occasionally struggles with parsing 

important information, and therefore sometimes flags secure code snippets as vulnerable. 

Some CWE categories also require contextual information that is not available in isolated 

code snippets, which limits the accuracy of evaluations. Most studies tested short, detached 

snippets rather than complete applications, which does not fully reflect how LLMs behave 

in larger real-world software projects.  
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6  CONCLUSION 

This thesis systematically investigated security vulnerabilities in LLM-generated code 

through a literature-based Systematization of Knowledge approach. By analysing eight peer-

reviewed studies on different LLMs and programming languages, this research has 

successfully identified common vulnerability patterns and their underlying causes. 

This research accomplished its set objectives by successfully identifying four main 

categories of vulnerabilities that have been consistently found in LLM-generated code: 

cryptographic and authentication weaknesses, input validation and injection flaws, memory 

safety issues, and insecure file and error handling. These vulnerabilities aligned with 

MITRE's CWE Top 25, which shows that, within the scope of this vulnerability study, LLMs 

tend to replicate well-documented security vulnerabilities rather than unidentified ones. This 

research has also shown that vulnerability patterns are specific to a programming language, 

reflecting coding practices prevalent in each programming ecosystem. Memory safety issues 

are most common in C/C++, injection vulnerabilities appear in PHP and JavaScript, while 

Python and Java often exhibit cryptographic flaws. These patterns are due to LLMs' training 

on unfiltered public code repositories that include outdated and insecure code. Based on 

these results, this research has synthesised security mitigation approaches into a 

comprehensive security framework that focuses on security-aware prompting, static code 

analysis, iterative code fixing and manual human code review. The findings reveal that 

LLMs do not follow secure coding practices by default and that security must therefore be 

explicitly stated and verified. 

These findings support the systematic review conducted by Basic and Giaretta (2024), 

further emphasising that the current security limitations of LLMs are systematic problems 

and not isolated incidents. This has important practical implications. Organizations should 

implement thorough security controls as LLMs are incapable of producing production ready 

code on their own. The societal implications are equally important. As the adoption of LLM-

based coding tools continues to grow, especially among novice developers and within the 

emerging trend of “prompt coding”, where individuals write code using natural language 

prompts without prior programming knowledge or secure coding training, this creates 
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significant security risks. The chances of deploying insecure code are likely to increase 

considerably. 

The limitations of this study include the consideration of early-generation models only, the 

scope of programming languages and methodological differences across the reviewed 

studies. Future research should develop standardised security benchmarks, examine newer 

models as they emerge, investigate domain-specific fine-tuning for secure code generation 

and assess performance on complete real-world applications rather than isolated code 

snippets. 
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