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This study empirically evaluates the performance of automated testing tools. Due to the
limitations of manual testing, automated testing is becoming inevitable. Conducted using
state-of-the-art methods, the study achieves three critical objectives: demonstrates end-to-
end testing of a software application, integrates LLMs into automated testing, and
empirically analyzes/compares automated testing tools. The study employs an experimental
strategy to conduct end-to-end testing of a software system using selected automation testing
tools. The data is collected through quantitative observation and automated data logging.
The testing tools excel at end-to-end testing, with significant differences in stability, and at
validating dynamic UI behaviours. The non-deterministic nature of the Ul, network
conditions, browser scheduling, and event loop timing may have affected the performance
of the testing frameworks, especially during API data fetching and rendering. These
limitations are mitigated using the best-known techniques. The crucial implications are: an

automated testing tool tightly integrated with the browser offers superior reliability; a



keyword-driven tool, when coupled with the right libraries, offers a viable testing option,
especially for cross-team use; and a versatile cross-browser testing tool offers a viable
alternative for end-to-end testing. This study provides theoretical and practical contributions

to software engineering.



ACKNOWLEDGEMENTS

I gratefully acknowledge the supervision of Associate Professor Azeem Akbar (Ph.D.), and
the support of Associate Professor Jussi Kasurinen, Professor Sami Hyrynsalmi, Post-
doctoral Researcher Andrey Saltan, and Researcher Nasren Azad (Ph.D.). I also thank the
faculty, staff, colleagues, and students of the Department of Software Engineering for
providing an excellent academic environment. Special thanks to my family for their support

and to LUT University for being an outstanding institution of learning.



ABBREVIATIONS

Al Artificial Intelligence
AUT Application Under Test
CI Continuous Integration
CD Continuous Delivery

CRUD Create Read Update Delete

CSS Cascading Style Sheets

Cy Cypress

DL Deep Learning

DOM Document Object Model

E2E End-to-End

FF Failure Frequency

GPT Generative Pre-trained Transformer
gRPC Google Remote Procedure Call
GUI Graphical User Interface

IDE Independent Development Environment
JS JavaScript

KS Katalon Studio

LLMs Large Language Models

MEAN Mongo Express Angular Node

ML Machine Learning
NLP Natural Language Processing
(ON} Operating systems

QA Quality Assurance



REST

RF

RPA

Se

SPA

SUT

SW

TS

UFT

Ul

Representational State Transfer
Robot Framework

Robotic Process Automation
Selenium

Single Page Application
System Under Test

Software

TypeScript

Unified Functional Testing

User Interface



Table of contents

Abstract

(Acknowledgements)

(Abbreviations)

Table of Contents

I INErOAUCHION ..ttt ettt et eb et et st e b enees 5
1.1 The significance of this STUAY ......cceeeiuieiiiiiiiie e 6
1.2 Research Problem ..........ooouiiiiiiiece e 8
1.3 RESCAICH ODJECTIVES ...eoviiiiiieiiiciiecie ettt et b et ebeesaaeenseenes 9
1.4 RESCAICh QUESTIONS ....eoviiiiiieiiieiiecie ettt b et ebeesaaeenseenes 9
1.5 DEIMILALIONS ...eoutiieiiieiieeiieeiie ettt ettt ettt e et e et e st e e saeeeabeesneeeneeas 9
1.6 Organization Of the StUAY .....coceoviiiiiiiiiii e 10

2 BaCKEIOUNG ...c..viiiiieiiieiieceeee e ettt enneas 11
2.1 Automated software testing in a nutshell ............cccooviieiiiniiiiiineeee e, 11
2.2 Full-stack application, the state-of-the-art............cccoocueeviieniiiiiiieniieciece e, 12
23 Automation testing frameworks ..........ccoceeviiriiririieniinie e 13

2301 CYPTESS ettt ettt ettt ettt ettt 13
2.3.2 SEleNTUM ..uuiiiiiiiiieiieee e 14
2.3.3  RObOt FrameworkK ......ccc.coiiiiiiiiiiiiiiee e 14
2.3.4  Katalon StUAIO ....ceeeiiiiieiieeieeee e et 15
24 Leveraging Large Language Models for Automated Software Testing............... 15
2.4.1 LLM-powered automated testing algorithm.............cccoeeiiieriiiniiiinieeeeeeee, 17
2.4.2 Explainable and interpretable Al as a current development around LLMs..... 19
2.4.3 Privacy, explainability, and domain adaptability of LLMs .......ccccceceeviriennnene 19

3 LALETALUIE TEVIEW ...eutiniiiiiiiiieitete et sttt ettt et sttt et et sb et saeesbe et e e s bt e beeaeesanens 22

4 MEROM ..ttt 24
4.1 Data COLIECHION .....eeiiiiiiiiii e 25
4.2 Method apPlICATION ....ccueiiiieiiieiieiee ettt e stee st saeeeas 25

4.2.1  Actual data COlECHION ...c..eeviriiiiiiiiiiieieeccet s 26

5 RESUIES ettt 28
5.1 The full-stack appliCatioN ...........cccuieeiiiieiiie et 28
52 Automated testing With LLM .........cooiiiiiiiiiiiiiieeee e 29



5.2.1  Communication ProtOCOL........cccuieruiiriieriieiiieie ettt et ee e 30
5.2.2 Two alternative models for LLM-powered automated testing........................ 31
53 FlaKiness MeasuremMent. .........cooueeuieriieiienieeiee ettt ettt e 32
5.3.1  FlaKiness eStIMAtiON .......ccueeverueerieriiriietieiie sttt sttt see e 32
5.3.2  Test stability indeX eStimMation...........c.eevuieriiiereieeiiienieeieerreereeneee e eee e 33
5.3.3  Failure classifiCations .........ccceiieeiiieniiiiie et 33
5.3.4  The flakiness Graph.........cccceccuiieiiieeiiee et 34
5.4 Comparing the automated testing frameworks..........cccceevvreevieeecieeecieeeee e, 36
5.5 Cypress vs Robot Framework for end-to-end testing............ccoevevvieriienveenennne. 39
5.5.1 Tooling philosophy and test authoring model ..............ccceevveeviieniiiiiiniieienne, 39
5.5.2  Setup and INTEZIatiON ......ccuereiruiirieriirtieieeieeteete ettt 40
5.5.3  Synchronization and handling of asynchronous Ul behaviour........................ 40
5.5.4  Stability and FIAKINESS........cceevviieriiieiieiiecie et e 41
5.5.5 Debugging and deVElOPEr USE .........cccveeruieriiiriieeiieniieeieeeiee e eveesee e 41
5.5.6  Suitability for diverse testing SCENArios ..........ccceevvereervereereeriereeneeieeeesieenne 41
5.6 Cypress vs. Robot Framework vs. Selenium for E2E testing..........ccccccccoeeneeee. 43
5.6.1 Key architectural differences........ccoovvveeviiieiiiieiieeiieeeeee e 43
5.6.2 Handling synchronous and asynchronous Ul workflows..........c.cccccvvvrneennee. 44
5.6.3  Flakiness and stability .........cccoceviriiiniiiiiiiiiiececee e 45
5.6.4 Test Development EXPEriCNCE .....cccuerirruerrirrierierienieeieeitenieete e see e eee e 45
5.6.5 Tooling and debUGEING.......ccceeeriieeiiieeiiieeiee et 46
5.6.6  Execution performance with CI/CD .........ccccovvieiiiiiiiiiiiicieeeeeee e 46
5.7 RESULt @NAYSIS ..uviiiiieiiecie et 48
0 DISCUSSION ..euiiitieiiiiteieee ettt ettt ettt s bttt st sbe et et s bt et et saeens 51
6.1 EValUQtIONS ..ot 52
6.2 Threat to VAlIAILY ....oeeeiiieiieecieeee et e e s 54
6.3 LAMIAIONS ...ttt ettt ettt ettt s 55
6.4 The StUAY'S NOVEILY ...oouviiiiieiieeie e e 56
T CONCIUSIONS ..ttt ettt ettt e bt e e bt e bt e st e e bt e eabeesbeesabeenaaeeas 57
7.1 FUuture 1€S€arch ..........ooiuiiiiiii e 57

RETEIEIICE .ottt e e aeee e ee e e e e e eeaeeeeeeeaeeneeneeeeennen 59



Appendices

Appendix 1: Cypress GUI, with a simple approach

Appendix 2: The four main browsers supported by Cypress

Appendix 3: Sample of a test suite execution with Cypress

Appendix 4: Cypress async Ul test flakiness trend line graph

Appendix 5: Selenium async UI test flakiness trend line graph

Appendix 6: Average flakiness across Cypress, Robot Framework, and Selenium
Appendix 7: Ratings used for the measures

Appendix 8: Declarations



Figures

Figure 1: An algorithm for adapting LLMs into end-to-end automated testing
Figure 2: Topics and developments around LLMs

Figure 3: Method flow diagram

Figure 4: A Basic representation of a full-stack architecture

Figure 5: LLM-powered test execution platform

Figure 6: Flakiness graph for Robot Framework, showing the failure rate against the

number of test runs

Figure 7: Executed test cases with Cypress

Figure 8: Executed test cases with Robot Framework (report version)
Figure 9: Executed test cases with Robot Framework (log file)

Figure 10: Executed test cases with the Selenium framework

Tables

Table 1: Summary of the Advantages and Disadvantages of Large Language Models
(LLMs), on a general level

Table 2: Failure classification analysis
Table 3: A focused comparison of Cypress vs Robot Framework
Table 4: An elaborate comparison of Cypress and Robot Framework

Table 5: Tabulated analysis of Cypress, Robot Frameworks, and Selenium for End-to-End
Testing



1 Introduction

In this study, a software system is empirically tested using automated testing tools integrated
with LLMs to assess its quality. There is a growing call to integrate Artificial Intelligence,
such as Machine Learning (ML) and Large Language Models (LLMs), into automated
software testing due to their numerous benefits, including vulnerability prediction and
broader test coverage (Kamau et al., 2023; Pelivani & Cico, 2021; Rohit Khankhoje, 2023).
This study sets out to achieve three things: a) to conduct an end-to-end testing of a software
system, b) to demonstrate the integration of LLMs into an automated testing profile, and c)

to empirically analyse and compare automated testing frameworks.

LLMs have been reported to offer significant enhancements to automated software testing
(Azanza et al., 2025). They are currently making a significant impact, and some, such as
GPT-5, can perform high-level cognitive tasks, including code generation (Barke et al.,
2023). They can be deployed to various domains (Akbar et al., 2023). They have limitations,
some of which relate to a lack of transparency and hallucination (Ji et al., 2024). They can

evolve rapidly (Azanza et al., 2025).

Due to these models' limitations, some optimization remedies have been proposed, such as
adapting a synthesized algorithmic technique to improve them, enabling them to achieve
high precision in tasks such as code generation (Zhang et al., 2023). As natural language
processors (Akbar et al., 2023; Zhang et al., 2023), LLMs can be deployed for end-to-end

automated testing.

End-to-end testing is a method for validating a system's reliability (Di Meglio, 2025). This
study details the end-to-end testing of a full-stack application using LLM-powered
automation testing tools. The tools are compared based on their performance. The study

outlines two comprehensive paths for integrating LLMs into automated testing.

Full-stack applications are software systems that comprise the client (UI) and the server,
bound together to function seamlessly as a whole (Loikkanen, 2024). These applications
should be tested to assess their functionality, quality, safety, security, reliability, and

compliance (Kamau et al., 2023; Wang et al., 2024).



Software is becoming an important part of our daily lives; thus, millions of people depend

on it (Pelivani & Cico, 2021; Umar & Zhanfang, 2019).

Like any other software, the full-stack application needs to be tested to ascertain its
“reliability and trustworthiness” (Kamau et al., 2023). These application offers the
possibility of building scalable, flexible, dynamic, and data-driven systems; however, there
is a growing concern about their security and compliance, with the related challenges ranging
from data breaches, unauthorized access, and cyber-attacks threatening the integrity and

confidentiality of the application’s data (Kamau et al., 2023).

It has been reported that software testing accounts for up to 50% of a software project’s
development time and effort (Moseh et al., 2024; Singhal et al., 2021; Umar & Zhanfang,
2019). Software testing is either performed manually or automatically (Rabiya et al., 2017).
Although manual testing is widely used, it requires considerable effort and high costs, with
testers often lacking prior knowledge of testing tools (Singhal et al., 2021). On the other
hand, automated testing involves using automation tools or frameworks, along with, in some

cases, programming skills, to execute the test (Singhal et al., 2021).

There is a growing demand for safe and reliable software applications (Umar & Zhanfang,
2019), which requires that these systems be thoroughly tested. However, given their
complexity, testing them manually is rather tedious, time-consuming, and expensive.
Alternatively, automated testing has been reported to save time, money, and effort, increase
test quality, improve accuracy, and increase test coverage (Kamau et al., 2023; Umar &
Zhanfang, 2019). According to a recent study, automated testing is replacing manual testing

(Jiang, 2025).

1.1 The significance of this study

Why does this study matter? The full-stack application is regarded as the cornerstone of
modern software development (Kamau et al., 2023). Due to the increasing digitalization in
this modern era, many applications, ranging from simple to complex, used daily are now
built as full-stack applications, with both client and server sides working seamlessly (Kamau
et al., 2023). During software development, the application must be tested thoroughly to
ensure its quality and reliability (Wang et al., 2024). Due to the complex business logic of



these applications, they are often manually tested, with the mindset that automated testing is
too challenging. However, a study found that manual testing may no longer be a reliable
method; therefore, automated testing remains a viable alternative (Rohit Khankhoje, 2023).
Some companies have even opted out of automated testing, citing multiple challenges, such
as frequent GUI changes requiring corresponding changes to the test script and the fragility

of the GUI (Contan et al., 2018).

The inherent shortcomings of manual testing, such as time-consuming and error-prone
(Rabiya et al., 2017), are paving the way for automated testing. However, automated testing
cannot be promoted when its potential is largely underrepresented. Given the importance of
"efficiency, speed, and costs" (Umar & Zhanfang, 2019) and the increasing adoption of agile

methodologies, it is imperative to re-emphasize automated testing.

One way to achieve this is to showcase the enhanced capabilities of some automated testing
tools. After thorough research, the author observed that some widely used automated testing
tools, such as Cypress, Selenium, and Robot Framework, have not been empirically studied;
as a result, they remain underrepresented in scholarly research. Cypress, Selenium, and
Robot Framework have not been empirically compared in the stated order. These tools can
enhance the software testing profile in innovative ways. Gadwal & Prasad (2020)

recommended comparing automation testing tools through experiments.

Thus, a software application is tested empirically using these selected frameworks integrated
with large language models (LLMs). The reason for selecting Cypress is its widespread
industry popularity (Fuad & Sakib, 2023) and its status as a next-generation frontend
automation testing tool (Pelivani & Cico, 2021). Selenium is also widely used in industry,
enabling developers to write test scripts in multiple languages, such as Python, JavaScript,
Java, and C# (Umar & Zhanfang, 2019). It is regarded as the most popular automation

framework for testing web applications (Pelivani & Cico, 2021).

Robot Framework is regarded as a powerful tool and a keyword-driven testing approach
(Pelivani & Cico, 2021). It is also widely used in the industry (Loikkanen, 2024). There is
an increasing need in the industry for automated testing of complex systems using suitable
tools (Kamau et al., 2023), however, most of these tools have not been studied

comprehensively.



1.2 Research problem

The problem addressed in this study is that, despite the industrial significance of many

software automation testing tools, they have not been comprehensively studied.

Automation testing is becoming more efficient and effective (Pelivani & Cico, 2021),
thereby increasing its acceptance in the industry. The author found, after reviewing the
literature, that the bulk of software automation testing tools were compared based on
hypothetical characteristics (Gadwal & Prasad, 2020). A few, though, have been compared
experimentally, e.g., Selenium and Katalon Studio (Pelivani & Cico, 2021). However, a
large portion of crucial automated testing tools has not been empirically compared or tested.
Thus, they remain largely underrepresented in the scholarly literature. Gadwal & Prasad

(2020) recommended comparing automation testing tools through experiments.

In the study conducted by Pelivani & Cico (2021), Selenium and Katalon Studio were
compared through “experimental simulation” (Stol & Fitzgerald, 2015). However, the
comparison was limited. The use cases of critical automated testing tools are yet to be

thoroughly studied and presented in the academic literature.

To gain a comprehensive understanding of these tools, they must be compared empirically
and innovatively, for example, by infusing them with artificial intelligence (AI) to enhance
their capabilities. Thus, the simulation of some automated testing tools must be performed
on a full-fledged software application. After the simulation, the metrics obtained from the

experiments are then compared side by side.

According to Gadwal & Prasad (2020), more information about automation tools is needed.
Moreover, according to Fuad & Sakib (2023), the industrial satisfaction of many automated

testing tools is limited despite their widespread availability in the literature.

Thus, the problem or the gap addressed in this study is the lack of a comprehensive analysis
of many crucial automated testing tools in the academic literature. This study aims to address
this gap by conducting empirical analysis of some automated testing tools, thereby bridging

both practical and theoretical gaps.



1.3 Research objectives

The three-fold objectives of this study are:

1. To demonstrate how effective some selected automated testing tools can be in

validating complex workflows in a software application

2. To empirically compare the selected automated testing tools based on their

performance

3. To demonstrate how large language models can be integrated into automated testing.

1.4 Research questions

In a scholarly study, a well-developed research question(s) is crucial for guiding the study.

This study’s research questions are:

1. How effective are some selected automated testing tools in validating complex

workflows in a software application?
2. How do the selected automated testing tools compare to each other?

3. How can large language models be integrated into automated testing?

1.5 Delimitations

In this study, a software application is tested experimentally using three automated testing
frameworks integrated with large language models (LLMs). The three automated testing
frameworks are: Cypress, Selenium, and Robot Framework. The reasons for selecting these
frameworks are their popularity and usefulness in the industry; however, given their limited
coverage in the scientific literature, these tools need to be studied/evaluated
comprehensively (see section 1.1). Apart from LLMs, no other forms of artificial intelligence
are explored in this study. Similarly, the number of automated frameworks is limited to three

due to time and resource constraints.
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1.6 Organization of the study

This study comprises several chapters and sections, including an abstract, acknowledgments,
a list of symbols, and a list of abbreviations. The introduction consists of six subchapters:
the importance of the study, the research problem, the research objectives, the research

questions, the delimitations, and the organization of the study.

In the introduction, the study's overall idea is presented. The introduction is followed by the
background, which presents the items to be studied. The literature review follows the
background. Previous studies, methods, and tools related to the current study are detailed in
the literature review. The literature review provides the scientific foundation for the study.
The methods followed after the literature review. The method details the research strategy,

data processing, and method implementation.
The study's findings are then presented in the results along with results interpretations.

The discussion follows the results, in which the study's outcomes are analysed, and their
possible implications are explored. Finally, the study concludes with a section on suggested

topics for future research.
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2 Background

The fundamental concepts are presented in this chapter. This section presents the nature of
automated software testing, full-stack applications, automation testing frameworks, and
Large Language Models (LLMs). The selected automated testing frameworks presented in

the background include Cypress, Selenium, Robot Framework, and Katalon Studio.

2.1 Automated software testing in a nutshell

Automated testing has been reported to contribute to the success of overall software testing
by reducing costs and time, and improving efficiency (Rohit Khankhoje, 2023). Manual
testing is widely used; however, studies have shown that automated testing is gaining

acceptance and becoming more efficient (Pelivani & Cico, 2021).

Surprisingly, despite the reported success, many companies have been reluctant to adopt
automated testing for several reasons (Contan et al., 2018). One of the areas in which
automated software testing is heavily criticized is in its performance in Graphical User
Interface (GUI) testing. It has been reported that some companies opted out of automated
testing due to the fragility of the GUI, low return on investment, and the difficulty in
executing tests due to frequent changes made to the user interface (UI), which, according to

the study, means that test scripts must be changed frequently (Contan et al., 2018).

To combat these challenges, Artificial Intelligence (Al), such as ML and LLM, has been
proposed and is increasingly being adopted. In fact, the current trend in automated software
testing is driven by the increasing calls to integrate AI/ML into automated testing profiles
(Gao et al., 2022; Singhal et al., 2021). Moreover, favourable recommendations for Al
adoption stem from its ability to provide broader test coverage and reusable test cases

(Kamau et al., 2023; Pelivani & Cico, 2021).
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2.2 Full-stack application, the state-of-the-art

A full-stack application is a software application that comprises the User Interface (UI) and
the server-side, including the database, compiled together to function seamlessly as one
system (Loikkanen, 2024). It is a complex web application, with its business unit being the

most intricate part.

Kamau et al. (2023) have highlighted that developers have previously faced various
challenges, especially when the server and client components were built separately. One
major challenge in this scenario is getting both sides to communicate as one unit.
Undoubtedly, the building of each side with distinct tools has contributed to this challenge.
The two ends operated independently, forcing developers to constantly try to figure out how
to get them to sync; thus, they had to manually initiate communication between the two
(Kamau et al., 2023). This issue has motivated much of the development and advancement
in modern web application development tools, libraries, and microservices/dependencies,
such as Node.js, JavaScript, Next.js, Express, MySQL, Strapi, and Gatsby (Kamau et al.,

2023). These tools have become more powerful and more integrated.

During development, the software application must go through testing to ensure that it
"meets established criteria" (Singhal et al., 2021) and to ensure its future maintainability
after delivery. Hence, the application needs to fulfil maintainability criteria to remain usable

and operational throughout its lifespan (Rantanen, 2021).

It is often challenging to run automated testing on a web-based application due to the
intricacies surrounding it (Kamau et al., 2023). Moreover, its business unit, that is, the
application’s business logic, creates barriers to testing (Rohit Khankhoje, 2023). To
overcome these shortcomings, many studies have suggested integrating Artificial
Intelligence into automated software testing to mitigate testing issues (Gao et al., 2022;

Pelivani & Cico, 2021; Singhal et al., 2021).
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2.3 Automation testing frameworks

In the previous section, we were introduced to the intrinsic nature of a web-based application
and saw how challenging it can be to test it. For that, there is an increasing and compelling
need for automated testing tools in the industry; however, the challenges automated testing
faces include transitioning from manual testing and choosing which tools to use (Moseh et
al., 2024). In software testing, automation testing frameworks are tools used to test software

automatically (Pelivani & Cico, 2021; Singhal et al., 2021).

The bulk of these tools has been compared based on their hypothetical characteristics
(Gadwal & Prasad, 2020). However, according to Gadwal & Prasad (2020), these tools
should be compared experimentally. Fuad & Sakib (2023) noted that “their industrial
satisfaction is limited,” meaning that a comprehensive study of them is lacking. Several
studies, such as those by Singhal et al. (2021), have demonstrated that Artificial Intelligence

(A]) can enhance software automation testing.

This study aims to compare three automation testing tools using “experimental simulation”
(Stol & Fitzgerald, 2015). Additionally, this study exemplifies how Al, such as large
language models (LLMs), can be infused into an automated software testing paradigm. The

automation testing tools to be compared are Cypress, Selenium, and Robot Framework.

2.3.1 Cypress

According to Pelivani & Cico (2021), Cypress is regarded as a next-generation frontend
testing tool built for testing modern web applications and maintaining test suites. According
to the study, Cypress operates within the browser, modifying its behaviour during testing,
thereby allowing it to observe everything that happens within the browser, respond to
network requests, and manipulate the browser's DOM state. The study noted that Cypress
mocks server responses during tests, with a design that enables fast, reliable test delivery
without requiring external drivers. The paper also noted that Cypress can support unit,
integration, and end-to-end testing, with limitations including limited browser and

programming language support and support for only CSS selectors.
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According to Fuad & Sakib (2023), Cypress is considered a popular, de facto tool for
automated end-to-end (E2E) testing. The paper noted that Cypress tests run in the same run
loop as the system under test (SUT), starting a runner that mocks the browser instance and
takes a snapshot during execution, enabling time travel to the application state. The paper
also noted that Cypress has strong community traction. Snapshots during execution and time

travel help developers debug.

2.3.2 Selenium

The next test automation tool being considered is Selenium. Selenium is an open-source web
application testing tool compatible with many browsers and allows developers to write test
scripts in multiple languages, such as Java and Python (Umar & Zhanfang, 2019). Another
study collaborated that Selenium is a popular open-source testing tool for web applications,
known for its ability to integrate with various frameworks and support multiple operating
systems and browsers (Pelivani & Cico, 2021). A downside is that a reasonable level of
programming skill is needed to work on it, since developers must write the test script from

scratch (Pelivani & Cico, 2021).

The Selenium product is a bundle of tools and libraries that enable test automation, integrated
with many modular tools, making it a better framework for writing test scripts (Sawant et
al., 2021). It consists of a suite of components like Selenium IDE, Selenium WebDriver, and
Selenium Grid, and is integrable with various platforms like Linux and Windows, usable on

various browsers like Firefox, Chrome, and Internet Explorer (Ramya et al., 2017).

Selenium architecture is built on Selenium WebDriver at its core. This scripting interface
enables developers to write code and connect to various browsers, and it runs outside the

browser, executing commands remotely over a network (Ramya et al., 2017).

2.3.3 Robot Framework

The Robot Framework (RF) is described as a powerful tool, with a keyword-driven and data-
driven testing approach, a modular architecture, and a self-made library (Pelivani & Cico,
2021). According to the available information, RF is regarded as an open-source automation

framework for automated testing and robotic process automation (RPA); widely used in the
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industry, possessing a human-friendly and versatile syntax that is primarily based on
keywords, supports multiple languages such as Python, Java and JavaScript, mainly used for
acceptance testing, integrates well with other libraries and well supported by a rich

community (Loikkanen, 2024).

2.3.4 Katalon Studio

Other automated testing tools include Katalon Studio. This tool is considered in this study
because it is a promising testing framework. Katalon Studio (KS) is an open-source
automation tool that is notable for allowing developers to create test cases without advanced
programming skills; however, it lacks the option to choose among different programming
languages (Pelivani & Cico, 2021). It enables broader automated testing for Web, API,
Desktop, and Mobile applications, allowing developers to quickly kick-start their testing

without an intensive learning and setup process (Umar & Zhanfang, 2019).

Some of the advantages of KS include being an open source, flexibility in integrating with
other frameworks, and features to accelerate test case generation and execution; operating
on top of the Selenium architecture by eliminating the need for advanced programming skills
required for Selenium; some of the disadvantages include limited scripting language support
(Java and Groovy only), limited features supports and limited community support (Umar &

Zhanfang, 2019).

2.4 Leveraging Large Language Models for Automated Software Testing

Thus far, we have familiarized ourselves with the study’s main application and various
testing tools commonly used in software testing, including Cypress, Selenium, Robot
Framework, and Katalon Studio. This section introduces Large Language Models (LLMs)
as an enhancement tool and explains how they can be aligned with software testing. That
said, an LLM in automated software testing is an exhaustive topic. However, this study
provides two concrete models for adapting LLMs in automated software testing. The LLM
models introduced in this study cover both theory and practice, including LLM simulation

and its theoretical aspect, as well as their applications in automated software testing.
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There is a growing consensus requesting the integration of Artificial Intelligence (Al) into
automated software testing due to the numerous benefits it can offer, such as vulnerability
prediction, test case prioritization, more exhaustive test coverage, and degradation prediction

(Kamau et al., 2023; Pelivani & Cico, 2021).

Machine Learning (ML) is a branch of Al that is increasingly integrated into automated
software testing due to its predictive benefits (Rohit Khankhoje, 2023). Jiang (2025)
explores a reinforcement learning algorithm for automated testing. Similarly, Zarrad et al.
(2025) explores ML techniques, including deep learning frameworks and genetic algorithm
(GA), to enhance test case prioritization and ranking. Moreover, LLMs are another branch
of Al that offer tremendous potential for enhancing automated software testing (De et al.,

2024). LLMs have been reported to become integral to software testing (Li et al., 2025).

LLMs are models of Natural Language Processing (NLP) (Wang et al., 2024). The
application of NLP in various domains is growing, and according to a software development-
related study, people with limited programming skills could find LLMs very useful,
especially when performing software-related tasks such as testing (De et al., 2024). An

illustration of how LLMs could be integrated into software testing is shown in Figure 1.

LLMs have been applied to software testing, e.g., for automated unit test case generation,
and have been reported as one of the most innovative techniques for enhancing the efficacy
of software testing, and are deeply entrenched in NLP and AI (Wang et al., 2024). LLMs
such as “Generative Pre-trained Transformer” (GPT) employ Deep Learning (DL)
techniques in Natural Language Processing (NLP) to generate relevant and coherent

responses (Akbar et al., 2023).

LLMs are reported as a profound advancement of NLP and ML, which can be applied in
diverse fields such as healthcare for predictions, education for learning, finance for risk
assessment, and software engineering for testing, test case preparations, bug fixing,
reporting, and code generation (De et al., 2024). They leverage deep learning technologies
(Li et al., 2025). However, LLMs are not without shortcomings. LLMs such as ChatGPT

could impair learning and undermine reasoning capabilities (Mezzaro et al., 2024).

While 14 key advantages of LLM (ChatGPT) were identified, several disadvantages and
ethical concerns were also highlighted, e.g., the models could deliver inaccurate/irrelevant

responses, could require a large amount of training data to produce meaningful responses,
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raise reliability issues, pose security concerns, be subject to manipulation, and raise legal

compliance concerns. (Akbar et al., 2023). Table 1 summarizes, in brief, the advantages and

disadvantages of LLMs in general.

Table 1: Summary of the Advantages and Disadvantages of Large Language Models (LLMs), on a general level

Advantages of LLMs

Disadvantages of LLMs

Can be applied in test case preparation, bug
fixing, reporting, and code generation (De

et al., 2024; Wang et al., 2024)

Could potentially undermine reasoning
capabilities, problem-solving skills, and

impair learning (Mezzaro et al., 2024)

Can be applied in diverse fields such as

Healthcare, Education, Finance, and

Software Engineering (De et al., 2024)

The generated response may be biased or
inaccurate, thus misleading (Akbar et al.,

2023)

They can be used for artistic creation (Wang

et al., 2024)

They may require significant training data
to be able to produce reliable/meaningful

responses (Akbar et al., 2023)

Data generation (e.g., responses) saves time

and resources and automates processes

Responses may be repetitive, too complex,

or too simple for the audience (Akbar et al.,

(Akbar et al., 2023). 2023)

2.4.1 LLM-powered automated testing algorithm

An LLM-driven automated software testing can significantly enhance testing outcomes by
infusing the testing process with additional power (Pelivani & Cico, 2021; Wang et al.,
2024). Figure 1 illustrates the algorithm that powers an LLM-based automated testing.

The model's procedure begins with a user's or developer's input in the form of a user story,
telemetry, code snippet, Ul snapshots, etc., which is then generated into a structured scenario
using, for example, few-shot or chain-of-thought techniques to improve logical consistency
(Ouédraogo et al., 2025). The outcome is then synthesized into a concrete test code/script,
produced through knowledge of the UI or API, and patterned along a particular testing tool,
such as Playwright, Cypress, or Robot Framework (Ferreira et al., 2025).



18

Tests are then executed in a staging, isolated environment, and the output is then compared
against expectations. Due to LLMs' limitations, the output would then pass through a vetting
layer, using techniques such as multiple samplings, majority voting, or synthetic oracles to

ensure robustness (Abdulboriy & Shin, 2024; Zhang et al., 2023).

The tests are run regularly in the execution and monitoring layer to collect test metrics, such
as flakiness and surface failures, and to support retraining or refinement that may occur at
this layer to improve outcomes (Azanza et al., 2025). Lastly, the integrated self-
healing/feedback loop uses test metrics, such as failure data, to trigger the LLM system to
adjust its selectors, respond to UI changes, or even regenerate tests entirely (Figure 1). Two
possible options for LLM-powered automated test agents include fully autonomous and non-
autonomous systems. A recent study detailed the benefits of a fully autonomous LLM-
powered test agent to include assisting with user-defined goals (Feldt et al., 2023). The two

alternative models of LLM-powered test agents are detailed in section 5.2.

" deerstoy. 7 Generaton 3) Scrpt Synthesis
- telemetry, snipet -few-zhot, chain-of-thought _?;g;ﬁsétlfuwg;ggt
-Ul snapshots - SCenario
6) Feedback /Seli-healing 5) Execution and Monitoring 4) Validation Oracle
-failure data, LLM prompts ¢ - CIfCD ¢ -sandboxfstaging execution
- selector repair - flakiness metrics, logs -invariant checks,
- human-in-loop -telemetry and observability -ensemble/majority voting

Figure 1: An algorithm for adapting LLMs into end-to-end automated testing
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2.4.2 Explainable and interpretable Al as a current development around LLMs

This section examines the ongoing advancements in LLMs aimed at promoting reliability

and trustworthiness.

Large Language Models (LLMs) are being used for various software development practices
(Barke et al., 2023; De et al., 2024). These tools, for example, GPT and Codex, perform
operations such as code generation and are expected to enhance productivity and reduce
cognitive engagement (Barke et al., 2023). However, their opaque nature or invisible
decision-making process is often intriguing, and the outputs they generate often lack insight,

making validation and trust-building difficult (Akbar et al., 2023).

The lack of transparency in LLMs could undermine quality and hinder adoption in
professional workflows and some sensitive domains. Thus, explainable Artificial
Intelligence (XAI) has been reported as a promising solution to address the opacity of these
models, underscoring the need for interpretable, reliable, and human-centered Al systems

(Doshi-Velez & Kim, 2017; Valina et al., 2024; F. Xu et al., 2019).

Some studies have attempted to interpret LLMs' underlying mechanisms (Krishna et al.,
2023). Some output-generation-related problems, such as "hallucination," have been
reported as significant challenges (Eghbali & Pradel, 2024). Moreover, there is a need for
empirical explanations of LLMs to build trust (Palacio et al., 2024). It has been reported that
the need to unravel the inner mechanisms of LLMs remains largely unaddressed (Zhao et

al., 2024).

2.4.3 Privacy, explainability, and domain adaptability of LLMs

This section delves deeper into advanced LLMs and examines current research aimed at

uncovering LLMs' opaque nature, thereby promoting their reliability and trustworthiness.

We have seen the various applications of LLMs, including generating summaries and
performing high cognitive reasoning, such as code generation (Barke et al.,, 2023).
Additionally, these models can be deployed to diverse domains (Akbar et al., 2023). The
most recent ones, GPT-4 and LLaMA-2, have impressive reasoning abilities (Touvron et al.,

2023). Many challenges are still facing LLMs, such as explainability issues related to their
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opaque decision-making mechanisms, trust issues, reliability issues, and privacy concerns
(Akbar et al., 2023; Valina et al., 2024; F. Xu et al., 2019), and the more interesting ones are

adaptability to sensitive domains such as health care and legal.

Thus, concerns may arise regarding ethics, privacy, transparency, reliability, and efficiency
(Akbar et al., 2023) when these models are deployed in sensitive domains. These concerns
have motivated research on responsible and ethical methods for developing, deploying,

governing, and adopting LLLMs in sensitive and general domains.

These three areas (LLMs' privacy, explainability, and domain adaptation) are some of the

significant focus areas currently under consideration; they are elaborated below:

e Privacy-preserving learning focuses on mitigating the risks of data leakage and

reducing/eliminating unintended memorization (Carlini et al., 2021).

e Explainability and reasoning: focusing on unfolding the inner working mechanisms
of LLMs to promote reliability and trust among users (Valina et al., 2024; F. Xu et
al., 2019).

e Domain specialization and adaptation: To enhance the adoption of reliable,
optimized, and efficient LLMs into sensitive domains such as legal and healthcare

(Houlsby et al., 2019; Lee et al., 2020; Y. Xu et al., 2023).

The primary objective is to develop state-of-the-art, high-performance LLM models that
address ethical, transparent, and trustworthy concerns, thereby advancing our theoretical and
empirical understanding of the field. Figure 2 shows the current topic and major
developments around LLMs. The bottom line is to unravel the opaque nature of these models

to increase reliability and trustworthiness.
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Figure 2: Topics and developments around LLMs

Current topics and developments around LLMs are illustrated in Figure 2. These topics help
us gain a deeper understanding of LLMs and promote reliability, trustworthiness,

transparency, and domain adaptability.

This study’s analysis has touched several areas/dimensions shown in Figure 2, including
privacy, reliability, trustworthiness, sustainability, domain adaptability, efficiency,

controllability, optimizable, explainability, interpretability, reasoning, and transparency.
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3 Literature review

This literature review stems from a rigorous paper selection process and aims to highlight
the significant contributions of previous and current studies in automated software testing.
Pelivani & Cico (2021) compare automated testing tools for web applications. The paper
evaluated Selenium and Katalon Studio (KS) and noted the need to transition from manual
to automated testing. The paper also noted that Selenium is flexible, can integrate with other
libraries, supports multiple browsers, but requires significant programming skills; whereas,
according to the paper, KS offers easy setup, built-in reporting features, user-friendly

operation, and minimal coding.

Another study by Umar & Zhanfang (2019) analysed automated testing tools, noting the
importance of selecting appropriate tools when conducting test automation to improve
efficiency, accuracy, and cost-effectiveness, and highlighting that achieving speed and
quality in software development requires a careful selection and combination of suitable

testing methods and tools.

In a related study, the authors emphasized that full-stack frameworks such as MEAN and
Django are increasingly integrated with security mechanisms and compliance models, while
encouraging the integration of trends such as Al, serverless methods, and blockchains to

address emerging threats and regulatory demands (Kamau et al., 2023).

To increase full-stack security, as Kamau et al. (2023) emphasized, Pinkevich & Platunov
(2020) propose a multi-level framework for testing and debugging full-stack embedded
systems, using translation hierarchies and transition systems to improve verification and

validation, and support automated error detection across heterogeneous design flows.

Meanwhile, Rohit Khankhoje (2023) reviews test automation tools, including their types and
the trade-offs for selecting them, noting that web application testing challenges stem from
complex business logic and shorter development cycles. The paper noted that manual testing

may no longer be a viable option, emphasizing the need for automated testing.

Rabiya et al. (2017) conducted a study comparing four automated load-testing tools across

two web applications. Neither Cypress, Selenium, nor Robot Framework was included in the
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comparison; however, the study aimed to identify functional and performance issues that

occur when a system is pushed to its maximum load.

Moseh et al. (2024) proposes a framework for classifying and evaluating automated testing
frameworks commonly used in agile software development, shedding light on the key
strengths and weaknesses of commercial vs. open-source tools, and offering guidelines for

selecting suitable solutions and methods.

Gadwal & Prasad (2020) conducted a systematic literature review of web application testing
tools and presented a comparative analysis of these tools based on their characteristics. They
aim to identify emerging trends and possible problems with the tools. The study concluded
that more concrete information about the tools is needed to determine the most suitable ones,

as web application testing is a complex and diverse process.

A preliminary study by Montgomery (2025) on automated testing tool analysis included
Cypress and Selenium, with Selenium identified as the most popular tool for automating
complex UI workflows. However, the study lacked a solid basis due to an incomplete
method, and the tools were compared on a hypothetical basis rather than empirically through

experiments or simulations.

Meanwhile, Selenium, with its WebDriver-based testing, has been reported to support
multiple programming languages and browsers (Pelivani & Cico, 2021), making it a potent
automation testing tool. Moreover, Ramya et al. (2017) reported that Selenium's WebDriver
testing provides an efficient, accurate, and reusable approach for testing web-based
applications, especially when integrated with other tools to streamline test execution and

reporting.

Manova et al. (2018) introduce the TASSA methodology, an automated end-to-end
framework for testing web service compositions that integrates functional, performance, and
security testing. To enhance the testing experience, such as a quicker debugging process,
Fuad & Sakib (2023) introduced the WebEV framework to capture tester behavior during
end-to-end testing of web applications, enabling insights into user interaction modeling,

tester perceptions, and improvements in automated testing approaches.

A recent study evaluated different LLMs for software testing, with an emphasis on test case
generation. The study provided a solution to mitigate LLM hallucinations, offering a deep

understanding of integrating LLMs into software testing (Li et al., 2025).
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4 Method

This chapter, including section 4.1 (data collection), provides the theoretical underpinning

to strengthen and support the actual method and data collection in sections 4.2 and 4.2.1.

Generally, research strategies include experiments, surveys, sampling, case studies, and
systematic reviews (Denscombe, 2021). In a study of an overview of research strategies in
software engineering, Stol & Fitzgerald (2015) presented eight research strategies, including
experiments. The study identified three types of experiments: “laboratory experiments,
experimental simulation, and field experiments.” The study noted that software engineering
research primarily examines behaviours, such as those of systems or humans (Stol &

Fitzgerald, 2015).

In an empirical study of how LLMs impact software testing learning, an experiment was
used (Mezzaro et al., 2024). For this study, an experiment is suitable, as the investigated
paradigms are simulated as Stol & Fitzgerald (2015) explained. In a study comparing several
software automated testing tools, Gadwal & Prasad (2020) recommended that such
comparisons be based on experiments. Pelivani & Cico (2021) compared two software

automation testing tools, Selenium and Katalon Studio, based on an experiment.

In this study, a software system is tested using automated testing tools through an experiment
implemented, executed, observed, and reported. Thus, the experiment is suitable for this
study. Other considered research strategies include surveys, sampling, case studies, and
systematic reviews; however, surveys and sampling are not suitable, as they involve fact-
gathering from the population, which is well-suited for measuring social phenomena or
trends but not for measuring machine behaviours. The case study is not suitable since it
involves multiple methods. A systematic review is not entirely suitable in the current case

because it relies primarily on previous studies for drawing inferences (Denscombe, 2021).
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4.1 Data collection

Data collection is through quantitative observation (Ellis, 2024) and automated data logging
(Fanjiang & Wu, 2017); The collected data includes test metrics such as test pass rate,
flakiness rate, and performance differences. A flaky test returns both passes and failures,
even when no changes are made to the code or test conditions (Chen, 2024; Lam et al., 2020;

Parry et al., 2021; Vancsics et al., 2020).

In the experimental study of LLMs' impact on software testing, both qualitative and
quantitative data were collected and analysed to understand students’ expectations and their
ability to use responses to improve their learning and practice of software testing (Mezzaro
et al., 2024). Qualitative data involves a detailed or in-depth description of a phenomenon,
whereas quantitative data consists mainly of numerical values, such as numbers
(Denscombe, 2021). In the simulation study of automation testing tools for web applications,
both quantitative and qualitative data were collected, comprising numerical values with
detailed descriptions, which were presented in the results session (Pelivani & Cico, 2021).
One alternative data collection method considered was a questionnaire, which can be used
to collect both quantitative and qualitative data. However, since this study does not involve
participants and is based on observable system behaviours and outputs, the questionnaire is

not suitable for the current case. (Denscombe, 2021).

4.2 Method application

A software system is developed from scratch with various functionalities, including
registration, authentication, and login, as well as CRUD (create, read, update, and delete)
functionalities for messages. It features drag-and-drop functionality, submission,
asynchronous Ul workflows such as data fetching and rendering, and API calls. The system
is then tested end-to-end using three automated testing frameworks integrated with large
language models (LLMs): Cypress, Robot Framework (RF), and Selenium. To ensure a
robust testing profile, various test scripts were written covering authentication flows,

application creation, drag-and-drop interactions, submission, and API mocking.

A MongoDB test container for Database isolation is created. The goal is to measure test

coverage, time, flakiness, and developer experience. These measures are achieved by setting
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up and integrating the testing tool, handling test data resets, adopting an end-to-end test
strategy, and implementing Continuous Integration (CI) with GitHub. The metrics evaluated
are execution time, test coverage, flakiness, and bug detection rate. The primary metrics

considered were asynchronous handlings, mocking rates, and flakiness.

The system comprises a frontend, a Node.js and Express backend, a MongoDB database
accessed through Mongoose, and RESTful APIs for message handling. The frontend
communicates with the backend via HTTP requests, including asynchronous updates to state.
The tested functional features include user registration, login, CRUD operations, data

fetching, and rendering externally fetched data.

The test strategy is an end-to-end testing, ensuring test executions through the browser UL
Each test simulates actual user behaviour, such as typing into input fields, clicking buttons,
navigating between pages, and dragging UI elements. The testing validates frontend

rendering logics, network communication, backend business logic, and database persistence.

Test standardization is implemented to ensure fair comparison; thus, the same test scenario
is implemented across all three tools. Each test suite followed the same logical steps and

validation criteria.

4.2.1 Actual data collection

The collected data are based on observable metrics, logs, and reports generated by the testing
tools, which comprise both numerical and descriptive data. Each testing framework provides
a way to display various performance metrics, including counts, execution time, test
coverage, and bug-detection rates. Other metrics include failed and passed test cases, cases
requiring attention, and developer experience. With these data, a detailed description is

achieved.

One important metric that was measured is the flakiness rate. A flaky test produces
inconsistent results, even when the application or test logic remains unchanged (Chen, 2024).
Thus, each suite is run multiple times under the same conditions, including the same
application version, test data initialization, and hardware environment. Test failures are

recorded for each test case and per execution run.
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Other collected metrics included the test's pass rate and performance differences, such as
total executions per test case, the number of failed runs, the flakiness rate per test case, and
the aggregate flakiness rate per testing tool. The results are visualized through charts,
terminal, CI, logs, and reports produced by each testing tool. The experiment procedure is

shown in Figure 3.
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Figure 3: Method flow diagram

Figure 3. The method flow diagram shows the experimental procedure for testing the
software system using selected automation testing tools. The software system is designed
with various functionalities, including CRUD operations, complex UI workflows, API calls,
and rendering. The test strategy is defined, e.g., end-to-end testing, and then the automation
testing frameworks are selected. The chosen LLM is infused into the testing profiles. The
frameworks are then initiated into the software system’s folder structure, and the test suites,
together with the test scripts, are written. The test measurements/metrics are then defined.
The test suites are executed sequentially under the same testing conditions to ensure
comparisons, while optimizing the suites through a feedback loop. Test results/metrics are

collected for each test run, and the results are documented (Figure 3).
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5 Results

This session presents the results of LLM-powered testing of a software system using three
automated testing frameworks: Cypress, Robot Framework, and Selenium. A large language
model was infused into the automated testing process. The reason for testing the system with
three different tools is to ensure a solid testing profile. A comparative analysis of these tools
reveals both striking differences and similarities, which are detailed below. This
experimental analysis aligns with the study by Pelivani & Cico (2021), which compares two

automated testing tools through an experimental simulation.

5.1 The full-stack application

There exists a web-based application where frameworks like React, Vue, or Angular run on
the frontend, and a backend application built with, for example, Node.js and Express. Both
sides were connected and communicated via RESTful APIs, primarily for data sharing. The
application consists of the client and the server sides. On the server side, the databases and
other frameworks are connected to it. When the server-side and client-side components are

linked, the result is a unified system (Figure 4).

Before combining the two ends, each side resides in its own folder structure and does not
communicate with the other on the code level; however, when combined, they begin
communicating through APIs. The key is to establish fluent communication between both
ends. A common standard data format is JSON; other types that can be shared include images
and geospatial data. The frontend calls the endpoints, formats the data, and displays it. While

the other end responds with a callback, the frontend delivers the request.

Additionally, Cross-Origin Resource Sharing (CORS) must be enabled on the server side;
otherwise, data sharing/transfer will be prohibited. With CORS, we can control, limit, or
prohibit the resources that are shared. This is a crucial technique for maintaining system
security. We can define which external resources connect or share data with the systems. For
example, we can prohibit specific IPs from sharing data with the system. The system’s

architecture is shown in Figure 4.
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Figure 4: A Basic representation of a full-stack architecture

Figure 4 illustrates the basic architecture of a full-stack application, where the client connects
to the server with the integrated microservices. In some cases, a database or many databases
can be connected to the server. The client and the server do not necessarily need to live in
the same environment. They could be miles apart; however, they communicate through
APIs. Several microservices can be connected to the systems, enabling them to run

seamlessly.

5.2 Automated testing with LLM

Beginning with the significant advances and ongoing challenges associated with LLMs.
Figure 2 illustrates the ongoing advancements and significant developments around LLMs.
In terms of explainability and reasoning, researchers are seeking to unravel the inner working
mechanism of LLMs to promote reliability and trustworthiness. The privacy concerns are
related to, for example, the ability of LLMs to memorize trained data, thereby leading to data
leakages, which is currently a big trending issue. Data leakage is a significant concern for
LLMs, as noted by (Carlini et al., 2021). Domain adaptability explores the feasibility of
deploying reliable, trustworthy LLMs across sensitive areas such as education, law, and

healthcare. Figure 5 explains the adaptability of LLMs for automated testing.
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Figure 5: LLM-powered test execution platform

The LLM-powered automated testing system begins by acquiring input, such as a user story.
The input is then processed in the prompting/scenario generation layer, which is then
synthesized into a testing script. The system’s validation oracle validated the script using
special techniques to increase reliability. The validated script is then moved to the execution
and monitoring layer. The feedback, refinement, and self-healing occur at the final layer.
The platform represents a system, such as a computer, integrated into the LLM's core

system.The full detail of the LLM-powered test automation algorithm is shown in Figure 5.

5.2.1 Communication protocol

The internal arrows show how components communicate via REST & gRPC. REST is a
commonly used web API style that uses HTTP and JSON, is human-readable, and is widely
supported by browsers. REST is slightly slower due to its text-based JSON format and is
stateless, meaning each request is independent of the others. In Figure 5, LLM service calls

backend APIs, tests platform-triggering endpoints, and validates Oracle fetch results.
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gRPC is a high-performance binary protocol (API) developed by Google that uses HTTP/2
and Protocol Buffers (Protobuf). It is faster and more efficient than REST with strong
typing/strict  principles. Instead of the normal POST/createTest, it uses
TestService.CreateTest() method. Other characteristics of gRPC include low latency, ideal
for microservices and internal systems. It is swift; however, it is harder to debug manually,
requires generated client/server code, and is not human-readable. In Figure 5, internal
communication between microservices uses gRPC, ensuring high-speed communication

between the LLM execution engine and a scalable backend orchestration.

The system in Figure 5 supports both REST and gRPC, demonstrating its protocol-agnostic
architecture; REST 1is used for public or Ul-facing APIs, while gRPC is used for internal
service-to-service communication. The two variants of LLM-powered test execution are

explained in the next section.

5.2.2 Two alternative models for LLM-powered automated testing

It is possible to run the LLM-powered test automation system fully integrated, with options
including GUI, CI, IDE, and headless and headed features, among others. This system would
be autonomous (Feldt et al., 2023), fully scalable, and maintainable. However, all the
challenges facing LL.Ms, such as data leaks and hallucinations (Carlini et al., 2021; Eghbali
& Pradel, 2024), would still be prevalent in this system, with the possibility of future

optimization.

The second option is to operate the LLM as a supporting tool for test development rather
than as a fully autonomous system. In this case, the LLM primarily accelerates test authoring
by scaffolding, refining selector strategies, and suggesting synchronization patterns for the
Ul and APIs. The main idea in this option is to run an LLM-assisted test generation to spur
test development, such as suggesting improvements to existing tests. However, despite the
gains, LLM-assisted tests still require a human in the loop to intervene, such as reviewing
the output to verify the LLM's assumptions. Whichever option is chosen, there will always

be human interventions.
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An important measurement in this study is the flakiness rate. The flakiness measurement is
presented in the next session. Flakiness rates were used to estimate the validation capacities

of the testing tools.

5.3 Flakiness measurement

In this session, flakiness measurement is treated, including the flakiness metric, its
estimation, the test stability index, and failure classifications. The flakiness rate was used
to assess the tool's reliability in performing E2E testing, primarily how it handles UI tests
across repeated executions. The system under test consists of a frontend and a RESTful
backend. Tested with Cypress, Selenium, and RF with the Playwright library. The UI
features include async data fetching, form submissions, CRUD operations, and

JSONPlaceholder API (posts).

5.3.1 Flakiness estimation

A test is considered flaky if it produces inconsistent outcomes even though no changes were
made to the application under test (AUT). That is, if the tests pass and, when rerun, they
suddenly fail, despite the same code version, test data, browser, and machine/CI runner not

having changed, then the tests are considered flaky.

To measure the flakiness of asynchronous Ul tests, the number of repeated test executions
(independent variable) is plotted against the number of tests' passes/fails, execution time, or

failure classification. The dataset can be generated with bash scripting.
For example,

The test suite is executed n = 30-100 times under the same code version, test data, browser,

and machine/CI runner.
The flakiness metric is calculated thus,
Flakiness rate = number of inconsistent outcomes / total executions

Given that there are 50 runs, of which 46 passed, and 4 failed, the flakiness rate is 4/50 =
8%.
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5.3.2 Test stability index estimation

The test stability index is estimated by first determining the flakiness rate and then deducting

that from 1 (100%). Thus, the Stability index = 1 — flakiness rate.
Stability index = 1- 0.08 = 0.92 (92%).

A suite with a 92% stability index is considered highly stable, such as Cypress. This is
expected due to Cypress's tight integration with the browser, which gives it a significant
advantage over the DOM state for E2E testing. Cypress performance aligns with what was
reported, that Cypress tests run in the same run loop as the system under test (Fuad & Sakib,
2023). In comparison, a stability index below 0.8 (80%) indicates an unstable test suite. In
this experiment, Selenium was observed to be the most affected by time-based rendering,
which is mitigated by using best-known strategies, such as applying the waiting strategies.
The next sections detail the estimations of flakiness, the stability index, and failure

classification.

5.3.3 Failure classifications

The failure classification enables the developer to perform root-cause analysis of the flaky
suite. This enables a more efficient test management. Table 2 shows the type of failure, its

example, and the number of possible occurrences.

Table 2: Failure classification analysis

Category Example Occurrence (n = 0 -100)
Timing UI element not showing up | n=0 - 100

on time
Selector issues Poor implementation of | n=0-100

strict mode

Network latency APT’s response delays n=0-100
UI animation Drag-and-drop not | n=0-100
completed

Test data pollution Existing/previous data state | n=0-100
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To reduce flakiness, the following measures were implemented: deterministic waits, such as
“Wait for element state"; semantic selectors, or CSS selectors, e.g., data-id="message-item";
and network-controlled state, e.g., "DELETE /api/messages/reset.” Implementing strict
mode helped expose flaky selectors as early as possible rather than hiding them. Figure 6
shows the flakiness graph, plotting the cumulative number of failed tests against the number

of test runs.

5.3.4 The flakiness graph

Flakiness Trend of Async Ul Test
0.7

0.6 1

0.5 1

0.4 1

0.3 4

0.2 4

Cumulative Failure Rate

0.1 1

0.0 1

T T T T T T
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Test Run

Figure 6: Flakiness graph for Robot Framework, showing the failure rate against the number of test runs

Figure 6 is generated by plotting the repeated test execution (test run) of the same test on the
X-axis and the cumulative failures on the Y-axis. The sharp spikes indicate unstable
asynchronous behaviours, such as network, rendering, and timing inconsistencies. The tests
improved reliably as test optimization continued; the lower spikes indicate test stability. The
flatter the curve, the lower the flakiness rate, indicating highly deterministic tests. The

flakiness trend of async UI test is generated as follows:

The script to generate the dataset from the terminal (bash) for Robot Framework is:

foriin {1...50}; do
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robot --output output_$i.xml robot-tests/tests/<posts.robot>
done

Each run will produce a corresponding XML file. By parsing the values '1' for failure and '0'
for success from each XML file and aggregating them after successive runs, the dataset will
be generated. The cumulative failure rate (not the raw failures) is then plotted against the

test run.

The flakiness trend in async UI tests with repeated runs in Cypress is shown in Appendix 4.
A steady decrease in test flakiness is observed as the retry mechanism stabilizes. The
downward trend shows that Cypress stability improves as the optimization improves. High
instability at the early stage is typical due to the initial test authoring. Over time, flakiness
decreases as selectors, assertions, and timing issues improve, and we can see that Cypress
exhibits a long-term decrease in flakiness for a dynamic frontend app, thanks to its automatic

waits and retries mechanismAppendix 4).

Appendix 5 shows Selenium's flakiness trend across repeated runs of async Ul test rendering.
The peaks indicate unstable handling due to dynamic rendering and network-dependent Ul
functions. The X-axis shows the repeated test runs, whereas the Y-axis (flakiness rate %)
shows the cumulative percentage of unstable runs. The peaks are mainly caused by timing
issues related to network calls, delayed renders, and race conditions. In contrast, the
downward peaks indicate stability as the test optimization improves with better waits, retries,
and test isolation mechanisms. Percentage flakiness = (failed_runs/total runs) * 100 per CI

run. Appendix 5.

Appendix 6 shows the average flakiness across the frameworks, with Cypress demonstrating
the lowest flakiness, followed by Robot Framework, while Selenium demonstrated high

sensitivity to timing issues. The timing issues are mitigated with the wait-and-try technique.
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5.4 Comparing the automated testing frameworks

The system was tested using Cypress, Robot Framework (RF), and Selenium, enabling a
comparison among the three testing approaches. The reason for testing the system with three
different approaches is to ensure a comprehensive testing profile and to assess how each tool
validates the system’s workflow. Cypress is primarily a frontend automated testing tool for
executing regression testing of web applications, including End-to-End, unit, and integration
testing. It is known for its developer-centric approach. RF is a generic software testing tool
primarily used for acceptance testing and development testing. RF is keyword-driven and
uses a tabular test data approach. Selenium is an open-source application that bundles many
tools and libraries for supporting browser automation. Each supports a playback application

for executing functional tests across many browsers.

The test suite comprises ten cases, each consisting of several steps. The test cases include
registration, authentication, and login, as well as CRUD functions (create, read, update, and
delete) for messages. Additionally, there is API testing, encompassing sending and receiving
calls. Overall, the three testing approaches performed very well, though the time required to
complete the suites varied. Whereas Cypress completed the cases in 9-11seconds, it took
about 24-26 seconds for RF to complete the same test cases, and 56-60 seconds for Selenium

to complete the test cases.

The time component may not be relied on solely to evaluate the tools because timing is
affected by network latency, the scripting patterns of each approach (logic), and, more
importantly, how each testing approach was designed to function. For instance, Selenium
WebDriver runs outside the browser and heavily relies on the so-called wait strategy, which
forces it to wait for elements to respond. Moreover, while the timing tells us little about each
approach's capabilities, it provides some insight into the efficiency of its execution engine

and its ability to run E2E testing frictionlessly.

All the cases passed with each approach; however, the tool tends to struggle with more
complex workflows, such as drag-and-drop, despite multiple optimization attempts. An
apparent reason for this may be the limited support for drag-and-drop functionality in the
tools' library. Moreover, drag-and-drop failures may be caused by test state setup errors
rather than issues with the application's logic. Thus, ensuring Ul state creation within the test

case is critical for deterministic end-to-end (E2E) testing.
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The testing conditions, including the network, the application’s logic, its functions and
components, and the testing environment (such as the computer), remain constant throughout
the experiment. This is to ensure a comprehensive evaluation of each tool. Both the headed
and headless approaches for each tool were experimented with. Figures 7, 8, and 9 show the
headless execution of each tool: Cypress, RF, and Selenium. More details of the comparison

are provided below.

Results

(Run_Finished)

messages.cy.ts

Figure 7: Executed test cases with Cypress

Figure 7 shows the headless execution of the test suite with Cypress. Altogether, there are
ten test cases with multiple steps, and all cases passed. No failing, pending, or skipped tests;
total duration is 9 seconds. The test cases were run in a single file, messages.cy.ts, because
the cases are relatively small and can be easily managed there. However, when the number
of cases reaches 50-100, it is better to split them into separate files for easier management
and debugging. The GUI version of Cypress is shown in Appendix 3. Although the GUI

version works, the command-line version runs the suite faster, which supports CI/CD.
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Figure 8: Executed test cases with Robot Framework (report version)
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Robot Framework (RF) is remarkably different from Cypress. While Cypress
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1S

development-focused, RF focuses more on quality assurance; hence, its use could span the

entire enterprise. Testing with RF can be carried out via the command line or via Playwright

Monitor if the Playwright library is integrated. The Playwright library provides a playback

interface for executing and monitoring tests. RF is flexible, so its syntax can change

depending on which library it is integrated with, such as the Playwright or Selenium libraries.

It is keyword-driven, language agnostic, and highly log/report-focused. Figure 8 shows the

summary of the RF test report, while Figure 9 shows the log file. All 10 cases passed, none

were skipped or failed, and the total elapsed time was 26 seconds (Figure 8). Like Cypress,

RF struggles with more complex workflows, such as drag-and-drop, which could be related

to limited library support for this function.

allTests Log
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All Tests
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Figure 9: Executed test cases with Robot Framework (log file)
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In Figure 9, the log file displays test statistics that include detailed test information, enabling
their use at the enterprise level. Tiny details and more can be accessed through the test report,

enabling deeper investigation.

5.5 Cypress vs Robot Framework for end-to-end testing

Comparing Cypress and Robot Framework (RF) as end-to-end testing paradigms on the

same test conditions reveals several key differences.

To ensure deeper analysis, the test author used several measures, including the tool's
usability, test stability, expressiveness, execution model, ecosystem integration/tooling, and

suitability for executing automated regression testing and E2E testing.

Overall, Cypress excels as a frontend-centric end-to-end testing tool with rich debugging
capabilities. At the same time, RF, with its keyword-driven, tabular syntax model and
language-agnostic approach, shines as an ideal tool for testing Ul and APIs within a single
suite. Cypress auto-resolves imports, while RF requires explicit paths. More details are

provided below.

5.5.1 Tooling philosophy and test authoring model

Cypress is a JavaScript-based testing framework designed for modern web applications. The
test 1s scriptable in JavaScript (JS) or TypeScript (TS). Cypress tests are executed in the
browser, giving it tighter access to the DOM state. Direct access to the DOM and the

application's state enables expressive tests that align closely with frontend development.

On the other hand, RF is keyword-driven, runs outside the browser, uses tabular syntax for
tests, and relies on external libraries such as Playwright (Browser) or Selenium. This
promotes readability; however, external libraries may introduce an additional layer between

test logic and browser execution.

In general, Cypress tests tend to be more coupled to component behaviour, whereas RF may
require more setup and explicit synchronization; however, there is a clear separation between
test intent and implementation. Both enjoy shorter scripts depending on the tested

component.
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5.5.2 Setup and integration

Cypress would be easier to set up if your application stack runs on the JavaScript ecosystem,
allowing it to be installed and executed using regular Node.js tooling and enabling the reuse
of configuration, JS-based stack, environmental variables, and test data. For RF, a separate
Python-based environment, additional dependency management, and extra configuration for
external Playwright (also known as browser) libraries may be required. Additionally,

backend test utilities may require Python HTTP clients and dedicated test API routes.

The RF variable files must be imported using the Robot syntax or as a valid Python module.
Mixing them up may cause complications that can manifest as missing variables during suite

setup.

5.5.3 Synchronization and handling of asynchronous UI behaviour

One advantage of Cypress is its automatic wait-and-retry mechanism, which repeatedly
attempts assertions until they pass or time out, reducing the need for an explicit waiting
mechanism used in RF. Given how asynchronous functions work, Cypress's automatic wait-
and-retry is a significant advantage. This explains why the Cypress test is relatively stable,
especially when validating asynchronous functions, since it runs in the browser. As reported

by Fuad & Sakib (2023), Cypress runs in the same run loop as the system under test (SUT).

In contrast, RF uses more explicit synchronization keywords, such as “Wait for Elements
State” and “Wait until keyword succeeds,” which nonetheless provide precise control;
however, this increases the likelihood of synchronous-related flakiness and the test script
size. No wonder its suite execution time lasted longer than the same suite executed by
Cypress. Cypress exhibited fewer timing-related failures than RF, and RF requires

meticulous tuning to achieve comparable stability.
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5.5.4 Stability and Flakiness

Flakiness indicates that a test that previously passed can fail even when the test conditions
remain unchanged. Overall, Cypress showed a steady, low flakiness rate, which can be
attributed to its deterministic execution pattern, including its automatic retries-and-waits

model.

Whereas RF was quite sensitive to timing-related issues, such as network-dependent
rendering, if the timing is not explicitly defined, the test may time out. Flakiness can be
reduced by implementing the wait-and-try strategy, though this approach can lead to longer
test execution times and more complex test logic. RF performed better where component

validations were simpler and asynchronous dependencies were minimal.

5.5.5 Debugging and developer use

Cypress provided more effective debugging, including time-tracking through test steps,
automatic screenshots, video recording, and in-browser inspections. These attributes are
acknowledged by Fuad & Sakib (2023). Whereas RF provided textual logs and screenshots
using the Playwright library, the logs may be less attractive, but they are even more detailed.
Thus, RF may be better suited for post-run analysis, given its detailed reporting and logging.

5.5.6 Suitability for diverse testing Scenarios

RF may be more desirable when cross-functional teams contribute to automated testing,
thereby providing an organizational advantage, whereas Cypress may be more efficient for
developer-driven roles. Cypress is tightly integrated with the frontend Ul workflow,
providing better browser coupling. This aligns with the Cypress properties detailed by
Pelivani & Cico (2021), noting that Cypress's tight integration with the browser enables very

stable test executions.

RF may be more accessible to users with a limited programming background; however, its
support for cross-technology testing scenarios, such as APIs, Ul, and other systems'

workflows, makes it a more versatile testing paradigm.
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Table 3 presents a focused comparison of Cypress and RF, while Table 4 provides a more

extended comparison of the two testing paradigms.

Table 3: A focused comparison of Cypress vs Robot Framework

Cypress (Cy)

Robot Framework (RF)

Focused on Development

Quality Assurance/Enterprise-level-focused

Scripting based on JS

Language agnostic

Great for CI

Excellent reporting

Intensive-codding

Keyword-driven

Suitable for frontend teams

Suitable for cross-functional teams

The attributes to be paid attention to in Table 3 are the focus, the CI, and the suitability of

the testing frameworks. Thus, Cypress focuses on development with robust CI capabilities

and is suitable for frontend teams. In contrast, RF focuses on quality assurance and

enterprise-level use, offering excellent reporting and cross-functional suitability.

Table 4: An elaborate comparison of Cypress and Robot Framework

Measures Cypress Robert Framework

Main scripting language JavaScript/TypeScript Plain text plus Python
Libraries

Setup complexity Low Medium to High

Async handling

Automatic retries and waits

Waiting time is explicitly

defined

Observed flakiness

Low

Moderate

Debugging tools Time-travel, video, Logs and screenshots
DevTools
Cl integration Simple Requires extra

configuration

Suitability

Frontend dev-focused

Cross-team test automation

Similarly, the async handling, flakiness, and debugging capabilities are the noteworthy

properties in Table 4. Hence, the automatic retries and waits, the low flakiness, and the

debugging capabilities give Cypress an edge over RF from a frontend-driven development



43

perspective. However, combining both frameworks will produce a comprehensive testing
profile that supports system validation and promotes high-quality assurance. The third

testing framework is introduced below.

configfile: pyproject.toml
plugins: order-1.3.@
collected 10 items

selenium tests\tests\test suites.py
selenium tests\tests\run_home test.py

1@ passed

Figure 10: Executed test cases with the Selenium framework

The system was tested using the third testing framework, Selenium. The same test suite was
executed with the Selenium framework. A total of 10 test cases were run under the same test
conditions using both Cypress and Robot Framework. In Figure 10, each green dot
represents a successful test case, indicating that all test cases have passed. Test cases were
managed in a single file; however, it is possible to split them into separate files to enable a

faster debugging process Figure 10.

5.6 Cypress vs. Robot Framework vs. Selenium for E2E testing

This session presents a comparative analysis of three end-to-end testing frameworks:
Cypress, Robot Framework (RF), and Selenium. This comparison is based on empirical
results from experimenting with these testing tools and evaluating their synchronization
performance, flakiness, maintainability, suitability for continuous integration, and support

for asynchronous test executions.

5.6.1 Key architectural differences

The key differences among them are their underlying execution architecture. Cypress runs
inside the browser, coupling it into the browser’s event loop and network layer. This gives
it direct control over the system under test. Thus, it allows it to automatically wait for
Document Object Model (DOM) updates, network responses, and animations before

performing any assertions.
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In contrast, RF and Selenium operate outside of the browser via the WebDriver protocol.
This information is corroborated by the study by Ramya et al. (2017), which notes that
Selenium runs outside the browser, executing commands remotely over a network. Thus, for
test execution with RF and Selenium, commands are sent to the browsers remotely, which
access the test runners, triggering internal browser executions. This means that actions such
as waits, retries, and polling strategies must be explicitly implemented by the developer (test
author) to ensure correct synchronization. These architectural differences strongly influence
the stability and manageability of the tools. Thus, the architectural differences contribute
towards evaluating the framework's ability to execute frontends' asynchronous workflows,

API calls, and dynamic rendering.

5.6.2 Handling synchronous and asynchronous UI workflows

The frontend had many asynchronous features, such as async fetch and async waits for APIs;
thus, during test execution (synchronizing with the dynamic UI states), Cypress, with its
automatic waits and retries, continuously queries the DOM until the condition is satisfied or
a timeout occurs. This behavior reduces the need for explicit waits and retries peculiar to RF

and Selenium, making tests more resilient and requiring smaller test scripts with Cypress.

In contrast, explicit keywords such as “Wait For Element State” and “Wait until keyword
succeeds” must be used in the RF test script, mainly when RF is used with the Selenium
library. While this provides some flexibility, it introduces extra verbosity, increasing the

likelihood of incorrect wait logic that could lead to test failures.

Selenium’s WebDriver Wait technique provides precise control while allowing the test
author to manage the test entirely. This feature requires the most manual synchronization in
Selenium. Selenium showed the most sensitivity to network issues and Ul rendering timing,

mainly when run in headless mode.

Overall, Cypress provided more stable support for async Ul behavior, followed by RF, while

Selenium required more effort to achieve a similar level of stability.
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5.6.3 Flakiness and stability

Empirical results, including test metrics, showed that Cypress had the lowest flakiness rate,
with rare failures, and failures were typically related to system issues rather than timing

issues, thanks to the automatic waits and retries and tight browser coupling.

RF demonstrated moderate flakiness, particularly in more complex workflows and during
rapid DOM updates. Failure could be reduced significantly by explicitly implementing the
waiting strategies. This, however, introduces more verbosity and does not entirely remove

instability.

Selenium exhibited the most flakiness, especially in tests involving navigation, animations,
and dynamic component rendering. Headless mode further exacerbated Selenium issues,

leading to higher failure rates due to unreliable focus handling.

This finding suggests that architectural proximity to the browser correlates with reduced

flakiness, especially in modern web-based software applications.

5.6.4 Test Development experience

The system under test (SUT) was built with JavaScript (JS) ecosystems. Since Cypress is
written in JS, this makes test tooling, debugging, and support easier by reusing resources,

making testing and management much easier for frontend developers.

The keyword-driven syntax of RF makes it more desirable to users with a limited
programming background. RF’s tabular test cases resemble structured natural language,
which could be accessible to non-testers. However, things could quickly get trickier when

custom keywords or Python extensions are required.

Selenium tests tend to be more verbose and repetitive, though highly flexible. Some tasks,
such as “wait for element”, locating dynamic selectors, and managing browser state, require

careful scripting, which can easily introduce frustration and hinder test maintainability.

Cypress had the fastest test development cycle, followed by RF, while Selenium required

more manual effort to achieve the same level of stability.
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5.6.5 Tooling and debugging

Cypress's rich interactive test runner, time-travel debugging, DOM snapshots, and network
inspection capabilities make testing management much easier, especially when debugging

asynchronous issues.

Whereas RF’s rich logs and reports provided an edge for tracing execution flows, debugging
was challenging, requiring reruns or the inspection of verbose log files. Live DOM

inspection during test execution was far-fetched.

For Selenium, the external debugging via screenshot, logs, and manual reproduction in a
browser could be desirable. However, understanding why a test fails could be time-
consuming, especially where visual feedback is limited in a CI environment. Additional
tooling could mitigate this shortcoming. Developer experience with these tools can vary

depending on the developer's skill level.

5.6.6 Execution performance with CI/CD

The three frameworks integrate well into CI pipelines. While Cypress is optimized for CI
execution with built-in dashboards and reporting features, RF integrates well with CI
pipelines via standard test reports and logs. Longer execution time due to explicit wait-and-
retry strategies hampers efficiency. At the same time, Selenium took the longest to execute
due to longer waits, browser startup overhead, and limited optimized entries. Selenium tests
require more tuning to achieve comparable stability. This difference has practical
implications for continuous testing, where reliability, stability, and faster feedback are

required. Table 5 shows the tabulated comparison of the End-to-End testing frameworks.
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Table 5: Tabulated analysis of Cypress, Robot Frameworks, and Selenium for End-to-End Testing

Measures Cypress RF Selenium(Python)
Test execution Runs inside the External control via External control
Browser Playwright or via WebDriver
WebDriver
Synchronization | Built-in automatic Explicit waits via Explicit waits via
model waits and retries keywords WebDriverWait
Handling async Very strong with Moderate; requiring Weakest; highly

UI components

reduced explicit waits

explicit timing control

sensitive to

timing
Observed Lowest Medium Highest
flakiness
Headless vs Minimal difference Moderate difference Huge difference
headed mode
Test readability High for users with JS | High for non- Medium — low
skills developers (verbose code)
Test development | Fast Medium Slow
speed
Debugging Excellent; time travel, | Good logs with Limited; relies on
support DOM snapshots, limited live inspection | screenshots/logs
network logs
CI/CD integration | Very strong with CI- | Good via standard Good with extra
optimized reports/logs configuration
Browser support | Chromium-driven Depends on library; All major
with limited good with Playwright | browsers
Safari/Firefox/WebKit
Language support | JavaScript/TypeScript | Keyword-based Multiple
(Python/JS backend) languages

(Python, Java, C#,

etc.)

Learning curve

Low-medium

Low for testers; high

for extended logic

Medium - high
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Scalability for big | Highly scalable Medium — high High with heavy
suites maintenance
Suitability (best Modern frontend Acceptance testing, Cross-browser
use case) apps, with fast with mixed-skilled validation; legacy
feedback teams apps
Documentation Very good Very good Very good

Execution speed | Very fast (10 cases in | Fast (10 cases in 26s)

9s) Im)

Slow (10 cases in

Cypress may be preferred by developers with frontend-driven skills who test both
synchronous and asynchronous UI behaviors, where stability, rapid feedback, and low
flakiness are valued. Whereas RF provides a balance between readability and power, making
it suitable for cross-functional use, it comes at the cost of increased synchronization
management, especially with its Python flavor. Selenium provides flexibility with cross-

browser control, but it may require significant optimization effort to achieve stable testing.

The three testing tools perform functional testing very well; however, their effectiveness
may vary when viewed through the lens of reliability, maintainability, and developer
experience. Cypress may offer a more practical solution for end-to-end testing, especially

for users with a JS programming background Table 5).

5.7 Result analysis

The interpretation of the empirical results obtained from repeated execution of test suites
with Cypress, Robot Framework (RF), and Selenium is presented here. This analysis is based
on the test author's observations of the testing tools based on these measures: flakiness rate,

execution stability, and practical reliability when testing asynchronous UI behaviours.

The observed data align with the methods described by Ellis (2024) and Fanjiang & Wu

(2017), namely, quantitative observation and automated data logging.

Meanwhile, LLM-powered testing enhanced the overall performance of the testing tools, test

authoring, test scaffolding, test refinement, and debugging.
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Overall, there are apparent differences in stability and consistency among the testing tools.
Cypress demonstrated the lowest flakiness rate across almost all test runs, especially for
asynchronous data fetching, navigation, and DOM update triggers. This justifies the Cypress
execution model, involving automatic waits and retries until assertions pass or time out.

Making Cypress resilient to minor timing variations due to network and rendering issues.

RF showed moderate flakiness in the same test scenarios. Test failures were mitigated by
implementing the waiting strategy, which used explicit test commands, such as “Wait For
Element State”. However, this technique slightly increases the execution time and the overall
test complexity (verbosity). Moreover, managing test synchronization with explicit
commands placed an additional burden on the test author, as the correct Ul timing behavior

has to be correctly anticipated; if not, test failures could occur.

Selenium demonstrated the highest sensitivity to time-related issues, especially in headless
execution. Tests that consistently passed in headed mode occasionally failed in headless
mode due to variations in rendering speed, focus handling, and event dispatching. Test
failures were mitigated by implementing longer waits, which inadvertently reduced

efficiency and, in some cases, masked synchronization problems rather than resolving them.

The three testing frameworks, Cypress, RF, and Selenium, can reliably perform end-to-end
testing of modern web applications. However, their strengths differ significantly, as
demonstrated in Table 5. Cypress excels in frontend-heavy, fast-feedback development
environments where rapid iteration and tight integration with the application stack are
prioritized. Its automatic synchronization and advanced debugging features result in lower

flakiness and reduced maintenance effort.

Whereas the RF Framework provides broader flexibility and supports heterogeneous system
testing beyond browser automation. While it requires more explicit control over
synchronization and infrastructure, it enables unified testing across APIs, databases, and Uls

using a single framework.

Cypress proved more effective for validating dynamic Ul components, including
asynchronous features, whereas RF was more appropriate for structured, scenario-based

workflows that involve both frontend and backend operations.

Selenium showed the highest sensitivity to timing issues and required the most manual

control to maintain test stability.
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Furthermore, Selenium was observed to require more execution time than the others, but this
may be due to its engine architecture and test script design. Selenium uses WebDriver; thus,
virtually all its test scripts contain the keyword “wait,” such as “wait until,” which instructs
the driver to wait until an action completes before executing the follow-up action. Secondly,
a time constraint (the so-called waiting strategy) must be defined in the tests, thereby

extending the overall test time. (Ramya et al., 2017).

However, the time constraint has a lesser impact on the tool's capabilities. Another
significant aspect is waiting for an element to appear or render before WebDriver parses an
assertion, which then passes or fails. This is also connected to the finishing off with the
assertion, thus if the assertion is wrong or does not render in time, the test fails. The Selenium

test script is not difficult to learn; once one becomes familiar with it, it flows seamlessly.
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6 Discussion

Software testing is essential because it validates the software on which many things depend:

people's lives, safety, and comfort (Pelivani & Cico, 2021).

The application of Artificial Intelligence (AI) in software testing has been making waves,
with a significant impact on Software Engineering; however, it is not without challenges. By
revisiting some of the limitations and drawbacks of Al in software testing, especially with a
focus on LLMs, we can see that AL, such as LLMs, can generate code, debug, and optimize
code. However, it still lags in some areas. It still requires a human to fully validate its
generated output (the so-called human-in-the-loop), which can be time-consuming. Failure

to do so could lead to more complex problems, including future maintenance issues.

Making strategic trade-offs, for example, using Al is not yet optimized, since humans handle
this activity better; Al may be limited in considering all variables in some instances,
especially when deployed in sensitive domains. Al may be handicapped in keying in some
discrete variables (such as empathy, social, political, and economic variables) in its decision-
making. These variables must be aligned and balanced with the tech strategy, especially in

software engineering. For example, Al may not be able to lead a multidisciplinary team.

Although LLMs are still evolving, they will require significant remodelling and optimization

to unlock their full potential.

Considering the advantages of LLMs in software testing, along with the reasons automated
testing is the way forward, we can see that while manual testing may be cheaper in some
cases, it is marred by limitations. Manual testing is susceptible to errors and can easily miss
underlying issues, such as network, method, and logic issues. Thus, validating a critical
system solely through manual testing can be hazardous. On the other hand, with strong
visualization, solid test authoring, and reports, automated testing is proven to be more
credible and reliable. Some of the advantages of LLM-powered automated testing include:

e More exhaustive test coverage with minimal time,

e Much less effort compared to manual testing,

e Much cheaper and with minimal errors compared to manual testing,

e Easier test process optimization/improvement
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e Test visualization and reporting, including metrics and reports.
Meanwhile, integrating LLMs into automated testing offers additional benefits, including
test scaffolding, suite generation, and debugging capabilities. Issues related to logic, methods
(e.g., bloated methods and flaky logic), and network-related problems can easily be missed
during manual testing; however, automated testing will unmask them. Thus, it provides
ample opportunity to optimize the system before proceeding to production. In the absence
of automated testing, the aforementioned issues may not be detected during development;
however, they will likely surface in production or during deployment, introducing extra

complications and potentially increasing costs and workloads.

The empirical results of this study revealed that the three evaluated testing tools, Cypress,
Robot Framework (RF), and Selenium, excel at testing end-to-end workflow. However, there
are notable differences among them. Cypress's test execution is swift and stable, with a low
flakiness rate, thanks to its built-in automatic waits and retries. In contrast, RF and Selenium

require an explicit wait-and-retry strategy, which increases test verbosity and complexity.

The length and breadth of the empirical analysis of these tools in conjunction with the
underpinning scientific background demonstrates that the three-fold objectives of this study
have been fulfilled, namely to demonstrate the effectiveness of these tools in validating
complex workflows in a software system, to compare the tools empirically, and to showcase
how large language models can be integrated into automated testing. These objectives are

evaluated below.

6.1 Evaluations

This study investigated E2E testing of a software application using three automated testing
frameworks: Cypress, Robot Framework (RF) with the Playwright library, and Selenium
WebDriver. Particular attention was paid to how the tools validated asynchronous Ul
behaviours, authentication workflow, and various CRUD operations. The testing tools were
evaluated on identical test scenarios. All tests were run sequentially without modifying the
application code for estimating the flakiness rate. This evaluation focuses on test stability
and flakiness, handling of asynchronous Ul behaviour, maintainability, test code complexity,

and the frameworks' suitability for CI/CD usage.
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Test Stability and Flakiness: The experiment indicates significant differences in flakiness
and stability among the three tools, with Cypress demonstrating the lowest flakiness. When
paired with the Playwright library, RF showed moderate flakiness, and Selenium WebDriver

demonstrated the highest flakiness, especially in headless mode.

Headed vs. headless execution: A clear difference emerged among the three approaches,
with Selenium showing the most significant change. Cypress showed minimal differences
between the two modes, whereas RF showed moderate differences. WebDriver-based tools

significantly affect execution mode.

The impact of tools architecture and tests tooling: There is a notable architectural difference
among the frameworks, and this affected stability, with Cypress running within the browser
and having tighter access to the DOM state, contributing to its stability, while RF benefits
from Playwright or Selenium library with its explicit waiting mechanism, and Selenium
WebDriver operating outside of the browser, was more sensitive to timing differences,
however, requires explicit waiting mechanism to achieve comparable stability. The
architectural differences explain the variations in flakiness rates and stability among the

tools.

Evaluation against research objectives: The research objectives defined at the beginning of
this study have been successfully met. The objectives are: 1) to demonstrate how effective
some selected automated testing tools can be in validating complex workflows in a software
system. Achieved through systematic testing of Cypress, RF, and Selenium on the same test
conditions. 2) to compare the selected automated testing tools. Achieved through empirical
analysis of these tools by experimenting with them. 3) to demonstrate how large language
models (LLMs) can be integrated into automated testing. Achieved through infusing LLM

into the testing tools and experimenting with them.

Practical implications: Crucial implications resulting from this study for software
engineering practice have been identified. For a JavaScript (JS) based ecosystem, a tool
tightly integrated with the browser (like Cypress) and sharing the JS ecosystem could offer
substantial reliability. A keyword-driven RF, when combined with the Playwright/Selenium
library, is a viable option, especially for cross-team use. Selenium’s cross-browser testing

provides a comparative alternative for E2E testing, though it requires explicit wait strategies.
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Its headless executions provide test playback; however, the headed mode tends to support

CI/CD pipelines more.

6.2 Threat to validity

Empirical studies are subject to threats to validity; this study is no exception. The threat to
validity is addressed by evaluating the internal, external, and construct threats, as well as
conclusion validity. To mitigate the threats to validity, the following actions were taken: all
tools were examined under the same test scenario, repeated executions were performed to
monitor non-deterministic behaviours, stable selectors such as (data-id) were implemented
in the application to minimize DOM-related noise, and a consistent test execution

environment and configurations were maintained.

Internal validity: The question here is whether the observed results are a direct consequence

of the examined paradigms rather than a random construct.

The non-deterministic nature of asynchronous Ul features, network latency, browser
scheduling, and JS event loop timing may affect test results, especially in data fetching and
rendering. This issue was mitigated by repeatedly running the test suites for each framework
over a finite number of times under the same testing conditions, and failures were analysed

rather than treated as isolated cases.

Another internal threat concerns how learning and tuning were handled, as this could bias
the results. As test instability starts to unfold, waiting and selector strategies were introduced
across the suites. Although this reflects real-world practices, its effect was minimized by

applying the same strategies across all suits.

External validity: The extent to which results generalize. The chosen stack application
(single application) used for the experiment might differ from other stacks, primarily in
frontend frameworks and architectural patterns. While JS-based application stacks are
widely used in the industry, results may differ when different frameworks are used

interchangeably, each with its own rendering model (e.g., Vue vs. Svelte vs. Angular).

The tests were executed through a locally controlled machine with a CI environment.
However, variations in hardware performance, network issues, differences in browser

versions, and even testing in development vs. production mode may affect outcomes, leading
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to flakiness. Nonetheless, the selected stack, testing tools, and testing scenarios well reflect

industry standard usage; thus, the relevance of the results is well supported.

Construct validity: related to whether the chosen measurements tally with the studied
concepts. The measures that were operationalized in this study are flakiness rate, stability
index, and failure classification. Repeated executions were carried out under the same testing
conditions to monitor test flakiness, in line with widely accepted approaches to estimating
test flakiness (Chen, 2024; Lam et al., 2020). Test flakiness may also manifest in different

ways, such as increasing execution time or causing sporadic retries.

The stability index was estimated from the flakiness metric. Failure rates, pass/fail outcomes,
and failure classifications were also analysed as necessary components for enabling

comparisons across the frameworks.

Conclusion validity: The accuracy of the inferences drawn from experimental results. The
limited number of repetitions used to estimate flakiness may be small (about 100 runs);
however, if some level of test stability has been achieved, increasing the repetitions in a
small project may not make much difference, except for network conditions and
asynchronous data-fetching and rendering. However, a larger sample size of flakiness could
further strengthen the statistical observations. The conclusions were drawn from observable,

repeated patterns rather than formal, hypothetical test patterns.

Despite these limitations, the consistency of test results across the frameworks supports the

validity of the inferred conclusions.

6.3 Limitations

The availability of external APIs and the network may have influenced asynchronous fetch
timings, rendering, and, consequently, the flakiness rate. The flakiness rate was estimated
across a finite number of runs, approximately 100 runs; this may be too small to capture
long-term variations, and the experiments were conducted on a single-stack application
architecture. These limitations could be addressed in future studies by combining multiple

applications and conducting wider test executions.
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6.4 The study's novelty

This study provides a practical E2E comparative evaluation of modern automated testing
frameworks within a real software application, rather than in a synthetic environment.
Previous studies usually evaluate testing frameworks using random, simple pseudo-projects
or based on a theoretical construct; this study analysed the frameworks using a production-
grade codebase with identical user workflows. The carefully implemented application-level
comparison provided more realistic insight into the tool's behaviours, reliability, and

maintainability.

Moreover, the use of flakiness analysis, a well-researched measure, to gauge asynchronous
Ul scenarios yielded quantitative metrics and visual evidence of stability differences among
the tools. Instead of relying on previous qualitative opinions, this study employed empirical
metrics, including failure frequency (FF), execution variances, and retry behaviour across

sequential runs.

The integration of LLMs as an exploratory dimension, examining how these models can
support automated test authoring, bridges the gap between contemporary Al-assisted
development practices and traditional quality assurance practices. This area is largely

underrepresented in the existing academic literature.

This work delivers a holistic methodological framework for analysing automation tools,
automated pipelines, and test automation authoring, with reproducibility in mind. This is not
just a test automation comparison but a well-structured decision-support model that

developers and researchers can adapt when selecting E2E, Ul testing technologies.
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7 Conclusions

This study empirically evaluated the capability of automated testing frameworks, Cypress,
Robot Framework, and Selenium in executing end-to-end testing on a single-stack software
system. A large language model was incorporated into the testing architecture, which

significantly improved testing outcomes.

Test flakiness was used as a primary measure for evaluating the testing tools. The flakiness
was measured by running the test suites repeatedly under the same testing conditions across
the frameworks. Cypress demonstrated remarkable stability in validating dynamic UI
behaviour, whereas Robot Frameworks showed moderate stability, and Selenium showed
the most sensitivity to timing variations. Selenium's sensitivity was managed by
implementing explicit wait and retry strategies, which slightly increase test volume

(verbosity).

The tested system was a JS-based frontend with a RESTful backend, tested for the
authentication workflow, CRUD operations, and asynchronous API data fetching and
rendering. All in all, the three testing frameworks excelled at automated E2E testing, with
slight variations in stability. The consistency of test results across the frameworks supports

the validity of the inferred conclusions.

7.1 Future research

There is a consensus (based on research papers) that Artificial Intelligence (Al) and Machine
Learning (ML) should be integrated into automated software testing due to the numerous
benefits they offer, such as broader test coverage, predictive capabilities, and more. (Kamau

et al., 2023; Pelivani & Cico, 2021).

In the software test automation study by Pelivani & Cico (2021), which compared Selenium
and Katalon Studio, Al was not integrated into the simulation. However, the study suggested
integrating Al to make automated testing more efficient and fasterClick or tap here to enter
text.. Thus, an Al model such as a Large Language Model (LLM) offers significant potential

to enhance automated testing.
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Kamau et al. (2023) recommended integrating Al and ML into software testing to improve
the security of the system’s framework. According to the paper, predictive Al like ML can
detect vulnerabilities ahead of time, allowing developers to be proactive than reactive.
Similarly, Rohit Khankhoje (2023) recommends integrating Al and ML into test automation
frameworks to improve test case generation, predictive capabilities, and test prioritization.

(Kamau et al., 2023; Pelivani & Cico, 2021; Rohit Khankhoje, 2023).

Thus, there is an apparent lack of use cases for Al-powered, such as LLM-powered,
automated software testing. This paper, therefore, calls for a more empirical comparison/use

cases of automated software testing tools/frameworks integrated with LLM capabilities.

Future studies should compare Jest, Mocha, and Cypress in this order based on an
experiment. Since these testing frameworks are based on the JavaScript ecosystem, it would

be interesting to see the striking differences and similarities among them.
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Appendix 1: Cypress GUI, with a simple approach

© Cypress

File Edit View Window Help Developer Tools

@ fs-testing

@ v14.5.4 - Upgrade @ Docs

Welcome to Cypress!

Review the differences between each testing type -+

|

E2E Testing

Build and test the entire experience of your
application from end-to-end to ensure each flow
matches your expectations.

® Configured
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Component Testing

Build and test your components from your
design system in isolation in order to ensure
each state matches your expectations.

Not Configured
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Appendix 2: The four main browsers supported by Cypress

& Cypress

File Edit View Window Help Developer Tools

@ fs-testing > E2E Testing @ v14.5.4 - Upgrade @ Docs
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Appendix 3: Sample of a test suite execution with Cypress
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Appendix 4: Cypress async Ul test flakiness trend line graph
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Appendix 5: Selenium async Ul test flakiness trend line graph
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Appendix 6: Average flakiness across Cypress, Robot Framework, and Selenium

Tool Avg Flakiness Headless Impact Best Use Case
Cypress ~1-2% Minimal SPA E2E
Robot Framework ~5-8% Moderate Keyword-driven QA

Selenium ~10-20% High Cross-browser validation



Appendix 7: Ratings used for the measures

Measures

Setup - Easy Difficult Very difficult Extremely difficult

GUI - Very complex Extremely

complex

Cl/CD support - Good Very good Exceptionally Extremely good
good

Debugging - Limited Adequate Enhanced Supper enhanced

support

Documentation | - Good Very good Exceptionally Extremely good
good

Visualization - Limited Adequate Enhanced Supper enhanced

Execution Slow Extremely fast

Speed

Explanation of the measures

An easy setup, a simple-to-moderately complex GUI, and good-to-excellent CI/CD support
are preferred. An adequate to excellent debugging support, along with good to exceptionally
good documentation, is preferable. An adequate-to-super-enhanced visualization is

preferable, while very fast to exceptionally fast is desirable.



Appendix 8: Declarations

LUT
Univers:

ity

Declaration of AI Usage

Software Engineering

Leveraging large language models for automated end-to-end testing: an empirical analysis of
automated testing tools through experiments

Supervisor(s): Associate Professor Azeem Akbar (Ph.D.),

Option 1: AT Tools Utilized:

I, the undersigned, in line with LUT AI usage recommendations and policy, hereby declare the
following regarding the usage of Al tools in the development of the contents of my thesis work:

la) AI Tool Name:  Opendl ChatGPT 5.0

1b) Purpose of Use: For concept understanding and brainstorming

I¢) For understanding how large language models work, including their structures and their
decision-making mechanisms. All generated output was meticulously reviewed.

2a) AI Tool Name: Grammarly
2b) Purpose of Use: Grammar check
2¢) For checking the text'’s grammar.

The originality of this thesis has been checked with the Turnitin tool.

I declare that no other AT assistance or tools were used in the development of the contents of
my thesis work than those mentioned above.

Date: 11.02.2026
Signature:  Simon Ihegbu
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