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With the increased popularity of drones and the rapid development of object detection
software, pairing the two has become a more feasible objective. Equipping drones with
object detection software would enable drones to operate almost fully autonomously. This
would improve the scalability of drone applications, since every drone wouldn’t need a
human operator. This thesis explores the topic by fine-tuning and testing different object
detection models using drone footage.

Both pretrained and fine-tuned versions of the following object detection models are
evaluated: Faster R-CNN, YOLO11m, SSD300, RetinaNet, and FCOS. Performance is
measured using mean average precision and recall, which are common performance
metrics in object detection. The tests are conducted using three different drone footage
datasets, featuring a variety of object classes and environments.

The results indicate that pretrained models trained on the popular COCO dataset aren’t
suitable for drone applications, as they fail to confidently detect most objects in images
captured by drones. After just a few epochs of fine-tuning, the performance of the models
improves significantly. The models still struggle to detect objects that are far away or
heavily occluded, but are able to reach high precision and recall in simpler scenes. It was
also observed that using thermal images further improved the precision of the models.
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Droonien suosion kasvaessa ja objektientunnistusmallien nopean kehityksen myd6té, ndiden
kahden yhdistdmisestd on tullut toteuttamiskelpoinen tavoite. Droonien varustaminen
objektientunnistusohjelmistolla mahdollistaisi niiden ldhes tdysin autonomisen toiminnan.
Tdmid parantaisi droonisovellusten skaalautuvuutta, silld jokainen drooni ei tarvitsisi
thmisoperaattoria. Tassd tyOssd aihetta tutkitaan hienosddtimailld ja testaamalla erilaisia
objektientunnistusmalleja drooni-kuvamateriaalin avulla.

Testaamisessa kaytetddn sekd valmiiksi koulutettuja, ettd hienosdddettyjd versioita
seuraavista malleista: Faster R-CNN, YOLOIlIm, SSD300, RetinaNet ja FCOS.
Suorituskykyéd mitataan keskiméadrdiselld tarkkuudella ja palautuskyvylld, jotka ovat yleisid
suorituskykymittareita objektientunnistuksessa. Testit suoritetaan kdyttdmalld kolmea eri
drooni-kuvamateriaalikokoelmaa, jotka siséltavét erilaisia objektiluokkia ja ympéristojé.

Tyon tulokset osoittavat, ettd suositulla COCO-kuvamateriaalikokoelmalla koulutetut mallit
eivit sovellu droonisovelluksiin, silld ne eivét pysty luotettavasti tunnistamaan objekteja
drooneilla otetuissa kuvissa. Jo muutaman hienosddtokierroksen jélkeen mallien
suorituskyky paranee merkittavisti. Kaukana olevat ja osittain peitetyt objektit aiheuttavat
edelleen ongelmia malleille, mutta ne pystyvdt saavuttamaan hyvid tuloksia
yksinkertaisemmissa kuvissa. Tuloksissa havaittiin myds, ettd lampokuvien kdyttd paransi
mallien tarkkuutta.
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1 Introduction

Drones and other unmanned vehicles have seen widespread use over the years across
multiple industries. From agriculture and photography to search-and-rescue operations,
unmanned aerial vehicles (UAV) can serve a wide range of purposes. With the rise of
artificial intelligence (AI), UAVs have received more attention, as they can be almost fully
automated to carry out tasks that would previously require constant human operation.
Specifically, computer vision software that utilizes deep learning can provide machines with
human-like vision and, in some cases, vision that exceeds that of humans. This includes
object detection, object tracking, and image segmentation, which are common applications
of computer vision. Computer vision is widely used in many fields, such as agriculture,
where it can be used to monitor crop and animal health, improving both productivity and
operational efficiency (Tian et al., 2020). Computer vision is also used, for example, in the
manufacturing sector, especially for quality inspection and supply chain optimization
(Raisul Islam et al., 2024). In addition to these, computer vision has seen more use in military
applications, such as identifying and tracking targets (Khule et al., 2025). The growing use
of this technology raises the question: What are the limitations of computer vision in real-

world applications?

A common task in computer vision is object detection. Object detection is the process of
detecting and classifying predefined or unknown instances of objects in an image (Wen et
al., 2021). Object detection is widely used in computer vision applications and serves as the
basis for other tasks, such as image segmentation and object tracking (Zou et al., 2023).
Image segmentation and object tracking are often relevant in UAV applications. Image
segmentation can be used in aerial imagery to segment specific areas of land, such as soccer
fields or airports. Object tracking, on the other hand, can be used to follow objects such as

cars as they move.

This thesis will focus on the task of object detection and its limitations by testing different
object detection models using different sets of aerial images, which include a variety of
object classes. Object detection is a fundamental task in many computer vision applications
and provides information about the appearance and location of objects that have semantic

labels. Computer vision, in general, can increase efficiency and, in some cases, improve



safety by reducing the need for direct human intervention. This can be relevant in
applications where inspections must be carried out in potentially hazardous environments,
such as near dangerous chemicals or heavy machinery. This is also a major advantage for
drones, as they can be remotely flown into unsafe environments. An example of this is airport
runways, which must be constantly inspected for maintenance needs. These kinds of
inspections could be carried out using a drone system that flies over airstrips and uses object
detection to locate debris (Parker et al., 2022). The drone could operate automatically
between airplane flights and alert the user when foreign objects are detected. Drone systems
like this could potentially save millions of dollars in repair and maintenance fees. Object

detection offers great versatility and can be used in many fields to improve automation.

In many cases, the environment in which computer vision is applied is somewhat controlled,
such as a factory line or a farm. This makes computer vision more effective, as all detections
are going to be similar to each other. On the other hand, when UAVs are equipped with
computer vision, the task of object detection becomes considerably more difficult. Zhu et al.

(2022) identify three main challenges for object detection in drones:

e Changing viewpoints. As UAVs and targets move, the viewpoint from which the
object is observed also changes. This can create issues because some objects can look
completely different from different angles.

e Differences in scales. UAVs can fly at varying altitudes, which results in captured
images having different scales. Images taken from far away can also cause issues,
since this results in very small instances of objects, which can be difficult for object
detection models to recognize.

e [mage blur. Images and videos captured by a moving UAV can result in blurred

images, making object detection more difficult.

In addition to these challenges, changing weather and lighting conditions can pose
difficulties for object detection models. While object detection models can score well on
some easy benchmarks and datasets, it is important to understand that in practice, the

conditions for making detections can often be less than ideal.

This thesis examines the technical performance of computer vision by testing object
detection models and exploring the real-life implications of the results. The object detection

models are tested on various kinds of aerial data using images taken from different



environments, both urban and rural, featuring objects like animals, humans, and vehicles.
Both pretrained and fine-tuned models are tested to determine how fine-tuning affects
results. Understanding the limitations of these models is important when planning to deploy
them in practice. The results of this thesis will give insights into the training process and the
expected effectiveness of different computer vision models. The testing results will also
highlight the different trade-offs that distinguish the object detection models used in the

thesis. The thesis aims to answer the following research questions:

e RQI: How effectively can different object detection models detect and classify
specified objects in aerial images?
e RQ2: What are the main limitations and challenges when using object detection

models on aerial images?

This thesis is structured as follows. The first chapter introduces the topic of computer vision,
the task of object detection, and shows some examples of computer vision applications. In
addition, the chapter presents the study's motivation, provides a brief explanation of the
methodology, and outlines the research questions the thesis aims to answer. The second
chapter presents background and related work on object detection and discusses the
architectural differences between the object detection models used in this thesis. The chapter
also explains the performance metrics used in object detection and goes over some popular
aerial datasets. The third chapter explains the methodology by giving a detailed overview of
the models and datasets used in the thesis. The chapter also explains how the experiments
are conducted and presents the environment and the tools used in the testing process. The
fourth chapter presents the test results, including both numerical COCO-style metrics and
qualitative visualizations. The fifth chapter discusses how the results relate to the research
questions, the real-world implications of the results, and the strengths and weaknesses of
each model. The chapter gives interpretations of the results and highlights trade-offs among
the models. Finally, the sixth chapter concludes the thesis and gives suggestions for future

research.
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2 Background

In this chapter, different object detection architectures are presented, starting from the early
stages of object detection to the re-emergence of convolutional neural networks (CNN). In
addition to this, each object detection model used in this thesis is covered, including the
basics of their functionality and features that set them apart from the others. Typical
evaluation metrics are also covered, including those used in this thesis to compare the
models. Finally, a concise literature review is presented, featuring previous research on

object detection in drones.

2.1 Object detection architectures

Object detection is a fundamental task in computer vision that involves detecting instances
of objects, such as dogs or cars, in digital images. It serves as the basis for other computer
vision tasks, such as object tracking, image captioning, and image segmentation (Wen et al.,
2021). In addition to serving as the basis for other tasks, object detection can be used in many

cases on its own.

To detect objects, many computational models and techniques have been developed. Before
2014, object detection relied on traditional machine learning methods. In 2001, Viola and
James created a model for real-time face detection that was significantly faster than other
models (Viola and Jones, 2001). The model functioned by sliding a window over every
possible location in the image in order to find a face. A few years later, in 2005, Dalal and
Triggs presented a feature descriptor called “histogram of oriented gradients” (HOG) (Dalal
and Triggs, 2005). This descriptor served to capture local shape and texture. The HOG
descriptor was primarily used for pedestrian detection, and a couple of years later,
Felzenszwalb et al. (2008) proposed an extension called the deformable part-based model
(DPM). The model approaches detection problems by dividing the detection into smaller
parts. For example, detecting a bicycle can be broken down into detecting its frame, wheels,
and seat. DPM is considered a milestone detector because many modern models are still

influenced by it. DPM introduced concepts such as hard negative mining and bounding-box
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regression, which are still used in the field today. Even though modern detection methods

have surpassed traditional ones, they greatly contributed to the field of object detection and

computer vision.

With the re-emergence of CNNs in 2014, a new era of deep learning-based object detection

models began. Modern object detection models usually consist of three parts: backbone,

neck, and head.

The Backbone of an object detection model is typically a CNN stack that extracts
visual features from an image. The extracted features include edges, corners,
textures, and other shapes (Ultralytics, 2025). Examples of popular backbones
include ResNet (He et al., 2015), CSPDarknet (Bochkovskiy et al., 2020), and VGG
(Simonyan and Zisserman, 2015). There are different versions and variations of all
these backbones. A newer alternative to CNNs is the transformer backbone, which
uses self-attention mechanisms to capture both local and global context in images
(Shah and Tembhurne, 2023). While CNNs build global context by stacking multiple
convolution layers, transformers can use self-attention to look at the entire image at
once and model relationships between elements, giving a much stronger semantic
understanding.

The Neck is the middle part of the system. It takes feature maps from the backbone
layers, refines them, and typically fuses the features to build a fuller representation.
A common example of this is different kinds of feature pyramid networks (FPN) (Lin
etal., 2017). FPN uses a top-down architecture with lateral connections, enabling the
construction of high-level semantics. Using an FPN in an object detection system can
significantly improve performance (Zou et al., 2023).

The Head is the final part of the pipeline and is responsible for making the final
predictions, estimating bounding boxes around the detected objects, and determining
the prediction probability. Object detector heads that use deep learning can be
divided into two categories: two-stage detectors, such as the R-CNN series, and
single-stage detectors, such as the YOLO series. Two-stage detectors locate images
in a sequential process, whereas single-stage detectors do so in a single step (Zou et
al., 2023). This makes two-stage detectors generally more precise but slower than

single-stage detectors.
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When it comes to modern object detectors, there are a plethora of pretrained models publicly
available on the internet, spanning a wide range of frameworks. The following subchapters
will cover all the object detection models used in this thesis, discussing their fundamentals,

exploring the innovations they introduced, and highlighting their strengths and weaknesses.

2.1.1 Region-based Convolutional Neural Network (R-CNN)

In 2014, Girshick et al. proposed a method for object detection that combined CNNs and
region proposals, which they called R-CNN. Applying high-capacity CNNs to bottom-up
region proposals can be used to localize and segment objects from digital images. The R-
CNN method works as follows: the system extracts region proposals from an input image,
computes features for each region using a CNN, and finally classifies the regions using linear
support vector machine algorithms (SVM). This method was a significant improvement to

DPMs, which were the best-performing models at the time. (Girshick et al., 2014)

While R-CNN was revolutionary in the field of object detection, it had some notable
downsides. One downside was its efficiency; R-CNN used selective search to generate
thousands of region proposals, which were fed separately into a CNN to extract features.
This led to very slow object detections. In addition, R-CNN employs a multi-stage
disconnected training pipeline that breaks the training process down into three stages. This
essentially means that three models are being trained separately: the CNN, the SVMs, and
the bounding box regressors. This makes training an R-CNN model computationally
expensive. A year later, in 2015, Girshick presented an improvement to his method called
Fast R-CNN. This method not only improved the effectiveness of his previous work but also
streamlined training into a single-stage end-to-end process. Fast R-CNN works by first
applying the whole CNN to the input image and then using selective search to generate
region proposals. It then uses region-of-interest (Rol) pooling to extract feature vectors from
the region proposals. Feature vectors are finally fed into the output layer, which performs
the classification and bounding-box regression. The key changes the Fast R-CNN method
introduced enabled it to perform object detection over 200 times faster than R-CNN. While
Fast R-CNN was a significant improvement over R-CNN, it was still limited by object
proposal detection. (Girshick, 2015)
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Later that year, Ren et al. proposed an improvement to the Fast R-CNN called Faster R-
CNN. As the name suggests, Faster R-CNN removes the speed bottleneck of Fast R-CNN,
providing near real-time object detection. Faster R-CNN works by taking an input image,
passing it through a CNN backbone, and producing a feature map that captures high-level
features. The feature map is fed to a region proposal network (RPN), which predicts possible
bounding boxes. The RPN estimates the bounding box locations by scanning the feature map
with a sliding window and placing multiple anchors in areas where the shapes and sizes
match the objects the model is designed to detect. These anchors are predefined boxes of
multiple aspect ratios and scales. Ren et al. mention that by default, they used 3 scales and
3 aspect ratios, resulting in 9 anchors per location. For each anchor box, the RPN predicts
box regression offsets to adjust the bounding box and whether the box contains an object or
not. The predicted bounding boxes are compared to ground truth boxes, and the RPN is
penalized or rewarded using a loss function. The loss function that Ren et al. use is a sum of

classification loss and regression loss defined as,

1 (1

L), () = D Pilreg(tit)

1 Z
N Lcls(pi' pi) + 1
cls ; reg =

where p is the probability of the anchor being an object or not, and £is a vector containing
the coordinates of the predicted bounding box. Les is a typical log-loss function over two

classes: object and background. Regression loss Lregis defined as,

Lreg (ti: tl*) = R(ti: tl*) 2
in which R is a robust loss function called smooth L

0.5x2  if|x| <1 3)
|x|] — 0.5 otherwise

smooth; (x) = {
The smooth L: function is a common loss function used to penalize errors in bounding box
predictions. The values Ncsand Nregin equation 1 are used for normalization, and lambda is
a balancing parameter used to weigh the two losses. For the normalization values, Ren et al.
use the mini-batch size Ncus = 256 and the number of anchor locations Nyeg = 2400. The
lambda value is set to 10 to make the normalization coefficients almost equal, but the authors
note that different values of lambda produced similar results. After predicting the bounding
boxes, the RPN proposals are passed to the Rol pooling layer, which extracts fixed-sized

feature maps. The feature maps are finally passed to the output layer, which produces class

probabilities and refined bounding-box adjustments. (Ren et al., 2016)
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2.1.2 You Only Look Once (YOLO)

Two-stage object detectors like R-CNN can achieve high precision but aren’t ideal for real-
life use cases due to their relatively poor efficiency and immense complexity. To combat
this, in 2016, Redmon et al. proposed a new object detection system called YOLO, which,
compared to previous detectors, was much simpler in design and considerably faster. YOLO
works by applying a single CNN to an input image and simultaneously predicting rectangular
bounding boxes and class probabilities for each box. By detecting objects in a single step,
YOLO became the first single-stage object detector. The following figure depicts the
network architecture of YOLO.
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Figure 1. The architecture of YOLO consists of 24 convolutional layers followed by 2 fully
connected layers (Redmon et al., 2016).

The network consists of 24 convolutional layers followed by 2 fully connected layers. The
convolutional layers extract features from the input image, and the fully connected layers
predict the bounding boxes and probabilities. The final output of the network on the right
side of Figure 1 is a 7x7x30 tensor that contains the predictions. The authors also designed
a faster version of YOLO that uses only 9 initial convolutional layers instead of 24. (Redmon

etal., 2016)
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Many versions of YOLO have been released since the initial design, each improving on
efficiency, precision, and architecture. The most recent version, at the time of writing this,
is YOLOI1 (Glenn Jocher and Jing Qiu, 2024). YOLOI11 provides anchor-free object
detection, meaning the model does not place candidate anchor boxes in the image and instead
directly predicts bounding boxes, similar to the fully convolutional one-stage object detector

(FCOS) (Tian et al., 2019). This makes training faster and computationally lighter.

2.1.3 Single Shot MultiBox Detector (SSD)

The single shot multibox detector (SSD) is another single-stage detector introduced by Liu
et al. in 2016. The main innovation of this model was the introduction of a multiresolution
detection technique. Multiresolution detection is a technique that uses multiscale feature
maps to make detections at different layers of the network. This was different from, for
example, YOLO, which at the time operated only on a single-scale feature map and ran
detections only on the top layers. The benefit of multiresolution detection is that it
considerably improves detection precision in single-stage detectors, especially when
locating smaller objects. Multiresolution detection has since become a basic building block

in modern object detection systems. (Liu et al., 2016)

Nowadays, SSD is seen as a lightweight alternative to other object detection models.
Especially when paired with the MobileNet backbone, the object detection system only has
3.4 million parameters and a size of 13.4 MB. This is much lighter than typical object
detectors that usually have more than 40 million parameters and are well over 100 MB. This
makes SSD an ideal choice for mobile applications and some embedded systems where

efficiency is more important than precision.

2.1.4 RetinaNet

The main strengths of single-stage detectors are their efficiency and simplicity. When it

comes to precision, many single-stage detectors, especially in the early days, were far behind
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two-stage detectors like Faster R-CNN. In 2018, Lin et al. presented an object detection
system called RetinaNet, designed to close the precision gap between one- and two-stage
detectors. They discovered that running into excessive foreground-background class
imbalance during training was the main reason for the poor performance. In their research
paper, Lin et al. propose a new loss function, focal loss, that addresses class imbalance more
effectively than alternative approaches. Focal loss focuses more on difficult examples during

training while down-weighting the easy ones. Focal loss is defined as,

FL(p:) = —(1 - pe)" log(p,) (4)
where pris the model’s estimated probability, and gamma is a parameter, which is used to
tune how heavily easy examples are down-weighted. For misclassified examples, prwill be
close to 1, and the loss will be mostly unaffected. As the model's confidence increases, pr
will get closer to 1, and the loss value will be down-weighted. Increasing the gamma value
reduces the loss for well-classified examples, where the probability of correct prediction is
near 1. Lin et al. found that a gamma value of 2 gave the best results. The authors also note
that the exact form of the focal loss is not important; other forms of the function with similar

properties yield comparable results. (Lin et al., 2018)

2.1.5 Fully Convolutional One-Stage Detector (FCOS)

Many object detection systems rely on predefined anchor boxes to make bounding box
predictions. While object detectors that use anchor boxes can achieve high precision, they
also have some drawbacks. Anchor boxes have fixed scales and aspect ratios, which can
cause issues when dealing with objects that have significant shape variations. In addition to
this, anchor boxes are often computationally heavy, requiring calculations such as
intersection-over-union (IoU) scores. In 2019, Tian et al. proposed a fully convolutional one-
stage object detector (FCOS) that detects objects without using anchor boxes or proposals.
In FCOS, anchor-free detection treats every position on the feature map as a possible object
location. For each pixel on a feature map, the model predicts classification scores, box
regression, and center-ness scores. Box regression works by predicting 4 distances (/% r*

t* and b*) from a pixel to the edges of the bounding box. The center-ness score is a metric
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used to address the issue of some bounding boxes being placed far away from the center of

an object. Center-ness is defined as,

min (I*,7%) o min (t*, b*) ©)
max(l*,r*)  max(t*, b*)

centerness” =

where /% r* t* and b*are the regression targets for a location. The center-ness score is a
value between 0 and 1. The center-ness value is used with the binary cross-entropy (BCE)
loss, which is then added to the loss function. The loss function itself is the sum of
classification, regression, and center-ness losses. This means that the center-ness score
downweights bounding boxes far from the center of an object, improving detection
performance. Tian et al. also note that the FCOS framework can be used as an RPN in two-

stage detectors and offers better performance than anchor-based alternatives.

Since the release of FCOS, many modern object detectors, such as YOLO11 (Glenn Jocher
and Jing Qiu, 2024), have also adopted an anchorless approach due to its simplicity and
strong generalization across computer vision tasks, including image segmentation and key-
point detection. The efficiency of anchor-free detectors is especially useful in applications

like autonomous vehicles that require real-time object detection.

2.2 Performance metrics in object detection

In object detection, the most common metrics used are precision and recall. Precision
measures the number of correctly predicted bounding boxes out of all the predictions, while
recall denotes the number of found objects out of all the ones that exist. Precision and recall
serve as the basis for the main performance metric used in object detection: mean average

precision (mAP).

Mean average precision is an average of all the average precision values computed at a
specified IoU threshold. Average precision is calculated by first plotting precision against
recall in a coordinate plane and then computing the area under the resulting precision-recall
curve. This is commonly done using interpolation, where precision values are calculated at

specific recall levels, and the average precision (AP) is then computed as the mean of the
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interpolated precision values. Average precision was originally introduced in the Pascal

VOC2007 object detection challenge (Everingham et al., 2010) and is defined as,

1< (6)
AP = EZ Pinterp (T‘)
r=0

where nis the number of recall points used; 11 points are used in the Pascal VOC2007 paper.

The term pinterp(T) is the interpolated precision at recall level r:

Pinterp (T‘) = maXP(f) (7
rar
Here, pinterp 1s the maximum value of precision at recall level 72 Using only the maximum

values for precision removes downward spikes in the precision-recall curve. Mean average

precision is simply the average over all classes:

al ®)

1

i=1
where N is the number of classes. The main performance metric used in object detection is
mAP50-95, which is an average over all classes and IoUs between 0.50 and 0.95. IoU is used
to define the level of strictness for detections and is defined as the ratio of the IoUs of
bounding boxes and ground truth boxes. The mAP50-95 value provides a balanced metric

of a model's performance, evaluating both localization and classification abilities.

2.3 Object detection and datasets in drone implementations

With the rapid development of object detection systems and the growing interest in drone
technology, the use of object detection models on drone and UAV footage has become
increasingly relevant. The effectiveness of these computer vision models is mainly
determined by the size of the training dataset, the quality of the training data, and the quality
of the data used after deployment (Zhu et al., 2022). Using incomplete or irrelevant datasets
during training will result in a model that struggles to effectively make detections. Similarly,
a well-trained model can struggle to make predictions if it is only given low-quality data.
These limitations can cause minor issues in some applications while posing significant risks

in others. In fields such as healthcare, autonomous vehicles, and defense, issues caused by
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poorly trained models can result in significant damage or even loss of human life. Due to
these aspects, gathering and using high-quality data that fits the use case is crucial. This

chapter covers popular drone footage datasets used for different computer vision tasks.

Using object detection models in drones requires the models to be trained on relevant data.
For this reason, many datasets have been proposed for training object detection models on
drone footage. Hsieh et al. collected a drone dataset called CARPK to train and evaluate
object detection models. The dataset consists of parking lot images with annotated cars.
The CARPK dataset challenges object detection models to correctly localize multiple
similar objects arranged in a repeating pattern. The authors also present a method for
detecting and counting cars in the images called the layout proposal network (LPN). The
LPN differs from alternative methods in that it uses an adjusted loss function that
reweights bounding-box scores based on neighboring boxes. In other words, if multiple
instances of the same object are located near each other in a repeating pattern, the scores
for each instance are increased. This method produced better results than Faster R-CNN or

YOLO when using the CARPK dataset. (Hsieh et al., 2017)

Another drone dataset proposed by Murari et al. focuses on the task of moving object
recognition (MOR). This large dataset, called MOR-UAV, consists of 30 drone-shot videos
totaling almost 11,000 frames. MOR 1is a unique task in computer vision, since simple
object detection alone is not enough to differentiate between moving and stationary
objects. To complete this task, Murari et al. propose a framework for localization and
classification of moving objects called MOR-UAVNet. The framework computes the
optical flow map between the current frame and previous frames. This way, the network
can distinguish between moving and stationary objects. Using the framework, the authors

achieved an average precision of 58.56% with their best model. (Mandal et al., 2020)

Zhu et al. collected a large drone dataset for tackling four computer vision tasks: image
object detection, video object detection, single object tracking, and multi-object tracking.
They presented the VisDrone dataset as part of a competition that attracted over 100 teams
around the world. The competition consisted of 4 parts, each dealing with one of the
previously mentioned computer vision tasks. Zhu et al. discuss different challenges and
issues they discovered while researching the topic. One of the issues the authors bring up is
the lack of appropriate evaluation protocols for different computer vision use cases. Object

detection models are often evaluated using metrics such as average precision or recall.
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These metrics may be suitable for some scenarios, but for example, in autonomous driving,
the number of false negatives is a more important metric. The authors also bring up the
challenge of limited computing resources on drone platforms. This makes it difficult to
deploy large models. Because of this reason, Zhu et al. emphasize the importance of
efficiency over precision. Finally, Zhu et al. highlight challenges in capturing images and
videos with a drone, including viewpoint changes, motion blur, and small instances of
objects. These issues are reflected in the evaluation of the models submitted to the
competition, many of which achieve an average precision of around 30% or lower. (Zhu et

al., 2022)

Another popular object detection-related task is detecting specific actions of objects. An
example of this is detecting a face and identifying the current emotion, e.g., happy or sad.
Barekatain et al. propose a dataset for training and testing object detection models to
identify human actions, such as walking, running, or sitting. The dataset, called Okutama-
action, includes high-resolution videos shot with drones. The authors use this dataset to
train and evaluate an SSD model. The model achieved a mean average precision (mAP) of
18.80%. The authors note that the low precision is likely due to the difficulty of the
dataset. It is also noted that SSD cannot handle multiple labels on one object, which

hindered the training process of the model. (Barekatain et al., 2017)

Du et al. propose a large and challenging dataset, UAVDT, for both object detection and
object tracking. Unlike other datasets mentioned in this thesis, this dataset features
different attributes to thoroughly evaluate object detection algorithms. For the object
detection task, the attributes include things such as weather and occlusion. The authors
note that specifically frames with large amounts of occlusion were difficult for the tested
object detection models. The models used in the object detection task included Faster R-
CNN, R-FCN, SSD, and RON. Based on the analysis of the results, Du et al. identify
several noteworthy challenges. As in the VisDrone paper (Zhu et al., 2022), Du et al. note
the substantial computational resources required to make real-time inferences. The authors
also point out the large number of small objects in their dataset. Small objects have very
limited textures, which causes issues when extracting features, leading to decreased
precision. The authors note that by adjusting the models’ settings, precision could be
increased by up to 10%, but the performance of the models still did not meet expectations.

(Du et al., 2018)
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3 Methodology

In this thesis, the performance of five object detection models is evaluated using both
pretrained and fine-tuned versions of the models. For the experiments, three aerial image
datasets were chosen, representing different environments where drone systems could be
deployed. This chapter will present each dataset and model used. In addition, the experiment

setup is explained, including the software tools used.

3.1 Datasets

This thesis uses three different aerial image datasets to carry out experiments. The datasets
consist of images captured from the point of view of a drone across varying environments
and include a plethora of annotated object classes. The following table summarizes the

datasets chosen for this thesis.

Table 1. Summary of the datasets used in experiments.

Dataset

Object classes

Total images

VisDrone-DET
(Zhu et al., 2022)

Vehicles and
pedestrians

(10 classes)

8629

Kenya Wildlife Animals 561
(Eikelboom et al., | (3 classes)

2019)

HIT-UAV (Suo et | Vehicles and 2866
al., 2023) pedestrians

(5 classes)

One major limiting factor in choosing the datasets in Table 1 was the annotated object
classes. All the pretrained object detection models used in this thesis have fixed classifier
heads and were trained on the COCO dataset, meaning they cannot detect classes outside the
COCO categories without fine-tuning or retraining. This means that, for the purpose of this

thesis, the datasets chosen for the experiments had to primarily include annotations matching
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those in the COCO dataset. COCO is a large dataset used for training many different
computer vision models (Lin et al., 2015). The next subchapters will present the datasets

used in this thesis in detail.

3.1.1 VisDrone

The VisDrone benchmark consists of four datasets, each designed for a different computer
vision task. For this thesis, only the object detection dataset is used. The dataset consists of
images mostly taken near high-traffic areas, such as roads, and includes annotations for
pedestrians and typical vehicles, such as cars and vans. The images are taken in both rural

and urban areas in China. The following figure displays some images from the dataset.

Figure 2. Example images from the VisDrone dataset. Images in the top row are from the
validation set, the middle row is from the testing set, and the bottom row is from the
training set.

Figure 2 shows that in many of the images, the drone is flying at a relatively high altitude,

which means that some objects, like pedestrians, appear very small. This, along with some
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images taken under unideal lighting conditions at night, makes VisDrone a challenging
benchmark for object detection. The dataset is fairly large, including 8629 images. The
dataset is split as follows: 6471 training images, 1610 testing images, and 548 validation

images.

3.1.2 Kenyan Wildlife

The Kenyan Wildlife dataset features aerial images taken in the Tsavo National Park and the
Laikipia-Samburu Ecosystem, both located in Kenya. The images include annotations for
three different object classes: giraffes, elephants, and zebras. Eikelboom et al. present the
dataset in their research paper about automating animal population estimates (Eikelboom et

al., 2019). The following figure displays some hand-picked images from the dataset.

Figure 3. Example images from the Kenyan Wildlife dataset. Images in the top row are
from the validation set, the middle row is from the testing set, and the bottom row is from
the training set.
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Similar to the VisDrone dataset, the images were captured at a high altitude, resulting in
small objects. The images were shot at an average altitude of 100 meters with a slight angle,
making the actual distance to the ground close to 200 meters. As seen in Figure 3, the
environment in the Kenyan savannah includes widely spaced trees that create significant
occlusions. This makes the objects very difficult to detect for both humans and object
detection models. The dataset is also significantly smaller than the other two datasets used
in this thesis, featuring only 561 images. The dataset is split as follows: 393 training images,
112 validation images, and 56 testing images. The small size of the dataset, along with
challenging images, may pose difficulties for object detection models, especially before fine-

tuning.

3.1.3 HIT-UAV

The HIT-UAV dataset consists of infrared thermal images taken by a drone from different
urban areas. The dataset was presented by Suo et al. and contains annotations for 5 classes,
including pedestrians and typical vehicles like cars and bicycles (Suo et al., 2023). The
authors note that object detection using infrared thermal aerial images is not well researched,
and that there is a lack of datasets in this field. Infrared thermal images offer some significant
advantages over using typical visual light images. Mainly, these kinds of images enable
drone operations at night, which can be relevant in some applications. Infrared thermal
images also come with some drawbacks, notably the lack of RGB color. In addition, thermal
images often lose some texture and fine details. This can make object detection quite
challenging, especially for pretrained models that have not been trained to detect objects in

thermal images.

The images in the dataset were shot at altitudes ranging from 60 to 130 meters. Similarly to
the other two datasets used in this thesis, this results in objects being small and difficult to
spot. The images were also taken using a variety of angles, ranging from 30 to 90 degrees.
This introduces significant changes in perspectives. For example, images taken at a 90-

degree angle lose all height information. The images were taken both during the day and at
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night, though this makes little difference since they were captured with an infrared thermal

camera. The following figure displays some hand-picked images from the dataset.

Figure 4. Example images from the HIT-UAV dataset. Images in the top row are from the
validation set, the middle row is from the testing set, and the bottom row is from the
training set.

As seen in Figure 4, the dataset is similar to the VisDrone dataset, the main difference being
that the images in the HIT-UAV dataset are captured with an infrared camera. This is a
medium-sized dataset including 2866 images. The dataset is split as follows: 2008 for

training, 287 for validation, and 571 for testing.
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3.2 Object detection models

There are a plethora of object detection models available on the internet. The models used
in this thesis were chosen due to their popularity and similar functionality. The chosen
pretrained models are all trained on the COCO dataset. This means the models are
comparable and there is no bias in any of the detection heads. The following table
summarizes the object detection models used in this thesis.

Table 2. Summary of the models used in experiments, including the backbone, the number
of parameters, and the giga floating-point operations required for one forward pass of the

model.

Model Backbone Parameters | GFLOPs
Faster R-CNN ResNet50 FPN v2 | 46.7 M 280.37
(Ren et al., 2016) (He et al., 2015)
YOLOI1m YOLOv11 20.1 M 68.00
(Glenn Jocher and | (Glenn Jocher and
Jing Qiu, 2024) Jing Qiu, 2024)
SSD300 VGG16 35.6 M 34.86
(Liu et al., 2016) (Simonyan  and

Zisserman, 2015)
RetinaNet ResNet50 FPN v2 | 41.5M 152.24
(Lin et al., 2018) (He et al., 2015)
FCOS ResNet50 FPN v2 | 39.2 M 128.21
(Tian et al., 2019) (He et al., 2015)

The number of parameters a model has represents the number of learnable weights. In
addition to this, it affects the model’s capacity and memory usage, among other things. Giga
floating-point operations (GFLOPs) represent the number of floating-point operations
required for one forward pass of the model. GFLOPs can be used as an indicator of a model’s
inference speed and energy consumption. The parameter counts and GFLOPS shown in

Table 2 are taken from the PyTorch and Ultralytics documentation.

The Faster R-CNN, RetinaNet, and FCOS models used in this thesis all use the ResNet50
backbone, which is a popular backbone used by many object detection models. ResNet50 is
a traditional CNN stack that uses a residual network deep learning architecture (He et al.,

2015). The number 50 in the name refers to the number of layers in the network. The models
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also utilize a feature pyramid network (FPN), which is often paired with pure CNN
backbones (Lin et al., 2017). The FPN complements the backbone and helps with detecting
smaller objects. The SSD300 model used in this thesis is paired with a VGG16 backbone,
which, similarly to ResNet50, is a pure CNN stack. VGG16 has a simple architecture,
comprising 16 layers, while still providing decent performance (Simonyan and Zisserman,

2015).

The YOLO11m model uses a custom CSP-style backbone. This backbone isn’t a traditional
CNN stack; instead, it's a pipeline consisting of multiple blocks in addition to the initial
convolution layers (Sapkota and Karkee, 2025). The YOLO11 model has multiple versions
of differing scales available on the Ultralytics website, all sharing the same architecture. The
YOLOI1m model was chosen for this thesis because it provides a balanced trade-off

between speed and precision.

3.3 Implementation

The software environment used in the experiments consists of Python 3.13.7, PyTorch 2.8.0,
Ultralytics 8.4.9, and CUDA 12.9. PyTorch is a low-level deep learning framework for
loading models, handling fine-tuning loops, and running inferences. Ultralytics is a high-
level deep learning framework for fine-tuning and running the YOLO model. Compute
unified device architecture (CUDA) is a parallel computing platform that enables software
to use the graphics processing unit (GPU) for computation, speeding up both fine-tuning and

running inferences. A single RTX 3060 (12 GB) GPU is used to conduct the experiments.

3.4 Experiments setup

The goal of this thesis is to compare popular object detection models using drone footage as
a benchmark. The models are fine-tuned for 15 epochs on the VisDrone dataset, 20 epochs
on the HIT-UAV dataset, and 30 epochs on the Kenyan Wildlife dataset. These epoch

numbers were chosen based on the dataset size. Because the fine-tuning time is quite short,
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there won’t be any early stopping, and the fine-tuning process will continue to the end, even
if the models show no significant improvements. For each dataset, both the training and
validation splits are used for fine-tuning. The training split is used to train the model, while
the validation split is used to tune and monitor the model by calculating its precision and
recall after each epoch. The best performing version of each model is saved for the final

evaluation, which is carried out using the testing split.

The fine-tuning is conducted using the framework that the model is delivered with. For
YOLO, the Ultralytics framework is used. By default, Ultralytics uses a sophisticated,
production-grade training pipeline that includes long learning rate warmup, cosine learning
rate schedules, strong spatial augmentations, and more. The other 4 models come with the
PyTorch framework. This framework does not include any default training recipes, so a
training loop is implemented using PyTorch libraries. The loop mimics the Ultralytics
training recipe but is still inferior. Because of differences in the frameworks, the YOLO11

model has an advantage over the other 4 models when it comes to fine-tuning.

In both frameworks, automatic mixed precision (AMP) and CUDA deep neural network
(cuDNN) autotuning are enabled. The cuDNN autotuning is configured to use deterministic
convolution algorithms. AMP dynamically chooses between half-precision and single-
precision when performing calculations. The combination of cuDNN autotuning and the use
of a single-GPU setup ensures that most of the inferences are deterministic. The use of AMP,

however, introduces insignificantly small differences between different evaluation runs.

In the PyTorch fine-tuning script, the SGD optimizer is used for the Faster R-CNN model,
with an initial learning rate of 0.05 for VisDrone, 0.025 for Kenyan Wildlife, and 0.04 for
HIT-UAV. The StepLR scheduler is used to reduce the learning rate by 10% every 3 epochs.
For the single-stage detectors, the AdamW optimizer is used with the following initial
learning rates: 0.0001 for VisDrone, 0.0002 for Kenyan Wildlife, and 0.00015 for HIT-
UAV. AdamW optimizer is paired with a cosine scheduler that decreases the learning rate
following a cosine curve. A weight decay value of 0.0001 is used for all PyTorch models,
and a momentum value of 0.9 is used for Faster R-CNN. For the YOLOI11m model, the
Adam optimizer is used, along with an initial learning rate of 0.01 and weight decay of
0.0005. For the single-stage detectors, a warmup period was used with a length equaling 5%
of the total fine-tuning iterations. These hyperparameters were chosen based on common

practice in prior work and documentation, combined with dataset and model-specific
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considerations, in addition to brief testing. Because pretrained models were used as a starting
point, relatively low learning rates were chosen to ensure stable fine-tuning. The models
were fine-tuned with both optimizers and different learning rate values to determine suitable

fine-tuning settings.

The testing split is used at the very end to evaluate the pretrained and fine-tuned models. The
evaluation is conducted using the COCO evaluation tool, which provides the following
performance metrics: average recall (AR) across different detection thresholds, and mean
average precision (mAP) across different intersection-over-union (IoU) thresholds. The
average recall is measured for the following maximum detection thresholds: 1, 10, and 100
detections per image. These measurements are labeled AR1, AR10, and AR100. The mean
average precision is measured for the following IoU thresholds: 0.50, 0.75, and an average
between 0.50 and 0.95. These measurements are labeled as mAP50, mAP75, and mAP50-
95. The COCO evaluation tool also divides results by area size: small, medium, large, and

all. In this thesis, only the scores for the “all” option are considered.

The mAP50-95 metric is often the primary metric in object detection and will also serve as
the main point of comparison in this thesis. This metric is very strict and heavily penalizes
poorly predicted bounding boxes. Because of this, a model with a low mAP50-95 score does
not necessarily mean the model is useless. The COCO metrics are paired with qualitative

visualizations to better understand the models’ performance.
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4 Evaluation

After fine-tuning, the models are evaluated using the COCO evaluation tool and the testing
split of each of the three datasets. This chapter presents the evaluation results of each
pretrained and fine-tuned model. The chapter is divided into subchapters, each detailing the

results for one of the three datasets.

4.1 VisDrone evaluation results

The pretrained models were tested on the test split of the VisDrone dataset, which contains
1610 images. The COCO evaluation tool, by default, provides the results as decimal
numbers. For readability, the results have been scaled to percentages and reported with 2
decimal places. The following table shows the COCO-style mean average precision (mAP)
and average recall (AR) scores of the pretrained models.

Table 3. COCO-style evaluation results of the pretrained models on the VisDrone dataset.
The results include mean average precision (mAP) and average recall (AR) scores in

percentages.
Model mAP50-95 | mAP50 | mAP75 | AR1 AR10 AR100
Faster R-CNN | 0.92 1.91 0.73 0.66 2.88 4.01
YOLOI1m 0.72 1.49 0.59 0.99 4.32 7.20
SSD300 0.15 0.30 0.13 0.09 0.21 0.34
RetinaNet 0.64 1.31 0.51 0.73 2.97 4.16
FCOS 0.53 1.09 0.46 0.60 2.35 3.19

As seen in Table 3, the evaluation results for the pretrained models are generally quite low.
The main metric to look at in the COCO evaluation is mAP50-95. This score gives a good
idea of the model’s overall ability to effectively detect objects. As VisDrone is a challenging
benchmark, it’s not surprising that all the pretrained models performed poorly in evaluation.
The best mAP50-95 score was achieved by Faster R-CNN at 0.92%, and the lowest was

achieved by SSD at 0.15%. These results serve as the baseline and can be compared to the



31

fine-tuned model results to see if there is any improvement. The following table displays

COCO-style mean average precision (mAP) and average recall (AR) scores of the models

fine-tuned for 15 epochs.

Table 4. COCO-style evaluation results of the fine-tuned models on the VisDrone dataset.
The results include mean average precision (mAP) and average recall (AR) scores in

percentages.
Model mAP50-95 | mAP50 | mAP75 | AR1 AR10 AR100
Faster R-CNN | 16.02 28.02 16.42 7.50 21.56 26.10
YOLO11m 17.63 30.64 17.94 7.51 23.50 31.44
SSD300 441 9.36 3.66 2.79 6.93 8.25
RetinaNet 11.88 20.93 12.14 6.69 19.43 24.27
FCOS 14.64 25.11 15.23 7.23 20.76 25.45

Comparing the pretrained model results in Table 3 with the fine-tuned model results in Table

4, the fine-tuned models performed significantly better. The highest mAP50-95 score is
achieved by the YOLO11m model at 17.63%, and the lowest by SSD300 at 4.41%. This is

a noticeable improvement over the pretrained models, none of which reached 1% mAP50-

95. The following figure displays how the mAP50-95 score developed during training.
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Figure 5. Model mAP50-95 scores recorded during the fine-tuning process and calculated
using the validation split of the VisDrone dataset.



32

The mAP50-95 scores in Figure 5 were recorded at the end of each fine-tuning epoch. The
validation set was used for this calculation, which is why the scores in the figure differ
slightly from those in Table 4. Based on Figure 5, many of the models improve very quickly
early on and then plateau between 5 and 10 epochs. Only the YOLO11m model shows
significant improvements after 10 epochs and doesn’t seem to converge within 15 epochs.
The following figure shows inferences made by the fine-tuned models on an example image

from the test split, with ground truth boxes included for comparison.
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Figure 6. Inferences made by the fine-tuned models using a 0.50 confidence threshold on
an example image from the testing split of the VisDrone dataset.

Figure 6 shows that all models are able to detect the most prominent objects in the image.

Looking at the ground truth boxes, some of the labeled objects are heavily occluded, and
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others are far away. These objects seem to be the most difficult ones for the models to detect.
In addition, some object classes, such as pedestrians, bicycles, and motorbikes, are generally
smaller and therefore even more difficult to detect. The following figure shows another set

of inferences made by the fine-tuned models on an example image from the testing split.
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Figure 7. Inferences made by the fine-tuned models using a 0.50 confidence threshold on
an example image from the testing split of the VisDrone dataset.

Figure 7 shows that SSD300, RetinaNet, and to a lesser extent, the other models, struggle to
detect smaller objects that are furthest from the drone. Almost all images in the VisDrone
dataset contain small objects, some of which are extremely difficult to localize correctly,

even for the best-performing model. This significantly lowers the evaluation scores across

the board.
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4.2 Kenyan Wildlife evaluation results

The Kenyan Wildlife dataset is the smallest dataset used in this thesis. The test split of this
dataset only contains 55 images. This, along with the dataset's challenging nature, can lead
to extremely poor results. Like the VisDrone evaluation, the results have been scaled to
percentages and reported to two decimal places for readability. The following table shows
the COCO-style mean average precision (mAP) and average recall (AR) scores for the
pretrained models.

Table 5. COCO-style evaluation results of the pretrained models on the Kenyan Wildlife

dataset. The results include mean average precision (mAP) and average recall (AR) scores
in percentages.

Model mAP50-95 | mAP50 | mAP75 | ARI1 AR10 AR100
Faster R-CNN | 0.01 0.06 0.01 0.14 0.19 0.19
YOLOI1lm 0.38 1.47 0.07 0.12 0.78 1.03
SSD300 0.00 0.00 0.00 0.00 0.00 0.00
RetinaNet 0.04 0.07 0.04 0.12 0.35 0.35
FCOS 0.03 0.19 0.00 0.02 0.10 0.10

As expected, the results for the pretrained models in Table 5 are terrible. The best mAP50-
95 score was achieved by the YOLO11m model at 0.38%, and the lowest was achieved by
the SSD300 model, which made no correct detections above the 0.50 IoU threshold required
for COCO evaluations. These results show how challenging the dataset is for pretrained
models and serve as a point of comparison for the fine-tuned models. The following table
displays COCO-style mean average precision (mAP) and average recall (AR) scores for the
fine-tuned models.
Table 6. COCO-style evaluation results of the fine-tuned models on the Kenyan Wildlife

dataset. The results include mean average precision (mAP) and average recall (AR) scores
in percentages.

Model mAPS50-95 | mAPS0 | mAP75 | AR1 AR10 AR100
Faster R-CNN | 5.33 14.17 2.57 3.97 12.05 14.65
YOLOI1m 4.10 13.37 1.34 1.57 8.74 13.26
SSD300 0.03 0.16 0.00 0.02 0.46 0.68
RetinaNet 2.74 8.20 1.28 3.13 10.93 16.02
FCOS 7.31 18.50 4.63 3.54 11.82 15.72
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While the fine-tuned model evaluation results in Table 6 are not great, they show a notable
improvement compared to the pretrained model results in Table 5. The highest mAP50-95
score is achieved by FCOS at 7.31%, and the lowest is SSD300 at 0.03. The Kenyan Wildlife
dataset only has small objects, which SSD300 struggles to detect. This explains why even
after fine-tuning, the SSD300 model performs so poorly. The following figure shows the

precision of the models developed during fine-tuning.
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Figure 8. Model mAP50-95 scores recorded during the fine-tuning process and calculated
using the validation split of the Kenyan Wildlife dataset.

Similar to the VisDrone dataset results, Faster R-CNN improves quickly within the first few
epochs before plateauing. YOLO11m, FCOS, and RetinaNet all improve steadily and show
potential for further improvement even after 30 epochs. SSD300 tends to have difficulty
detecting small objects, and this becomes clear when using the Kenyan Wildlife dataset,
which contains only small objects. Figure 8 suggests that the fine-tuned SSD300 made very
few correct detections above the 0.50 IoU threshold. This doesn’t mean SSD300 made no
correct detections. Most detections just stayed under the threshold required by the COCO
evaluation tool. When using this dataset, the models tend to make many incorrect low-
confidence detections. Because of this, in the following example inferences, the confidence

thresholds have been adjusted to the highest threshold at which a model was able to make
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correct detections. The following figure includes inferences made by the fine-tuned models

on an example testing image.
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Figure 9. Inferences made by the fine-tuned models on an example image from the testing
split of the Kenyan Wildlife dataset using a 0.40 confidence threshold for FCOS, 0.30 for
Faster R-CNN, and 0.20 for the others.

Figure 9 shows how small the objects in the Kenyan Wildlife dataset are, some of them being
very difficult to spot even for a human. Despite this, all fine-tuned models are able to
correctly detect a handful of objects. Even some of the SSD300 detections are very close to
the ground truth boxes. It is worth noting that the inference examples shown here were
among the more flattering ones for the fine-tuned models, and in many of the testing images,
the models fail to make any correct detections. The following figure shows another set of

inferences made by the fine-tuned models on a test image.
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Figure 10. Inferences made by the fine-tuned models on an example image from the testing
split of the Kenyan Wildlife dataset using a 0.30 confidence threshold for FCOS and 0.20
for the others.

In Figure 10, the fine-tuned models perform similarly to those in Figure 9. Notably, the
FCOS model performs far better than the others, detecting almost all of the objects. SSD300
performs very unreliably, detecting only two zebras, both in the wrong locations. These
examples illustrate the low mAP50-95 scores seen in Table 6. Many objects never end up

being detected, and those that do often fall below the 0.50 IoU threshold.
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4.3 HIT-UAYV evaluation results

The pretrained models were tested on the test split of the HIT-UAV dataset, consisting of
571 images. This dataset includes images shot with an infrared thermal camera, which can
make object detection more difficult, especially for the pretrained models. The following
table shows the COCO-style evaluation results for the pretrained models.

Table 7. COCO-style evaluation results of the pretrained models on the HIT-UAV dataset.
The results include mean average precision (mAP) and average recall (AR) scores in

percentages.
Model mAPS0-95 | mAPS0 | mAP75 | AR1 AR10 AR100
Faster R-CNN | 0.13 0.32 0.07 0.25 0.82 0.86
YOLO11m 1.08 2.48 0.75 0.50 3.18 4.45
SSD300 0.01 0.01 0.00 0.04 0.09 0.13
RetinaNet 0.68 1.63 0.43 0.44 2.76 3.97
FCOS 0.09 0.21 0.07 0.15 0.96 1.14

The evaluation results are generally quite low across the board. The best mAP50-95 score is
achieved by YOLO11m at 0.68%, and the lowest by SSD300 at 0.006% (rounded up to 0.01
in Table 7). The low scores can be explained by the fact that this dataset includes infrared
thermal images, which the pretrained models aren’t trained to handle. The MS COCO
dataset, which was used to train the pretrained models, does not include any thermal images.
Because of this, the pretrained models cannot rely on color or lighting patterns and mainly
make detections based on object shape. During fine-tuning, the pretrained models learn
textures and temperature-based contrasts specific to thermal images. The following table
shows the COCO-style results for the fine-tuned models.

Table 8. COCO-style evaluation results of the fine-tuned models on the HIT-UAV dataset.
The results include mean average precision (mAP) and average recall (AR) scores in

percentages.
Model mAP50-95 | mAPS0 | mAP75 | AR1 AR10 AR100
Faster R-CNN | 34.05 59.42 35.83 11.00 34.42 42.93
YOLOI1m 51.52 78.93 56.96 21.13 55.12 65.08
SSD300 37.10 67.66 37.62 18.71 40.91 46.96
RetinaNet 34.04 56.82 36.50 16.72 45.31 53.30
FCOS 42.19 69.48 46.63 16.78 50.28 58.24
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The fine-tuned models perform significantly better than the pretrained ones. While the
pretrained models weren’t used to thermal images, the fine-tuned models were able to
quickly adjust to the change in color channels. As shown in Table 8, the highest mAP50-95
score was achieved by YOLOI11m at 51.52%, and the lowest by RetinaNet at 34.04%.
Notably, this lowest score was still much higher than any other fine-tuned model on the first
two datasets. In other words, all fine-tuned models perform quite well with this dataset. The

following figure shows how the models' precision improved during fine-tuning.
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Figure 11. Model mAP50-95 scores recorded during the fine-tuning process and calculated
using the validation split of the HIT-UAV dataset.

Figure 11 suggests that excluding RetinaNet, the fine-tuned models perform similarly early
on. After 10 epochs, YOLO11m continues to improve while others seem to stagnate. Unlike
the first two datasets, SSD300 performs as well as the other models. This could be because
the HIT-UAV dataset generally includes clearer, simpler scenes than the VisDrone or
Kenyan Wildlife datasets. The following figure includes inferences made by the fine-tuned

models on an example image from the testing split of the HIT-UAV dataset.
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Figure 12. Inferences made by the fine-tuned models using a 0.50 confidence threshold on
an example image from the testing split of the HIT-UAV dataset.

Figure 12 shows that all fine-tuned models are able to detect most objects in the image.
Faster R-CNN detects an extra car where none exist, which could be a sign of overfitting.
The HIT-UAYV dataset includes an “other vehicle” class that often looks very similar to
regular cars. This leads to some misclassifications and lowers precision scores. The

following image includes another set of inferences made by the fine-tuned models.



41

Faster R-CNN

SSD300 RetinaNet

Ground Truth

Figure 13. Inferences made by the fine-tuned models using a 0.50 confidence threshold on
an example image from the testing split of the HIT-UAV dataset.

Figure 13 shows that SSD300 and RetinaNet both still struggle with smaller objects, such as
pedestrians. Otherwise, the fine-tuned models perform consistently well across the testing

images.
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5 Discussion

In this thesis, the performance of 5 object detection models was evaluated on drone footage.
Both pretrained and fine-tuned versions of the models were evaluated using the COCO
evaluation tool. When comparing the results of pretrained and fine-tuned models, the
difference is clear. The pretrained models performed poorly across all three datasets,
whereas the fine-tuned models achieved adequate results. The main reason for the poor
performance of the pretrained models is the mismatch between the training material and the
drone footage used in this thesis. The pretrained models were trained using the COCO
dataset. This dataset includes a variety of generic images, often shot close to the object. This
means the pretrained models weren't fully equipped to handle common issues in drone
footage, such as small objects and motion blur. In addition to this, the HIT-UAV dataset
consists solely of images captured with a thermal camera. This posed a significant challenge

for the pretrained models, as the COCO dataset contains no grayscale thermal images.

Models trained on the COCO dataset come with another limiting factor: the detection head.
The COCO dataset includes 80 annotated object classes, and these are the only classes the
pretrained models are able to detect. This limits their use as pretrained models like Faster R-
CNN or YOLOI11 don’t have zero-shot detection capability. Due to these factors, pretrained
models trained on the COCO dataset cannot reliably detect objects in aerial images and are

therefore unsuitable for drone applications.

The fine-tuned models performed adequately well on the VisDrone dataset. As shown in
Table 4, the YOLO11 m model achieved the best mAP50-95 score of 17.63%, with the other
models following closely behind. This is comparable to the VisDrone 2020 competition,
where most models achieved mAP50-95 between 20% and 30%, with the best model
achieving a score of 34.57% (Zhu et al., 2022). With some improvements to the fine-tuning
process and increased fine-tuning time, reaching above 20% mAP50-95 would likely be

possible with some of the models used in this thesis.

The VisDrone dataset includes some very far away objects, heavy occlusion, and significant
motion blur. These are some of the main challenges when using object detection models on
drone footage. The small objects caused noticeable trouble for the SSD300 and RetinaNet
models, which struggled to confidently detect them. Faster R-CNN and YOLOI11m both
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performed well, often confidently detecting small and occluded objects. Another notable
challenge in the VisDrone dataset was the inclusion of nighttime images. These images made
some objects more difficult to detect; for example, during the night, only the headlights of
cars could be easily seen. In addition, darker lighting made some objects blend into the
background, increasing the difficulty of the dataset. Not being able to effectively use these

kinds of drone applications at night considerably limits their usefulness.

When it comes to the Kenyan Wildlife dataset, the fine-tuned models performed quite poorly
but were still far better than the pretrained models. This dataset was by far the most
challenging one out of the three used in this thesis. The dataset included images with very
small objects that were sometimes partly occluded. In addition to this, the animals in the
savannah tend to blend into the surrounding environment. This makes spotting the animals

very difficult, even for humans.

An additional factor that worsened the results was the fact that the images in the Kenyan
Wildlife dataset are all quite high resolution, at 4603 % 3068 pixels. During fine-tuning, the
training images are resized to around 640 x 640 pixels. This is the default resizing for all the
models because they were trained on the COCO dataset, which includes images of that size.
When high-resolution images are scaled down, some of the smaller objects can be reduced
to the size of a few pixels. This makes it incredibly difficult for the models to detect those
objects and learn from them. Fine-tuning at higher resolution would likely improve results,
but it would come at the cost of increased computational requirements. Just doubling the
resolution from 640 to 1280 means that the actual image area is four times as large as before.
Because of this, increasing the fine-tuning resolution can quickly inflate memory usage and
lead to out-of-memory errors. In addition to this, increasing resolution during fine-tuning
only helps if inferences are also run on high-resolution images. This would make using the
fine-tuned model computationally heavy, which can cause issues in drone applications,

where onboard computing resources are limited.

The Kenyan Wildlife dataset was originally created to automate animal population counting
and was presented by Eikelboom et al. in 2019. The authors fine-tuned a RetinaNet model
similar to the one used in this thesis and were able to achieve a mAP30 score of 0.77. For
the mAP calculation, Eikelboom et al. used an IoU threshold of 0.30, which is less strict than
those used in this thesis and partly explains the higher mAP score. The best-performing
model in this thesis was FCOS at 7.31% mAP50-95, as shown in Table 6. The mAP30 score
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of the fine-tuned FCOS model is 24.9%, which is decently high but still much lower than
the score achieved by Eikelboom et al. (Eikelboom et al., 2019)

The authors explain that they couldn’t use the high-resolution images as is due to memory
limitations. They solved the issue by breaking the images down into smaller parts and using
those parts in the fine-tuning process. This approach can cause some issues as well, since
the same image tiling must also be used when running inferences. This makes, for example,
real-time inferences very difficult, because images will require significant preprocessing.
However, with the use of image cropping along with some adjustments to the fine-tuning
and evaluation settings, the performance scores of the models used in this thesis could likely

be increased close to those reported in the research paper by Eikelboom et al (2019).

The HIT-UAYV dataset proved to be the easiest for the fine-tuned models, with all models
achieving mAP50-95 above 30%. The results are similar to those obtained by the authors of
the HIT-UAV paper. In their paper, Suo et al. use a YOLOv4 model, which is an older
version of YOLO. After fine-tuning the model, they reached a mAP50 score of 84.75% (Suo
et al., 2023). This is similar to the performance of YOLO11m in this thesis, achieving a
mAP50 score of 78.93%, as shown in Table 8.

In their research paper, Suo et al. suggest two main reasons for the high performance of their
object detection model (Suo et al., 2023). First is that the infrared thermal images tend to
filter out much of the irrelevant information, which makes the objects easier to detect. The
second is that the objects in infrared thermal images tend to have more easily recognizable
features, which improves the learning process of object detection models. These aspects also
explain the models' strong performance in this thesis. Compared to the similar VisDrone

dataset, the fine-tuned models performed noticeably better on the HIT-UAV dataset.

Overall, the fine-tuned models’ mAP50-95 and mAP75 scores were lower than their mAP50
scores. This pattern implies that the models made good detections but lacked high-quality
localization. Shifted bounding boxes can be acceptable in some use cases, for example,
object counting. Excluding the SSD300 model, the AR100 scores were consistently high.
This means that the models were able to consistently make detections. SSD300 was the
exception, receiving a low AR100 score in both the VisDrone and Kenyan Wildlife datasets.
This implies that the SSD300 model had trouble seeing some of the objects, likely because

they were too small. Another common pattern in the results was low AR1 and high AR100.
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This usually means that models need to take multiple guesses when predicting bounding

boxes and class labels. This could be caused by overlapping objects or class confusion.

When it comes to the precision of the fine-tuned models, the best-performing ones ended up
being Faster R-CNN, YOLO11m, and FCOS. These models performed consistently well
across the three datasets. Notably, Faster R-CNN peaked early during fine-tuning and
required fewer epochs to converge than some of the other models. In addition, during earlier
epochs, the Faster R-CNN model consistently performed better than the others. This makes
Faster R-CNN an attractive option if fine-tuning time is limited. As mentioned earlier, the
fine-tuned YOLO11m had an advantage over the other fine-tuned models due to the more
sophisticated Ultralytics framework used in fine-tuning. RetinaNet performs slightly worse
than the top three, and SSD300 struggles significantly with the VisDrone and Kenyan
Wildlife datasets.

Among the models used in this thesis, Faster R-CNN was the only two-stage detector, while
the others were one-stage detectors. This means that Faster R-CNN tends to be slower than
the other models. As noted in Table 2 in the GFLOPs column, SSD300 and YOLO11m are
the most lightweight models used in this thesis. These models will likely offer the fastest

inference times.
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6 Conclusions

The goal of this thesis was to test and compare object detection models to assess how well
they perform on drone footage. The following models were used in the thesis: Faster R-
CNN, YOLOI1m, SSD300, RetinaNet, and FCOS. Both pretrained and fine-tuned versions
of these models were evaluated. In addition to this, the following datasets were used:
VisDrone, Kenyan Wildlife, and HIT-UAV. The models were evaluated using the COCO
evaluation tool. The pretrained models struggled to effectively detect objects, especially
when using the HIT-UAV dataset, which includes images captured with an infrared thermal
camera. Based on the results, the pretrained models trained on the COCO dataset were not
suitable for use on aerial images. The results show that even a few epochs of fine-tuning can
significantly improve model performance when adapting pretrained models to drone
footage. The use of grayscale thermal images also boosted model performance during fine-

tuning.

The fine-tuned models performed consistently across all datasets. The exception was
SSD300, which struggled with the VisDrone and the Kenyan Wildlife datasets but performed
well on the HIT-UAV dataset. The results were mostly comparable to previous research, the
only exception being the Kenyan Wildlife dataset. This is because, in the research paper
presenting the Kenyan Wildlife dataset, the authors use different fine-tuning and evaluation

methods (Eikelboom et al., 2019).

When it comes to precision, the best-performing fine-tuned models were Faster R-CNN,
YOLOI11m, and FCOS. These models performed consistently well across the datasets. The
RetinaNet model’s performance was mediocre, and SSD300 performed poorly on the
VisDrone and Kenyan Wildlife datasets. Notably, SSD300 saw a significant performance
boost when used with the HIT-UAV dataset. Among all the models, YOLO11m and SSD300
are the lightest ones to use, followed by RetinaNet and FCOS. Faster R-CNN, as a two-stage
detector, is the computationally heaviest model out of the ones used in this study. When
using object detection models in practice, the computing resources onboard a drone are
usually very limited. This makes lighter models like YOLO11m and SSD300 a more

attractive option, even if they come with reduced precision.
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The improvement in precision when using the HIT-UAV dataset was not limited to SSD300
but was observed across all fine-tuned models. The creators of the dataset, Suo et al., also
noticed a similar phenomenon in their research paper. They suggest that using infrared
thermal images removes irrelevant information from images, which makes object detection
easier (Suo et al., 2023). The effect of infrared thermal images on object detection has not

been comprehensively studied, and this could be an interesting topic for future research.

Using qualitative visualizations, the main challenges for the models appeared to be heavily
occluded objects and far-away objects, which appeared small. Notably, the SSD300 and
RetinaNet appeared to struggle the most with these objects. Images with significant motion
blur and heavily crowded scenes also posed problems for the models. Similar issues have
also been identified in previous research (Zhu et al., 2022). Another notable challenge that
was observed in the Kenyan Wildlife dataset was the large amount of background compared
to only a handful of objects. This imbalance led to many false negatives, which can be an

issue in some applications.

The datasets used in this thesis were all aerial datasets, featuring images captured from a
typical drone point of view. One limitation of these datasets was that the images were mainly
captured during clear weather. Inconvenient weather conditions, such as heavy rain or fog,
could pose a challenge to object detectors. This cannot be tested with these datasets and

could be an interesting topic for future research.
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