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The main objective of this Bachelor’s thesis is to study how to reduce the possibility of
academic misconduct and improve the quality of automatic feedback given to students by
code assessment platforms in massive open online courses. The developed system enhances
academic integrity by constraining student submissions to course-specific programming
constructs and limits the effectiveness of solutions generated by AI or copied from the
Internet. Although this thesis focuses on the online platform CodeGrade and touches upon the
Simple Python Test, Pytest and Code Structure Test blocks used by it and the best practices
when using them, the techniques described can be used when designing and implementing
assignments in any programming language and automated grading platform. The research
methodology used in this thesis is design science research. A literature research is conducted
to better understand the latest themes in the field of automated grading. The effectiveness of
this study is based on both student and teacher feedback given at the end of the course. The
new system was evaluated using two end-of-course surveys: one aimed at the teachers and
the other at the students. In the student survey, automatic feedback from CodeGrade received
an average rating of 3.6 on a 1–5 Likert scale. An analysis of the results has shown that there
is still room for improvement regarding feedback generated by the Simple Python Test block,
and that unit tests should not completely replace IO Tests, but rather augment them. Future
course implementations are recommended to use a combination of IO Test blocks and unit
tests when grading assignments in order to overcome built-in limitations.
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Tämä kandidaatintyö selvittää, miten vähentää akateemisen vilpin mahdollisuutta ja parantaa
automaattista palautteenantoa kursseilla, joilla hyödynnetään automaattisia arviointityökalu-
ja. Työssä kehitetty järjestelmä rajoittaa opiskelijat käyttämään palautuksissaan ainoastaan
kurssilla opetettuja rakenteita, mikä vaikeuttaa tekoälyllä luotujen ja internetistä kopioitujen
ratkaisujen käyttöä. Tutkielmassa toteutettiin suunnittelutieteellisen tutkimusmenetelmän vai-
heita noudattaen CodeGrade-alustalle toimiva järjestelmä, jossa hyödynnettiin Simple Python
Test-, Pytest- ja Semgrep-työkaluja. Kuvattuja menetelmiä voidaan kuitenkin soveltaa tehtä-
vien suunnitteluun ja toteutukseen millä tahansa ohjelmointikielellä ja arviointialustalla. Työ
sisältää myös kirjallisuuskatsauksen alan nykytilan kartoittamiseksi. Tutkimuksen onnistu-
mista arvioitiin kahdella kyselyllä, joista toinen suunnattiin opettajille ja toinen opiskelijoille.
Opiskelijakyselyssä CodeGraden automaattinen palaute sai keskiarvoksi 3,6 Likert-asteikolla
1–5. Tulosten analyysi osoitti, että Simple Python Test -työkalulla tuotetussa palautteessa
on yhä parantamisen varaa. Yksikkötestit eivät saisi täysin korvata IO-testejä vaan pikem-
minkin täydentää niitä. Tulevissa kurssitoteutuksissa suositellaankin tehtävien arvioinnissa
hyödynnettäväksi IO-testien ja yksikkötestien yhdistelmää.
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1 Introduction

This thesis focuses on designing and implementing a code grading system that can provide
fair assessment and meaningful feedback in massive open online courses (MOOC). As the
world’s population grows, so do university enrollments, making it harder and harder for
professors to manually grade their students’ homework assignments. Moreover, with the
recent rise of artificial intelligence (AI) came a rise in academic misconduct. Many students
discovered that they can generate correct solutions in a fraction of the time it would actually
take them to solve it, creating an evaluation problem for course staff, as they can no longer
rely on homework assignments to correctly evaluate a student’s level of knowledge. The
newly developed techniques have been implemented in the 2025 implementation of the
Fundamentals of Programming for international programs course at Lappeenranta–Lahti
University of Technology LUT.

From the 1st of September 2025 to the 12th of December 2025 the Lappeenranta–Lahti
University of Technology LUT ran the Fundamentals of Programming for international pro-

grams course aimed at teaching basic programming concepts using the Python programming
language. The course serves as an introductory module for students from a wide range of
academic backgrounds, many of whom have little to no prior experience in programming.
Its primary objective is to equip enrollees with foundational programming skills, including
algorithmic reasoning, problem decomposition, and the implementation of basic control
structures, functions, and data types in Python.

In the span of one year the course saw a 20% increase in the number of registrations, from
588 to 708, reflecting the increasing importance of programming literacy across disciplines.
However, the rise in enrollment has also introduced multiple pedagogical challenges. In 2025,
the course had 2 teachers and 13 teaching assistants, meaning that if every staff member were
to be required to manually check ten homework assignments per student on a weekly basis,
this would result in each of them having to look over an average of 472 (708×10

2+13 ) assignments
per week. Considering that each submission typically contains multiple exercises requiring
both functional correctness and qualitative assessment, such a workload is not sustainable
without compromising feedback quality. This scalability challenge necessitates the integration
of automated grading systems capable of handling large volumes of submissions while at
the same time preserving consistency and fairness in assessment. Beyond reducing manual
workload, such systems allow immediate and structured feedback delivery, which is essential
for supporting learning in MOOCs.

Since the aforementioned course is mandatory for students from many different departments,
individual motivation varies substantially from one course taker to another. Not all enrollees
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are equally interested in acquiring programming skills, which can affect engagement, effort,
and learning outcomes. In MOOCs, such nonuniformity increases the difficulty of providing
timely, individualized, and pedagogically meaningful feedback.

The above problems have prompted us to look into more robust automated grading solutions.
In particular, approaches suitable for MOOCs are of interest, as they are specifically designed
to handle high student volumes while maintaining consistency, transparency, and fairness in
assessment.

Although this thesis focuses specifically on the Fundamentals of Programming for inter-

national programs course and makes use of CodeGrade in combination with the Python
programming language, the techniques and design principles presented are not inherently
platform- or language-dependent. The core concepts discussed can be implemented in any
programming language that supports automated testing frameworks. The course examined in
this thesis therefore functions primarily as a concrete case study used to design, implement,
and evaluate these techniques in a real-world educational setting. The findings and recom-
mendations should thus be interpreted as generally applicable to large-scale programming
education contexts rather than being limited to a single technological environment.

This thesis focuses on developing an improved automated code grading system for the
Fundamentals of Programming for international programs course and aims to answer the
following research questions:

• How can CodeGrade help prevent academic misconduct in homework?

• How can the quality of automatic feedback on homework offered to students be im-
proved?

• How can automated grading tools provide fair feedback in MOOCs?

The first question is answered by explaining the use of various CodeGrade AutoTest blocks
and discussing the ways in which they can be set up. The second and third questions are
answered by conducting two end-of-course surveys, presenting the results and discussing
them as part of this thesis.

The remainder of this thesis contains: In the second chapter, a summary of literature is
provided alongside relevant comments from the author of this thesis. In the third chapter, an
explanation of what research methodology and tools were used while conducting this thesis,
and what the previous course implementation consisted of. Chapter four discusses the new
course implementation and how it differs from the previous one. Chapter five presents the
results of the two end-of-course surveys, which are then discussed in chapters six. In chapter
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seven we present our conclusions based on the obtained results. Finally, the appendix contains
the raw data of the end-of-course student survey.
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2 Literature review

This chapter analyzes the literature of automated assessment tools and systems. We start
with the history of automated grading tools since the early 2000s and continue with a short
summary of what their modern counterparts have to offer.

2.1 Evolution of automated code assessment tools and systems

According to Edwards & Perez-Quinones, 2008, in the early 2000s automated code grading
systems mainly compiled and executed student submissions, compared outputs to reference
outputs, and produced a grade. The focus at that time was primarily on automating repetitive
staff tasks, rather than on improving students’ understanding of programming concepts and
best practices. An important shift came in 2005 with Web-CAT, which graded not only student
code but also the tests students wrote, incorporating test-driven development into coursework
and rewarding coverage and quality instead of just a right output. Even though Web-CAT has
mainly been used to grade Java, C++, Scheme, Prolog, Standard ML, and Pascal assignments,
it is completely language-neutral. This means that it can be used with any programming
language as long as there exists a unit test framework for it. Students implement a program
according to an assignment. They then write test suites for their own implementation, using
a testing framework. Web-CAT also measures test quality. It does this using a reference
implementation provided by the assignment designer. The system executes the student’s
tests not only on their own code, but also on the assignment designer’s reference solutions,
which include both correct and incorrect implementations. This idea encouraged students to
think about software correctness from a verification point of view rather than simple output
matching.

According to Ihantola et al., 2010, in the late 2000s features were developed that are still in
use today: teacher-defined tests, resubmission policies to discourage careless submitting and
encourage students to thoroughly test their programs before sending them in, sandboxing and
security for safe execution, and plagiarism detection. These systems laid the groundwork
for what later became robust infrastructure in large programming courses and MOOCs. In
particular, Ihantola et al., 2010 highlighted that assessment tools were increasingly seen as an
essential component of scalable education rather than helper utilities.

During the same period, several authors noted that usability and integration into learning
management systems became a priority. Tools like Mooshak, Jutge.org, and CourseMarker
emerged with web interfaces that provided better submission histories and continuous as-
sessment capabilities. As the number of tools increased, researchers such as Queirós &
Leal, 2012 pointed out the absence of standardized data formats for assignments and tests.
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This means that when an educational institution wishes to change the system they use for
automated grading, all assignment descriptions, tests, scripts, and structuring must be redone
from scratch. This led to duplicated efforts among staff, with many reimplementing nearly
identical functionalities. Moreover, due to the aforementioned problems, migration ends up
being very costly. As a result, researchers advocated for standardization to reduce lock-ins.

By the mid-2010s, automated assessment systems began to incorporate more advanced
features. Systems like CodeRunner, INGInious, and AutoLab allowed for customizable
test scripts, partial grading, and even manual review integration. This meant that the era
of pass/fail grades was starting to end, giving way to custom evaluation, where assignment
designers could specify what part of the program impacts the final grade by how much. A
student whose program works almost perfectly, but has some minor flaws would no longer
receive zero points due to a minor error. These advances made autograders flexible enough to
support a variety of programming paradigms and teaching philosophies. As Edwards & Perez-
Quinones, 2008 noted, the use of test-driven grading strategies also influenced curriculum
design, leading to assignments explicitly designed around testing results.

Messer et al., 2024 discussed how correctness was primarily assessed in object-oriented
languages through dynamic testing, with static analysis being less common due to higher
implementation complexity. The study observed that feedback provided by most tools was
very limited, usually merely indicating whether a test case passed or failed. The paper
emphasized that while such feedback is effective for basic verification, it does not support
deeper learning or reflective practice. Moreover, few tools offered meaningful assessments
of code maintainability, readability, or documentation quality, leaving those aspects up to
manual grading.

2.2 A survey of modern automated assessment tools

Croft & England, 2020 described how nowadays autograders have become mainstream in
programming courses. They provide immediate checks, reduce the work staff have to perform,
and, if implemented correctly, improve student satisfaction and course quality. The accessibil-
ity and scalability of online platforms have also made it possible to use autograders in MOOCs,
where human grading would otherwise be infeasible. In such environments, automatization is
not merely a convenience but a necessity for grading thousands of submissions per week.

As emphasized by Liu et al., 2019 and Gulwani, Radiček & Zuleger, 2018, modern systems
increasingly add semantic checks, counterexample generation, and even repair-based feedback.
Semantic analysis allows autograders to detect subtle logical errors that unit tests might
overlook. For example, if a student writes a function that returns the correct output for
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the provided test cases but uses an incorrect algorithm, such as sorting a list with bubble
sort instead of quicksort when efficiency is required, semantic analysis can flag the code.
Meanwhile, counterexample generation helps students understand exactly where their logic
fails by automatically generating inputs that trigger incorrect behavior. For instance, if a
student’s is_palindrome() function fails on even-length strings like �abba� but works
correctly on odd-length ones, the autograder could generate �abba� as a counterexample
and show how the student’s function produces False instead of True. According to Dong
& Liang, 2024, Jacobs & Jaschke, 2024, Pankiewicz & Baker, 2023, and Demirtaş et al.,
2025, the recent rise of LLMs has introduced new forms of automated assessments, where
models are used to summarize, comment on, or grade code. These models can generate
natural-language explanations and even suggest improvements. While many might see it as a
silver-bullet solution, early studies have shown promise but also uneven reliability.

Several researchers have investigated the pedagogical effects of autograder feedback. Ac-
cording to Mitra, 2023 and Zhang et al., 2025, immediate feedback improves students’
performance and ability to overcome challenges in programming. Frequent use of autograder
feedback between submissions correlates with high scores and a stronger understanding
of various programming concepts. However, over-reliance can also emerge when students
repeatedly resubmit without analyzing their mistakes. In such cases, students begin to treat
the autograder as an oracle rather than an assessment tool. This phenomenon correlates
with concerns raised by Ihantola et al., 2010 about the importance of submission limits and
penalties to discourage thoughtless submitting.

Beyond pedagogy, modern-day research increasingly focuses on ethical and practical issues.
For instance, Messer et al., 2024 noted that fairness and transparency in automated grading
are of utmost importance. Students must understand how their solutions are evaluated, and
teachers must ensure that tests are unbiased. With the rise in AI-assisted assessments, new
questions arise about explainability, data privacy, and potential biases in training data used by
models.

In terms of interoperability, Queirós & Leal, 2012 continues to advocate for open standards
for test case exchange and student data representation. Initiatives such as the IMS Learning
Tools Interoperability standard have allowed autograders to be embedded directly within LMS
platforms like Moodle, simplifying course integration. Nevertheless, the lack of a universally
adopted standard for programming exercise metadata still remains an obstacle regarding
scalability.

Clegg et al., 2021 has proposed hybrid approaches combining automated and manual grading
to balance scalability with quality of feedback. These systems can flag suspicious submissions
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or style issues for human review, allowing teachers to focus their attention where it is most
needed. Martin et al., 2011 and Strickroth, 2024 have suggested adaptive feedback systems
that adjust their depth based on the student’s performance or confidence level.

Pallant et al., 2025 suggests that while generative AI can support learning, its use may hinder
students’ ability to assimilate knowledge. When students rely on AI outputs in a procedural
or regurgitative manner, accepting generated content at face value without verifying it or
integrating it into their own understanding, they tend to demonstrate lower learning outcomes,
reduced critical thinking, and diminished learning autonomy. Such behavior aligns with
performance-oriented goal structures, where the focus shifts from mastering knowledge to
task completion, effectively keeping students within their existing zone of competence. In
contrast, meaningful learning emerges only when AI is used to construct knowledge that is
then augmented by oneself, indicating that dependence on AI risks weakening the development
of understanding rather than fostering it.

Overall, the literature reflects an evolution from systems which match output toward sophis-
ticated assessment platforms. Despite immense progress in this field, research continues to
struggle to give an answer to fundamental questions such as: how to balance automation with
human feedback, how to prevent overreliance, and how to ensure fairness and explainability
in grading. Interestingly, despite the growing amount of research done on AI-assisted grading
and assessment, there is a notable gap in literature on how AI-assisted tools affect a student’s
ability to learn a programming language, particularly when students rely on AI systems to
generate solutions instead of developing their own problem-solving skills. Nevertheless, the
integration of AI has brought many positives to this field, but as multiple authors accentuate,
it should enhance rather than replace.
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3 Research methods

This chapter aims to explain the chosen research methodology and tools used while conducting
this thesis and details the difficulties encountered in the previous implementation of the course.
Furthermore, it addresses the challenges, special properties and limitations observed in the
case study course.

3.1 Design science research methodology

The research presented in this document has been done using the Design Science Research
(DSR) methodology. DSR is a research paradigm in information systems (IS) that emphasizes
the creation and evaluation of artifacts to solve real-world problems. According to Hevner
et al., 2004, the goal of DSR is to produce knowledge through the design and construction of
innovative artifacts, such as constructs, models, methods, and instantiations, that extend the
boundaries of human and organizational capabilities. Hevner outlines two main paradigms of
IS research: behavioral science, which aims to develop and justify theories that explain or
predict human and organizational behavior, and design science, which seeks to create and
evaluate IT artifacts to solve real-world problems.

In the context of this thesis, DSR is an ideal research methodology. This is because the
study focuses on both the design and evaluation of concrete technological solutions, such as
assessment methods and feedback mechanisms, that directly address practical challenges faced
in educational institutions. The primary objective is not only to understand existing assessment
behaviors, but to construct and test artifacts that provably enhance the assessment process.
Moreover, DSR emphasizes iterative development and evaluation in real-world contexts,
which aligns well with the implementation-oriented nature of pedagogically-oriented research.
By systematically designing, implementing, and evaluating assessment artifacts, the research
can generate actionable knowledge about what kinds of automatic feedback methods are most
effective, how they influence student behavior, and how they can be configured to minimize
academic misconduct.

Following the DSR process model proposed by Peffers et al., 2020, this thesis implemented the
six activities in an organized manner. Problem identification and motivation emerged from
the observed limitations of the 2024 course implementation, including insufficient guardrails
against hardcoded solutions, increasing AI-generated solutions, limited diagnostic feedback,
and scalability challenges due to a large volume of students. These issues motivated the need
for more robust and pedagogically meaningful automated assessment methods. Objectives
and solutions were derived directly from these challenges: the new system needed to reduce
opportunities for academic misconduct, enforce adherence to assignment specifications, and
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provide clearer, more significant automatic feedback while remaining scalable in a MOOC
context. Design and development involved developing a redesigned assessment architecture
within CodeGrade, incorporating Simple Python Test and Pytest blocks, randomized inputs,
structured unit tests, and a blacklist of untaught concepts implemented using Semgrep. New as-
signments were specifically designed to align with these testing mechanisms. Demonstration
was carried out through the development of the redesigned system in the 2025 implementation
of the Fundamentals of Programming for international programs course, where it was used to
grade weekly assignments and the project work for over 700 students. Evaluation consisted
of both quantitative and qualitative measures, including analysis of submission statistics,
exam pass rates, and two end-of-course surveys targeting both students and teachers, allowing
us to assess feedback quality, fairness, and perceived effectiveness. Finally, communication
is realized through this thesis itself, which documents the artifact design, implementation
decisions, empirical findings, and strengths and limitations, thereby contributing knowledge
to the field of automated programming assessment in higher education.

3.2 Analysis of the previous course implementation

The Fundamentals of Programming for international programs course held in the first semes-
ter of 2024–2025 academic year was split into 14 weeks. Each week contained 5 assignments,
with the exception of the 11th and 12th weeks, which only had 4 and 3 assignments, re-
spectively. The weekly assignments required students to write short Python scrips based
on the topic discussed in the corresponding week. The students submitted their tasks to the
automated grading platform CodeGrade. During the second period of the course, on the 28th

of October 2024, the project work assignment was published. There were three deadlines:
18.11.2024, 09.12.2024, and 01.01.2025. The maximum possible grades for projects submit-
ted by the first, second, and third deadlines were 5, 3, and 1, respectively. In order to pass
the project work, a student must have obtained at least 50 points out of 100. The project
consisted of creating a simple command-line interface (CLI) vehicle management system
that used comma-separated values (CSV) files as a database. Furthermore, students were
required to submit a separate declaration file specifying whether AI tools were utilized during
the development of the project. If such tools were employed, the declaration had to include
details regarding which models were used and the manner in which they were applied in
accordance with Lappeenranta–Lahti University of Technology LUT’s AI-based tools policies.
Ultimately, the course concluded with an exam that assessed students’ knowledge gathered
throughout the course. A student’s final grade was calculated using the following formula:

FinalGrade = 0.25×ExerciseGrade+0.25×Pro jectGrade+0.50×ExamGrade
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When weekly assignments were graded, only one type of test was used to determine a student’s
grade: IO Test. An IO Test allows the assignment designer to pipe strings to stdin and
compare the program’s stdout against a predefined string. The comparison can be configured
to be case-sensitive or case-insensitive, and to include or ignore whitespace. Three types of
matching are supported: Full Match, Substring Match, and Regex Match. Full Match requires
the program’s output to exactly match the predefined string, character by character. Substring

Match checks whether the predefined string occurs as a substring of the program’s output.
Regex Match evaluates the program’s output against a regular expression pattern specified by
the assignment designer.

Due to the limited set of features provided by CodeGrade at that time, IO Test blocks were
also used to check for the presence or absence of patterns in a program’s code. For every
assignment that required such checks, a custom Bash script that used Semgrep had to be
uploaded, along with corresponding YAML files, that outputted a predefined string to the
terminal if the pattern was found, and a different one if it was not found. This string would
then be compared to another string, depending on whether the assignment designer wished
to check for the presence or absence of said pattern. As it can be seen from Figure 1, this
approach was not only very clumsy, but also created confusion throughout students.

Figure 1: Failed IO Test used as a Code Structure Test.

Due to the nature of an IO Test block, one could very easily cheat. Since the strings piped
to stdin cannot be hidden from the student, one could use a simple if-statement to check if
the input matches the one present in CodeGrade, and use one print() function to print the
whole expected output in one go. Furthermore, a proper structure blacklist for assignments
was not used, meaning that an AI model easily could create a correct solution that would pass
all tests, resulting in many students learning nothing throughout the course and not being able
to pass the end-of-course exam.

Another aspect the course was lacking is proper automatically generated feedback. The
way in which an IO Test block generates feedback is by highlighting missing characters in
green, and extra characters in red. While useful in the early stages of the course, where only
simple printing and variable manipulation is expected, such a test does not provide us with
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the capabilities to properly grade more complex programs, such as ones that require creating
functions and classes, where a bug can be in one specific step part of a longer algorithm.

3.3 Course demographics and context

Fundamentals of Programming for international programs is a course held by the Software
Engineering department throughout the first semester of the academic year in both Lahti
and Lappeenranta, and aims to teach students basic programming concepts using the Python
programming language. The target audience of the course are Software and Systems Engi-
neering students. The course consists of lectures held by the responsible teachers, individual
assignments, a project, and an end-of-course exam.

Over the years the course has seen a significant rise in registrations, recently surpassing
the 700 enrolled students mark. The rise in registrations can be correlated with the rise in
admissions at Lappeenranta–Lahti University of Technology LUT. If one is to assume that
this trend will continue—and there is no evidence that it will not—the course could very soon
be considered a MOOC.

Due to the fact that the Fundamentals of Programming for international programs course is
mandatory for students of many departments, the computer skills of enrolled students greatly
vary, with some already knowing Python, and others having never used a computer before.
Another issue that arises thanks to this diversity is the big variation in students’ motivation,
with some thrilled to take this course, and some not at all. Data from past years has shown
that students from the Software Engineering department perform the best, while students from
other departments struggle to appropriate the knowledge taught throughout the course.

In the recent years, the course has seen an immense rise in AI-generated code; this is due to
the rise of AI tools themselves. The aforementioned problem has made getting an idea about
the skills of a particular student by looking at their homework assignments highly impractical,
as nowadays one can effortlessly generate a correct solution and present it as their own.

The combination of a rapidly growing number of enrolled students and different levels of prior
programming knowledge and motivation makes it increasingly difficult to design assignments
that are pedagogically meaningful. At the same time, the widespread availability of AI tools
capable of generating correct solutions further complicates the evaluation of students’ actual
understanding. As the seriousness and prevalence of the aforementioned issues continue
to increase, traditional homework-based assessment methods become less and less reliable.
Consequently, there is a clear need for improved pedagogical and technical solutions that can
maintain fairness, provide meaningful feedback, and discourage academic misconduct. These
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challenges motivate the research questions of this thesis, which investigates how automated
grading tools and assessment design can be used to both improve feedback quality and reduce
opportunities for academic misconduct in MOOCs.

3.4 Tools and platforms used

According to CodeGrade B.V., 2025, CodeGrade is an educational platform designed to help
instructors teach programming more effectively. More specifically, it lets one integrate coding
assignments, automated grading, feedback, and plagiarism detection into courses. It provides
teachers with a simple process for setting up automated tests by using building blocks and no
or minimal coding.

Semgrep is a static analysis tool used in the industry to find bugs and non-standard code
practices by scanning for patterns in the source code of programs. Its main purpose throughout
the course was to block untaught structures, but also check for the presence of specific patterns
when those were required by the assignment description itself.

r u l e s :
− i d : f o r _ loop

l a n g u a g e s :
− py thon

s e v e r i t y : INFO
message : Semgrep found a match
p a t t e r n : | −

f o r . . . i n . . . :
. . .

The above is an example showcasing the general structure of a Semgrep rule. In this case, the
pattern would match any for-loop present in the code. The same rule can be used to both deny
or demand the presence of a structure in a submission. The severity and message options
are of no use when using this tool alongside CodeGrade, as any match, or lack thereof, no
matter the severity or message associated with it, is what the platform looks for.

Simple Python Test is a block offered by CodeGrade for grading Python assignments. It
takes a file with a predefined name that the student must submit and inserts its contents into a
larger Python script written by the assignment designer. Thanks to this approach, it is possible
to check for the presence of variables, imported packages, values held by variables, the
type of a variable, create assignments where students only have to write small code snippets
rather than complete programs, and more. Although not mandatory, it can be used with the
cg-feedback-helpers Python package which provides various helper functions, some of
which improve the feedback given to students.
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from c g _ f e e d b a c k _ h e l p e r s import a s s e r t e r , h e l p e r s , NO_FEEDBACK
from p y _ e s s e n t i a l s import simpleRandom as s r

r a n d o m _ s t r = s r . r a n d o m S t r i n g ( 1 0 )
answer = f " Hel lo , { r a n d o m _ s t r } ! "
with (

h e l p e r s . c a p t u r e _ o u t p u t ( ) as buf fer ,
h e l p e r s . a s _ s t d i n ( r a n d o m _ s t r )

) :
# CG_INSERT h e l l o . py
pass

a s s e r t e r . s t r i n g _ c o n t a i n s (
b u f f e r . g e t v a l u e ( ) ,
answer ,
p o s i t i v e _ f e e d b a c k =NO_FEEDBACK,
n e g a t i v e _ f e e d b a c k =" Your answer i s i n c o r r e c t ! Reread t h e a s s i g n m e n t ! "

)

a s s e r t e r . e m i t _ s u c c e s s ( )

The above is an example showcasing the general structure of a Simple Python Test script.
In this assignment, the student is required to write a simple script that allows the user to
input a string representing a name, and then display a message containing the inputted
name. The file submitted by the student is required to have the name “hello.py”. This is
because the CodeGrade magic comment # CG_INSERT <filename> requires a predefined
file name in order to work. The platform then replaces the magic comment with the contents
of the “hello.py” file, and then runs the script. A pass statement must be added after
the magic comment if no other code comes afterwards. Otherwise, if an empty file is
submitted, the test will crash, emitting some error messages that might cause confusion
for students. Due to the fact that a random 10-character string is generated and piped
to stdin, the chances of a hardcoded name matching the randomly-generated name are
virtually inexistent. The program output is captured in a variable called buffer using
the helpers.capture_output() function, which temporarily redirects stdout, and the
randomly generated name stored in the random_str variable is piped to stdin using the
helpers.as_stdin() function. Next, the string_contains() function provided by the
Asserter class is used to check if the correct string stored in the answer variable is a
substring of the captured output. The function equals() was not used in this case since the
output may contain other text outputted by the student when asking the user to enter their
name, thus giving them the freedom of using whatever string they wish as an argument for
the input() function. The positive_feedback and negative_feedback parameters are
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used to defined what message should be shown to the student in case the assertion fails or
succeeds, respectively. NO_FEEDBACK is a special constant that tells the asserter to not output
any feedback. In our case, we used it to indicate that we do not wish to provide any feedback
to the student in case of a successful assertion. Lastly, emit_success() is called with no
arguments to display the default “Everything was correct! Good job!” message to the student
and terminate execution.

Pytest is a block offered by CodeGrade to grade Python assignments. By using the popu-
lar unit testing framework Pytest, it allows assignment designers to perform unit tests on
assignments where students must create their own functions. Each unit test can be given a
name, a description, and have its weight changed, so that one unit test weights more than
another. Although not mandatory, it can be used with the cg-feedback-helpers Python
package which provides various helper functions, some of which improve the feedback given
to students.

from c g _ p y t e s t _ r e p o r t e r import name , d e s c r i p t i o n
from c g _ f e e d b a c k _ h e l p e r s import p y t e s t _ a s s e r t e r , NO_FEEDBACK
from y e a r s i z e import y e a r s i z e

def y e a r s i z e _ c o r r e c t ( y e a r : i n t ) −> i n t :
re turn 366 i f y e a r % 4 == 0 and ( y e a r % 100 != 0 or y e a r % 400 == 0)

e l s e 365

@name( " T e s t y e a r s i z e ( ) " )
@ d e s c r i p t i o n ( " Check t h a t y e a r s i z e ( ) p r o d u c e s t h e c o r r e c t r e s u l t " )
def t e s t _ y e a r s i z e ( ) :

f o r y e a r in range ( 1 9 0 0 , 3001) :
y r s i z e = y e a r s i z e ( y e a r )
y r s i z e _ c o r r e c t = y e a r s i z e _ c o r r e c t ( y e a r )
p y t e s t _ a s s e r t e r . e q u a l s (

y r s i z e ,
y r s i z e _ c o r r e c t ,
p o s i t i v e _ f e e d b a c k =NO_FEEDBACK,
n e g a t i v e _ f e e d b a c k = f " For y e a r { y e a r } , y e a r s i z e ( { y e a r } ) s h o u l d ’

ve r e t u r n e d { y r s i z e _ c o r r e c t } , "
f " b u t i n s t e a d i t r e t u r n e d { y r s i z e } "

)

The above is an example showcasing the general structure of a Pytest block. In this assignment,
the student is required to write a function called yearsize that takes one parameter, an integer
representing a year, and returns another integer representing the number of days of the year
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passed as a parameter. As it can be observed from the third line of code, the file submitted
by the student is required to have the name “yearsize.py”, and the function’s name must be
yearsize. If the student incorrectly named the function, an ImportError will be thrown,
and the test will fail. Next, a correct version of the function called yearsize_correct is
defined to allow for easier asserting. Finally, the test function test_yearsize() is defined.
The name and description decorators are provided by the cg-pytest-reporter Python
package and are used to offer a descriptive name and description of the test to the student as
shown in Figure 2.

Figure 2: Pytest result viewed from CodeGrade.

The script then goes on to check that the return value of the student’s function matches that of
our model function yearsize_correct for all years from 1900 to 3000. If any discrepancy
is detected, the test fails, and a message containing the year that made the function return
an erroneous value is outputted to the screen, allowing the student to debug their code with
concrete data on what value caused the function to misbehave.

Figure 3: Pytest with multiple unit tests viewed from CodeGrade.

Pytest blocks allow the assignment designer to implement multiple unit tests as shown in
Figure 3. This enables us to perform more structured tests, and offer students points even for
solutions that do not meet all requirements.
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4 Design and implementation of the new system

In order to circumvent the problems mentioned in subchapter 3.2, the 2025 implementation of
the Foundations of Programming for international programs course was drastically changed.
Firstly, the number of weekly homework assignments was increased from 5 to 10. Secondly, a
whole new exercise bank was created during the summer. Many of the new assignments were
specifically designed in such a way that they could be graded using Simple Python Test and
Pytest blocks. In the initial chapters, Simple Python Test was used to detect the presence
of required variables, their data types, and their assigned values. When discrepancies were
identified in a student’s submission, targeted feedback was generated to indicate whether a
variable was undefined or its data type or value mismatched the expected specification. This
approach provides students with precise diagnostic information, allowing them to identify and
correct their mistakes without resorting to trial-and-error guesswork. Furthermore, this meant
that the students were now required to strictly follow the assignment description. Starting
with the fifth chapter, assignments mainly required functions and Pytest could start being
used to grade assignments. Unlike in previous years, this meant that students could no longer
avoid creating a function/class by simply writing the implementation directly in the main
block of the program and just rely on the fact that only stdout is checked. For comparison
purposes, we will take a look at how the assignment descriptions differ compared to previous
year’s. Below is an assignment from the 2024 course implementation:

Make a Python program that

1. Asks the user for the prices of two products and converts the prices into
whole numbers. In Python, conversion to an integer is done with the int
statement.

2. Prints the message: “Product 1 costs <price1> e and product 2 costs <price2>
e.”

3. Set the program to print the sum of the prices given by the user: “The sum
of the products is <amount> euros.”

Try the program with different feeds. Do you notice any problem with the
program and if you do, can you solve it? The answer to this part will not be
returned.

Below is a similar assignment from this year’s (2025) implementation that was graded using
the Simple Python Test block:

Create a simple currency converter. Ask the user for an amount in USD, and
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convert it to euros. Assume the exchange rate is 1 USD = 0.88 EUR. Save the
value in a float variable called “eur”.

The file you submit must be called “conversion.py”.

While the general idea of the assignment is the same, floating-point arithmetic, the approach
in which correctness is evaluated is slightly different. In 2024’s assignment students had to
print a predefined string containing the float value result of the addition of the two product’s
prices. This approach is not incorrect, but is prone to failing students due to skills we are not
looking to assess such as grammar and the ability to write without typos. In 2025’s assignment
students had to simply assign the resulting value to a variable. The variable must be named
exactly as specified in the assignment description, meaning that situations where submissions
fail due to typos are still plausible, but the chance of a typo occurring in a variable name is
less than in a whole sentence; this is an overall improvement.

Figure 4: Failed IO Test.

Figure 4 shows how an IO Test block displays mismatched text. Missing output is highlighted
in green, and superfluous output is highlighted in red. Students can also tick “Ignored output”
to see output that differs from the expected output, but which is ignored and they do not need
to fix in order to pass the test. This type of test is preferable to a Simple Python Test when
verifying program output, as the visual representation simplifies the process of identifying the
discrepancies that must be corrected. In contrast, when evaluating more complex programs, a
Simple Python Test or Pytest is typically more appropriate. Let us take a look at feedback
messages a student can possibly receive when the aforementioned exercise is graded using a
Simple Python Test.
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Figure 5: Failed Simple Python test due to an undefined variable.

Figure 5 contains the message a student sees if the program could not detect any variable
named “eur.” This provides the student with a clear understanding of what went wrong.

Figure 6: Failed Simple Python test due to an incorrect data type.

Students are also notified if their “eur” variable is of an incorrect data type and what the
correct one is. This type of check is especially useful in cases where a simple value check
might not clearly reveal the underlying issue, such as defining a variable as an int instead of
a float.

Figure 7: Failed Simple Python test due to an incorrect float equality assertion.

If the student’s code does contain a variable named “eur” of type float, then the program
goes onto the last check, the equality check. Internally we compute the correct answer from
the randomly generated value that will be piped to stdin and compare it to the student’s “eur”
variable. If they are not equal, this means that there is an error in the submitted code and an
error message containing the value of the “eur” variable is displayed.

Figure 8: Passed Simple Python Test block.
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If the student’s solution is correct an encouraging feedback message is displayed, letting them
know that their code worked correctly and that they did a good job.

We will now take a look at an assignment that was designed to be checked using Pytest:

Your task is to design a basic theater management system. It was decided that
the system will be implemented as a 2D array (list of lists) of strings where “O”
means that the seat is available, and “X” means that the seat is occupied.

You must implement 1 class:
Class: Theater
Should contain the following variables:
- seats (matrix of strings)

!!Important!!
The constructor should initialize the seats member variable full of “O”s based
on the two variables passed to it: rows, cols

Besides the constructor, the class should also contain the following methods:
book_seat(row, col): Books a seat at the given row and column. Returns
True on success, otherwise False.
cancel_booking(row, col): Cancels a booking for the specified location.
Returns True on success, otherwise False.
available_seats(): Returns the number of available seats.

The file you submit must be called “theater.py”.

When using Pytest, students are required to submit a file containing class(es) and/or function(s)
defined according to specific signature(s). In the above exercise the function signature is given
directly, although during the initial exercises related to writing functions the signature was not
explicitly stated in the assignment description, it was described in plain language to require
students to recall the appropriate syntax. The file does not need to include a main execution
block; however, students are encouraged to test their solution within the program’s top-level
scope prior to submitting. Because the Pytest supports newlines in its output, the error
message the student sees can be formatted nicely and tailored to contain all the information
he or she would need to understand why the unit test failed.
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Figure 9: Failed Pytest block.

Figure 9 demonstrates how the Pytest block was used to give detailed feedback a student can
use to then debug their program. The constructor test clearly shows how the array should look
like given the values 8 and 9 were passed as rows and cols respectively. The other tests also
clearly state under which conditions the member function failed so that the student may try to
reproduce the behavior on their own machine, or if the test failed because the function was
not defined.

Figure 10: Passed Pytest block.

If a test passes successfully, the test box does not show any feedback and is simply marked
with a green check mark. This behavior is built-in and cannot be changed to allow us to
congratulate the student on their correct solution like the Simple Python Test block can.

Furthermore, a list of Python structures and concepts that were not taught during the course
was compiled. This list was integrated into a Code Structure Test block that rejected
submissions containing untaught syntax. The main objective of this check was to improve
academic integrity by restricting the usable structures to only those taught during the course.



30

By enforcing such constraints, students were required to demonstrate understanding of the
intended learning outcomes rather than relying on AI tools or online forums such as Stack
Overflow.

Since modern AI models tend to generate concise and optimized implementations, they
frequently employ advanced language features that fall outside the scope of this course. As a
result, submissions generated with the assistance of such tools were more likely to violate the
imposed structural constraints and be automatically rejected.

The resulting “blacklist” of untaught structures was evaluated at the beginning of the AutoTest
pipeline. If any matches were detected in the submitted code, the remaining test blocks were
not executed, and the submission received a score of 0%. At the beginning of the course this
list contained almost all Python functions and structures with the exception of very basic ones
such as print(), int(), float(), etc., which were taught during the first lecture. As the
course progressed, entries were removed from the blacklist in accordance with the lectures
materials. The final list containing only structures that were not taught in the course at any
point was then used for project submissions.

Figure 11: Failed Code Structure Test block.

Figure 11 demonstrates what a student sees if their submission contains untaught structures.
The heading of the block was given a descriptive name to make sure students fully understand
what the test checks for. The blacklist itself was not made visible to the students as to prevent
cases where one could simply provide the list to an AI agent and tell it to create the program
without using any of the listed structures, effectively rendering our method useless. The
message “Found a match in your code while no match was expected.” that is visible in the
logs section of the block is hardcoded by CodeGrade and cannot be changed.

Figure 12: Passed Code Structure Test block.

Figure 12 demonstrates what a student sees if their submission does not contain untaught
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structures. The message “Pattern not found!” that is visible in the logs section of the block is
hardcoded by CodeGrade and cannot be changed.

However, due to limitations of CodeGrade, this approach required additional adjustments
when grading project submissions. Specifically, CodeGrade does not allow customization
of the Semgrep invocation command, and a known issue in its Python parser allowed stu-
dents to bypass checks by submitting syntactically invalid code, which caused the Code
Structure Test block to incorrectly pass. Instead, Semgrep was manually installed us-
ing pip, and a Script block was used with the following command: semgrep --strict

--error --config $UPLOADED_FILES/untaught.yaml ./project.py. The --strict

flag ensures that Semgrep exits with code 3 when invalid syntax is encountered, preventing
students from exploiting parser failures. The --error flag causes Semgrep to exit with code
1 when one or more matches are found in the code. The --config parameter specifies the
path to the YAML rule set, while $UPLOADED_FILES refers to the directory containing files
uploaded during the Setup phase. Finally, ./project.py represents the file submitted by the
student. The Script block passes if the script exits with code 0 and fails on any non-zero exit
code.
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5 Results

The purpose of this chapter is to present the results of the end-of-course surveys the students
and teachers of the Fundamentals of Programming for international programs course partook
in. For a complete list of the survey questions, their type, and the raw data, see the appendix
at the end of this document.

5.1 General statistics

Across the entire course, roughly 83.1% of assignments were submitted, while 16.9% were
not. Out of the 670 students that remained enrolled by the end of the course, 162 of them
passed the first exam, equating to 24.2%. In the year 2024, by the end of the course there
were 575 remaining students, out of which 118 passed the first exam, which equates to 20.5%.
This represents an increase by 3.7 percentage points. In the year 2024, 36.9% of students
were from the LUT School of Engineering Sciences, while in 2025 this figure was 44.1%.
Out of the students that took the Fundamentals of Programming for international programs

course in the year 2024, 172 reenrolled in 2025 due to not having passed the course. Out of
them, only 7 obtained a passing grade for the first exam.

5.2 Student survey

The student survey was carried out on Moodle during December 2025 and students that filled
it out were rewarded with 5 extra points that contributed to their exercise grade. A total of
145 out of 708 students (20%) responded to it. The survey included three types of questions:
Likert scale, open-ended, and closed-ended.
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Figure 13: Question 1: My motivation on this course was
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According to Figure 13, students’ motivation throughout the course was high, with value
4 being the most chosen option and 5 coming right after it. Many students said that their
primary motivation for taking this course was that they “wanted to be able to code.”
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Figure 14: Question 3: How much did you invest on your learning on this course, choose
from options below.

Figure 14 shows us that nearly half of the students participated in almost all teaching events
and/or completed the required assignments. A student’s answer stated that the “difficulty of
the materials and tasks was discouraging.”
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Figure 15: Question 9: How clearly did the feedback from CodeGrade help you understand
why your code failed?

In Figure 15, the mean rating (µ = 3.4, σ = 1.2) indicates a modestly positive perception of
feedback clarity, although it contains a larger proportion of negative votes (27.3%) than the
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other questions. A student stated that “the system is good, but as a person who had never
coded before or used CodeGrade [...] it was quite hard for me to understand the error codes
the system was giving me and had to resort to AI for most of the debugging.”
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Figure 16: Question 10: How useful was the feedback from CodeGrade for helping you locate
bugs in your code?

Figure 16 (µ = 3.6, σ = 1.2) presents a similar perception of the usefulness of the feedback
in helping one locate bugs in their code. While one participant in the feedback claimed that “it
helped me [the student] understand where the mistake is in my code,” another student claimed
that “sometimes tests fail with an ambiguous reason and I have to ask in the Discord group
for help.”
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Figure 17: Question 11: To what extent did the feedback from CodeGrade identify specific
lines or functions that caused issues?

Students indicated that CodeGrade was moderately successful at identifying specific lines or
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functions that caused issues, with the most popular option of Figure 17 (µ = 3.4, σ = 1.2)
being 3, which was chosen by 29.0% of the students. While one student claimed that “it
[CodeGrade] is helpful to find out exactly what part of the code needs improvement,” another
student claimed stated that most assignments’ feedback was “the least descriptive, generic
information about the code.”
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Figure 18: Question 12: How much did the feedback from CodeGrade improve your ability
to write correct code on the first try?

According to Figure 18 (µ = 3.4, σ = 1.3), 32.8% of the students selected value 4 and 20.6%
of them picked 5, indicating that the automatic feedback from CodeGrade helped improve
their ability to write correct code on the first try. One student claimed that it has “improved
my [student’s] coding skills effectively.”
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Figure 19: Question 13: How quickly were you able to understand what the feedback from
CodeGrade required you to change?
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Figure 19 (µ = 3.4, σ = 1.2) shows that 26.9% of students picked value 4 when asked how
quickly they were able to understand what changes the feedback required them to make.
While most comments on this topic were positive, there were two which claimed that it “took
me more time to rewrite the code [...] than it took me to code the (fully working) solution.”
These answers were referring to the Code Structure Test blocks which were used to detect
untaught structures.
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Figure 20: Question 14: How much did the feedback from CodeGrade help you learn?

Figure 20 (µ = 3.3, σ = 1.2) shows that almost half (46.6%) of the students selected values 4
or 5, indicating that the automatic feedback did provide them with insightful knowledge and
supported their learning. While some students stated that the feedback is “very clear,” others
claimed it was “not understandable.”
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Figure 21: Question 15: How much time do you think you saved on debugging thanks to the
feedback offered from CodeGrade?
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Figure 21 (µ = 3.3, σ = 1.3), where the most chosen value is 3, shows that students consider
that the automatic feedback saved them a medium amount of time on debugging. As it can be
read from the above students’ answers, some of them considered the feedback confusing and
unhelpful.
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Figure 22: Question 16: How satisfied were you overall with the feedback from CodeGrade?

Figure 22 (µ = 3.5, σ = 1.2) shows that more than half (51.5%) of the students chose either 4
or 5 when asked how satisfied they were with the feedback as a whole, indicating a generally
positive perception of CodeGrade.

5.3 Teacher survey

The teacher survey was carried out in January 2026 and consisted of 5 open-ended questions:

• How much time do you reckon that the new assessment methods have saved you

compared to previous course iterations?

When answering this question, both teachers mentioned that the “workload for teaching
staff was probably more,” arguing that setting up homework assignments that contain
unit testing takes significantly more time. Due to the fact that almost all weeks had a
total of 10 assignments, this task can be rather cumbersome. This is factually true, since
this process requires the assignment developers to write much more code compared to if
only IO Test blocks were used. In our case, the department hired two summer workers
tasked with creating said assignments, since developing them week by week would be a
rather difficult task. Moreover, one teacher argued that, nevertheless, “getting the right
questions is the most time consuming part.”

• How would you compare the amount of complaints received from students this year
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compared to previous years? Were there more or less? Were the issues less or more

severe?

Both teachers argued in their answers that they “have a feeling that complaints were
around the same level,” and that the main reason behind why students even complain
most of the time is due to them “not having enough attention span to try and understand
the errors.”

• To what extent do you believe the unit testing features have improved the fairness and

consistency of assignment grading compared to previous course iterations?

Both teachers argued that “fairness has improved,” especially when grading exams. In
previous years, “we could have given 1-2 pity points, even if the program was not very
good,” something that should not take place if one is to be completely fair and grade
strictly following to the set rubrics. One of them mentioned that “it does not completely
remove AI problems.” Nevertheless, the general idea of their responses was that the
new system was “a positive addition.”

• How has the introduction of unit testing affected your ability to identify common student

misconceptions or errors in assignments?

The teachers’ answers for this question vary, with one arguing that it had “no effect,” and
that “we [the teachers] have not had time to do anything yet,” and the other saying that
it had “somewhat” impacted his ability of identifying common student misconceptions.

• Overall, how satisfied are you with the integration of unit testing into CodeGrade,

and what changes or enhancements would you recommend for future offerings of the

course?

Both teachers mentioned that they are satisfied with the integration of unit testing into
the course’s homework assignments, and that it was an overall “good addition.” Both
teachers’ answers did not touch upon the second part of the question regarding what
changes or enhancements they would recommend.

The teachers’ full responses are not presented and only extracts from their answers have been
used in the commentary above.
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6 Discussion

This chapter aims to analyze the results obtained from the surveys conducted at the end of the
course and the grades received by students for the first exam. It discusses the strengths and
weaknesses of the technologies used in the 2025 implementation of case study and outlines the
considerations future assignment developers should keep in mind. We emphasize that these
findings are applicable to various assessment systems and are not restricted to any specific
course.

6.1 Analysis of findings

This subsection interprets the results presented in the previous chapter in light of the research
questions outlined in Section 1.2. Rather than merely reporting descriptive statistics, we
examine how student engagement, perceived platform quality, and assessment outcomes
relate to one another, and whether the implemented grading system meaningfully influenced
learning outcomes and academic integrity.

6.1.1 General statistics

According to Figures 13 and 14, students’ motivation was high throughout the course, and the
vast majority of them had both attended most of the lectures and completed all the assignments.
Judging by these responses, one would expect the percentage of students that had passed
the first exam to be similar to percentages of the responses shown in the aforementioned
questions, yet that is not the case, as the first exam’s passing rate is more than 3 times lower.
By simply looking at these statistics, we could argue that the implementation of the new
system insignificantly helped students gain programming knowledge. However, we also
have to take into account one’s lack of motivation and idleness thereof when assessing our
work. Even though 2025’s course implementation not only contained double the amount
of weekly homework exercises compared to 2024, but also integrated various experimental
assignments, it is pleasant to find out that this had not decreased their motivation. This shows
us that such experiments can further take place without worries that it will have a negative
impact on students’ motivating force. Nevertheless, due to the relatively small percentage
of students that answered the end-of-course survey, the above results may not accurately
reflect the general attitude of those that partook in the Fundamentals of Programming for

international programs course in the autumn of 2025.

6.1.2 Student survey

A factor for the problem presented in the subsubchapter above may come from the fact that stu-
dents rated CodeGrade as a modestly above average platform, as shown in Figures 15 through
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22, although the relatively large standard deviation suggests considerable heterogeneity in
student experiences. This variance is likely due to more tech-savvy students understanding
error messages containing terminology that a newbie might find rather cryptic. While we do
not have data on what the ideal system might look like from the students’ perspective, we
acknowledge that the there is room for improvement in assignment structure and automatic
feedback. The feedback given by some of the Simple Python Test tests was simply “Your
answer is incorrect! Reread the assignment,” which does not provide students with any
meaningful information regarding what exactly went wrong and in what place; this was due
to the limited formatting a Simple Python Test block offers. Nonetheless, the relatively high
rating the feedback received in general (Figure 22) suggests that the implementation of the
advanced CodeGrade automated grading techniques mentioned in subchapter 4.2 successfully
addressed the quality issues identified in subchapter 3.2, therefore addressing the second and
third research questions presented in subchapter 1.2. Compared to previous implementations
of the course, this year no submissions that simply outputted hardcoded text were detected
thanks to the introduction of randomization. However, there was no visible reduction in
AI-generated code. Nevertheless, the overall decrease in academic misconduct suggests
that the newly incorporated grading techniques have addressed the first research question of
subchapter 1.2.

6.1.3 Teacher survey

The teacher survey offered us meaningful insight into both the advantages and disadvantages
of implementing such a system. While academic misconduct in homework assignments
was reduced, this decrease is not as significant as we had hoped. Today’s AI agents are so
accessible and have become smart enough to follow whatever rules given to them. Completely
removing the possibility of using AI would be impossible, as it would require that the students
do their homework under our supervision, something which is simply not possible.

6.2 Strengths and limitations of the new system

The newly used test blocks, Simple Python Test and Pytest, have proven to provide a very
robust way to check students’ assignments. It not only enabled us to check that students
follow the assignment requirements such as defining specific variables with specific types
and functions with specific arguments and return types, but also helped greatly reduce the
possibility of cheating by allowing us to make use of randomization, ensuring that students
did not simply hardcode values so that the test would pass, but actually implemented the
required algorithm. Moreover, it allowed us to give improved automatic feedback to students,
as the tests covered a multitude of edge-cases and possible bugs, by showing the student
the expected output compared to what they implemented. This enabled students to debug
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their code on their own machines by using the values with which the test failed, encouraging
test-first development. As for the downsides, even though not many, such tests do not perform
that well when required to compare strings. During the course, problems arose due to factors
we did not look at assess, such as impeccable writing skills. When comparing strings, unlike
the IO Test block, the Simple Python Test and Pytest blocks do not highlight the differences
between them using colors, allowing one to easily spot where a typo might be. Performing
string comparison using the Simple Python Test block proved to be especially difficult,
as the output presented to the student cannot contain newlines, making legible formatting
impossible.

6.3 Implications for future courses

As mentioned in the previous subchapter, Simple Python Test should not be used for as-
signments that require outputting text to stdout due to problems with the formatting of
feedback. If the decision that such a test will be used to check a string-related task, the devel-
oper should seek to either develop the task in such a way that only a substring check using
asserter.string_contains() should be performed on the output, or define a function
that performs a case-, punctuation- and whitespace-insensitive comparison, as shown below,
and then use asserter.is_true() or asserter.is_false() to evaluate its correctness.

import s t r i n g

def s t r c m p i ( s1 : s t r , s2 : s t r ) −> bool :
rm = s t r i n g . w h i t e s p a c e + s t r i n g . p u n c t u a t i o n
t a b l e = s t r . m a k e t r a n s ( " " , " " , rm )
re turn (

s1 . c a s e f o l d ( ) . t r a n s l a t e ( t a b l e )
==
s2 . c a s e f o l d ( ) . t r a n s l a t e ( t a b l e )
)

Because the Fundamentals of Programming for international programs course is taken by so
many people with no prior programming experience, lectures should either focus more on
teaching students how to interpret various error codes or try to capture the errors CodeGrade
might output and translate them into a meaningful message before showing it to the student.

By comparing strings in such a way we make sure that we do not fail students due to
mismatches in punctuation, case and/or whitespaces. However, issues regarding typos still
cannot be mitigated as that would not only require other much more complex algorithms, but
would also open the door to a myriad of new bugs and problems. Another way of tackling
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this problem is by pairing several IO Test blocks that check various edge cases with a Simple
Python Test block that implements randomization, so that the student may get a better idea
of the formatting problems from the feedback of the IO Test blocks.

During the 2025 implementation of the Fundamentals of Programming for international

programs course several bugs were found in Semgrep, the open-source static code analyzer
used by the Code Structure Test block. One frequent bug discovered in Semgrep is a
misleading ParseError when defining or referencing strings that are either empty or contain
escape sequences inside a match statement in Python. As of writing this thesis, the newest
version of Semgrep (v1.153.0) still suffers from this bug.
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7 Conclusions

The objective of this thesis was to investigate how automated grading systems can be de-
signed to improve the quality of feedback, ensure fair and consistent assessment, and reduce
opportunities for academic misconduct in MOOCs. The results indicate that the introduction
of automated testing, mainly through unit testing, significantly improves the precision and
usefulness of automatic feedback. Students were provided with more targeted diagnostic
information, allowing them to better understand and correct their mistakes, while course staff
benefited from a more consistent assessment process.

Furthermore, the redesigned system proved effective in mitigating simple forms of academic
misconduct, such as hardcoded solutions, by enforcing stricter submission rules and making
use of randomization. However, the findings also demonstrate that the increasing use of
AI-assisted code generation introduces challenges that cannot be fully addressed through
automated grading alone. While structural constraints can limit certain types of misuse of AI,
they cannot reliably distinguish between independently written and AI-generated solutions.

Overall, automated grading systems should be understood not as a replacement for traditional
assessment methods, but as a complementary component that enhances scalability, consistency,
and feedback quality. In this context, supervised examinations remain essential for evaluating
one’s competence, while automated systems play an important role in supporting learning
and assessment throughout the course.
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Appendix Survey questions & data

Only survey questions relevant to this thesis are presented below. For simplicity reasons data
belonging to open-ended questions is not presented.

Question 1: My motivation on this course was
Type: Likert scale, where: 1=very low; 5=very high
Results: Value 1: 5 answers, Value 2: 6 answers, Value 3: 20 answers, Value 4: 53 answers,
Value 5: 49 answers. Total: 133 answers.

Question 2: If you wish, tell us what influenced your motivation to study in this course.
Type: open-ended

Question 3: How much did you invest on your learning on this course, choose from options
below.
Type: closed-ended
Options:
Option 1: I neither participated in the teaching events nor completed the required assignments.
Option 2: I didn’t participate actively in the teaching events, but I completed the required
assignments.
Option 3: I somewhat participated and/or completed some of the assignments.
Option 4: I somewhat participated and/or completed all the assignments.
Option 5: I participated in almost all teaching events and/or completed the required assign-
ments.
Results: Option 1: 0 answers, Option 2: 16 answers, Option 3: 12 answers, Option 4: 40
answers, Option 5: 65 answers. Total: 133 answers.

Question 9: How clearly did the feedback from CodeGrade help you understand why your
code failed?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 8 answers, Value 2: 28 answers, Value 3: 29 answers, Value 4: 39 answers,
Value 5: 28 answers. Total: 132 answers.

Question 10: How useful was the feedback from CodeGrade for helping you locate bugs in
your code?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 9 answers, Value 2: 15 answers, Value 3: 30 answers, Value 4: 47 answers,
Value 5: 32 answers. Total: 133 answers.
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Question 11: To what extent did the feedback from CodeGrade identify specific lines or
functions that caused issues?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 11 answers, Value 2: 19 answers, Value 3: 38 answers, Value 4: 37
answers, Value 5: 26 answers. Total: 131 answers.

Question 12: How much did the feedback from CodeGrade improve your ability to write
correct code on the first try?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 15 answers, Value 2: 14 answers, Value 3: 32 answers, Value 4: 43
answers, Value 5: 27 answers. Total: 131 answers.

Question 13: How quickly were you able to understand what the feedback from CodeGrade
required you to change?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 9 answers, Value 2: 25 answers, Value 3: 33 answers, Value 4: 35 answers,
Value 5: 28 answers. Total: 130 answers.

Question 14: How much did the feedback from CodeGrade help you learn?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 12 answers, Value 2: 21 answers, Value 3: 37 answers, Value 4: 37
answers, Value 5: 24 answers. Total: 131 answers.

Question 15: How much time do you think you saved on debugging thanks to the feedback
offered from CodeGrade?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 14 answers, Value 2: 19 answers, Value 3: 38 answers, Value 4: 30
answers, Value 5: 30 answers. Total: 131 answers.

Question 16: How satisfied were you overall with the feedback from CodeGrade?
Type: Likert scale, where: 1=not at all; 5=very much
Results: Value 1: 11 answers, Value 2: 17 answers, Value 3: 36 answers, Value 4: 36
answers, Value 5: 32 answers. Total: 132 answers.

Question 17: Please share your opinion about the CodeGrade system based on your experi-
ences
Type: open-ended
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