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Knowledge editing aims to update the internal knowledge of large language models (LLMs)
without full retraining. Existing approaches typically rely on parameter modification, which
leads to high knowledge costs and cumulative interference, particularly for small models. In
addition, focusing only on the success of target editing often masks instability and knowl-
edge drift. This paper introduces a hybrid knowledge editing framework that combines a
parameter-edited GPT-2 language model and Qwen2.5-1.5B model with query-dependent
external knowledge retrieved via BM25 to guide inference-time generation, while keep-
ing model parameters fixed during inference that reformulates knowledge editing as a con-
strained conditional generation task. Experiments conducted on GPT-2 Large and Qwen2.5-
1.5B show that the proposed method maintains a high editing efficiency while achieving
superior stability and consistency compared to baseline methods, offering a reliable solution
for knowledge editing in small language models.
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Symbols and abbreviations

Latin characters

(2 Retrieved context set

9 External document collection
& Set of fact triplets

Z Loss function
X
a

Retriever function

Answer
Ck Context
d; Document
E(") Model editor function
fo Pre-trained language model
i,j,k Indices
o7 Target object
q Input query
qi Query
ri Relation
Si Subject
w Weight matrix of MLP layer
w’ Updated weight matrix

Greek characters

AB Parameter update

AW Weight update for knowledge editing
n Learning rate

0 Model parameters

0’ Updated parameters

Subscripts

i Index of fact triplets

J Index of documents

k Index of retrieved contexts

Superscripts



Target or optimized value

Abbreviations

LLM Large Language Model

QA Question Answering

MLP Multi-Layer Perceptron

RAG Retrieval-Augmented Generation

ROME Rank-One Model Editing, a parameter-based editing approach
MEMIT Mass Editing Memory in Transformer

BM25 Sparse retrieval algorithm

SBERT Sentence-BERT retriever

PMET Parameter-efficient Model Editing Transformer
SERAC Semi-Parametric Retrieval-Augmented Correction
WISE Weight Injection for Model Editing

Dimensionless numbers

ES
PS
NS
PPL

Edit Success Rate
Portability
Locality
Perplexity
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1 Introduction

Large language models (LLMs) have demonstrated remarkable capabilities in open-domain
tasks, such as question answering, knowledge retrieval, and complex reasoning (Y. Jiang
et al., 2024). They can recall a vast amount of factual knowledge from pretraining data;
however, the knowledge in the world is dynamic, and pretrained models often lag behind
real-world developments, resulting in generated content that may be outdated or even in-
correct, such as updates in scientific discoveries or changes in political figures. This issue
highlights the urgent need to efficiently update model knowledge. Traditional large-scale
pretraining requires enormous computational costs (S. Wang et al., 2024) and is difficult to
adapt to rapidly changing knowledge demands. Therefore, developing low-cost, highly effi-
cient, and transferable knowledge editing methods is of great significance for enhancing the

practicality of question-answering systems and intelligent applications.

In existing studies, researchers have proposed a series of parameter-writing knowledge edit-
ing methods. Rank-One Model Editing (ROME) (Meng & Bau, 2022) locates the key MLP
layers in GPT responsible for factual recall through causal mediation analysis and directly
modifies their weights using a rank-one update, thereby achieving precise editing of individ-
ual facts. Experiments show that ROME can maintain a high success rate of editing while
balancing locality and generalization. Building on this, Building on this idea, a method
called Mass-Editing Memory in a Transformer (MEMIT) (Meng, Sharma & Bau, 2023)is
proposed, which enables large-scale batch knowledge updates.Mass-Editing Memory in a
Transformer, supporting the injection of thousands of facts at once in large models such
as GPT-J and GPT-NeoX. They are 6B and 20B respectively. MEMIT distributes updates
across multiple key MLP layers, thereby maintaining efficiency, specificity, and smoothness
even under large-scale edits. Another category of methods is based on meta- (Meng, Sharma
& Bau, 2023). Model Editor Networks using Gradient Decomposition (MEND) is a method
for efficiently editing the knowledge of large pre-trained models by transforming gradients
into targeted parameter updates. Authors (Mitchell, Lin, et al., 2022) train a hypernetwork
to decompose gradients into low-rank updates, enabling rapid model modification. Com-
pared to ROME and MEMIT, MEND has advantages in editing speed and parameter cost,
but its scalability is limited, typically supporting edits for only dozens of facts (Mitchell, Lin,
et al., 2022). Moreover, MEND performs weakly in transferability and complex question-
answering scenarios, often remaining at the level of “rote memorization.” Overall, these
parameter-writing methods are highly efficient for knowledge injection but show significant
limitations in flexible application. However, parameter-writing approaches generally face
the risk of knowledge drift, meaning that when modifying a certain piece of knowledge,

other related or unrelated knowledge may be unintentionally affected, leading to factual dis-
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tortion or loss of consistency. This phenomenon is particularly pronounced in batch editing
and complex knowledge structures (S. Wang et al., 2024). At the same time, there is also a
need for rollback in practical applications: when new knowledge is proven to be incorrect,
or when edits cause side effects, users need to be able to quickly undo the modifications and
restore the model to its original state. Currently, most methods lack direct support for this,

relying only on reloading the model or retraining, which increases operational costs.

And in addition to methods that modify model parameters, other types of knowledge editing
methods have emerged in recent years. One approach avoids modifying parameters by intro-
ducing external memory modules. For example, a method called Semi-Parametric Editing
with Retrieval-Augmented Counterfactuals, we can also call it SERAC (Mitchell, Manning
& Finn, 2022) constructs an external storage structure to store new knowledge in a separate
module, which is then retrieved via a retrieval mechanism during the inference stage. Since
model parameters are not modified, this approach improves model stability; however, it re-
lies on an additional retrieval process, increasing computational overhead, and the quality of
the external knowledge base affects the performance of the model. Because if the knowl-
edge has not relationship with the question, then this will be meaningless. Another class of
methods, such as the Parameter-Memory Editing Transformer (PMET) (X. Li & S. Li, 2024)
and In-Context Editing (ICE) (Qi et al., 2025), mitigates knowledge interference during the
editing process by refining parameter update strategies or implementing control mechanisms.
Finally, there is a third class of methods, such as Weight Interpolation for Scalable Editing
(WISE) (P. Wang et al., 2024), which combines prompt engineering to facilitate knowledge
injection. However, none of these methods can simultaneously address editing efficiency,

stability, and transferability.

It can be seen that existing methods exhibit a clear gap between efficient knowledge injection
and flexible application: parameter-writing methods are efficient but rigid, while retrieval-
augmented methods are flexible but costly. How to simultaneously ensure knowledge update
efficiency and question-answering transfer capability under low-cost conditions remains an
important research direction that has not been fully explored. This thesis addresses this gap
by proposing a hybrid approach that combines parameter writing with lightweight retrieval
augmentation. On one hand, methods like ROME or MEMIT are used to quickly write
target facts into models such as GPT-2 small; on the other hand, during the Q & A stage,
retrieval modules like BM25 or Sentence-BERT are introduced to obtain context from ex-
ternal knowledge bases and input it into the model along with the question. In this way, the
model can maintain the ability for rapid knowledge injection while demonstrating stronger

transferability in complex question-answering scenarios.

The objectives and goals of this thesis are to propose and validate a hybrid knowledge edit-
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ing method that does not require additional large-scale training, aiming to improve the trans-
ferability and practicality of question-answering systems while simultaneously mitigating
potential risks such as knowledge drift and enabling flexible rollback mechanisms. By in-
tegrating parameter writing methods with lightweight retrieval augmentation, this approach
seeks to balance efficiency with adaptability, ensuring that updated knowledge can be applied

in diverse and complex scenarios.

This study introduces a hybrid knowledge editing approach, termed Inference Controlled
Knowledge Editing (ICKE), which integrates a parameter-edited GPT-2 language model and
Qwen2.5-1.5B with query-dependent external knowledge retrieved using BM25 to guide
inference-time generation, while keeping the model parameters fixed after editing, thereby
mitigating knowledge drift. ICKE treats the model’s original parameters as long-term mem-
ory and invokes updated knowledge through inference-time constraints, thereby avoiding
repeated accumulation of modifications in the parameter space. Rather than directly writ-
ing new knowledge into model parameters, the method guides the model to apply edited
information only in appropriate contexts during inference, thereby improving stability and
transferability while preserving locality. This design alleviates the tension between long-
term memory retention and immediate knowledge application, enabling consistent behaviour
across multiple editing scenarios. From an overall perspective, we have made the contribu-

tions as follows:

e We conducted a systematic analysis of parametric knowledge editing on small-scale
language models, showing that instability in batch and continuous editing settings pri-

marily arises from the cumulative modification of the model parameters.

e We proposed ICKE, a hybrid framework that decouples knowledge updating from
knowledge application, reducing interference with long-term parameter memory and

improving stability across multiple edits.

e Extensive experiments on GPT-2-Small, GPT-2-Large and Qwen2.5-1.5B demonstrated
that ICKE achieves a more stable trade-off among the editing success rate, transferabil-

ity, and locality, confirming its effectiveness in mitigating knowledge drift.
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2 Related Work

Large Language Models (LLMs) are popular because of their unprecedented textual under-
standing capabilities, achieved through pre-training on massive corpora and acquiring vast
amounts of factual knowledge and reasoning abilities(Bowman, 2024). However, their high
cost stems from the need for extensive parameter training(Hoffmann et al., 2022). Further-
more, as information and the world evolve, we constantly need to introduce new knowledge
while refining existing knowledge, such as presidential elections and political party changes.
Retraining each time would be both time-consuming and costly. To address the model
retraining problem, four methods exist:Fine-tuning-based methods,Meta-learning methods,
Extra knowledge intergration methods and Locate-and-Edit methods. We will analyze these
four commonly used methods below, including their commonly used models, idea and their

advantages and disadvantages.

2.1 Fine-tuning-based Methods

Fine-tuning is one of the methods in knowledge editing, which were among the first to be
used. They introduce new training data into the model to optimize its parameters, enabling
the model to learn and retain new knowledge(Devlin et al., 2018).For knowledge editing
tasks, a fact can be represented as a triple (s,r,0*), where s persents subject, r presents
relation, and o* presents target object. For example, for the fact “The Prime Minister of the
United Kingdom is Rishi Sunak”, we can construct corresponding natural language inputs
(prompts) and target outputs, and then perform fine-tuning so that the model is more likely

to generate the updated correct answer when given relevant inputs.

From a fundamental perspective, fine-tuning updates model parameters by minimizing a loss

function. This process we can use a formular to present:

0 =0-nNVe"

where 6 denotes the original model parameters, 6’ denotes the updated parameters, 7 is the

learning rate, and .Z is the loss function (typically the negative log-likelihood loss).

This method typically involves three steps: First, training samples are constructed by con-
verting knowledge triples into natural language. Next, the sample data is fed into the model,
where gradients are computed via backpropagation to update the model’s parameters. In the
third step, to minimize disruption to the original knowledge, constraints such as parameter

constraints and function constraints are applied. These methods mitigate the side effects of
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fine-tuning by limiting the extent of parameter changes.

Fine-tuning-based methods primarily fall into three categories: First is Standard Fine-tuning
(FT), which directly uses new knowledge for training(Devlin et al., 2018). Second is Con-
tained Fine-tuning, which incorporates constraints such as L or KL constraints during the
optimization process(Kirkpatrick et al., 2017). Third is Layer-wise Fine-tuning, which up-
dates only specific layers of the model—for example, updating only the final few layers to
enhance locality(Howard & Ruder, 2018).

The advantage of this method lies in the fact that it does not require the design of complex
structures; instead, it directly leverages existing training mechanisms. It is capable of learn-
ing complex semantic relationships and is applicable to a variety of task scenarios, including
generation, classification, and question-answering(Qiu et al., 2020). However, despite its
strong expressive power, this method also has some shortcomings. Fine-tuning typically
affects a large number of parameters, which can cause irrelevant inputs to be affected as
well. Additionally, while introducing new knowledge, the model may forget previously ac-
quired knowledge. Furthermore, fine-tuning requires backpropagation and multiple rounds

of iteration, which is computationally expensive for large-scale models(Qiu et al., 2020).

2.2 Meta-learning Methods

Meta-learning is one of the most important field of knowledge editing in recent years. Unlike
fine-tuning methods, these approaches do not need to modify parameters of model; instead,
they train an additional editor to learn how to modify the model. In other words, this method

enables rapid updates using a small amount of data(Finn, Abbeel & Levine, 2017).
This method consists of two primary phases:

Firstly the training phase, during which an edited training dataset is constructed, with each
sample containing: an original input x,, a desired target output y,, semantically equivalent
paraphrases, and unrelated samples for evaluating locality. The editor model E is then trained
to learn a mapping from input examples to parameter updates. Specifically, given an editing

example (x,,Y.), the editor predicts a parameter shift:
AO = E(x,,y.)

Next comes the editing phase: new sample data is input, and the corresponding gradients or
features are computed. Next, the editor is used to generate parameters for updating, which
are then applied to the original model. Since this process requires only a single forward pass,

it is faster and more cost-effective than traditional fine-tuning methods.
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Next, we will focus on introducing the meta-learning methods designed in this study:

In-Context Editing (ICE) In-Context Editing (ICE) (Qi et al., 2025) replaces one-hot
supervision targets with distributional alignment between the model outputs with and without

contextual prompts, thereby reducing overfitting during the editing process.

Semi-parametric Editing with Retrieval and Cache (SERAC) Although SERAC is of-
ten categorized as an external knowledge augmentation method, its design philosophy is
related to meta-learning, so it will be discussed here. Its core idea is to introduce an ex-
ternal memory module to store new knowledge, and during the inference phase, determine

whether to use this newly added memory module based on the input(Mitchell, Manning &
Finn, 2022).

The advantage of meta-learning methods lies in requiring only one forward pass, reducing
computational costs(Mitchell, Lin, et al., 2022), and by learning specific update rules, it can
minimize the impact on irrelevant knowledge. However, it also has some limitations: it re-
quires building a dedicated editor training dataset and training an additional editor network,
increasing complexity. Furthermore, when inserting a large amount of knowledge, the per-
formance of meta-learning degrades significantly compared to MEMIT(Meng, Sharma &
Bau, 2023).

2.3 Locate-and-Edit Methods

The Locate-and-Edit method identifies key parameters or computational modules within a
model that are relevant to specific knowledge, modifies them precisely, and thereby updates
individual facts. The purpose of this method is to modify only the target knowledge, elim-
inating the need to retrain the model and minimizing the impact on other unrelated knowl-
edge(Meng & Bau, 2022).

This method typically involves two steps: first, “Locate,” which involves identifying which
part of the model is responsible for storing specific knowledge. Next comes “Edit,” where,
after pinpointing the key parameters, a specific update strategy is devised to make precise

modifications to those parameters:

W =W+ AW

where W denotes the original model parameters, and AW represents the parameter update

corresponding to the injected knowledge.
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The sampling methods used in this study primarily include the following:

Rank-One Model Editing (ROME): This method treats the MLP layers in the Trans-
former as key-value memory; when the model encounters a specific topic, it generates a key,
and the MLP in the intermediate layers outputs the corresponding value based on that key.
In this process, a small parameter adjustment is made to make the model more likely to out-
put a new target answer when presented with a specific topic. However, these adjustments
are typically minor tweaks to the parameters, so the changes are precise and have minimal
impact on other knowledge. The downside is that only one parameter can be modified at a

time, making it unsuitable for large-scale knowledge editing scenarios(Meng & Bau, 2022).

Mass Editing Memory in a Transformer (MEMIT): The MEMIT method is an exten-
sion of ROME. It distributes knowledge updates across multiple layers, selects several key
layers, and writes a portion of the knowledge to each layer. This addresses the limitation of
ROME, which allows for only a single knowledge edit at a time. It supports batch editing of
thousands of knowledge items and offers significantly greater stability than ROME; however,
the downside is that the update process is relatively complex(Meng, Sharma & Bau, 2023).

Parameter-efficient Model Editing Transformer (PMET): PMET is a further refinement
of ROME and MEMIT. It aims to correct knowledge modifications with minimal changes to
parameters, rather than making significant updates to the entire weight matrix. It transforms
the knowledge editing problem into an optimization problem by first defining two objectives:
the model must learn the new knowledge, and the model’s existing, unrelated knowledge
must remain as unaffected as possible. PMET then uses an optimization process to adjust

parameters and identify the most appropriate way to modify them(X. Li & S. Li, 2024).

Weight Injection for Model Editing (WISE): The WISE method leaves the original
model completely unchanged and introduces an additional module outside the model to de-
termine whether the current input knowledge needs to be modified. If the knowledge needs
to be updated, this module adjusts the model’s output. Conversely, if the input domain is
irrelevant, the model’s output is used directly without any changes. Thus, its advantage lies
in the ability to make precise modifications to specific knowledge while avoiding impacts
on unrelated knowledge. However, its effectiveness depends on the judgment capabilities of
the control module. If the judgment is inaccurate, it can lead to editing errors(P. Wang et al.,
2024).

The advantage of the Locate-and-Edit method lies in its ability to precisely modify a single

piece of knowledge by targeting specific parameters, thereby minimizing the impact on other
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unrelated knowledge. Furthermore, this method does not require retraining the model. How-
ever, a drawback is that such methods tend to focus on memory insertion, which can lead to

poor performance when dealing with complex semantic changes or multi-hop reasoning.

2.4 Extra Knowledge Intergration Methods

Unlike the methods described earlier, which require modifying model parameters, this ap-
proach does not alter the model’s parameters but instead incorporates external knowledge to
assist the model in generating the correct answer during the inference stage(Y. Gao, Xiong,
X. Gao, et al., 2023). It primarily consists of three steps: First is Retrieve,Given an input

query g, relevant information is first retrieved from an external knowledge base Z:
C=R(q,2)

where R denotes the retrieval function (e.g., BM25 or SBERT), and C represents the retrieved

context set.
Then perform augmentation by concatenating the original input with the retrieved context:

X = [g:C]

Finally, you can generate the answer:

a= fo(x)

Representative methods include Retrieval-Augmented Generation (RAG), which essentially
involves first retrieving relevant information and then having the model synthesize the an-
swer based on that content(Lewis et al., 2020). Similarly, the SERAC method mentioned
earlier employs a similar approach, storing new knowledge in an external cache for retrieval
when needed. Additionally, the WISE method, although formally classified as a parameter-
modification method, is also analogous to adding an extra knowledge channel within the

model. And Table 1 shows the comparison of existing methods.

Table 1: Comparison of existing knowledge editing methods

Method Single Edit | Multi Edit | Parametric | Inference-time | External KB | Extra Training
ROME (Meng & Bau, 2022) X X X
MEMIT (Meng, Sharma & Bau, 2023)
PMET (X. Li & S. Li, 2024)

ICE (Qi et al., 2025)

WISE (wise2024)

ICKE (ours)

ANENENEANENEN
SIS XSS X
ANENEIANENEN
ARSI
NIX XXX
XN SN X
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From Table 1, we can see that different methods use different things. Each method has
its own advantages and disadvantages. Some methods, such as PMET, ICE, and WISE,
utilize extra training, which increases computational costs. Others, such as ROME and ICE,
can only be used for a single edit and not for multiple edits, making them unsuitable for
complex scenarios or continuous question-and-answer settings. Furthermore, methods that
incorporate an inference stage tend to achieve slightly higher accuracy than those that do
not, as this allows the system to make selective adjustments rather than relying solely on
parameter modifications, thereby enhancing stability. Building on this foundation, I intend to
design a method that utilizes parameter editing while also referencing an external knowledge
base during the inference stage, without requiring additional training. This approach ensures
that the system does not rely solely on parameter editing—which could affect unrelated

knowledge—while simultaneously enabling the system to genuinely acquire new knowledge.

Comparative Technical Analysis of Knowledge Editing Approaches

PVET T wise T serac
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Figure 1: Detailed Knowledge Editing Approached Overview

And also Figure 1 will show the difference between different methods here. First, the ROME
method uses causal tracing to identify key neurons and performs low-rank weight updates
in a single hidden layer. MEMIT builds upon ROME by distributing knowledge updates
across multiple layers and implementing batch editing via a covariance matrix. PMET uses
a Meta-Extractor and Meta-Optimizer to learn how to edit the model and employs gradi-
ent modulation to generate update vectors. In contrast, the ICE method does not modify
model parameters but achieves knowledge updates through retrieval and context concate-
nation. WISE utilizes sparse masks to affect only a subset of neurons. Finally, SERAC
employs a fusion mechanism of external storage and retrieval, resulting in minimal impact
on the model. This diagram clearly illustrates the distinct designs and principles of each

method, facilitating a better comparison of their differences and challenges.



19

3 Problem Definition

Once the model has been trained on large-scale datasets,, LLMs implicitly store a lot of fac-
tual knowledge in their parameters; however, updating this knowledge is often challenging.
On the one hand, the model’s knowledge evolves over time, leading to erroneous results; on
the other hand, retraining not only incurs high computational costs but also makes it diffi-
cult to precisely modify individual pieces of knowledge. To address this, the ICKE hybrid
knowledge editing method is proposed, which, in addition to simple parameter modifications,

focuses on updating knowledge during the inference stage, Figure 2 as shown.

Hybrid Knowledge Editing Framework

| Phase I: Parameter Editing (Offline) . "

| Edit Requests |
* Phase II: Inference-Time Control (Ours) \

| ROME / MEMIT |

| Retriever

— ___l— (BM25) —‘

) Edited Model £, |- - e '
Brins | e Ff___L___,___ [ {dy, .., di} - [ outputs
=N ] : — :
| 1 Y »| External [ iy
' H . _k KB
— | | Wikipedia et ——
Inputs | ! Outputs

P e e — -h___L, Context Selector |
4 —

"‘{ Edited Model f5' }

_ (frozen during inference) |

Figure 2: Overview of the proposed hybrid knowledge editing framework.

Figure 2 presents the hybrid knowledge editing and reasoning framework for enhancing
the effectiveness of parameter-level knowledge editing methods during the inference stage.
While parameter-level knowledge editing can embed target facts into language model param-
eters, such knowledge often struggles to be reliably activated and correctly utilized during
inference (Hase et al., 2023). This leads to issues such as knowledge drift in parameter-level
knowledge editing (Zhong, Friedman & Chen, 2023). The core objective of our method
is to improve the controllability of edited knowledge in complex and dynamic question-
answering scenarios by introducing explicit inference-time control mechanisms, while keep-

ing the edited parameters 6’ (refer to Eq. (4) fixed.
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4  Problem Formulation

In knowledge editing tasks, certain facts and concepts evolve over time. Therefore, we need
to modify existing facts within the model to ensure it generates accurate responses. However,

existing methods either increase computational costs or lead to model instability.

First, current mainstream parameter-level knowledge editing methods (such as ROME, MEMIT)
inject knowledge by directly modifying the model’s parameters. However, this approach is
prone to interference between different pieces of knowledge in scenarios involving multi-
ple or consecutive edits. As the number of edits increases, the model’s parameters undergo
continuous modification, which can lead to instability or erroneous knowledge generation in
subsequent tasks. Second, gradient-based or learning-based editing methods (such as ICE)
mitigate the issues caused by direct parameter modification but require additional training,
thereby increasing costs. Additionally, methods that utilize external knowledge bases (such
as SERAC) can improve model stability without modifying parameters, but they rely on the
quality of the external knowledge base; if the quality is inconsistent, it can severely impact

the model’s performance. Let the pre-trained language model be

fgi%%@

where 6 denotes the model parameters. Given a set of facts to be edited,

&= {(shri?O;'k)}{'V:la

where each triplet consists of a subject s;, a relation r;, and a target object o7, a parameter-

based knowledge editing method updates the model by producing a new parameter vector
6’ = Edit(6,&),

such that the model is more likely to generate answers consistent with the target facts when
queried with the corresponding standard factual queries. According to previous studies
(Meng & Bau, 2022; Meng, Sharma & Bau, 2023), new facts were gradually incorporated
into the model parameters. Figure 3 provides an overview of how these methods encounter

challenges during knowledge editing.

As shown in Figure 3, while parametric editing methods can effectively inject target knowl-
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Figure 3: The challenges of knowledge editing. While new facts are successfully injected
(a), they are often hard to activate reliably during inference (b). This stems from a lack of
query-dependent guidance, leaving the model reliant on implicit parameter activation (c).

edge into the model and maintain a high success rate and locality of editing (Figure (a)),
the model often struggles to correctly invoke the edited knowledge when faced with queries
of different expressions (Figure (b)). For example, errors or contradictions with existing
facts may occur when the question is rewritten or when there are diverse inputs. Further
analysis of the reasons (Figure (c)) reveals that these methods mainly rely on the model’s
internal parameters to store knowledge, lacking the assistance of external context or retrieval

mechanisms, making it difficult to flexibly utilize knowledge during the reasoning process.

However, through analysis of methods such as ROME(Meng & Bau, 2022), MEMIT) (Meng,
Sharma & Bau, 2023), and PMET (X. Li & S. Li, 2024) in GPT-2-Large and Qwen2.5-1.5B
models, we found that in small models with limited parameter capacity, different edit updates
AB; are often highly coupled, and can easily interfere with other irrelevant knowledge and
cause the model to deviate. Based on this observation, this study does not accumulate edits in
the parameter space, but instead achieves knowledge updates through a control mechanism

during the inference stage.
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5 Methodology

In this chapter, I will introduce two phases in the experiment. This includes Editing Phase

and Inference Phase. Here, I will explain their principles and design concepts.

5.1 Editing Phase: Knowledge Storage in Model Parameters

The model parameters were updated by parameter-based knowledge editing. The edited

model fg implicitly stores the target facts in its parameters, satisfying:

peo (07 |4i) > por(0 | i), Vo #oj,

where ¢; denotes a standard factual query corresponding to (s;,r;). The goal of this phase
was to establish the knowledge storage state of the model. It is important to emphasize that
after this phase, the edited model parameters 6’ remain fixed during the subsequent inference

stage, and no further updates of any form are performed.

However, parameter-level knowledge editing primarily guarantees that the target information
is written into the model parameters, but it does not ensure that this knowledge is consistently
retrieved under diverse reasoning conditions (Hase et al., 2023). In complex settings, such
as paraphrased queries, contextual interference, or multi-hop questioning, the model may
still fail to reliably activate the edited knowledge (Zhong, Friedman & Chen, 2023). Con-
sequently, after the editing phase, the model often enters an edited-but-implicit knowledge
state, and although the target information is embedded in the parameters, its accessibility
depends largely on the structure and phrasing of the input at inference time rather than on

further changes to the parameters themselves.

To facilitate explicit semantic grounding for the implicit knowledge during inference, we

additionally construct an external textual knowledge base
9 ={d,,ds,...,dy},

where each document d; explicitly encodes semantic information associated with the target
facts. This knowledge base complements, rather than replaces, the parametric knowledge

stored in the model, and serves as an external semantic mapping space.

5.2 Inference Phase: Knowledge Activation without Parameter Updates

In this phase, the model parameters remained fixed, and no online updating was performed.

Given an input query ¢, the system retrieves relevant contexts from the external knowledge
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base via the following retrieval function:
¢ = Retrieve(q, 2),
where the retrieved context set is

%:{Cl,cz,...,Ck}.

Subsequently, the retrieved contexts are concatenated with the original query to construct a
knowledge-augmented input:
g = Concat(q,%),

which is then fed into the parameter-edited language model to generate the answer:

a~pe(y|q).

From a probabilistic perspective, this process can be viewed as a re-parameterization of the

conditional distribution of the models:

ro(yq) = pe(y|q,%),

where the retrieved context % serves to constrain and guide the generation space.

Through this explicit knowledge activation mechanism during the reasoning phase, the model
no longer relies solely on the implicit parameter memory. Instead, it more readily invokes
context-relevant editing knowledge guided by external semantic cues. Compared with base-
line methods that solely utilize parameter-level knowledge editing, this hybrid reasoning pro-
cess combines a parameter-edited GPT-2 and Qwen2.5-1.5B language models with query-
dependent external knowledge retrieved via BM25 to guide inference-time generation, while
keeping model parameters fixed during inference demonstrates greater stability and consis-

tency in complex question-answering scenarios.
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6 Experiment

This section describes the experimental setup, including the dataset, evaluation metrics, base-
line methods, and the hybrid knowledge editing method.

6.1 Experimental Settings and Evaluation Metrics

In the experiments, we compared the performance of different baselines (i.e., MEMIT, SERAC,
ICE, ROME, PMET, and WISE) and the hybrid method for sequentially editing LLM models

hundreds to thousands of times.

6.1.1 Datasets and models

To verify the applicability and stability of different knowledge editing methods across models
of varying scales, this thesis selected three representative language models for experimenta-

tion.

First, GPT-2 Small (approximately 117 million parameters (Radford et al., 2019)) was cho-
sen as the baseline model. This model features a simple architecture and low computational
cost, making it suitable for rapid experimentation and method validation; however, its ability
to represent knowledge is relatively limited. Second, GPT-2 Large (approximately 774 mil-
lion parameters(Radford et al., 2019)) was selected. Compared to GPT-2 Small, this model
possesses stronger language modeling and knowledge storage capabilities, which helps eval-
uate the performance of the methods on medium-sized models. Finally, the Qwen2.5-1.5B
(J. Bai et al., 2023) model was selected. This model is one of the most advanced large
language models currently available, demonstrating superior performance in semantic un-
derstanding, reasoning, and knowledge representation. By incorporating this model, we can
further validate the effectiveness of the methods on modern large-scale models. All models
were loaded using the HuggingFace Transformers framework(Wolf et al., 2020) and eval-
uated using a unified generation strategy, including greedy decoding and a fixed maximum

generation length.

And For datasets, we use counterfact and zsre datasets. Details of the datasets are listed in
Table 2 and 3. In this study, we selected two benchmark datasets widely used in knowledge
editing tasks—CounterFact and ZsRE—to evaluate model performance following knowl-
edge updates. The CounterFact dataset is primarily used to assess a model’s capabilities in
single-hop fact editing tasks. The dataset is constructed in the form of structured knowledge
triples, with each entry comprising a subject, a relation, and an object, and is converted into
a question-answering format using templated natural language sentences. Its core feature

lies in emphasizing “counterfactual” editing, which involves constructing incorrect facts to
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Type Prompt Target Ans.

Editing The capital of France is Paris

Portability =~ What city is the capital of Paris
France?

Locality The capital of Germany is Berlin

Table 2: Illustrative examples from the CounterFact dataset.

Type Question Target Ans.
Editing Who is the spouse of Barack Michelle
Obama? Obama
Portability =~ Which person is married to Michelle
Barack Obama? Obama
Locality Who is the spouse of Angela Joachim
Merkel? Sauer

Table 3: Illustrative examples from the ZsRE dataset, highlighting paraphrased question
formats.

test whether the model can successfully generate correct answers. Additionally, CounterFact
provides multiple evaluation metrics, including Edit Success, Locality, and Portability, to
comprehensively assess knowledge editing methods’ effectiveness. The Zero-shot Relation
Extraction (ZsRE) dataset is designed to test a model’s question-answering capabilities in
natural language. ZsRE questions include multiple expressions of the same fact, which let it

is suitable for testing the transferability and generalization capabilities of edited knowledge.

We evaluated our method on the closed-book factual knowledge editing dataset CounterFact
(Meng & Bau, 2022), and evaluated its ability to generalize edited knowledge and maintain
locality in inference-time settings. While CounterFact evaluates factual replacement using
fixed prompt templates, we further assess our method on ZsRE (Levy et al., 2017), a bench-
mark that formulates relation extraction as reading comprehension. Unlike template-based
cloze evaluations, ZsRE includes diverse paraphrased question—answer pairs, enabling us to
evaluate whether edited knowledge generalizes across linguistic variations while preserving
locality under natural question formats. In the hybrid framework proposed in this thesis, we
introduce a retrieval module during the inference stage to provide external context, select-
ing BM25 as the retrieval method. Considering that our experiments rely solely on a single
dataset, we deliberately adopted a sparse retrieval method that requires no additional train-
ing, exhibits clear behavior, and remains stable—thus avoiding the introduction of learning
biases strongly correlated with the dataset. BM25, based on term matching and inverse docu-
ment frequency, effectively leverages entity names and relational keywords within questions

to retrieve text fragments highly relevant to editorial knowledge in factual Q&A scenarios.
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This enables us to analyze the complementary relationship between parameter writing and

retrieval enhancement without increasing the training complexity of additional models.

6.1.2 Metrics

We use 4 dimensions to evaluate the performance of these methods. (Y. Jiang et al., 2024):
1) Edit success rate: this measures whether the model generates correctly edited facts when
querying a target answer. An edit is considered when the generated result matches the target
answer exactly; i1) Portability: This is used to evaluate the model’s ability to generalize edit-
ing knowledge across semantically similar queries. It is calculated by determining the Edit
Success Rate across a set of predefined semantic variant queries, reflecting the differences in
how editing knowledge is transferred to different representations, thus assessing the model’s
stability; iii) Locality: Measuring the impact of knowledge editing on irrelevant knowledge
was also a core metric for evaluating knowledge drift in this study; iii) Perplexity: This was
used to assess the impact of knowledge editing on the overall language distribution of the
model. Lower values indicate that the model’s language-modeling ability is less compro-

mised.

Each edit example in CounterFact includes an editing prompt x, with a target answer, para-
phrase prompts x,, for testing generalization, and an unrelated prompt x;, for testing locality.
Given the edited dataset Z,4;; = {(x¢,y.)} with T editing facts, we evaluated the language
model fg under inference-time contextual control. After processing all 7' editing examples,
we evaluated the model’s reliability and generalization using Edit Success and Portability,
where Edit Success measures whether the model generates the edited target answer for x,,
and Portability assesses whether the edited knowledge generalizes to paraphrased prompts
xp. We further evaluated Locality, which measures whether the post-inference model pre-
serves correct outputs on unrelated prompts x;,.. All metrics were reported as accuracy

averaged over all editing facts.

6.2 Baseline Methods

In this section, we will introduce the baseline methods used in our experiments, includ-
ing baselines from the GPT-2 and Qwen families, as well as ROME, MEMIT, SERAC, ICE,
PMET, and WISE. These experiments will serve as a benchmark for the ICKE hybrid knowl-
edge editing method developed in this thesis, allowing us to evaluate its performance.All the

methods were evaluated using the same backbone language model and experimental settings.
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6.2.1 Baseline

A baseline refers to generating Q&A responses directly using the knowledge stored in the
model’s internal parameters, without any knowledge editing or parameter modifications.
This method serves as a control baseline to evaluate the model’s performance when no
knowledge editing is performed. In this thesis, we use two different types of language models

(the GPT-2 series and the Qwen2.5 model), so we describe the two baselines separately.

GPT-2 Series Baseline Models For the GPT-2 Small and GPT-2 Large models, this thesis

constructs inputs using a unified question-answering format, transforming the question into:
Prompt = “Q: "4+ g+ “\nA: ”

The model uses this input and employs a conversational decoding strategy to generate an-
swers. During the generation process, no external knowledge or additional constraints are
introduced, allowing the model to rely entirely on the knowledge stored within its internal
parameters. However, because GPT-2 models have a smaller parameter size and limited ex-
pressive power, they often fail to generate correct answers. Consequently, in this experiment,

both the Edit Success Rate and Portability of this method are relatively low.

Qwen2.5 Series Baseline Models For the Qwen-2.1.5B model, this thesis constructs in-
puts using the same question-answering format. However, unlike GPT-2, the Qwen model
possesses strong semantic understanding and knowledge representation capabilities; there-

fore, it can answer some questions correctly even without knowledge editing.

In implementation, the Qwen model also employs an autoregressive generation approach
and uses a greedy decoding strategy to generate answers. To ensure generation stability, pa-
rameters such as repetition penalties were introduced to prevent the generation of redundant
content. Experimental results show that the Qwen model significantly outperforms the GPT-
2 series models in terms of Edit Success Rate and transferability, but incorrect answers still
occur. This indicates that although large models possess stronger knowledge capabilities,

they still cannot replace specialized knowledge editing methods.

6.2.2 ROME Method

ROME is a typical parameter-based knowledge editing method. Its approach involves per-
forming low-rank updates on the weight matrices in key layers of a Transformer model to

enable precise modifications to individual pieces of knowledge. It updates the weights to:

W =W +w’
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where u and v denote the update direction vectors, respectively. This method analyzes the
hidden states of the model when processing specific inputs, identifies the key layers related
to the target knowledge, and constructs corresponding key—value representations to enable
targeted parameter updates. In the implementation, we first extract the hidden representation
corresponding to the subject via forward propagation, and compute the target residual vector
Ah. Then, the key vector is corrected using the inverse of the covariance matrix, and the final

update matrix is constructed as follows:

-1 N\T
A — A(C'R)
KTC—1k

Updating the model can make it more likely to generate the desired answer. The advantage
of this approach is that it can achieve greater accuracy while minimizing the impact on other
knowledge. However, the drawback is that updates apply only to a single fact and cannot be

extended to scenarios involving multiple pieces of knowledge.

6.2.3 MEMIT Method

MEMIT is based on the ROME method and aims to enable the simultaneous editing of mul-
tiple pieces of knowledge. It distributes the updated knowledge across multiple Transformer

layers. The formula is:
A=RKT (C+KKT)™!

Where K denotes the input matrix, R denotes the target residual matrix, C denotes the covari-
ance matrix. MEMIT selects multiple intermediate layers as the foundation and distributes
the update amounts across these layers, resulting in greater stability. However, since it relies
on parameter updates, it is highly sensitive to the input prompt, which limits its effectiveness

in complex semantic tasks or question-answering scenarios.

6.2.4 PMET Mthod

By introducing low-rank parameter updates across multiple Transformer layers, we achieve
multi-level modulation of the model’s knowledge. This method enables knowledge injection
by inserting learnable low-rank matrices into several key layers of the model to compensate

for the original weights. The updated representation is as follows:
W =W+aUv’

Where U and V are low-rank matrices, is a scaling factor used to control the magnitude of

the update.

PMET typically automatically selects the last few layers in the model. By updating these
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layers, it is possible to have a little impact on the model’s overall structure while ensuring
effective editing. However, this method is sensitive to hyperparameters and may exhibit

instability across different model sizes, particularly in large-scale models.

6.2.5 SERAC Method

SERAC is an external model enhancement method that constructs a routing mechanism to
dynamically select different models for answering queries without modifying the models’
parameters. The method consists of three main components: a classifier, reference models,
and a routing module. In the inference time, the classifier is used to determine whether the
input query falls within the scope of the edited knowledge; if it does, a reference model is
invoked to generate an answer; otherwise, the original model is used to produce the output.
The classifier is typically trained using a pre-trained language model (such as BERT), where
edited questions and variants (such as transferable questions) are labeled as positive exam-
ples, while irrelevant questions (such as locality questions) are labeled as negative examples.
In this way, the classifier learns to distinguish between different types of questions, thereby
enabling effective routing. Because direct modification of the original model’s parameters
is avoided, the model exhibits high stability. However, this method relies on an additional
training process, and its performance is influenced by the accuracy of the classifier as well

as the quality of the control model.

6.2.6 WISE Method

The WISE method is a knowledge-editing approach based on prompt engineering(Wei et al.,
2022), which incorporates updated knowledge into the input to guide the model in generating

answers that meet the target criteria. Its input format can be represented as:
Input = [Updated Information] 4 [Question]

The advantage of this model is that it requires no modification of model parameters or addi-
tional training, making it relatively simple and computationally efficient. However, because
it relies entirely on prompt information, its performance is highly sensitive to the prompts,

and it may exhibit instability in scenarios involving complex semantics or context.

6.2.7 1CE Method

The ICE method enhances a model’s knowledge capabilities by incorporating external con-
textual information. By providing the model with background information relevant to the
question, it enables the model to reference this information during the generation process to

improve the accuracy of its responses. Typically, this method constructs a context containing
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the target knowledge and then concatenates it with the original question before feeding it
into the model. The advantage is that it does not affect the internal structure of the model;

however, its effectiveness depends on the quality of the context.

6.3 ICKE Hybrid Method

In the experiments, the ICKE method proposed in this thesis was tested following a work-
flow of “parameter editing + retrieval enhancement.” This process consists of three stages:

knowledge injection, context retrieval, and enhanced generation.

First, during the knowledge injection stage, the MEMIT method was used to update the
model’s parameters. For each piece of knowledge, the MEMIT editor was invoked to make
local modifications to the parameters of the intermediate layers of the model based on the

corresponding answer to the query.

Second, in the inference stage, a BM25-based retrieval mechanism is introduced to obtain
context information relevant to the current question from an external Wikipedia knowledge
base. By extracting keywords from the input question and searching the corpus using the
BM25 algorithm, the text fragment with the highest relevance is selected as the context
input:

C = BM25(q)

This step can provide the model with additional knowledge, thus addressing the limitations

of parameter tuning methods in complex question-answering scenarios.

In the generation stage, we further introduce a dynamic few-shot prompting mechanism.
Based on the type of question, the corresponding few-shot examples are automatically se-
lected and combined with the retrieved context to construct the final input. The model input

can be formulated as follows.

Input = [C] + [Dfew-shot] + (O]

where C denotes the retrieved context, Dgew-shot represents the dynamically selected example

set, and Q denotes the input question.

In addition, to ensure the stability of the editing process, this thesis introduces a Perplexity-
based filtering mechanism. After parameter editing is completed, the model’s perplexity on
the target sample is first calculated; if this value exceeds a preset threshold, the edit is deemed
a failure and skipped, thereby preventing abnormal updates from affecting the experimental

results.
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Finally, a greedy strategy is uniformly adopted during the decoding stage to generate an-
swers, and the generated length is restricted to ensure comparability among different meth-
ods.

Through the above design, the Hybrid method effectively combines parameter editing with
retrieval enhancement, enabling the model to improve its knowledge storage capacity and

retrieve relevant knowledge more reliably.
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7 Result and Analysis

The competitive performance of ICKE is evident in Tables 4, 5, and 6, which compares its

results with seven baselines on QA CounterFact and ZsRE.

Table 4: Editing performance on GPT-2 Small

CounterFact ZsRE

Method | ES Port Loc PPL ES Port Loc PPL
Baseline | 9.0 155 4.5 48.4 | 140 12.0 13.0 -
Hybrid | 75.0 68.5 62.5 4584 |45.0 38.0 42.0 40.39
MEMIT | 18.0 24.0 220 4.7 170 1.0 140 5.1
SERAC | 180 33.0 230 10.0 |88.0 73,5 81.0 7.8
ICE 47.0 390 335 6.17 |78.0 720 845 8.79
ROME |16.0 155 4.5 47.9 9.0 155 45 479
PMET 100 155 100 129.05| 90 1.0 7.0 86.20
WISE 350 375 45 493 | 370 500 7.0 554

Table 4 presents the experimental results of the methods we used in this study on the GPT-2
Small model, evaluated on the CounterFact and ZsRE datasets. The evaluation metrics in-
clude editing success rate (ES), transferability (Port), locality (Loc), and perplexity (PPL).
The results show that parameter-based editing methods, such as MEMIT and ROME, per-
form well in terms of locality (Loc), indicating that they have minimal impact on the model’s
original capabilities when modifying knowledge; however, their performance in editing suc-
cess rate and portability is average. This suggests that while modifying model parameters
allows for precise knowledge injection, it does not necessarily ensure effective application
of this knowledge in continuous question-answering tasks. In contrast, SERAC performs no-
tably well on the ZsRE dataset, demonstrating high editing success rates and transferability,
indicating that external memory-based methods are more capable of handling different types
of questions. However, its performance in terms of locality is relatively weak, suggesting
that this method may have some impact on the model’s original knowledge. Furthermore,
methods such as ICE and WISE demonstrate relatively balanced performance across multi-
ple metrics, ranking second and third in editing success rates. In particular, the ICE method
achieves high scores across all metrics, whereas WISE scores only 4.5% on Locality, indi-
cating that this method is more likely to affect unrelated knowledge when applied to smaller
models (GPT-2 Small). Meanwhile, PMET exhibits a high perplexity score, suggesting a
decline in the quality of its generated text. Compared to these methods, the ICKE method
proposed in this thesis achieved better overall performance on both datasets. On the Coun-
terFact dataset, Hybrid significantly outperforms other methods in terms of editing success
rate and transferability, while also maintaining high locality. On the ZsRE dataset, Hybrid
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demonstrates relatively balanced performance across all metrics, indicating that the method
not only successfully incorporates new knowledge but also effectively applies this knowledge
across different types of questions. This suggests that the ICKE method is better suited for

enhancing the question-answering capabilities of small models and achieves a more balanced

performance.
Table 5: Editing performance on GPT-2 Large
CounterFact ZsRE
Method | ES Port Loc  PPL ES Port Loc PPL
Baseline | 23.0 16.0 23.0 - 90 10 70 429

Hybrid | 82.0 79.0 765 21.60 |77.0 68.0 76.0 28.09
MEMIT | 52.0 51.0 550 44 |460 28.0 430 49
SERAC |52.0 78.0 57.0 241 |60.0 460 470 153
ICE 86.0 88.0 430 44 |790 720 350 2.59
ROME |330 220 62 624 |23.0 260 230 398
PMET |23.0 26.0 235 14287 |14.0 12.0 13.0 52492
WISE 47.0 50.0 23.0 390 |50.0 400 13.0 4.19

Table 5 presents the experimental results of different methods on the GPT-2 Large model.
Overall, as the model size increases, the performance of all methods almostly improves
significantly. This indicates that larger models possess stronger capabilities in knowledge
storage and editing. However, there are still notable performance differences among the

various methods.

Specifically, the Hybrid method proposed in this study performs most notably across multi-
ple metrics. On the CounterFact dataset, Hybrid achieves an editing success rate of 82.0%,
while also maintaining high levels of portability (79.0%) and locality (76.5%). This indi-
cates that the method not only successfully embeds knowledge but also applies it correctly
under different query formulations, while minimally affecting the original knowledge. On
the ZsRE dataset, Hybrid also achieved relatively balanced results, such as an editing success
rate of 77.0%, transferability of 68.0%, and locality of 76.0%. This indicates that the method

also demonstrates strong performance in natural language question-answering scenarios.

In contrast, while ICE achieves high edit success rates (86.0%) and transferability (88.0%) on
CounterFact, its locality is only 43.0%, indicating that the method affects unrelated knowl-
edge after editing. SERAC performs moderately across multiple metrics—for example, with
an edit success rate of 60.0% on ZsRE—but is generally less stable than Hybrid.

Furthermore, PMET exhibits a notably high perplexity (PPL) score (like 524.92 on ZsRE),
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indicating poor language generation quality. While ROME maintains decent performance on
some metrics, its overall performance is subpar because it is better suited for editing single

pieces of knowledge rather than consecutive multiple pieces.

Overall, it is evident that a trade-off still exists among different methods regarding edit suc-
cess rate, transferability, and locality. Our proposed method achieves a better balance across

multiple metrics, further validating its effectiveness.

Table 6: Editing performance on Qwen

CounterFact ZsRE

Method | ES Port Loc PPL ES Port Loc PPL
Baseline | 65.0 55.0 80.0 6.25 |[77.0 65.0 71.0 5.95
Hybrid [93.0 88.0 935 934 |98.0 950 97.0 8.18
MEMIT | 65.0 55.0 80.0 6.25 |70.0 61.0 73.0 6.46
SERAC | 88.0 735 810 7.8 |[77.0 81.0 71.0 6.0
ICE 78.0 720 854 879 |85.0 87.0 80.0 9.14
ROME |76.0 66.0 720 5.5 66.0 555 805 58
PMET |70.0 61.0 80.0 162.16 | 79.0 64.0 74.0 5.63
WISE 82.0 71.0 80.0 543 |920 93.0 73.0 6.41

In the QA setting, with long editing sequences (7' = 100), the ICKE method achieved an
edit success rate of 93.0% and a portability score of 88.0% on Qwen2.5-1.5B modle, reflect-
ing improvements approximately of 5.0% and 15.5% over the strongest competing baseline
(SERAC), respectively. This demonstrates the strong stability of the ICKE method and its ef-
fectiveness in handling long-sequential knowledge edits. Although methods such as ROME,
MEMIT, and ICE exhibit competitive performance in the early editing stages, they suffer
from severe degradation in locality as the editing sequence grows longer. In particular, the
direct editing of long-term memory (e.g., MEMIT, ROME) results in a significant decline
in locality when T € [50, 100], indicating increasing interference with unrelated knowledge.
Compared to parameter-editing baselines such as MEMIT and ROME, Hybrid shows im-
proved overall balance between editing effectiveness and model stability. Although ICE at-
tains higher edit success, it significantly degrades locality. These results indicate that Hybrid

provides a more stable and well-balanced editing performance on larger models.

Using a heatmap allows for a more visually striking comparison of different methods and
metrics across the same dataset. Figure 4 and 5 illustrates the performance of different
model sizes (GPT-2 Small, GPT-2 Large, and Qwen) and different knowledge editing meth-
ods across various metrics on the CounterFact and ZsRE datasets. From the overall trends,

one can more intuitively observe the performance differences between various methods and
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Figure 4: Heatmap of editing performance on the CounterFact dataset
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Figure 5: Heatmap of editing performance on the ZsRE dataset

the impact of model size on the results. The color distribution reveals that the Hybrid method
exhibits darker shades across most metrics, indicating consistent performance across differ-
ent model sizes. Additionally, as the model scale increases from GPT-2 Small to GPT-2
Large and then to Qwen, the performance colors for most methods gradually darken, sug-

gesting that larger models enhance knowledge editing effectiveness.

Furthermore, the performance of different methods across various metrics exhibits signif-
icant inconsistencies. Some methods excel on a particular metric but show lighter colors

on others, indicating performance bias. For example, while ICE demonstrates high perfor-
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mance when using the GPT-2 Large model, this improvement comes at the cost of affecting
unrelated knowledge, resulting in a very low locality score. In contrast, the Hybrid method
exhibits a more uniform color distribution across multiple metrics, reflecting superior overall

performance.

Regarding perplexity (PPL), it is evident that the area corresponding to PMET is the darkest,
indicating a high value and thus a significant impact on the model’s language generation
capabilities; in contrast, the colors for other methods are relatively lighter, suggesting a

smaller impact on the language model.

Overall, this figure further validates the performance differences among various methods
from a holistic distribution perspective and demonstrates that, under a multi-metric compre-
hensive evaluation, the balance of a method is more important than the advantage of a single

metric.

Comparison of ES across Models and Methods
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Figure 6: Performance trends with increasing number of edited facts

Figure 5 illustrates the trends in editing success rates (ES) for different knowledge editing
methods across three model sizes (GPT-2 Small, GPT-2 Large, and Qwen). Overall, it is
evident that as model size increases, the editing success rates of all methods generally rise,
indicating that larger models possess stronger knowledge retrieval capabilities and are more

likely to provide correct answers.

Specifically, most methods performed better on the Qwen model than on GPT-2 Small
and GPT-2 Large. For example, Hybrid and SERAC achieved higher ES values on the
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large model, indicating that these methods can more fully leverage the expressive capabil-
ities of large models and effectively enhance model performance by capitalizing on their
own methodological strengths. Furthermore, the extent of performance improvement varies
across different methods as model size changes. For instance, some methods perform poorly
on small models but show significant improvement on large models, indicating that their

performance is highly dependent on model size.

On the other hand, it can be observed that the performance rankings of different methods re-
main largely consistent across different models. For example, Hybrid maintains a high level
of performance on all three models, demonstrating good stability. In contrast, some meth-
ods exhibit significant fluctuations across different models, indicating limited adaptability to

models of varying scales.

Overall, this figure demonstrates that model scale is a critical factor influencing knowledge
editing performance, while also highlighting differences in stability among methods when
scaled up to larger models. The methods presented in this thesis maintain superior perfor-
mance across different model scales; notably, while most methods perform poorly on small
models, the ICKE Hybrid method still achieves high scores, further illustrating the model’s

strengths and development potential.
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8 Discussion

This section focuses on the performance of knowledge editing methods in question-answering
tasks, provides a comparative analysis of the differences between the proposed Hybrid Ap-

proach and traditional methods, and further explores its limitations and future directions.

8.1 Comparison with Existing Literature

This study focuses on knowledge editing and question-answering capabilities in large lan-
guage models, with a particular emphasis on analyzing the combined effects of parameter
editing methods and the BM25 retrieval-enhanced mechanism. Although current research
on knowledge editing has made some progress, most studies primarily focus on the accu-
racy of individual knowledge insertions, with relatively little attention paid to the practical
application of knowledge in complex question-answering scenarios. Nevertheless, research
findings in related fields still provide important references and points of comparison for this

study.

First, this study demonstrates that, compared to simple parameter editing methods, the pro-
posed ICKE Hybrid Approach exhibits significant advantages in terms of portability and
question-answering performance. Experimental results across multiple models (such as
GPT-2 and Qwen) and different datasets (such as CounterFact and ZsRE) show that, after
introducing the retrieval-enhanced mechanism, the model not only successfully incorporates
new knowledge but also applies this knowledge more consistently across different phras-
ings and contextual environments. This finding underscores that relying solely on parameter
modifications during the knowledge editing process is insufficient to fully support complex
question-answering demands, whereas integrating external contextual information can ef-
fectively address this shortcoming. Furthermore, experimental results indicate that since
this approach achieves comparable performance on small models (such as GPT-2 Small),
it demonstrates that this hybrid method can effectively address the limited expressive capa-
bilities of small models and improve their accuracy. While current research predominantly
focuses on large models, small models are often overlooked due to their inherently limited
expressive capabilities. Our experiments were conducted on both the small GPT-2 model
and the larger Qwen2.5-1.5B model, demonstrating significant improvements in both cases.
This indicates that our method holds high research value, fills a gap in the relevant literature,

and demonstrates a high degree of stability.

Previous research generally holds that knowledge in large language models is stored im-
plicitly within their parameters and can be modified through local updates. (Geva et al.,

2021), For example, the ROME method enables the editing of individual pieces of knowl-
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edge by performing low-rank updates on the weights of intermediate layers, while MEMIT
builds upon this to enable the insertion of multiple pieces of knowledge. While these meth-
ods perform well in knowledge injection, they have certain limitations regarding knowledge
transfer and generalization capabilities, as the cumulative effect of parameter modifications
can significantly impact the original knowledge. The experimental results in this thesis fur-
ther validate that traditional methods can correctly output answers under simple prompts
but exhibit a significant decline in performance in semantic rewriting or complex question-
answering scenarios. This is consistent with previous conclusions that “model knowledge is
context-dependent.” (Kassner & Schiitze, 2020)

Building on this foundation, this study introduces a retrieval-augmented mechanism that
enables the model to utilize knowledge from an external Wikipedia knowledge base as sup-
plementary information during the generation phase. While this approach shares certain
similarities with the Retrieval-Augmented Generation (RAG) (Lewis et al., 2020)concept
proposed in recent years, it differs in that this study does not rely on additional large-scale
alignment training. Instead, it integrates retrieval results into the prompt in a lightweight
manner, thereby improving performance while maintaining low computational costs. Im-
portantly, the retrieval mechanism does not disrupt the model’s original knowledge struc-
ture. The method maintains a high editing success rate while minimally affecting unrelated
knowledge, indicating that retrieved information assists knowledge activation rather than in-
terfering with model behavior. It introduces only a simple retrieval and context concatenation
step during inference, improving knowledge application without additional model training
or architectural modification. Experimental results demonstrate a significant improvement
in the Portability metric, indicating that the model possesses a certain degree of reasoning

capability.

Furthermore, since no model will ever perfectly meet all expectations and achieve perfect
scores across all metrics, this study also discusses and analyzes different methods from the
perspective of the trade-off between stability and performance. The results show that tradi-
tional parameter editing methods have certain advantages in terms of editing success rates,
but often at the expense of locality. In contrast, the Hybrid Approach achieves a better
balance across multiple metrics: it maintains a high editing success rate while effectively
enhancing knowledge transfer capabilities and, to a certain extent, controlling interference
with the original knowledge. This finding further demonstrates that combining parameter
editing with retrieval mechanisms is an effective approach to improving a model’s overall

capabilities.

Overall, this study not only validates the limitations of existing knowledge editing methods

in practical applications but also proposes a more practical direction for improvement. By
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combining “knowledge writing” with “knowledge retrieval,” the model can better adapt to
the diverse demands of real-world question-answering scenarios. This approach offers a new
perspective for future knowledge editing research and lays the foundation for building more

reliable and flexible large language model systems.

8.2 Limitations of ICKE Hybrid Method

Although the ICKE Hybrid method proposed in this study demonstrates well-balanced per-
formance across multiple models and datasets, there are still some limitations worth further
exploration. First, the method relies to some extent on the effectiveness of the retrieval
module. This has also been observed in related studies: while the incorporation of external
knowledge can enhance a model’s knowledge editing capabilities, its effectiveness is highly
dependent on the relevance and accuracy of the retrieval results. We conducted tests using
two different Wikipedia knowledge bases. When the retrieved context contained noise or did
not match the semantics of the question—that is, when the quality of the knowledge base
was slightly lower—the model’s performance was disrupted, resulting in a drop in accuracy
of approximately 10%. This indicates that, under current conditions, the model’s retrieval
capability is still influenced by external knowledge bases, though the impact is relatively

minor and can be mitigated by utilizing larger knowledge bases.

Second, in terms of model scale and experimental setup, this study primarily relies on GPT-2
Small, GPT-2 Large, and the newly introduced Qwen 2.5-1.5B model for validation. These
models still have certain limitations in terms of parameter scale and expressive power, and
the datasets used in the experiments are relatively limited in size. These factors may af-
fect the models’ performance in complex question-answering tasks, particularly in scenarios
involving long-range dependencies, multi-hop reasoning, or the inference of implicit knowl-
edge; the models’ generalization capabilities still require further validation. Therefore, the
current experimental results primarily reflect the method’s effectiveness on medium-sized
models and with relatively small datasets, while its performance on larger-scale models and

with larger datasets remains to be further explored.

From the perspective of model behavior, the knowledge embedded in large language models
is not entirely stable. Previous research has shown that a model’s response to the same fact is
often influenced by the way the input is phrased; different question formulations or contexts
may lead to different predictions (Z. Jiang et al., 2020). This phenomenon indicates that the
knowledge within the model depends to some extent on specific contexts rather than existing
in a fixed form. When this characteristic is combined with retrieval-enhanced mechanisms,
such uncertainty may be further amplified. In this study, we observed a similar situation:

when there is a discrepancy between the knowledge stored in the model’s parameters and the
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retrieved external contextual information, the model may provide different or even contra-
dictory answers under different prompting conditions. This indicates that current methods
are unable to correctly compare answers from different knowledge sources and have not yet
been able to reliably coordinate the relationship between parameter-based knowledge and

external knowledge.

From a methodological perspective, the retrieval modules used in this study (such as BM25)
are relatively basic and simple. Although they can provide some contextually relevant infor-
mation, they still fall short in terms of the precision of semantic matching and the ability to
understand complex problems. In particular, when dealing with long texts, implicit semantic
relationships, or problems requiring cross-sentence reasoning, such retrieval methods often
struggle to identify the most relevant information, thereby affecting the final quality of the
model’s responses. Therefore, it is worthwhile to compare the effectiveness of other retrieval
methods. It is not necessarily true that more complex retrieval models yield better results, as
combining different approaches may produce distinct outcomes. This area warrants further

exploration in the future.

8.3 Future Work On ICKE Method

Based on the above analysis, future research can explore and refine the approach in several
directions. First, regarding the retrieval mechanism, we can draw on recent advancements in
RAG research and introduce more robust semantic retrieval models—such as vector-based
dense retrievers—to enhance the relevance and stability of retrieval results, thereby reducing
the interference of noisy information on model outputs. This will help improve the perfor-

mance of the Hybrid Approach in complex question-answering scenarios.

Second, we can further explore deeper integration between parameter editing and retrieval
enhancement. This is because current methods incorporate retrieval results into the model
through simple input concatenation; moreover, when the two sets of results differ, the choice
of information source directly influences the model’s final output. The current consequence
is that the model may provide inconsistent or contradictory answers, as the absence of such
a fusion mechanism leaves the model unable to make an informed choice. Therefore, future
research could focus on designing more sophisticated fusion mechanisms, such as introduc-
ing retrieval-aware attention structures izacard2021fusion; C. Wang, Yu & Zhang, 2023 or
dynamic weight allocation strategies(Lee, Chang & Toutanova, 2020), enabling the model to
autonomously balance the accuracy of parameter knowledge and external knowledge based

on specific task requirements and make appropriate selections.

Furthermore, extending this method to larger-scale models is a promising area for future re-
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search. As evidenced by the performance of the three models, results improve significantly
as model scale increases, raising the question of whether similar effects can be achieved
with more complex models. Additionally, as models grow in scale, their internal knowledge
representations become increasingly complex and rich; thus, achieving efficient and stable
knowledge editing without compromising existing capabilities will present a significant chal-
lenge. At the same time, the applicability of this method in multilingual environments can
be further explored, and it can even be extended to cross-modal scenarios to support more

diverse forms of knowledge.

Finally, from an application perspective, this method can be applied to more realistic open-
domain question-answering or dynamic knowledge-updating tasks, such as news updates
and the maintenance of domain-specific knowledge. By validating the method in real-world
environments, we can more comprehensively evaluate its practicality and robustness, thereby

advancing the development of knowledge editing technologies toward practical applications.
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9 Conclusion

This study focuses on the problem of knowledge editing in large language models. It ex-
amines several recently popular methods and, in response to existing limitations, proposes a

hybrid editing method—ICKE—that combines parameter editing with knowledge reasoning.

First, this study implements methods such as ROME, MEMIT, PMET, SERAC, WISE, and
ICE, comparing current knowledge editing approaches from different perspectives, including
parameter editing, prompt enhancement, and context introduction. Through experiments on
three models. we analyze and compare the differences and performance of these methods

across models of varying scales.

Building on this foundation, the proposed ICKE method enhances the stability and perfor-
mance of knowledge editing by combining knowledge editing with context-enhancement
mechanisms. The method first uses the MEMIT parameter editing approach to embed tar-
get knowledge into the model, and then introduces retrieval-enhanced reasoning during the
inference stage to provide explicit semantic constraints, thereby improving the model’s per-

formance in complex document scenarios.

Experimental results presnt to us that the ICEK method achieves results superior to base-
line methods across multiple models and two datasets, with particularly significant improve-
ments in Edit Success Rate and Probability. Furthermore, performance gradually improves
as models become more complex, while maintaining strong performance on small models.
Additionally, the method maintains high Locality, indicating greater stability and efficiency.

Overall, this method holds great promise for future research.

However, despite achieving certain improvements and results in multiple aspects, this method
also has some limitations. For example, the currently used BM25 retrieval algorithm is rel-
atively basic, and the dataset size is small. Furthermore, the incorporation of context also
depends on the quality of the external knowledge base; however, based on the experimental

results, this impact is currently minimal.

Future research could focus on the following areas: First, introducing more advanced seman-
tic retrieval modules (such as vector-based methods(Karpukhin et al., 2020)) to improve the
quality of contextual matching; second, increasing the dataset size to observe changes in re-
sults; and third, utilizing different external knowledge bases to assess their impact on experi-
mental outcomes. In summary, the ICEK method proposed in this study offers a lightweight,

convenient, and feasible approach to enhancing a model’s knowledge editing capabilities.
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