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The rapid development of generative Al technologies has impacted software engineering,
marking a shift from responsive to autonomous and goal-oriented systems which we refer
to as Agentic Al. This paper provides a systematic mapping study (SMS) of Agentic Al
through its various aspects according to the SDLC framework. Following the methodology
established by Peterson et al. (2008), 20 primary sources on the topic dated between 2025
and 2026 were reviewed, and the findings have been classified into five key technological
dimensions.

In SDLC, applications of Agentic Al remain concentrated in later stages, particularly
coding, testing, DevOps, and maintenance, with early phases such as requirements and
design still underexplored. From an architectural perspective, the field is shifting toward
distributed and collaborative  approaches, with multi-agent systems and
orchestrator—worker models emerging as dominant patterns. The technology stack reflects
a layered ecosystem, where large language models combined with reinforcement learning
form the foundation. Coordination between agents is facilitated through shared memory
and standardised protocols.

In addition to the technical aspects, the study also identifies socio-technical challenges
associated with the adoption of agentic software, specifically issues related to reliability
and trust. Evaluation practices remain fragmented and task-specific, limiting comparability
across studies.

In summary, the study shows that agentic Al is developing into a cohesive approach
whereby software development takes place through systemic transformation. This study
provides a taxonomy for the study of agentic Al and opens up possibilities for future
research, including the establishment of standard evaluation techniques, improved
approaches to human and Al cooperation, and creating agentic Al systems.
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SDLC Software Development Life Cycle
SE Software Engineering

MAS Multi-Agent Systems
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1. Introduction

1.1 Background of Agentic Al

The rapid advancement of Artificial Intelligence (Al), particularly with the emergence of
large language models and autonomous systems, has significantly transformed the field of
software development. Previously, Al's role in software engineering was confined to
providing support, such as code suggestions, testing, and debugging through Generative Al
models. However, recent developments have introduced a new innovation in the form of
Agentic Al, which extends beyond assistive capabilities toward goal-orientated,
autonomous behaviour. Agentic Al is characterized by its ability to plan, reason, and

perform complex tasks independently with minimal human oversight (Pati, 2025).

Agentic Al in software engineering marks a shift from standalone Al solutions to holistic
approaches that can be employed throughout multiple phases of the Software Development
Lifecycle (SDLC). As an emerging technology, Agentic Al is currently being applied in a
number of domains within software engineering, such as requirements engineering, code
generation, testing, deployment, and system maintenance, among others. In addition,
advances in system design have led to the emergence of diverse architectural patterns,
including single-agent systems, multi-agent frameworks, and human-in-the-loop
configurations. In support of these developments, a wide range of tools, frameworks, and

platforms have been proposed to support the implementation of agentic Al systems.

Despite rapid growth, there is still wild fragmentation within the discipline. This can be
seen in the varied applications, architectures, and evaluation methods that have been
considered. Given the wide range of variation that has been demonstrated, there needs to
be an organized approach to understanding how agentic Al has been implemented within

software engineering.
1.2 Problem Statement

Modern software engineering is still a resource-intensive process and continuously requires

manual input between phases such as requirements gathering, testing, and deployment.

Agentic Al has shown growing interests among practitioners and academics; studies like

Pati (2025) and Sapkota (2026) provide an overview of Agentic Al applications in diverse
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fields like healthcare, robotics, finance, autonomous helper agents, etc., yet no
comprehensive overview exists of its applications in software development. Existing
studies vary widely and focus on parts of the SDLC. Some focus on processes like coding
or testing, while others look at system-level automation (Akbar et al. 2026). Architectural
designs also differ across generative Al, Al agents and Agentic Al, including distinct
patterns, coordination mechanisms, and levels of autonomy. The tools and frameworks
used to build them are also inconsistent, which makes it hard to compare them (Sapkota et

al., 2026).

A lot of surveys (Pati, 2025; Sapkota, 2026; Akbar et al., 2026) generally discuss Agentic
Al in a broad range of application domains without going into technical details about
software engineering techniques. Most studies use Agentic Al in solution proposals, but
there is no standardized evaluation mechanism, so it is hard to know what works and what

does not, as diverse metrics and benchmarks often lack clear justification or comparability.

With all these inconsistencies it is challenging for researchers and practitioners to
understand the current state of the field and assess the effectiveness of different
approaches. It is difficult to figure out which application domains are being explored the
most, which architectural patterns are the most common, and what key problems still need

to be solved without a systematic analysis.

Thus, it seems appropriate to conduct a systematic mapping study in the area with the aim
of categorizing existing research and providing a multidimensional assessment of Agentic
Al in software development—essential for identifying trends, standard practices, and areas

requiring further investigation.

1.3 Research Objectives

The primary objective of this thesis is to conduct a Systematic Mapping Study to
categorize the current landscape of Agentic Al in software engineering. Specific objectives

include:

e To map the primary SDLC phases and application domains currently targeted by
agentic research.
e To identify the architectural patterns and technical frameworks utilized in building

these systems.
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e To catalog the reported benefits, challenges, and evaluation metrics used to

measure agentic success.

By addressing these objectives, the study seeks to provide a structured and comprehensive
overview of the current state of agentic Al in software development, while also

highlighting gaps and opportunities for future research.

1.3.1 Research Questions

To achieve the stated objectives, this study addresses the following research questions:

e RQ1: What are the primary application domains and SDLC phases currently
targeted by agentic Al?

e RQ2: What architectural patterns are being employed to build these agentic
systems?

e RQ3: What tools and frameworks (technology stacks) are most frequently used in
research and industry?

e RQ4: What are the key evaluation metrics and benchmarks used to measure agentic
performance?

e RQS5: What are the significant challenges and roadblocks identified in the

literature?

These research questions are designed to support a systematic mapping approach by

focusing on classification, distribution, and structural analysis of the research landscape.

1.4 Thesis Structure

The remainder of this thesis is organized as follows. Section 2 provides a literature review
on Agentic Al, distinguishing it from traditional Al paradigms and defining its core
taxonomies. Section 3 details the methodology of the Systematic Mapping Study,
including the search strategy and classification criteria. Section 4 presents the results of the
mapping, while Section 5 discusses the implications of these findings, identifies research
gaps, and proposes future directions. Finally, Section 6 concludes the study with a

summary of contributions.
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2. Literature Review

2.1 Overview of Agentic Al in Software Development

The concept of Agentic Artificial Intelligence (AAI) represents a significant evolution
from reactive, assistive "Software Engineering 2.0" tools toward autonomous, goal-driven
"Software Engineering 3.0" systems. Whereas previous generative Al tools provided more
passive assistance in their application by functioning as enhanced autocomplete
mechanisms, agentic artificial intelligence is a significant step towards autonomy and

goal-orientated reasoning of intelligent agents (Islam, 2025).

In the taxonomy of present scientific literature, it is clearly mapped out how Al agents are
modular, task-specific “bricks” designed to accomplish one specific activity. Conversely,
Agentic Al is the entire structure combining all bricks into a cohesive unit to help reach
software development objectives (Pati, 2025). The foundation of this architecture is laid on
a “Core Triad” that consists of autonomy, meaning the ability to operate autonomously
without receiving input instructions at each stage; adaptability, which implies a capacity to
adapt depending on the feedback; and goal-directedness, which includes decomposition of

high-level business objectives (Pati, 2025).

2.2 Application Domains of Agentic Al in the SDLC (RQ1)

Agentic Al is being systematically integrated across all phases of the Software
Development Life Cycle (SDLC), though the depth of implementation varies significantly
between phases. Based on the analysis of literature, key fields of software engineering —
requirements engineering, code generation, static code checking, testing, and debugging
(Ayouni et al., 2026; Praneesh et al., 2025) — along with additional phases like deployment

and security of the SDLC are reviewed.

2.2.1 Requirements Engineering (RE)

During the requirements engineering phase, agentic Al is used as a mediator between the
informal stakeholder intent and formal specifications. A framework proposed in Konda
(2025) operates as a "Requester Analyst", and it utilizes multi-step reasoning to clarify
ambiguous user stories and discover possible problems related to compliance even before
implementation begins. One important innovation within this area is that related to agentic

Al simulations. In these simulations standardized agents replicate software engineering
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processes to evaluate how requirement quality defects, called "requirements smells",
impact downstream activities like unit test generation. This allows researchers to study the
cost of poor requirements at a scale impossible with human participants (Femmer & Esau,

2025).

2.2.2 Design and Architecture

In a conceptual framework (Dam, 2025), the use of multi-agent frameworks in the design
phase can autonomously translate natural language into UML models while maintaining
consistency through formal Object Constraint Language (OCL) checkers, ensuring that

architectural integrity is preserved across versions.

2.2.3 Coding and Implementation

The practice of coding has evolved from the stage known as “Vibe Coding", by
conversational ideation with generative models and intuition, into an approach known as
“Agentic Coding”, where coding output is based upon delegated autonomy and recursive
execution loops (Sapkota et al., 2025). This shift includes "Agentic Refactoring", defined
by Horikawa (2025), as agents functioning as cooperative “teammates” responsible for

planning and implementing code restructuring.

A study by Yun et al. (2025) identifies a "progress expectation boundary" where
developers decide whether to keep control or delegate it to the agent. It mentions
incorporation of an “Agent Mode” by modern agent-enabled Integrated Development
Environments (IDEs). In this mode, the system operates autonomously, modifying code,

running tests, and retrying failures within sandboxed environments.

However, empirical evidence from Yun et al. (2026) also mentions a phenomenon called
“Mentorship Inversion”, where experienced or senior developers prefer to delegate
repetitive tasks to agents, perceiving them as “junior assistants". On the other hand, junior
developers consider the agents their “senior mentors", which can result in over-delegation

while working on less familiar coding projects.
2.2.4 Testing

Agentic Al finds its forte in testing. Seydou & Sharma (2026) introduced a method for
simple failure detection, using an agentic layer to transform raw test results from tools like

Deepchecks into practical solutions.
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Nagvi et al. (2026) introduce an agentic multi-model testing framework designed to solve
the problem of "static, single-shot" test generation that employs a closed-loop,
self-correcting system. The framework comprises a trio of agents: “Test Generation
Agent”, “Execution Agent”, and “Review Agent”. Through the process of continuous
testing improvement via execution logs, such frameworks minimize invalid test cases by

roughly 60% while increasing code coverage by 30%.

2.2.5 Deployment and DevOps

In the paper by Nagvekar (2025), an innovation is proposed where agentic DevOps moves
beyond rule-based scripts to self-directed intelligent ecosystems. The systems can interpret
natural language goals from business owners and trigger a production-ready delivery
pipeline. The pipeline is adaptive and self-learning, utilizing reinforcement learning to

optimize decisions based on past failures and code-quality patterns.

On the other hand, Patel et al. (2025) propose a Multi-Agent System (MAS) framework
that utilizes specialized agents to independently pursue their own objectives, enabling them

to identify and resolve complex issues in cloud infrastructure systems.

In order to address the large resource demands and spontaneous nature of such systems,
Dhangar (2025) proposes a microservices-based agent architecture that operates on the
Kubernetes platform. The result of this is a significant improvement in deployment speed

by 64%, along with a marked increase in observability by 71%.

2.2.6 Maintenance and Debugging

Maintenance is transitioning from reactive error detection to proactive remediation.
Frameworks like DeepFix (Seydou & Sharma, 2026) interpret failure data from ML

pipelines to generate actionable fixes and detailed bug reports with severity rankings.

A qualitative investigation by Akbar et al. (2026) into the SDLC perspective of
practitioners illustrates the existence of humans in continuous feedback loops with
autonomous systems. In the future, the trend will evolve to include a more dynamic
environment where agents negotiate, delegate tasks, and resolve issues amongst
themselves. Likewise, Horikawa et al. (2025) study 15,451 Al-based refactoring cases in

12,256 pull requests of practical Java applications. The researchers provide evidence of
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agents capable of planning, performing, and iterating refactoring operations via reasoning

and feedback.

Large-scale mining of GitHub repositories (Horikawa et al., 2025) shows that agents are
active participants in refactoring, improving code maintainability by reducing class-level

complexity (e.g., a median reduction of 15.25 in class LOC).

2.2.7 Security

Ayouni et al. (2026) assert that neither human-only nor Al-only approaches are sufficient
for modern cyber threats. According to them, security should move toward the Human-AlI
Co-agency concept where Al agents and human beings take joint responsibility for a

secure SDLC.

A technical framework proposed by Saravan (2025) introduces an agentic artificial
intelligence-centric framework for software vulnerability discovery that operates
independently of predefined signature databases like Common Vulnerabilities and
Exposures (CVEs). He argues that advanced agentic tools have surpassed the traditional
CVE:s approach because they move beyond conventional reactive approaches such as
database matching and adopt an intelligent inferential capability in detecting
vulnerabilities. While the emphasis was traditionally placed on pattern recognition, agentic
security solutions consider how vulnerable a system might be when tested against
real-world exploits. This class of solutions can discover vulnerabilities that have not been
catalogued and require contextualization. The recall rate of these solutions stands at 84.7%,
which was achieved through semantic inference of source code, dependencies, and cloud

configurations.

2.3 Architectural Patterns of Agentic Systems (RQ?2)

To support autonomous reasoning, the literature identifies several distinct architectural

patterns.

e Multi-Agent Systems (MAS) and Orchestration: One of the most common
architectural designs includes MAS along with Orchestration, where an
Orchestrator acts as an intermediary for assigning tasks and communicating with
worker agents (Sapkota et al., 2026; Dam, 2025; Naqvi et al., 2026; Saravanan,
2026; Nagvekar, 2025; Islam, 2025; Pati, 2025; Konda, 2025; Patel et al., 2025).
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e Human-in-the-Loop (HITL): HITL has been another common architectural
pattern, which essentially revolves around the idea of a hybrid human and machine
system. Humans play a crucial role in validating critical decision-making, such as
deployment of applications or applying security patches (Yun et al., 2026; Praneesh
et al, 2025; Ayouni et al., 2026; Akbar et al., 2026; Sapkota et al., 2025).

A core part of most multi-agent systems are Memory-Augmented Architectures.
Memory-augmented architectures are based on the idea of having shared memory modules
that store context (Praneesh et al., 2025) (e.g. requirements, design) needed throughout the
software development life cycle. This architecture is what enables multiple agents to
communicate effectively (Sapkota et al., 2026; Islam, 2025; Praneesh et al., 2025; Dam,
2025) .

2.4 Tools, Frameworks, and Technology Stacks (RQ3)

The implementation of agentic Al depends on an emerging "AgentOps" stack:

e Reasoning Engines: GPT-4 and Claude are currently the primary models used for
semantic reasoning (Praneesh et al., 2025; Patel et al., 2025; Galster et al., 2026).

e Orchestration Frameworks: AutoGen, CrewAl, and LangGraph are cited as the
most frequent platforms for coordinating agent conversations (Islam, 2025; Akbar
et al., 2026).

e Infrastructure & Interoperability: Tools like Docker and Kubernetes provide the
execution environment, while the Model Context Protocol (MCP) and
AGENTS.md files are emerging as tool-agnostic standards for configuring agent
behavior across different platforms (Nagvekar, 2025; Galster et al., 2026; Dhangar,
2025)

2.5 Evaluation Metrics and Benchmarks (RQ4)

Evaluation has shifted from syntactic correctness to operational impact. The literature

identifies several tangible benchmarks:

e Lead Time: A reduction of around 42% in the total development time (Praneesh et

al., 2025).
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e Reliability: A success rate of 95% for the first-time execution of the deployment
process (Nagvekar, 2025).
e Traceability: A 52% increase in the ability to trace bugs back to their root cause

in large-scale applications (Dhangar, 2025).

Encouraging results from Kosna (2026) have come to light: Leading Al systems such as
Claude 4.5 Opus and Gemini 3 Flash can handle over 75% of the actual GitHub problems
in SWE-bench Verified, while users of GitHub Copilot are able to complete assignments
55.8% faster. For QA, an illustrative case study by OpenObserve (Kosna, 2026)
demonstrates the effectiveness of a multi-agent system known as "Council," which
managed to double test coverage (from 380 to 700+), shorten feature analysis time by

approximately 90%, and eliminate flaky tests by 85%.

2.6 Challenges (RQ5)
2.6.1 Technical Challenges

"The Formal Reasoning Gap" continues to be an issue as it is difficult for the agents to
convert the intent expressed through natural language into formal languages such as UML
and OCL (Dam, 2025). Among the literature a common challenge was to define
requirements so human intervention is minimized. However, in addition to the problems
associated with capturing requirements in a formal manner, the cost of computation and
tokens incurred as a result of the continual operation of multi-agent loops proves to be too
high (Patel et al., 2025). Moreover, the scaling of these processes in cloud-native
architecture, where microservices and various teams are involved, becomes a problem
(Nagvekar, 2025). In the coding and implementation phase, progress is hindered by issues
such as hallucinations and state management, especially in unfamiliar code bases (Kosna,
2026). Finally, most existing Al security tools are knowledge-driven, relying on supervised
models trained on historical CVE labels, rather than being reasoning-driven (Saravanan,

2026).

2.6.2 Sociotechnical Challenges

The "Accountability Gap" is a major concern for practitioners, as it remains unclear who
is liable for errors made by autonomous agents during security remediation or deployment

(Islam, 2025). Additionally, there exists the risk of “Skill Atrophy” wherein young



developers delegate challenging tasks such as root cause analysis to Al too early in their

careers without developing their critical thinking skills (Sapkota et al., 2025).
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3. Methodology
3.1 Research Method

This study adopts the Systematic Mapping Study (SMS) methodology, based on the

formal guidelines developed for evidence-based software engineering by Petersen et al.

19

(2008). An SMS is specifically designed to provide a high-level overview of a topic under

investigation in terms of the scope of the literature available and the results that have been

published.

The choice of an SMS over a Systematic Literature Review (SLR) is motivated by the fact

that Agentic Al is a relatively young and rapidly evolving field. As the field is currently

characterized by a high degree of architectural heterogeneity and varying levels of

empirical maturity. At this point, our goal is to perform a mapping of the area and identify

the existing “clusters” of research together with any potential gaps in the area. The goal of

this study is to map the landscape, identifying research "clusters" and "gaps", rather than

focusing on synthesizing the effect size of specific technical interventions.

The study follows the five essential process steps defined by Petersen:

1.

oR W

Definition of Research Questions
Conducting Search

Screening of Papers
Keywording using Abstracts

Data Extraction and Mapping Process

3.2 Conduct Search for Primary Studies

A multi-staged searching methodology was employed for the search process. It involved

looking into four prominent digital repositories—IEEE Xplore, ACM Digital Library,

Scopus, and Google Scholar—and the library catalogue of LUT University, Primo.

Search String: ("Agentic AI" OR "Autonomous Al Agents" OR "Multi-Agent
Systems") AND ("Software Engineering" OR "SDLC" OR "Software
Development")

Search Scope: Papers published between January 2023 and early 2026.
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Since Agentic Al is an emerging field, the search was restricted to the period between
January 2023 and early 2026. This timeframe was not deliberate, as initial searches
concluded a scarcity of context-specific literature from before this period. This narrow
timeframe is justified by the "Agentic Turn" in Al research following the widespread
release of Large Language Models (LLMs) like GPT-4, which serve as the primary

reasoning engines for the systems analyzed.

3.3 Screening of Papers for Inclusion and Exclusion

Following the identification of all potential papers, inclusion and exclusion criteria were

applied to filter relevant studies.

Table 1: Inclusion and exclusion criteria for studies

Criteria Inclusion Exclusion

Focus Systems that are autonomous, can Standalone GenAl tools used directly
plan, and have goals (agentic by humans for code completion.
systems). Autonomous systems comprise of one

or more such tools

Field Direct use in software engineering or |General Al research, robotics, or
SDLC settings. non-software domains (e.g., medicine,
farming).

Source |Conferences, journals, or technical Non-academic blogs or articles that
reports with a lot of impact that have |only give opinions and don't go into
been peer-reviewed. detail about how they did their

research.

Date Published after January 2023, which |Published prior to the advent of agentic
is the Agentic era. LLMs.
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3.3.1 Keywording and Classification Scheme

Following the screening of multiple initial results, 30 papers were selected, from which 20

primary studies were selected for full-text analysis. These were categorized into two tiers

to ensure both foundational and applied coverage:

Tier 1 (3 Papers): Foundational surveys and taxonomies providing theoretical
definitions.
Tier 2 (17 Papers): Technical frameworks and empirical studies targeting specific

SDLC phases.

3.4 Keywording and Classification Scheme

To build the classification scheme, a systematic keyword indexing process was applied to

the selected 20 papers.

1.

Open Coding: Abstracts were reviewed to identify keywords reflecting the

contribution and context of the research (Appendix 2).

. Mapping: Keywords were combined and clustered to define a high-level

classification scheme which was refined over time (Appendix 1).

In accordance with the guidelines for Systematic Mapping Studies (SMS) by Petersen et al.

(2008), a classification scheme must structure the field to identify both heavily researched

areas and research gaps. The mapping is based on five dimensions that directly correspond

to the research questions:

D1: Application Domain (SDLC Phase): Helps map the functional coverage of
Agentic Al. Categorizes the study into Requirements, Design, Coding, Testing,
Deployment, Maintenance, Security, or Full SDLC.

D2: Architectural Pattern: Identifies the structural design. It tracks structural
evolution of the field from chatbots to multi-agent systems.

D3: Tools & Frameworks: Catalogues the tech stack, including specific LLMs
and frameworks. It will reveal which platforms are standardizing the field.

D4: Evaluation Metrics: Records how performance was measured.

D5: Challenges: Captures reported risks and supports selection of future research

directions.
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Additionally, as recommended by Petersen, a Research Type Facet was included to

classify the nature of the contribution:

e Validation Research: Novel techniques (e.g., lab experiments).

e Evaluation Research: Techniques implemented in practice/industry.

e Solution Proposal: Proposed solutions with small examples.

o Philosophical/Opinion/Experience Papers: Taxonomies, personal opinions, or

practical experience reports.

3.5 Data Extraction and Mapping Process

The actual data extraction was performed by sorting the 20 articles into the classification
scheme using an extraction table. This process was iterative, allowing the scheme to evolve

by adding or merging categories as new patterns emerged.

The results are analyzed based on publication frequencies. To visualize the map and
identify research gaps, bubble plots and charts are utilized. These plots cross-tabulate
different facets (e.g., SDLC phases vs. Architectural patterns) where bubble size is

proportional to the number of papers in that intersection.

3.6 Threats to Validity
Potential threats to validity (Zhou, 2016) were addressed as follows:

e Selection Validity: This defines how well the selected literature supports the
results. Currently mitigated by using a well-defined search string and structured
inclusion criteria.

e C(lassification Bias: Systematic error introduced when assigning studies to
categories because classification criteria may be ambiguous. Minimized by using
the adaptive strategy recommended by Petersen, where introduction or conclusion
sections were studied if abstracts were insufficient for clear classification.

e Publication Bias: Occurs as a result of the likelihood that studies resulting in
positive, novel, and statistically significant findings tend to be published in greater
numbers than studies producing negative or null findings. The study acknowledges
the high number of "Solution Proposals" in the field, which is common in

emerging software engineering topics.



Despite these mitigations, it has to be acknowledged that it is impossible to completely
mitigate all these threats. The research focuses on an emerging field, so there is an

overflow of literature that might get neglected at the time of publication.
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Chapter 4: Results and Mapping Synthesis

4.1 Classification and Publication Frequency

Following the systematic mapping process, the 20 primary studies were classified across
five dimensions (D1-D5): application domain (SDLC phase), architectural pattern, tools
and frameworks, evaluation metrics, and challenges. The analysis reveals a sharp upward
trend in Agentic Al in software engineering research — most of the included works were
either published or accepted for publication between 2025 and 2026. This dataset contains
both foundational surveys and empirical studies conducted during 2025-2026, thus

demonstrating the rapidly developing nature of this domain.
According to the Research Type Facet, the distribution is:

1. Solution Proposals: (10/20 papers) — predominantly technical frameworks for
multi-agent systems (MAS).

2. Evaluation Research: (7/20 papers) — industry-validated results in DevOps and
security.

3. Philosophical/Opinion Papers: (3/20 papers) — high-level taxonomies and

practitioner interviews.

The multi-dimensional classification enables a structured analysis of how Agentic Al
technology is applied, implemented, and evaluated in software engineering today. A key
observation is the high diversity of approaches, which demonstrates that this domain is still

exploratory and rapidly evolving.

Table 2: Mapping table classifying literature in five dimensions

Paper D1: SDLC D2: Architectural  D3: Tools & D4: Evaluation D5: Challenges
(Trimed title) Phase Pattern Frameworks Metrics
Conceptual Foundations Multi-Agent System, |LLMs, RL Accuracy, Task | Reasoning,
Taxonomy & Swarm, Single Agent Speed Reliability, Trust
Challenges
(Sapkota et
al., 2026)
Rise of Cross-Phase Multi-Agent System, |LangChain, Productivity, Trust,
Agentic Al Orchestrator, AutoGPT Agility Integration,
Synthesis Human-in-the-Loop Human Factors
(Islam, 2025)
Survey of Infrastructure | Multi-Agent System, |RL, OpenAl |Resource Trust, Scalability,
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Agentic Swarm, Gym Utilization, Human Factors
Architectures Neurosymbolic Accuracy

(Pati, 2025)

SDLC Full SDLC Orchestrator-Based | GPT-4, Lead Time Scalability,
AutoPilot Docker, Reduction, Bug Reasoning, Trust
(Praneesh et Kubernetes Reduction

al., 2025)

Agentic Al for |Requirements, |Role-Based LLM Agents | Ambiguity Reasoning

SE (Konda, Testing, Multi-Agent System Detection, Waste

2025) Deployment Reduction

DeepFix Maintenance  |Orchestrator-Based | Deepchecks Bug Detection Reliability,
(Seydou & Workflow Accuracy Generalization
Sharma, 2026)

HAI Security |Security, Full |Human-in-the-Loop, |LLMs, Snyk, [Remediation Integration,
(Ayouni et al., | SDLC Hybrid Dependabot Time, ROI Human Factors,
2026) Trust, Security
Microservices |Deployment, [Microservices, LangGraph, Deployment Rate, | Scalability
AAI Systems |DevOps Orchestrator Kubernetes Monitoring

(Dhangar,

2025)

MAS Design [Design Multi-Agent System, |LLMs, UML | Trust, Correctness | Reasoning
(Dam, 2025) Orchestrator

Agentic Maintenance Sub-Agent Codex, Cursor, | Code Quality, Reliability,
Refactoring Architecture Devin Complexity Evaluation, Trust
Empirical

Study

(Horikawa et

al., 2025)

RE Quality Requirements |Orchestrator-Based [ LLMs, Feasibility Reliability,
Simulations Workflow Designite Evaluation
Lab

(Femmer &

Esau, 2025)

Configuring |[Coding Sub-Agent Claude, Cursor | Adoption Rate, Integration,
Agentic Architecture Interoperability Reliability, Trust
Coding Tools

(Galster et al.,

2026)

Practitioner Full SDLC Human-in-the-Loop, | AutoGen, Expert Evaluation | Trust,
Perspectives Co-Design LangChain Integration,

on SDLC Human Factors
(Akbar et al.,

2026)

Agentic Testing Multi-Agent System, |CI/CD, RL Test Coverage, Reliability,
Testing & QA Feedback Loop Validity Scalability
(Nagqvi et al.,

2026)

Beyond Security Multi-Agent System |LLMs Recall, False Reliability,
CVEs: Positives Generalization,
Vulnerability Operational

Discovery
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(Saravanan,

2026)

Agentic Deployment, [Multi-Agent System | Jenkins, Cycle Time, Trust, Integration
CI/CD DevOps Kubernetes, Reliability

Pipelines ArgoCD

(Nagvekar,

2025)

Vibe Coding |Coding, Full  [Hybrid, Multi-Agent |Codex, Workflow Reliability,

vs. Agentic SDLC System, AutoGen, Efficiency Security,
Coding Human-in-the-Loop [ Jules Maintainability
(Sapkota et

al., 2025)

Allocating Coding, Human-in-the-Loop |Agent Mode |Qualitative Trust, Human
Agency: Jr. to | Maintenance Evaluation Factors,

Sr. Growth Reliability
(Yun et al.,

2026)

Cloud Maintenance  [Multi-Agent System |GPT-4, MTTR Reduction |Reliability,
Troubleshooti AutoGen Security,

ng Scalability
Multi-Agents

(Patel et al.,

2025)

Al Reshaping | Testing, Multi-Agent Systems, | Devin, Velocity, MTTR, |[Reliability, Trust,
SDLC DevOps Feedback Loops AutoGPT, Test Autonomy | Reasoning
Kosna, 2026) Kubernetes
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4.2 SDLC Phase Distribution (RQ1)

The analysis reveals that Agentic Al applications now span the entire SDLC, marking a
significant shift from earlier Al applications that were largely confined to coding

assistance.

4.2.1 Phase-specific Findings

Requirements Engineering — Agents are being developed that can read, check, and improve
user requirements. They actively look for ambiguities, simulate how stakeholders would
interact, and create questions for clarification, closing the "intent gap" between business
needs and technical implementation (Konda, 2025). The simulation-based methods also
show how requirement defects affect things downstream, which makes it possible to do
large-scale experiments that weren't possible with human participants before. One solution
proposed by Praneesh et al. (2025) where the system leverages large language models and
retrieval-augmented pipelines to transform unstructured inputs into well-structured
requirements. Akbar et al. (2026) highlight that requirements engineers emphasized the
need for domain-adapted LLMs, training datasets that reflect industry-specific

terminology, and explainable reasoning mechanisms to build trust.

Design and Architecture — Agentic systems are being used more and more to create and
validate formal models like UML diagrams (Dam, 2025). Multi-agent frameworks manage
model generation, merging, and consistency checking, but translating natural language into

formal representations and dealing with constraint propagation are still difficult.

Coding and Implementation — This remains one of the most mature areas. Coding agents
such as Claude Code, Devin, and Cursor can not only generate code but also
collaboratively refactor existing codebases with developers. Empirical research indicates
that agentic coding tools enhance workflows by facilitating automated code generation,
refactoring, and configuration management (Horikawa et al., 2025). Sapkota et al. (2025)
summarise the differences between “Vibe Coding” and “Agentic Coding” and how
developer roles change based on the platform they are using. In agentic systems developers
act more in a supervisory role, while using traditional generative Al tools, they function as

direct collaborators.
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Testing: Agentic Al changes the way tests are made from static ones to iterative,
feedback-driven loops. Multi-agent testing systems create, run, and improve test cases on
their own, which leads to measurable improvements like more coverage and fewer tests
that are invalid (Naqvi et al. 2026). This shows the change from single-output Al that to
continuous, self-correcting workflows. Naqvi et al. (2026) also state that existing systems
do not incorporate convergence thresholds, coverage metrics, or failure-driven

reinforcement signals essential for autonomous improvement.

Deployment and DevOps: Agentic systems make it possible for CI/CD pipelines to run on
their own, with high-level goals that initiate full build-test-deploy cycles. Over time,
feedback loops and reinforcement learning help make better deployment decisions, which
leads to faster cycle times, more reliable systems, and more efficient operations (Naqvi et
al., 2026: Kosna, 2026). Dhangar (2025) reported faster deployment time and a drop in

error rate by deploying using agentic microservices.

Maintenance — Agentic Al supports debugging, refactoring, and system monitoring.
Frameworks such as DeepFix demonstrate the ability to not only detect issues but also
generate actionable fixes, effectively "closing the loop" between detection and remediation
(Seydou & Sharma, 2026). Nevertheless, agents still struggle with complex architectural

refactoring tasks.

Security: Security is a concern that exists through all phases of the SDLC. Agentic systems
are used to find vulnerabilities, prioritize risks, and keep an eye on threats before they
happen. Recent methods, in particular, go beyond static signature-based detection and use
semantic reasoning over software artefacts to find vulnerabilities that were not known

before (Saravanan, 2026).

Overall, the findings confirm that Agentic Al is evolving from isolated development tasks

into a holistic, SDLC-wide paradigm.
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Figure 1: Bubble Distribution of Agentic AI Across SDLC Phases and Evaluation Strength
(Appendix 4).

4.3 Architectural Trends (RQ2)

The literature increasingly favours distributed, collaborative architectures where multiple
specialised agents work together under structured coordination, rather than relying on

single, monolithic agents.
Dominant architectural patterns identified:

e Collaborative multi-agent systems (MAS) — Identified in the majority of the
technical literature. These systems involve organising specific “worker” agents
using a central controller or shared memory and conventional communication
methods. This enables tasks to be performed in parallel with system refinement in
an iterative manner (Sapkota et al., 2026; Dam, 2025; Naqvi et al., 2026;
Saravanan, 2026; Nagvekar, 2025; Islam, 2025; Pati, 2025; Konda, 2025; Patel et
al., 2025; Kosna, 2026).
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e Orchestrator—-Worker model — Often used alongside MAS. It involves an
intelligent brain which subdivides high-level goals into smaller objectives and tasks
and delegates them to different sub-agents with different responsibilities for coding,
testing, and deployments (Praneesh et al., 2025). Such architecture is common for
SDLC automation, troubleshooting tasks, and DevOps processes in particular
(Sapkota et al., 2026; Galster et al., 2026; Naqvi et al., 2026; Dhangar, 20265;
Dam, 2025; Islam, 2025; Pati, 2025; Seydou & Sharma, 2026).

e Human-in-the-Loop (HITL) — Present more frequently in situations of high
uncertainty or high risks, for instance, in areas such as security, deployment and
other critical choices. Human-in-the-loop models manage to combine autonomous
actions and human oversight, striving to address trust and accountability (Yun et al.,
2026; Praneesh et al., 2025; Ayouni et al., 2026; Akbar et al., 2026; Sapkota et al.,
2025).

e Microservices-based agentic architecture — An emerging trend where agents are
containerized (e.g., Docker) and deployed as independent services. This improves
scalability, modularity, and observability, especially in large-scale production
environments (Dhangar, 2025).

e Skill-based and configuration-driven architectures — Many agentic systems
depend on configuration files that provide guidelines for software development.
These extend agent capabilities through modular "skills", sub-agents, and
standardized configuration files such as AGENTS.md. They promote

interoperability across tools and environments (Galster et al., 2026).
Novel patterns identified in the mapping:

e Agency Allocation Patterns — A newly observed pattern, very similar to HITL,
describing how practitioners toggle between “Ask mode” (manual, consultative)
and “Agent mode” (autonomous, delegated) based on their familiarity with the task,
perceived risk and amount of control required (Yun et al., 2026).

e Layered Self-Learning — Architectures organized into distinct layers—Observation,
Knowledge, Reasoning, and Learning—that facilitate autonomous remediation and

adaptation over time (Nagvekar, 2025).
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e Less prevalent architectures — Workflow pipelines and microservices can be seen in
specialized applications such as CI/CD processes and large-scale deployment

systems but are not commonly used elsewhere (Nagvekar, 2025; Dhangar, 2025).

Overall, the architectural landscape reflects a transition from single-agent, reactive systems
to complex, orchestrated ecosystems of interacting agents. Despite the widespread use of
multi-agent and orchestrator architectures, hybrid and human-in-the-loop frameworks

continue to be essential in ensuring trust, accountability, and risk management.

Distribution of architectural patterns across SDLC phases
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Figure 2: Relation between SDLC phases and architectural patterns in a bubble plot (Appendix
4).

4.4 Technology Stacks & Interoperability (RQ3)

The findings from the analysis show an increasingly dense and dynamic technology stack
used to create Agentic Al solutions, which have now evolved to a well-developed
ecosystem with layers of interoperability. At the foundation are large language models
(LLMs), which carry out the processes of reasoning, interpreting natural languages,
coding, and decomposing tasks (Wang et al., 2025; Sapkota et al., 2026). Most times, the
LLMs are combined with reinforcement learning (RL) to provide an agentic touch to

decision-making (Sapkota et al., 2026; Naqvi et al., 2026).
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Communication between the agents takes place through distribution mechanisms such as
asynchronous messaging, shared memory, or inter-output transactions, which allows
coordination to take place without requiring continuous supervision by a centralized
authority. Moreover, reflective reasoning and memory make it possible for agents to
maintain context throughout multiple interactions, evaluate previous decisions, and

improve their approaches (Sapkota et al., 2026)
On top of this foundation, three core components form the agentic stack:

e Orchestration: Frameworks such as AutoGen, CrewAl, LangChain, LangGraph,
OpenAl Swarm have established themselves as industry benchmarks which
facilitate the coordination of multi-agent workflows (Praneesh et al., 2025; Patel et
al., 2025; Galster et al., 2026).

e Protocols: The MCP (Model Context Protocol) and AGENTS.md have emerged as
standards for describing agent behaviour that operates independently from the
tools, thus making it easy to design agents that interact well with one another. This
represents a shift towards more open and modular systems (Galster et al., 2026;
Akbar et al., 2026).

e Infrastructure: Technologies such as Docker and Kubernetes are widely used to
containerise agents and support scalability, deployment, and resource management.
DevOps practices and CI/CD pipelines integrate agentic systems for production

deployment (Nagvekar, 2025; Dhangar, 2025).

Specialized tools are employed at all stages of the SDLC. The integration of test tools is
achieved within the CI/CD pipeline and sandboxing environments (Naqvi et al., 2026),
while security tools leverage utilities such as Snyk and Dependabot (Saravanan, 2026).
Observability platforms like OpenTelemetry and Jaeger are used to monitor agent

behaviour in production environments (Dhangar, 2025).

In other words, the stack includes a mix of AI models, orchestrators, interoperability

mechanisms, and cloud technologies in a mature stack.
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4.5 Quantifiable Performance Benchmarks (RQ4)

As per empirical evidence obtained from reviewed literature, there is notable progress
made beyond the baselines that leverage a single GenAl model. In reliability, autonomous
repair loops decrease the proportion of invalid tests by up to 60% (Naqvi et al., 2026) and
lower the error rate by 61% (Dhangar, 2025). Regarding efficiency, CI/CD cycle time
reduces by 35% (Nagvekar, 2025), lead time decreases by 42% (Praneesh et al., 2025), and
deployment time decreases by 74%. Also, average latency improves by 62% (Dhangar,
2025).

In security, the percentage recall of identifying unclassified vulnerabilities is 84.7%
compared to the baseline scanner that uses CVEs at 68.4% (Saravanan, 2026). Kosna
(2026) has recorded impressive results: the top artificial intelligence models such as
Claude 4.5 Opus and Gemini 3 Flash can solve more than 75% of real-world GitHub issues
within SWE-bench Verified. Moreover, developers using GitHub Copilot take only 55.8%
time to submit tasks. As far as quality assurance is concerned, OpenObserve highlights a
successful multi-agent system referred to as “Council” that doubles test coverage (380 vs

700+) and reduces feature analysis time by 90% while eliminating flaky tests

An evaluation of Konda's (2025) framework reveals that the provision of agentic assistance
made a significant difference in the level of efficiency and effectiveness of requirements
engineering for 60 user stories and RFCs. The amount of unspecified information
decreased by over 42% from 0.078 to 0.045, while the time taken to understand the
requirements was reduced by about half from 3.1 days to 1.7 days. In addition, the F1
scores for traceability links improved from 0.72 to 0.86 as the agents identified compliance

problems that were not apparent to humans.

Despite these promising statistics, there is currently no standard approach to evaluating
agentic Al. Researchers rely on a variety of measurements that range from technical
efficiency to business impact. A look at the mapping table reveals an irregular
classification of evaluation metrics where everything from code quality and adoption rate
to deployment rate and feasibility are used to evaluate systems. The most common
quantitative criteria are task completion time, accuracy and recall, test coverage and defect

rates, successful deployment, and resource utilization (Sapkota et al., 2025; Saravanan,
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2026; Naqvi et al., 2026). Several studies report significant progress in each of these
aspects, for example, by means of introducing a multi-agent framework for testing, which
decreases the number of invalid tests (Dhangar, 2025, Naqvi et al., 2026), while

deployment pipelines show improved cycle times and success rates (Dhangar, 2025).
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4.6 Identified Challenges (RQ5)

Table 3: Frequency of challenges identified across literature categorized for analysis.

Challenge Category Count Papers
Reliability & 10 Sapkota et al. (2026); Seydou & Sharma (2026); Horikawa
Robustness et al. (2025); Femmer & Esau (2025); Galster et al.
(2026); Akbar et al. (2026); Naqvi et al. (2026); Nagvekar
(2025); Sapkota et al. (2025); Yun et al. (2026)
Trust, Accountability | 10 Sapkota et al. (2026); Islam (2025); Pati (2025); Praneesh

& Governance

et al. (2025); Ayouni et al. (2026); Horikawa et al. (2025);
Galster et al. (2026); Naqvi et al. (2026); Saravanan
(2026); Nagvekar (2025); Patel et al. (2025)

Usability

Integration & 6 Islam (2025); Ayouni et al. (2026); Galster et al. (2026);

Interoperability Akbar et al. (2026); Naqvi et al. (2026); Sapkota et al.
(2025)

Human & 5 Islam (2025); Ayouni et al. (2026); Galster et al. (2026);

Organizational Saravanan (2026); Nagvekar (2025)

Factors

Scalability & 5 Pati (2025); Praneesh et al. (2025); Dhangar (2025);

Resource Constraints Akbar et al. (2026); Sapkota et al. (2025)

Reasoning & 5 Sapkota et al. (2026); Praneesh et al. (2025); Konda

Cognitive Limits (2025); Dam (2025); Patel et al. (2025)

Security, Privacy & 4 Ayouni et al. (2026); Naqvi et al. (2026); Sapkota et al.

Risk (2025); Saravanan (2026)

Evaluation & 3 Horikawa et al. (2025); Femmer & Esau (2025)

Measurement

Generalization & 2 Seydou & Sharma (2026); Akbar et al. (2026)

Actionability

Maintainability & 1 Sapkota et al. (2025)

Technical Debt

Operational Noise & | 1 Saravanan (2026)
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The mapping highlights the variety of challenges that have been grouped into broader
categories for clearer analysis and comparison across studies. This categorisation
(Appendix 3) is quite necessary since each article employs varying and inconsistent
terminologies, such as the use of terms like "trust", "accountability”, and "responsibility
gaps". Grouping them into standardised categories allows for clearer identification of

dominant research concerns and trends across the literature.

The most common problems identified have included issues related to reliability and
robustness, such as hallucinations, error propagation, silent failures, and inconsistencies
with results (Sapkota et al., 2026; Seydou & Sharma, 2026; Horikawa et al., 2025; Femmer
& Esau, 2025; Galster et al., 2026; Naqvi et al., 2026; Sapkota et al., 2025). Related to
these problems have been issues of accountability and governance. The absence of clear
definitions and mechanisms for responsibility and governance makes adoption difficult
(Sapkota et al., 2025; Islam, 2025; Pati, 2025; Ayouni et al., 2026; Nagvekar, 2025; Patel et
al., 2025).

Challenges also include the integration of agent-based systems within current software
frameworks and ensuring consistency of context throughout different tools and services
(Islam, 2025; Ayouni et al., 2026; Galster et al., 2026; Akbar et al., 2026). In addition,
scalability and resource constraints remain significant, especially due to high
computational cost, energy consumption, and multi-agent coordination overhead (Pati,

2025; Dhangar, 2025; Nagqvi et al., 2026).

From a cognitive perspective, limitations such as difficulty in dealing with ambiguity
handling, causal reasoning gaps, and formal reasoning difficulties affect the capabilities of
the system (Sapkota et al., 2026, Konda, 2025; Dam, 2025). In addition, human and
organizational aspects such as lack of skills and knowledge of artificial intelligence and
workforce adaptation pose barriers to the adoption of Al (Islam, 2025; Akbar et al., 2026;
Saravanan, 2026).

Finally, additional but less frequent challenges include security and privacy risks (Ayouni
et al., 2026; Naqvi et al., 2026), evaluation and measurement gaps (Horikawa et al., 2025;
Femmer & Esau, 2025), and emerging concerns such as generalisation limits,
maintainability issues, and operational noise like alert fatigue (Seydou & Sharma, 2026;

Sapkota et al., 2025; Saravanan, 2026).



38

To sum up, the findings show that Agentic Al systems have tremendous potential within
the field of software engineering; however, there are many interconnected factors like
technical, organisational, and socio-technical challenges that hinder their adoption. The
problem cannot be solved by improving system architecture alone; rather, there is also a
need to ensure effective governance practices, tooling standardisation and continuous

developer capability development.
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5. Discussion

5.1 Overview

This chapter interprets the findings of the systematic mapping study and situates them
within the broader context of software engineering research. The discussion is organized
around the five research questions, followed by a synthesis of cross-cutting insights,
research gaps, implications, and limitations. It follows the thematic analysis and gap

identification guidelines defined by Petersen et al. (2008).

5.2 Interpretation of Findings

5.2.1 RQ1: SDLC Coverage and Research Focus

The results indicate that research on Agentic Al is heavily focused on the later phases of
the software development life cycle — coding, testing, maintenance, and DevOps, which
collectively represent 85% of all the literature included in the review. These phases are
characterized by structured tasks, measurable outputs, and well-defined workflows,

thereby rendering automation easier.

One critical finding drawn from the analysis of results is the difference in operational
maturity among phases within the SDLC. Testing and maintenance have reached high
technical maturity levels, enabled by closed-loop feedback systems which reduce the
number of invalid tests by an average of 60% (Naqvi et al., 2026; Kosna, 2026).
Meanwhile, the design and architecture phase remains largely conceptual in nature. Agents
are efficient enough in carrying out the “clean up” phase, which involves refactoring,
testing, and vulnerability discovery but are unable to build the foundation of systems using
architectural models, owing to Formal Reasoning Gap between natural language and

formal language such as UML/OCL (Dam, 2025).
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The imbalance suggests that current research is driven by technical feasibility rather than
comprehensive lifecycle coverage. In early-stage phases, mainly design, where uncertainty,
stakeholder interaction, and contextualization are essential, the research remains
inadequate. As observed during this study, not many papers discussed or proposed
solutions pertaining to these phases. Some proposed solutions like SDLC AutoPilot Al
(Praneesh et al., 2025) did address requirements but provided no evaluation metric for its

validity.

5.2.2 RQ2: Architectural Trends and System Design

The most prevalent architectural patterns identified are multi-agent systems and
orchestrator patterns. This represents a transition from single LLM prompts to distributed
collaboration among agents where they act as the brains of the system by maintaining
contextual information using shared memory modules. Traditional Al systems focused on
improving the performance of single models; however, the focus of agentic Al is on

coordinating multiple agents towards a common goal (Sapkota et al., 2026).

However, the introduction of multiple agents also introduces new challenges, like extra
work to coordinate and unexpected and unpredictable behaviour. As the number of agents
increases, so does the difficulty of managing interactions and dependencies as well as
handling the emergence of new behaviours. The orchestrator is a core architectural feature
of agentic systems. It is a supervisory agent responsible for allocating tasks, managing
dependencies, and maintaining global context across all agents (Sapkota et al., 2026). The
efficiency of the system, therefore, depends not on the capabilities of individual agents but

rather on how well the agents coordinate with each other through the orchestrator.

The frequent inclusion of human-in-the-loop systems shows that fully autonomous systems
are not yet viable in many contexts. Current systems, on the other hand, use a hybrid
approach that combines automation with human oversight to keep control and

accountability (Kosna, 2026).
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5.2.3 RQ3: Tools and Ecosystem Maturity

The findings verify that Agentic Al is a layered, interoperable ecosystem. Current methods
highlight the coordination of several components—maodels, orchestrators, protocols, and
infrastructure—working together to enable autonomous behaviour rather than depending
only on single models. This implies that improvements in LLM capabilities are no longer
the only factors driving Agentic Al development but rather the efficiency with which these

elements are integrated and managed.

An important insight is the growing importance of orchestration frameworks and
interoperability protocols. Tools like AutoGen and LangChain as well as new standards
like MCP and Agents.md (Galster et al., 2026; Akbar et al., 2026), represent a shift
towards modular and reusable agent architectures. This modularity allows for scalability
and flexibility but introduces additional dependencies among the modules, thereby
complicating their integration into an effective system. In particular, the dependence on
shared memory and asynchronous communication reveals that coordination and context

management play a pivotal role in multi-agent systems.

The widespread adoption of cloud-native architecture like Docker, Kubernetes, and CI/CD
demonstrates that Agentic Al is transitioning from theory to practice as these enable
integration into production environments. However, this adoption highlights the need for
effective observability, monitoring and security, as autonomous agents operate

independently and can impact the entire system.

Overall, the stack reflects an evolving trend toward distributed and continuously learning
systems where iterations and feedback mechanisms are inherent in development processes.
Such solutions tend to be flexible and scalable, yet highly complex. These complex
systems require stronger standardisation and better integration strategies to ensure

reliability and maintainability in real-world deployments.
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5.2.4 RQ4: Evaluation Practices and Limitations

The numbers reported in the results are empirical proof that agentic autonomy gives a
better return on investment than traditional automation. However, despite these numbers,
there is a methodological challenge that needs to be considered. The literature overview
shows that there is an inconsistent set of criteria used to evaluate agentic systems and
GenAl solutions in general, combining such diverse elements as code quality, adoption
rates, and technical effectiveness. Such lack of standardized evaluation approaches makes
it hard to compare research findings objectively, as researchers use a broad range of

criteria, from strictly technical aspects to pure business benefits.

Although the majority of works evaluate the systems quantitatively by showing results
such as accuracy, task-completion time, or deployment efficiency, especially in testing,
DevOps, and maintenance, there are quite a few studies that use qualitative assessment
methods or specific domain-based evaluations like practitioner feedback or case study

analysis, making comparisons difficult. Later-stage applications use more quantitative

methods and early-stage applications use more qualitative methods, which limits

reproducibility and generalizability.

Moreover, certain research gives only a short mention to their agentic systems evaluation
without any benchmarks at all. Overall, this reveals one general problem: the absence of

established evaluation methods.
5.2.5 RQS: Challenges and Adoption Barriers

The findings suggest that the adoption of Agentic Al as a part of the software development
process is not primarily a problem of overcoming technical barriers. It is rather a
socio-technical transformation which involves a redefinition of responsibilities, processes,
and roles of individuals. While there certainly may be issues related to the reliability of
such tools or their inability to integrate properly, this is only a fraction of the problem; the
deeper challenges arise from how these systems alter human decision-making and

organisational structures.

One of the most significant implications is the redistribution of cognitive responsibility

between humans and artificial intelligence agents. According to Yun et al. (2026), junior
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programmers are increasingly delegating complex tasks such as debugging and finding
root causes to intelligent agents, whereas senior programmers rely on artificial intelligence
to boost their efficiency during routine programming activities. This contradiction
highlights the dilemma: an increase in productivity but weakening of engineering skill over

time.

A recurring theme is around the trust and accountability gap, which emerges as a central
barrier across the literature. Professionals have doubts regarding the delegation of
important functions to autonomous agents since there is a lack of transparency and
unpredictable behaviour. Such concerns weaken the confidence in the use of agentic
technology in production environments and call for a strong need for improved governance

mechanisms.

The integration of agentic systems into the existing software environment poses another
significant problem, as it requires coordination across tools, workflows, and organisational
processes. This is not only a technical challenge but also an organisational one, as it
demands changes in development practices and team structures. Similarly, skill gaps and
limited Al literacy further slow adoption, as teams struggle to effectively design, monitor,

and maintain agent-driven workflows.

Overall, collaboration between humans and Al technology emerges as a necessary but
complex requirement. The agents perform excellently when it comes to tasks that are
repetitive or data-intensive, yet humans remain essential for contextual reasoning, ethical
judgement, and strategic oversight. Achieving balance between the two requires solving
issues related to trust, skills, governance, and system reliability. Without these productivity

gains of Agentic systems might be neutralised.
5.3 Cross-Cutting Insights

The analysis reveals several overarching patterns that extend beyond the scope of
individual research questions. For one, a clear late-stage bias is evident: most of the studies
are about coding, testing, and DevOps. This makes it hard to understand how agentic Al
can help with early-stage decision-making, which is important for the quality of the
software and the success of the project. Secondly, there is a clear move towards

system-level intelligence. The rise of multi-agent system and orchestrator architectures
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shows a shift from single Al tools to coordinated, system-level intelligence. This creates

new research challenges in coordination, scalability, and emergent behaviour.

Another concerning factor is the lack of consistent benchmarks makes it hard to figure out
how well agentic systems work or compare different approaches. Lastly, the social and
technical aspects of adoption cannot be ignored. Trust, accountability, and skill gaps are
just as important as algorithmic performance when it comes to successfully integrating

agentic Al into software engineering practice.

A key insight from Kosna (2026) is as agentic systems move into production, the focus is
shifting from how systems think to how they are managed, giving rise to the concept of

“AgentOps.”

Such problems range from deployment to monitoring and even observability and
scalability. Software tools like Kubernetes and OpenTelemetry become crucial in
controlling agent behaviours. The emergence of agentic architecture that is based on
microservices also corresponds to the mentioned trend, providing modularity and

scalability but creating new complications at the same time.

5.4 Research Gaps and Future Directions

This study identifies a number of enduring gaps that also define key directions for future
research in Agentic Al for software engineering. First, there is a clear disparity throughout
the SDLC, with limited research in early stages like requirements engineering and system
design, where issues with ambiguity, formal reasoning, and modelling are still not

adequately addressed.

The lack of standardised evaluation frameworks and benchmarks is also a significant
shortcoming. Agentic properties like reasoning quality, coordination efficacy, and
long-term system influence are not captured by current techniques, which rely on
task-specific metrics. Similarly, reliability is inconsistently defined across studies, which
emphasises the need for a single reliability taxonomy that addresses silent errors, and

hallucinations.
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Governance, trust, and accountability are another critical area. Despite being widely
identified as barriers, formal governance models that specify accountability, guarantee
transparency, and control decision-making in human-agent and multi-agent interactions are
not well developed. This is strongly related to the requirement for structured models of
human-agent collaboration, which include mechanisms to prevent skill degradation,

training schemes, and more precise role descriptions.

From a systems perspective, integration and interoperability remain underdeveloped. In
addition to insufficient support for context interoperability between tools and SDLC
phases, there are no standard frameworks for integrating agentic systems into current
DevOps pipelines and enterprise environments. Furthermore, there are still many unsolved
issues with multi-agent coordination at scale, including stability, emergent behaviour, and

conflict resolution.

Emerging but unexplored gaps include neurosymbolic integration, which is required to
connect natural language reasoning with formal software engineering representations (e.g.,
UML, OCL), and energy-efficient AgentOps, since the majority of existing approaches

rely on computationally demanding, iterative multi-agent workflows.

Lastly, due to its emerging nature, very little is known about the long-term socio-technical
impacts of Agentic Al, including how it affects organisational practices, team structures,

and developer abilities.
5.4.1 Implications

For researchers these gaps highlight that holistic, scalable, and governed agentic systems
are more important than isolated prototypes. Standardisation in evaluation, improvements
in multi-agent coordination, and the creation of dependable systems that can function
throughout all SDLC phases should be the top priorities for future research. To achieve
responsible adoption, it will be equally important to address ethics, governance, and

human-AI collaboration.

According to available data, Agentic Al works best for practitioners in structured, highly
automated processes like DevOps, testing, and maintenance. Organizations should adopt a

human-in-the-loop strategy, emphasising trust calibration above complete autonomy.



46

Reliability, accountability, and skill erosion risks can be reduced through incremental
integration, which is backed by common context methods (such as repository-level

configurations) and investments in developer training.
5.5 Comparison with Existing Literature

The study provides a systematic mapping of Agentic Al practices in the context of the
software development lifecycle. While existing studies like Islam (2025), Sapkota (2026)
and Pati (2025) provide conceptual taxonomies and surveys exploring conceptual
foundations, practical applications, research streams, methodological approaches,
architectural evolution and key limitations associated with Agentic Al, they do not provide
an overview of Agentic Al applications in software development specifically. Most
taxonomies mention Agentic Al applications but provide an outline of possible uses in

software, robotics, healthcare, autonomous vehicles, etc.

A lot of the studies used in this research are solution proposals. Studies like Praneesh et al.
(2025) and Galster et al. (2026) and others used in this research cover specific aspects of
the use of agentic systems in SDLC, like coding, DevOps, maintenance or testing. They
propose solutions and frameworks that enable the use of Agentic Al in specific phases of

the SDLC and sometimes the full SDLC.

How this study differs from earlier research is that it is not a taxonomy paper, evaluation
research or a solution proposal. This study is a systematic mapping of Agentic Al
applications in software development, analysing existing literature related to agentic
software development and SDLC phases. It maps the architectural patterns, technology
stacks, evaluation approaches, and associated challenges identified in the literature to

provide an overview of the current industry landscape.
5.6 Societal Impact

In the near future software engineering will be driven by agentic artificial intelligence. It
holds potential benefits for society but also poses significant risks. The positives include
increased efficiency and fostering innovation via automation, allowing professionals to

focus on more complex problems.
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However, there are real risks involved with this development; as Al-driven solutions
become more autonomous, they create accountability, trust, security, bias, and transparency
issues. The potential loss of important skills for developers is a key risk not only for them,
as it will inhibit professional growth, but also for the software engineering industry as a

whole.
5.7 Limitations of the Mapping Study

This study acknowledges several limitations inherent in the systematic mapping

methodology:

e Maturity bias: Because agentic Al is an emerging field, many analyzed papers are
solution proposals rather than evaluation research.

e Selection bias: There is not an abundance of specific literature. The rapid pace of
the 2026 release cycle means some very recent industry developments may have
been missed despite the 2026 inclusion date.

e Publication bias: Positive results may be over-represented, and negative findings or
deployment failures are less likely to appear in the literature.

e Scope limitation: The mapping focuses on agentic Al in software engineering;

findings may not generalize to other domains.
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Chapter 6: Conclusion

This study presents a systematic mapping of Agentic Al applications in software
development, analysing existing literature across SDLC phases, architectural patterns,

technology stacks, evaluation approaches, and associated challenges.

The findings show that Agentic Al does not merely focus on coding; it is transforming the
software development lifecycle in its totality, extending from requirement analysis and
design to testing, delivery, and maintenance. However, it is applied more during the later
phases of SDLC, namely coding, testing, maintenance, and DevOps. While early phases

such as requirements engineering and design remain underexplored.

From an architectural perspective, there is a growing trend towards distributed,
collaborative architectures, with multi-agent systems and the orchestrator-worker model
emerging as the dominant patterns. Such architectures allow for task decomposition,
parallel processing, and iterative improvement, often supported by human-in-the-loop
mechanisms to manage trust and accountability issues. At the same time, emerging trends
such as microservices deployment and configuration-driven agent architectures suggest a

shift towards modularity and scalability.

An analysis of the tech stack reveals an ecosystem comprised of multiple layers. Large
language models coupled with reinforcement learning form the core, they are supported by
orchestration frameworks such as AutoGen and LangChain, interoperability protocols such
as MCP and AGENTS.md, and cloud-native computing infrastructure such as Docker and
Kubernetes. Interoperability is enabled by shared memory, asynchronous communications,

and protocols, enabling coordination across agents and tools.

Despite these advancements, many challenges are identified by the study. Trust and
reliability issues dominate the literature, along with integration complexity, scalability
concerns, and skill gaps. The evaluation practices are fragmented and orientated towards
specific tasks, with limited standardization across study papers. These challenges make it
evident that agentic Al adoption not only a technical but also a socio-technical issue,

affecting workflows, governance, and human roles.
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Overall, the study demonstrates that while Agentic Al holds significant potential to
transform software engineering processes, its practical adoption is constrained by
unresolved issues in reliability, interoperability, governance, and human—agent
collaboration. Addressing these challenges requires more holistic, lifecycle-wide
approaches and stronger alignment between technical innovation and organisational

readiness.

In conclusion, the research indicates that Agentic Al holds great potential in the context of
software engineering, but practical adoption is restricted due to the persisting issues about
its reliability, interoperability, governance, and interaction with humans. Addressing these
challenges requires more holistic, lifecycle-wide approaches and stronger alignment

between technical innovation and organisational readiness.

6.1 Final Remarks

By applying the systematic mapping study (SMS) methodology of Petersen et al. (2008) to
the emerging domain of Agentic Al in software engineering, this thesis provides a

replicable framework for future reviews in this rapidly evolving field.

This thesis makes the case for the fact that Agentic Al is not merely a set of tools but rather
a paradigm shift that has led to a new form of software development systems, which are
self-reliant, flexible, and cooperative. As research and practice continue to advance,

Agentic Al is likely to play a central role in shaping the future of software engineering.
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Appendices

Appendix 1. Initial Classification Scheme

SDLC Phase Example of Agentic Al Use

Requirements Requirement extraction agent
Design Architecture suggestion
Development Code generation

Testing Test case generation

DevOps CI/CD automation
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Appendix 2: Initial Coding Table

Al Agents vs. Agentic Al: A
Conceptual taxonomy,
applications and challenges

Research
Type

Survey

Application

General

Agent Type

Conceptual

Relevance

Medium

SDLC AutoPilot Al: Agentic
Automation of Software
Development Life Cycle

Solution

Full SDLC

Autonomous Agent

High

Exploring the synergistic
collaboration of Human
Agentic-Al in enhancing the
security of the software
development lifecycle

Empirical

Security

Human-AI

High

Building Living Software
Systems with Generative &
Agentic Al

Conceptual

Architecture

Agentic Systems

Medium

Coding: Fundamentals and
P cal Imnlicati :
Agentic Al

Conceptual

Coding

LLM Agents

High

Agentic Al for Cloud
Troubleshooting: A Review of
Multi Agent System for
Automated Cloud Support

Review

DevOps

Multi-agent

High

Agentic Al Across
Technologies, Applications,
and Development Domains: A
Systematic Literature Review

Survey

General

Mixed

Medium

The Rise of Agentic Al:
Synthesis of Current
Knowledge and Future
Research Agenda

Survey

General

Mixed

Medium

Agentic Built Environments: a
review

Review

Non-SE

Agentic Systems

Low

Agentic Al: a comprehensive
survey of architectures,

applications. and future
directions

Survey

General

Mixed

Medium

Agentic Al systems in the age

architectures. cloud scalability,
{ real-world licati

Survey

General

Mixed

Medium
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Appendix 3: Categorisation of Challenges

Category Raw Labels

Reliability & Robustness Reliability issues, hallucinations, error cascades, silent
errors

Trust, Accountability & Trust, accountability gaps, responsibility gaps

Governance

Integration & Interoperability Integration complexity, context persistence

Scalability & Resource Scalability, resource demand, cost, energy
Constraints

Reasoning & Cognitive Limits | Causal reasoning, reasoning complexity, ambiguity,
formal reasoning

Evaluation & Measurement Evaluation gaps, metric mismatch, data scarcity
Human & Organizational Skill gaps, job displacement

Factors

Security, Privacy & Risk Security risks, privacy risks

Maintainability & Technical Technical debt
Debt

Generalization & Actionability | Generalization limits, actionability gaps

Operational Noise & Usability | Alert fatigue
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Appendix 4: Coding Tables for Bubble plots

Average evaluation strength was calculated by classifying reported evaluations as
quantitative (3), qualitative (1) or mixed (2). SDLC phases were coded simlarly by
assigning them a numeric value.

Type Value Meaning
Qualitative |1 Expert opinion, case description, no measurable metrics
Mixed 2 Some metrics + qualitative validation
Quantitative |3 Clear measurable metrics, experiments, benchmarks

SDLC Phase Encoded Value
Requirements | 1
Architecture Value

Design 2 Multi-Agent Systems
Coding 3 (MAS) >
Orchestrator-Based 4
Testing 4 Human-in-the-Loop
DevOps 5 (HITL) 3
] Workflow-Based 2
Maintenance | 6
Microservices 1

Security 7

Full SDLC 8
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