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Abstract 

Context: Large Language Models (LLMs) have become increasingly capable in code 

generation, yet their performance remains highly sensitive to variations in user prompts. In 

practical use, prompts often contain imperfections such as typographical errors, alternative 

wordings, or missing pieces of essential information. These variations influence the model’s 

reasoning in different ways. Understanding their impact and finding ways to reduce this 

sensitivity is essential for improving the reliability of AI-assisted coding systems. 

Objective: This thesis examines how different types of prompt perturbations affect the 

robustness of LLMs in code generation tasks, and whether a lightweight dependency-aware 

agent can mitigate these effects. Method: Using the CodeT5+ model and sanitized MBPP 

benchmark (200 tasks), this study conducts three types of perturbations: typo, synonym, and 

semantic omissions, at controlled strengths (0.10,0.25,0.40). A deterministic execution-

based evaluation (Pass@1, Pass@5, Pass@10) is applied under identical inference settings. 

A lightweight dependency-aware agent then restores omitted context and injects targeted 

library hints before re-evaluation. Results: Typographical errors cause the largest numerical 

performance drop. Synonym substitutions have minimal impact on the performance. 

Semantic omission attacks lead to a steady decline. When a lightweight dependency agent is 

introduced to restore missing semantic cues, Pass@1 improves from approximately 25.5-

26.0 percent to 27.0 percent, while Pass@5 and Pass@10 slightly exceed the clean baseline 

performance. Conclusion: The effective of the lightweight dependency-aware agent in 

mitigating omission-related failures suggests a scalable way to bridges the gap between 

internal self-corrections and costly full agent loops. This study contributes to the 
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development of more robust code generation pipelines build on LLMs by introducing a 

hierarchical framework for analysing prompt perturbations and by providing a repair module 

that enables transparent and controllable intervention during inference. 
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1  Introduction 

Rapid evolution of Large Language Models (LLMs) has significantly improved the ability 

to generate executable code from natural language descriptions. Models trained on large-

scale code can handle wide range of programming tasks and often achieve good performance 

on commonly used benchmarks like MBPP (Austin et al., 2021) and HumanEval (Chen et 

al., 2021). These developments show that code generation systems are becoming more 

practical for practical use, supporting users not only experienced developers but also users 

without much coding experience for everyday use. However, most existing evaluations 

assume that input prompts are well-formed, complete, and semantically precise (e.g., MBPP 

(Austin et al., 2021); HumanEval (Chen et al., 2021); Recode (S. Wang et al., 2023)). But 

in practice, natural language inputs are heavily influenced by users, they may introduce 

typographical errors, use varied expressions, or omit critical information. Such variations 

can cause different errors and affect model’s performance. This thesis examines the 

robustness of code generation model under varied natural language perturbations and 

proposed a lightweight dependency-aware agent to mitigate the impacts. This topic is 

important because examining how models react to various perturbations provides essential 

insight into their stability and reliability. Code generation bridges ambiguous human 

language and strict machine logic. So, if the models are fragile, they can easily introduce 

execution failures or deeper bugs into software pipelines, which will weaken trust of LLMs 

and slow the widespread of automated code generation. Ensuring stability matters not only 

for improving model performance, but also for ensuring their safe and effective deployment 

in real world environments. 

Given the importance of robustness in practical deployments, recent studies have 

increasingly highlighted the vulnerability of LLMs to prompt variations. Existing work, 

particularly research focusing on surface-level typos and lexical synonym replacement, has 

documented that even subtle changes to prompts can lead to noticeable performance 

degradation of models (Chai et al., 2024; Gan et al., 2024; Qiang et al., 2024; Zhu et al., 

2024). These findings suggest that current models lack resilience to natural variations in user 

input, reinforcing the need for a more systematic understanding of perturbation types and 

their effects. More recent work has noticed that structural omission, such as the removal of 

key constraints or required library hints, can cause even deeper and more complex failure 
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(Huang et al., 2025; Li et al., 2025). As these omissions break the model’s reason path and 

lead to what (Roh et al., 2025) describe as “chain-of-code collapse”, where the model loses 

track of the structure it should follow and produces code that fails during execution. At the 

same time, more recent work has explored agent-based systems that guide model behaviour 

using external mechanisms instead of large-scale retraining. For example, Reflexion (Shinn 

et al., 2023) used natural language feedback to iteratively refine model outputs. But these 

approaches rely on muti-step interaction or execution feedback, which adds additional 

computational cost and increases system complexity.  

Building on these observations, existing defenses against prompt perturbations generally fall 

into two categories: surface-level noise mitigation or multi-turn agent-based interactions. 

Surface-level defenses such as typo-robust prompting, synonym substitution handling, or 

lexical normalization, have been shown to reduce sensitivity to minor textural variations 

(Chai et al., 2024; Gan et al., 2024; Qiang et al., 2024; Zhu et al., 2024). Meanwhile, multi-

turn agent-based defenses leverage iterative feedback or tool-augmented reasoning to repair 

or refine prompts (Shinn et al., 2023; Chen et al., 2025). The design of this study fills the 

gap between purely self-correction inside the model and the heavy cost of running a full 

agent loop, which provides an efficient defense mechanism specifically targeted at omissions 

caused failures in code generation.  Instead of performing full iterative correction, the agent 

adds only minimal contextual hints to the input prompt to restore the missing information.  

The main research question of this study is: How do natural-language perturbations affect 

the robustness of code generation models, and what role can lightweight agent-based repair 

play in mitigating these effects?  

The sub-questions are:  

• RQ1 - How does the robustness of code generation models vary across surface-level 

(Typo), lexical (Synonym), and structural (Omission) perturbations? 

• RQ2 - To what extent can a lightweight dependency-aware agent restore missing 

semantic information and recover code generation performance under omission 

perturbations? 

• RQ3 - What are the limitations and failure boundaries of such agent-based repair 

when handling different types of generation failures? 
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To answer these questions, this study conducts controlled experiments on the sanitized 

MBPP benchmark using CodeT5+ model, apply progressive perturbations, and evaluate the 

how well the dependency-aware agent restores performance. This work introduces a three-

level perturbation framework: Typo, Synonym and Omission. Results on MBPP show that 

while typos cause the largest numerical drop, semantic omissions lead to deeper failures in 

the reasoning process. The proposed agent effectively recovers performance under omission 

conditions, bring Pass@1 close to the clean baseline and improve slightly on higher-order 

metrics such as Pass@5 and Pass@10. 

Despite the contributions of this work, there are certain limitations needed to be addressed. 

The study examines only one single model and benchmark, and the proposed agent focuses 

specifically on omission attacks tied to dependency issues. These constrains limited the 

generalizability of the findings, but the results still point to a practical and theoretically 

grounded directions for future research on robust LLMs code generation. Code, datasets, and 

execution logs of this study are available at: https://github.com/lilylovespug/Robust-

CodeT5p-Agent.git 

The structure of this study is as follows: Chapter 2 reviews the theoretical background and 

related work. Chapter 3 describes the experimental methodology; perturbations design and 

introduce the dependency-aware agent. Chapter 4 presents the results of the experiment. 

Chapter 5 discusses the success and limitation of this study. Finally, chapter 6 concludes the 

work and points out future work. 

 

 

  

https://github.com/lilylovespug/Robust-CodeT5p-Agent.git
https://github.com/lilylovespug/Robust-CodeT5p-Agent.git
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2  Background and Related Work 

This chapter gives an overview of LLMs for code generation, modern evaluation 

benchmarks and metrics, the growing concern of robustness of LLMs, and explores the 

emerging field of agentic interventions recently. 

2.1  Large Language Models for Code Generation 

The evolution of code-oriented LLMs has followed a clear development path. Early neural 

approaches to code generation were primarily based on sequence-to-sequence(seq2seq) 

models originally developed for machine translation (Sutskever, Vinyals and Le, 2014; 

Bahdanau et al., 2017). These models treated code as plain token sequences and relied on 

Recurrent Neural Networks (RNNs) or Long Short-Term Memory (LSTM). These models 

demonstrated the feasibility of automatic data-driven code generation but struggled with 

long-range dependencies and structural constraints. To address these limitations, Yin and 

Neubig (2017) proposed a syntactic neural model that generate code in the form of Abstract 

Syntax Tree (AST), enabling the generation of longer program structures and improving 

capacities of code completion and synthesis. Similarly, Rabinovich, Stern and Klein (2017) 

introduced Abstract Syntax Networks (ASN), which constructs ASTs through a modular 

decoder to ensure the structure well formed. These works together helped shift the focus 

from treating code as plain text to generation code through ASTs. 

The introduction of the Transformer architecture (Vaswani et al., 2017) made a major shift 

in this field. By replacing recurrence with self-attention mechanisms, Transformers handle 

long distance relationships better and capture context more effectively than RNN-based 

models. built on this architecture, large-scale pretraining on broad code datasets helped 

models learn common programming habits and patterns across different languages. More 

research focus toward large-scale pre-trained models trained on collections such as 

CodeSearchNet Corpus (Husain et al., 2020), which provides millions of function-

documentation pairs and offers a strong basis for aligning natural language with 

programming language semantics. Inspired by this process in natural language processing, 

models such as CodeBERT (Feng et al., 2020) and GraphCodeBERT (Guo et al., 2021) 
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adopted Transformer architectures to learn general purpose representations. But they were 

encoder-only architectures primarily designed for understanding code rather than generating 

it. Which means when they were used for synthesis tasks, they showed clear limitations 

because they lacked native sequence-generating capabilities and found it difficult to shift 

from bidirectional to unidirectional encoding to generate code in a single direction. 

To overcome these limitations, research moved toward encoder-decoder models, which have 

better performance dealing with code generation because these models naturally support 

generation. They model the relationship between natural language inputs and code outputs 

in a direct and intuitive way, and this design supports generation tasks more naturally and 

give the model structured reasoning path during generation. Models such as PLBART 

(Ahmad et al., 2021) and CodeT5 (Wang et al., 2021) adopted this unified framework and 

can manage both understanding and generation. CodeT5 is particularly notable for its 

identifier-aware pre-training, which allows it to distinguish and recover masked identifiers 

and strengthens the alignment between natural language to programming language. To 

systematically compare the architecture evolution of these representative models, Table 1 

summarizes their configurations and objectives.  

Table 1 Comparison of Representative Pre-trained Models for Code 

Model Architecture Pre-training 

Objective 

Code-specific 

Design 

Primary Task 

Support 

CodeBERT (Feng et al., 

2020) 

Encoder-only Masked language 

modeling 

Joint NL–PL 

representation 

Code 

understanding 

GraphCodeBERT (Guo 

et al., 2021) 

Encoder-only MLM + data-

flow prediction 

Explicit data-

flow modeling 

Code 

understanding 

PLBART (Ahmad et al., 

2021 

Encoder–decoder Denoising 

autoencoding 

NL–PL sequence 

corruption 

Understanding 

& Generation 

CodeT5 (Wang et al., 

2021) 

Encoder–decoder Span denoising, 

identifier-aware 

masking 

Explicit 

modeling of 

identifiers 

Unified code 

understanding & 

generation 

 

CodeT5+ (Wang et al., 

2023) 

Flexible Encoder-

decoder 

Mixture of span 

denoising, causal 

LM, and text-

code matching 

Unimodal & 

bimodal 

objectives, 

frozen LLM 

initialization 

Unified code 

understanding & 

generation 
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Building on these encoder–decoder approach, CodeT5+ was proposed by Y. Wang et al. 

(2023) to extend the framework with more versatile architecture and a richer set of training 

objectives. As stated by the authors, “CodeT5+ opens up flexible architectures for code 

models utilizing a mixture of pre-training objectives including span denoising and causal 

language modelling”. These enhancements offer CodeT5+ greater flexibility during 

synthesis and make it strong robust backbone for unified code understanding and generation, 

as well as a solid baseline for the experiments conducted in this study. 

2.2  Evaluating Code Generation: Benchmarks and Metrics 

The evaluation of code generation models requires standardized benchmarks and reliable 

metrics that reflex both functional correctness and code generation capabilities. There are 

several most widely adopted datasets to assess the performance of LLMs on code generation 

in recent years. 

HumanEval (Chen et al., 2021) is one of the earliest and most influential benchmarks for 

evaluating Python code generation. It contains 164 hand crafted samples; each paired with 

its own hidden unit tests that verify functional correctness. Thanks to its clear evaluation 

protocol, HumanEval has become a common benchmark for measuring LLMs performance 

in many studies. But its relatively small sample size makes it is not best suitable dataset for 

studying robustness or broader generalization in this work. 

Another standard benchmark for evaluating Python code generation is The mostly basic 

python problems(MBPP) dataset, which provides a larger and more diverse set of Python 

programming tasks. Austin et al. (2021) introduced MBPP together with MathQA-Python 

as two new benchmarks for evaluating code synthesis. MBPP’s problems focus on functional 

correctness and features tasks that often rely on standard Python modules such as math, re, 

or collections. This characteristic makes it a suitable benchmark for evaluating how well this 

dependency-aware agent helps the model recovering missing or implicit library 

dependencies when natural language prompts become incomplete. MBPP also has a 

sanitized split where reference solutions are removed to prevent data leakage and ensure fair 

evaluation. The sanitized MBPP split is adopted as the benchmark for this study. While the 

sanitized split contains 427 curated tasks, this study limits the evaluation to 200 tasks 

sampled from the MBPP test split. This scale provides a balance between experimental 
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feasible and preserving enough variety to revel meaningful performance differences. In 

contrast, MathQA-Python is a Python-based MathQA datasets focuses on numerical 

reasoning and multi-step logic, which designed to evaluating code generation models on 

reasoning-intensive tasks.  

Early efforts to evaluate code generation rely heavily on text-similarity metrics such as 

BLEU (Papineni et al., 2001), ROUGE (Lin, 2004), and later CodeBLEU (Ren et al., 2020). 

These metrics compared generated programs to reference solutions at the surface level. 

However, these text-matching metrics often fail to capture semantic equivalence or 

functional behaviours, making them insufficient for assessing program correctness. 

To address this limitation, research shifted into execution-based evaluation. A key 

development was Pass@k (Chen et al., 2021). As proposed in “Evaluating Large Language 

Models Trained on Code”, Pass@k measures the probability that at least one of the top-k 

generated programs passes all test cases, providing an unbiased measure of functional 

correctness. Pass@k has become the standard metrics for evaluating modern code generation 

tasks. 

Despite of its widely adoption, Pass@k still has its limitations. For example, it depends 

heavily on the completeness of test cases, EvalPlus (Liu et al., 2023) shows that many 

benchmark test cases fail to capture edge cases, leading to an overestimation of model 

performance. This gap motivates the need for robustness evaluation as explored in this study. 

2.3  Prompt Robustness and Brittleness in language Models 

Recent research has highlighted that LLMs are sensitive to minor variations in input prompts. 

Comprehensive robustness evaluations, such as the ReCode benchmark (S. Wang et al., 

2023) and PromptBench (Zhu et al., 2024) have systematically demonstrated that LLMs are 

highly sensitive to surface-level distributions. Thes character-level perturbations such as 

typographical errors or words replacement can severely disrupt tokenization and have been 

shown to destabilize a wide range of LLMs architectures (Gan et al., 2024). Moradi and 

Samwald, (2021) also reveal that “the neural models are unstable to small changes that can 

be easily handled by humans, e.g. misspellings, missing words, repeated words, synonyms, 

etc.” Chai et al. (2024) specially studied the impacts of typographical errors and highlighted 
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that “Typographical errors, such as minor misspellings or misplaced characters, can 

drastically affect the tokenization process.” These studies consistently shown that even small 

edits can cause significant drops in Pass@k, particularly in multi-step reasoning and code 

generation tasks. A key reason for this surface-level sensitivity is that LLMs are typically 

trained on large collections of clean and carefully prepared text, which does not fully 

represent the mistakes and inconsistencies that appear in real-world situations (Alahmari et 

al., 2025).  

More recently, researchers have acknowledged that the removal of important parts of a 

prompt, such as key constraints, examples or hints about required libraries, can be an even 

more dangerous and complex damage type of perturbation for LLMs (Huang et al., 2025; Li 

et al., 2025). This sematic level perturbations do not affect the surface form of the input but 

can deeply impact the reasoning process. Such failures are often harder to detect and correct 

than surface-level errors, as they lack critical context information rather than corrupted input. 

Recent work by (Roh et al., 2025) describes this pattern as “chain-of-code collapse”, a term 

that captures how the reason pathway falls apart and results in execution failures once the 

model loses track of the structure it is supposed to follow. 

2.4  Agent-Based Approaches for Code Generation and Repair 

To mitigate this prompt brittleness discussed above, recent research has explored the use of 

agent-based frameworks. These interventional approaches use external modules to provide 

guidance, feedback, or control at inference time, serving as a supplement to the LLMs.  

For example, Reflexion: Language Agents with Verbal Reinforcement Learning (Shinn et 

al., 2023) introduced a framework named as Reflexion in which models iteratively refine 

their outputs based on natural language verbal feedback. And The rise and potential of large 

language model-based agents: a survey (Xi et al., 2025) systematically detailed the growing 

importance of agents in enabling more complex and reliable behaviours in LLMs. These 

systems do not simply accept a defective or ambiguous prompt as LLMs used to be, but they 

first determine which aspects might affect the reasoning process. In other words, they can 

actively process with the input contents, supplementing missing information or clarifying 

before generating answers. These agentic frameworks bring in additional reasoning steps 

that help guide the models toward a more reliable solution without retraining.  
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While most existing agentic mechanisms rely on heavy multi-turn interaction or additional 

model calls, a new form of lightweight agent were introduced recently. For example, (Liu et 

al., 2024; Zhao et al., 2025) introduced a lightweight agent library or framework to enhance 

the ability of agents to for task-oriented LLM agent system.  

Inspired by prior works, this study introduced a lightweight dependency-aware agent that 

operates at the prompt level. The agent restores missing semantic information before code 

generation, thereby preventing the model from going astray at an early stage. 
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3  Experiment 

This chapter describes the experiment used to reproduce and evaluate the robustness of the 

CodeT5+ model in prompt-based code generation. Then introduces the lightweight agent 

repair strategy to mitigate the vulnerabilities. 

3.1  Experimental Setup and Evaluation Pipeline 

To address the research questions on baseline performance and robustness, this study starts 

with reproduction to setup a baseline and then move on to the robustness analysis. This 

section describes how the experiments was conducted. 

The experiments were conducted using the 770 million parameter variant of CodeT5+. This 

set up acts as a practical balance between the computational feasibility and the model’s 

ability of code generation. It allows the experimenters to run efficiently while still reflecting 

how modern code generation systems representative behaviour. 

The inference was conducted by in a zero-short setting using the official model weights 

(Salesforce/codet5p-770m), which means the model was not fine-tuned on the selected 

dataset.  This allows the evaluation to reflect the model’s inherent strength and weaknesses 

rather than its performance after task-specific pretraining. 

All experiments were run with the official CodeT5+ implementation on a local workstation 

equipped with a single NVIDIA RTX 4060 GPU (8GB VRAM). In order to keep the 

computational load within the limits of consumer-grade GPUs, the model runs in FP16 

precision to reduce memory usage, as illustrated in Figure 1. More detailed implementation 

and hyperparameters can be found in Appendix 1. 
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Figure 1 GPU memory usage during CodeT5+ inference on an RTX 4060 

 

 

Figure 2 Evaluation Pipeline of the Proposed Robustness Assessment and Agentic Repair Framework 
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The evaluation in this study is execution-based rather than text-similarity-based as shown in 

Figure 2 above. The evaluation procedure follows the goal of answering the research 

questions. The experimental workflow follows a four-stage pipeline to evaluate how the 

model handles prompt perturbations and examines the effectiveness of lightweight repair 

agent in restoring its performance.  

The process begins with establish a clean baseline by evaluating the CodeT5+ model on the 

sanitized MBPP test split dataset and narrows it to 200 tasks for controlled the evaluation. It 

uses a fixed zero-shot setup to establish a clean baseline.  

Second, an automated module generates three different attacks (Typo, Synonym, and 

Omission) at different attack strengths (0.1, 0.25, and 0.4). 

Third, the attacked prompts are evaluated under the same inference configuration as the 

clean baseline so that any performance change comes directly from the perturbations. 

Lastly, a dependency-aware agent processes the attacked prompts by restoring omitted 

context or adding library hints or targeted clarification when needed. Then the repaired 

prompts are re-evaluated using the same execution framework. 

3.2  Dataset Selection and Evaluation Metrics 

This section describes the benchmark dataset used in the experiments and the evaluation 

metrics applied to measure the performance of the model. 

3.2.1  Benchmark Dataset 

This experiment was conducted using the Mostly Basic Python Problems (MBPP) 

benchmark dataset (Austin et al., 2021). MBPP is a widely used code generation evaluation 

dataset, which contains 974 independent Python programming tasks.  

This study uses the sanitized split of the MBPP dataset. The sanitized version contains only 

short programming tasks composed of natural language descriptions and corresponding unit 

tests, without any ground truth code which may lead to data leakage. The executable test 

cases make the dataset especially suitable for execution-based evaluation. To be more 

specific, the model generates code, the code is directly executed, and unit test determine 

whether it passes. This evaluation method is objective and repeatable and is also suitable for 

robustness research. While the sanitized split contains 427 curated tasks, this study limits 

the evaluation to 200 tasks sampled from the MBPP test split to keep the evaluation pipeline 

structured and controlled. 
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3.2.2  Evaluation Metrics 

A key feature of the workflow is that the clean, attacked, and repaired all three branches 

share the same execution-based scoring procedure. This study follows the execution-based 

empirical pass@k definition commonly used in recent lightweight MBPP sturdies, rather 

than the unbiased estimator proposed by (Chen et al., 2021), as the evaluation uses 10 

samples per task instead of the large number of sample (n ≥ 200) required for the estimator. 

The computation of pass@1, pass@5, and pass@10 pseudocode is Algorithm 1 as follows: 

 

Algorithm 1: Execution-based computation of pass@1, pass@5, and pass@10 

Input: D = evaluation tasks, K = {1, 5, 10} 

Output: pass@1, pass@5, and pass@10 

1: Initialize passed[k] = 0 for all k in K 
2: for each task t in D: 
3:     candidates = Generate up to 10 code solutions for t 
4:     first_pass_index = None 
5:     for i = 0 to 9: 
6:         result = Execute(candidates[i] against the MBPP unit tests) 
7:         if result == pass: 
8:             first_pass_index = i 
9:             Break 

10:     for each k in K: 
11:         if first_pass_index is not None and first_pass_index < k: 
12:             passed[k] += 1 
13: for each k in K: 
14:     pass@k = passed[k] / N 
15: return pass@1, pass@5, pass@10 

 

These pass@k metrics together provide a more comprehensive overview of the model’s code 

generation performance. Pass@1 measures the accuracy of the model’s ability to generate 

the correct code for the first attempt, which highlights the model’s immediate reliability. 

Higher k values (pass@5 or pass@10) examine whether the model can ultimately find the 

correct solution when generating multiple candidate solutions. The evaluation can reflect 

both the sing-pass accuracy of the model and its broader ability to restore the correct solution 

in multiple attempts by comparing these values. 

3.2.3  Robustness Drop and Repair Gain Metric 

To quantify the robustness of model under prompt perturbation and effectiveness of the 

repair agent and explore the main research question, this study introduces two comparative 

metrics: Robustness Drop (RD), and Repair Gain (RG). 

The RD metric measures the relative decrease of the model’s performance from the clean 

baseline to the perturbed phrase. The metric is defined as: 
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𝑅𝐷 =

𝑃𝑎𝑠𝑠@1𝑐𝑙𝑒𝑎𝑛 −  𝑃𝑎𝑠𝑠@1𝑎𝑡𝑡𝑎𝑐𝑘𝑒𝑑

𝑃𝑎𝑠𝑠@1𝑐𝑙𝑒𝑎𝑛
×  100% 

 

(1) 

 

Where pass@1clean refers to the model’s pass@1 of score under clean baseline and 

pass@1attacked means its pass@1 score under attacked. A higher the RD directly reflects a 

larger performance drop the model experiences caused by the perturbations, which indicates 

the model is more vulnerable to this attack. 

The RG metric quantifies the degree of performance degradation of the model is recovered 

after the dependency-aware agent was applied. The metric is defined as: 

 

 
𝑅𝐺 =

𝑃𝑎𝑠𝑠@1𝑟𝑒𝑝𝑎𝑖𝑟𝑒𝑑 −  𝑃𝑎𝑠𝑠@1𝑎𝑡𝑡𝑎𝑐𝑘𝑒𝑑

𝑃𝑎𝑠𝑠@1𝑎𝑡𝑡𝑎𝑐𝑘𝑒𝑑
×  100% 

 

(2) 

 

Where pass@1repaired represents the pass@1 score of the model after applying the repair 

strategy and pass@1attacked refers to the pass@1 of the model after being attacked. When the 

RG is higher, it indicates the repair mechanism can restore more of the performance 

degradation caused by attacks. 

Together they can comprehensively evaluate the performance change trends of the model 

before attack, after attacked, and after repaired. Thus, the evaluation can be more directly 

assess the robustness of the model. 

3.3  Input Perturbation Design (The Attack Phase) 

To test the prompt robustness and explore the first sub research question, the study slightly 

changes natural language input in a structured way. This design aims to simulate realistic 

variations that users may occur and to examine their impact on code generation performance. 

Numerable previous researches about LLMs vulnerabilities include the ReCode benchmark 

(S. Wang et al., 2023), the Subword Robustness (Chai et al., 2024), the PromptRobust 
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benchmark (Zhu et al., 2024), the Large Language Models Robustness  Against Perturbation 

(Alahmari et al., 2025), and the NLPerturbation framework (Chen et al., 2025) has shown 

that models are highly sensitive to surface-level variations, such as typographical errors and 

lexical substitutions. Beyond these surface-level distributions, a second type of vulnerability 

has emerged and drew increasing attention in recent software engineering conference: 

failures caused by omission. Omission error means models breakdown when lose the key 

words or phrases needed to connect the user’s intent with the actual code structure. This is a 

form of reasoning gap, which reflects the “chain-of-code collapse” of recent work (Roh et 

al., 2025). 

Inspired by these findings, the perturbation framework contains three progressive levels of 

linguistics structure: Typo, Synonym, and Omission as shown in Figure 3. These 

perturbations represent progressively stronger level of disruptions while remaining realistic 

for everyday user input.  

 

 

Figure 3 Input Perturbation Design (The Attack Phase) 

 

To better simulate real-world user noise, each attack type is applied with three perturbation 

strengths (0.1/0.2/0.4), where higher values introduce more aggressive distortions to the 

original prompt as shown in Table 2 below. 
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Table 2 Examples of three types of user prompts under three perturbation strengths 

Original prompt Typo Attack 

(0.1/0.2/0.4) 

Synonym Attack 

(0.1/0.2/0.4) 

Omission Attack 

(0.1/0.2/0.4) 

I'm trying to get the 

second largest number 

from a list. The list 

might have duplicates, 

so I want to make sure 

the result is correct even 

if the biggest value 

shows up multiple 

times. 

Typo 0.1: I'm tring to 

get the second largest 

nmuber from a list. 

Synonym 0.1: I need a 

function that returns the 

second biggest value in 

a list. 

Omission 0.1: I need a 

function that returns a 

number from a list. 

 

Typo 0.25: I'm tring to 

get the secnod lagrest 

nmuber from a lsit, it 

might have duplictes. 

Synonym 0.25: I need a 

helper that extracts the 

second highest element 

from a numeric 

collection. 

Omission 0.25: I need a 

function that gets 

something like the next 

number in a list, not 

sure how to handle 

repeats. 

Typo 0.4: Im trng to get 

the secnod lagrest 

nmuber from a lsit, it 

mgiht have duplctes so I 

wnat to mkae sure its 

crrect. 

Synonym 0.4: I'm 

looking for a small 

routine that pulls out the 

runner-up value from a 

group of numeric items, 

even if the top one 

repeats. 

Omission 0.4: I need a 

function that gets a 

number from a list. The 

list might have repeats 

but I just need 

something that works. 

 

Character-Level Perturbations introduce small typographical errors to the prompt text. These 

perturbations simulate the type of typing mistakes that frequently appear in users’ daily input. 

For example, mistype number to nmuber. Early robustness evaluations showed that even 

minimal character edits could have a chain reaction effect on the reasoning process of the 

model, eventually leading to obvious errors, especially in chain-of-thought setups (Gan et 

al., 2024). With massive pre-training on noisy web text, modern LLMs handle small typos 

more efficiently than earlier ones. Yet once the typos are adversarial or deliberately made, 

the model still reveal obvious vulnerabilities. The Typo Attack test is used to examine the 

tokenization robustness of the model. If the model is sensitive to character-level noise, the 

robustness drop (RD) in this study is expected to be high. 

Lexical-Level Perturbations replace selected words or short phrases with semantically 

similar alternatives in the prompt. Such as, swapping biggest with largest. This level is 

essential because users often use different words to express the same idea, and models need 

real semantic understanding instead of rote memorization to stay accurate under these 

changes. This evaluates whether the model can handle moderate word variations while still 

preserving the original functional meaning of the original prompt. Literature shows that 

synonym substitutions often cause larger degradation than typos in many tasks, as models 

sometimes over-rely on lexical cues instead of deeper comprehension (Qiang et al., 2024; 
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Zhu et al., 2024). If the synonym swaps only lead to minimal performance changes, then it 

shows the model has learned stable semantic embedding rather than lexical memorization. 

Semantic-Level Perturbations introduce omission errors by removing key information to 

solve tasks. Typical omissions include missing library dependencies, key constraints, or 

incomplete task specifications. Omission has gained more attention recently because even 

the omission of one important term may cause the model to miss a task or directly interrupt 

the thinking process. This situation makes omissions are more capable of testing the 

reasoning robustness of the model rather than its ability to process a surface-level 

tokenization. This omission caused errors reveal a deeper cognitive limitation in how the 

model handles implicit dependencies, making them particularly suitable for evaluating 

agentic interventions designed to restore logical context rather than simply correcting 

surface-level spelling noise. 

 

3.4  Dependency-Aware Agent Design (The Defence Phase) 

The perturbation experiments revealed that semantic omissions can create reasoning gaps 

between the prompt specification and the generated solution. Standard prompting or self-

correction techniques that work for typo or synonym errors cannot reliably fix this kind of 

structural loss, because the missing content is no longer in the input for the model to recover. 

To address this issue without taking massive computational cost of retraining or fine-tuning, 

a lightweight dependency-aware agent was developed. 

Recent research has highlighted that agent-based systems are playing an increasingly 

important role in expanding the capabilities of LLMs.  An empirical study on perturbed 

instructions shows that internal self-denoising provides only partial recovery, while deeper 

structural omissions still need external intervention (Agrawal et al., 2025). The Rise and 

Potential of Large Language Model Based Agents describes how agents can coordinate 

reasoning processes and improve the reliability of language model outputs (Xi et al., 2025). 

A lightweight dependency-aware agent fills this gap by serving as an external, low-cost 

repair layer to rebuild the prompt. This is especially critical for code generation benchmarks 
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like MBPP, as internal methods alone cannot resolve failures caused by omitted library hints 

or constraints. 

The agent focuses exclusively on semantic omissions and leaves typo and synonym 

perturbations untouched, as explained above those surface-level errors are already handled 

well by internal self-correction techniques. The design choices are guided by the main 

research question. It works as a semantic bridge, following the effective pattern of verbal 

reinforcement and intent clarification used by language agents (Shinn et al., 2023). The 

workflow of the agent is shown as follows: 

 

 

Figure 4 Workflow from the initial perturbation phase to the final agentic repair and evaluation 

 

As shown in Figure 4, its core capabilities include restoring deleted phrases directly from 

the attack log when they can be matched and adding targeted structural hint such as “Use the 

re, math, itertools, collections” derived from prompt keywords and the official test cases of 

MBPP, then placing them back into the prompt payload. 
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4  Results 

The results of each RQ are present in this section. 

4.1  Baseline Performance 

To address RQ1: How does the robustness of code‑generation models vary across 

surface‑level (typo), lexical (synonym), and structural (semantic omission) perturbations, 

this study first establish a clean performance baseline for CodeT5+ on the MBPP benchmark 

and then evaluates its robustness under three types of perturbation: Typo, Synonym and 

Omission.  

MBPP benchmark provides a standardized collection of “programming tasks, designed to be 

solvable by entry-level programmers” (Austin et al., 2021). The evaluation utilized the 

Pass@k metric because "effectively evaluates functional correctness compared to traditional 

match-based metrics like BLEU" (Chen et al., 2021).  The experiment was limited to 200 

tasks from the test split to ensure a stable and reproducible evaluation. Table 3 summarizes 

the baseline performance. 

 

Table 3 Baseline Performance of CodeT5+ on the MBPP 

Evaluation Metric Accuracy 

Pass@1 27.50% (55 / 200 tasks) 

Pass@5 30.00% (60 / 200 tasks) 

Pass@10 31.00% (62 / 200 tasks) 

 

As Table 3 shows, the model achieved a Pass@1 score of 27.5%. The score of Pass@5 test 

is 30.00%, and the score of Pass@10 test is 31.00%. This baseline provides the core 

reference for subsequent analysis, where it is used to measure the impact of the following 

disturbances and to evaluate the success rate of the repair agent. All robustness results in 

later sections are reported relative to this clean baseline. 
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4.2  Performance under Perturbations 

To investigate the main research question and first sub-question (RQ1) of this study, model 

was evaluated under three different types of prompt attacks after the baseline evaluation was 

established: Typo, Synonym, and Omission. This experiment aims to characterize the 

model’s vulnerability to each language dimension and to quantify how robustness varies 

across surface-level, lexical, and structural perturbations. Table 4 details the pass@k 

(k=1,5,10) scores and Robustness Drop (RD) of the model under different perturbations and 

attack strengths. 

 

Table 4 Model Performance under different perturbations and strengths 

(Clean baseline: Pass@1 = 27.50%, Pass@5 = 30.00%, Pass@10 = 31.00%) 

Attack Type Attack 

Strength 

Pass@1(%) Pass@5(%) Pass@10(%) Robustness Drop 

(RD) (%) 

Attack  

(Typo) 

0.10 24.50 27.50 28.50 10.91 

0.25 21.50 26.50 27.50 21.82 

0.40 18.00 22.00 23.00 ↓34.55 

Attack 

(Synonym) 

0.10 27.00 30.50 32.00 1.82 

0.25 28.50 31.00 32.00 ↑-3.64 

0.40 27.50 29.50 30.50 0.00 

Attack 

(Omission) 

0.10 26.00 29.50 32.00 5.45 

0.25 25.50 29.50 31.50 7.27 

0.40 25.50 29.50 30.50 7.27 

Red highlights indicate substantial performance degradations (Typo), blue highlights denote minor changes or 

stable performance (Synonym/Omission), and bold values mark the most critical points. Arrows↑/↓indicate 

the direction of change relative to the clean baseline. 

 

A visual representation of the Pass@1 accuracy degradation across these varied perturbation 

types is illustrated in Figure 5 below.  
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Figure 5 Pass@1 degradation across varied perturbation types (Typo, Synonym, and Omission) at different 

attack Strength 

 

The results indicate that the model’s responses to different types of perturbations are quite 

different. The graph shows these differences clear: the model is highly sensitive to Typo 

attacks, relatively robust to Synonym attacks, and consistently performs poorly when key 

dependencies are missing. This pattern is consistent with recent literature showing that large 

language models show strong syntactic skills but remain highly brittle. Even small edits, 

formatting changes, or omissions in a prompt can trigger severe degradation and lead to 

generation failures (S. Wang et al., 2023; Liu et al., 2025).  

Typographical errors lead to the most severe drop in performance, especially under stronger 

attack strength. When Attack Strength reach 0.4, Pass@1 decreased from 27.5% to 18.00%, 

corresponding to a Robustness Drop of 34.55%.  This result suggests that the model is highly 

sensitive to character-level perturbations, which matches earlier research findings on 

tokenizer vulnerabilities (Chai et al., 2024). And matches earlier study about LLMs’ super 

sensitive to adversarial typographical errors, with performance drops of 5–20%+ on 

reasoning benchmarks like GSM8K even from 1–4 character changes (Gan et al., 2024). 

When random characters appear in a word, the tokenizer will break them down into 

unfamiliar subword pieces, thus confusing the model. 

In contrast, the model handles Synonym Attack surprisingly well. The Relative Drop (RD) 

is close to zero, and its performance even slightly improves at Attack Strength 0.25. This 

indicates that the pre-trained semantic embedding space of CodeT5+ itself is very robust. 
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The model seems to place synonyms close to each other. So, when encountering vocabulary 

changes, it can generalize smoothly with almost no additional processing. 

The omission of key sematic cues leads to a steady decline in accuracy. At Attack Strength 

0.25 and 0.4, the Pass@1 performance reduced to 25.50%, corresponding to a Robustness 

Drop of approximately 7%. Although the numerical drop is smaller than that of the Typo 

attack, omission represents a deeper reasoning failure. Unlike typographical noise, sematic 

omissions alter more than just a surface-level tokenization process. The model loses the 

information needed to connect the user’s intent with the actual code structure. This is a form 

of reasoning gap, which reflects the “chain-of-code collapse” of recent work (Roh et al., 

2025). 

Overall, these findings answer RQ1 by showing that CodeT5+ is most vulnerable to 

character-level noise, robust to lexical substitutions, and moderately sensitive to missing 

semantic information. 

 

4.3  Efficiency of Agent Repair 

As shown in previous section, the largest numerical degradation is caused by Typo Attacks. 

However, prior studies have shown that this kind of surface-level noise mainly affect 

tokenization rather than deeper reasoning processes, therefore it is usually easily fixed by 

conventional preprocessing techniques, such as adding a traditional NLP spell checkers or 

common misspelling dictionaries (Moradi and Samwald, 2021; Gan et al., 2024). In contrast, 

omission failures often involve more complex reasoning obstacles with incomplete context 

required for solving the task.  

To address RQ2: To what extent can a lightweight dependency‑aware agent restore missing 

semantic information and recover code‑generation performance under omission 

perturbations. The dependency-aware agent is proposed. The agent is specifically designed 

to address such deeper structural omissions. This approach is consistent with the ideas of 

recent agent-based frameworks that use natural language hints to correct the reasoning 

process. For example, Reflexion: Language Agents with Verbal Reinforcement Learning 

(Shinn et al., 2023) demonstrated that natural language feedback can iteratively refine the 

model’s reasoning path and improve its outputs. In this work, the dependency-aware agent 

automatically restoring the necessary execution context when such omissions are identified 

without any additional fine-tuning of the underlying model. 

The recovery performance results are presented in Table 5. 
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Table 5 Recovery Performance of the Dependency-Aware Agent against Omission Attacks 

(Clean baseline: Pass@1 = 27.50%, Pass@5 = 30.00%, Pass@10 = 31.00%) 

Attack 

Strength 

Attacked  

Pass@1 (%) 

Repaired  

Pass@1 (%) 

Repaired  

Pass@5 (%) 

Repaired  

Pass@10 (%) 

Repair Gain  

(RG) (%) 

0.10 26.00 27.00 30.50 31.50 3.85 

0.25 25.50 27.00 30.50 31.50 5.88 

0.40 25.50 27.00 30.50 31.50 5.88 

Blue highlights indicate restored performance after agent intervention, red highlights show the attacked values 

before repair, and bold values mark the key recovery points. 

 

This table provides evidence for sub-questions 2 (Can missing semantic information be 

effectively restored through dependency-aware prompt agent intervention?). The Pass@1 

performance recovered from 26.0% or 25.50% to 27.00% after the agent intervened. This 

change brings the results back close to the clean baseline. More notably, there was an 

additional improvement in the performance of Pass@5 and Pass@10. Specifically, the 

repaired Pass@5 reached 30.50% (compared to the clean 30.00%), and Pass@10 reached 

31.50% (compared to 31.00%). Under the agent-augmented setting, the model not only 

recovers but marginally surpasses its original performance on these two metrics. 

Figure 6 shows the variation process of the model generation accuracy across different stages. 

The curve starts from the initial clean baseline, drops after omission attack, and rises again 

after agent-based repair. 
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Figure 6 Agent‑based recovery of generation accuracy under omission attacks 

 

These findings suggest that dependency hints helped the model recover part of the reasoning 

lost when semantic omissions remove key information. In other words, it suggests the model 

never lacked the programming ability for the task. Its early mistakes came from incomplete 

context not missing knowledge. Once the agent incorporated explicit hints, the model 

continued producing the correct code. This recovery aligns with a empirical study by (Xi et 

al., 2025) that lightweight agents can enhance model’s performance by injecting structured 

hits during inference.  

Furthermore, the improvement in Pass@5 and Pass@10 suggests that the agent does more 

than correct a single generation but also increases the overall chance of producing correct 

solutions across multiple samples. These improvements are consistent with findings that 

explicit contextual hints can help LLMs recover disrupted reasoning paths caused by 

incomplete instructions (Agrawal et al., 2025; Liu et al., 2025). 

Taken together, these results answer RQ2 by showing that a lightweight, dependency-aware 

agent can effectively mitigate omission-induced failures and even slightly improve 

performance beyond the original clean baseline in some cases. 
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5  Discussion 

5.1  Qualitative Case studies 

To address RQ3: What are the limitations and failure boundaries of such agent‑based repair 

when handling different types of generation failures, and complement the qualitative results, 

this study presents two representative qualitative cases using the same task from the sanitized 

MBPP dataset (TaskID 454: “Write a function that matches a word containing 'z'.”) under 

different random seeds. Both cases were generated with CodeT5+ (beam search, 

max_new_tokens=256) under the same omission attack strength 0.25 and repaired by the 

agent. The selected cases show both the effectiveness and limitations of the lightweight 

dependency-aware agent. 

 

Table 6 Case Study 1: Successful Semantic Restoration via Agentic Clarification (Task ID: 454, Seed: 159) 

Operation Stage Input Prompt Model Output (CodeT5+) Execution Status 

Clean Prompt Write a function that 

matches a word 

containing 'z'.  

import re  

 def text_match(text):  

   return re.search('z', 

text) 

Pass 

Attacked Write a function that 

matches a word. 

 Generates a generic 

string-matching function 

without importing the re 

module 

Fail  

(NameError) 

Agent Repaired Write a function that 

matches a word. 

// Hint: Consider 

using the re module 

for regex matching. 

import re  

 def text_match(text):  

     return 

re.search('z', text) 

Pass 

Red highlights indicate failure‑inducing omissions; blue highlights denote agent‑provided clarifications. 

 

As illustrated in Table 6, the first case shows a success of the proposed repair mechanism. 

In the clean baseline prompt, the task requires the function to match a word containing the 
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character ‘z’. the model correctly imported the ‘re’ module and uses a suitable regular 

expression, and then successfully passes all the unit tests. This result indicates with sufficient 

context, the model can generate code that is correct in both form and function.  

Under the omission attack, the key phrase “containing ‘z’” was removed, the model 

produced a generic string-matching implementation without importing the required re 

module, resulting in a NameError. This failure aligns with earlier findings on prompt 

sensitivity. PromptRobust (Zhu et al., 2024) mentioned that changing or removing key 

prompt elements can cause incomplete or incorrect outputs. In this case, the missing phrase 

leaves the prompt’s surface intact but disrupts the underlying reasoning process of the model. 

This can be interpreted as a reasoning gap, where missing intermediate steps could cause the 

model to generate invalid code.  

Then the dependency-aware agent identified the missing dependency and add a hint: 

Consider using the re module for regex matching. This single but sufficient clarification 

enabled the model restores the missing semantic information. Then model correctly imported 

the required library and successfully passes the test. In other words, the agent bridges the 

reason gap caused by the omission attack. This succuss matches with many recent research 

on agent-based systems, such as a survey by Xi et al., (2025) on the rise and potential of 

large language model-based agents suggests that adding guidance during inference can 

enhance model performance by shaping its reasoning. 
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Table 7 Case Study 2: Agentic Limitations Under Algorithmic Failure (Task ID: 454, Seed: 30) 

Operation Stage Input Prompt Model Output (CodeT5+) Execution Status 

Clean Prompt Write a function 

that matches a word 

containing 'z'. 

Produces a syntactically 

valid implementation but 

with an incorrect regex 

pattern, leading to a 

failed assertion. 

Fail 

(AssertionError) 

Omission 

Attack 

Write a function 

that matches a 

word. 

Generates a simplified 

matching function that 

omits required 

dependences, resulting in 

a missing re import. 

Fail  

(NameError) 

Agent Repaired Write a function 

that matches a 

word.  

// Hint: Consider 

using the re module 

for regex matching. 

import re  

 def text_match(text):  

     return re.match('z', 

text) 

Fail  

(AssertionError) 

Red highlights indicate failure‑inducing omissions; blue highlights denote agent‑provided clarifications. 

 

The second case shows a limitation of the proposed repair mechanism. As illustrated in Table 

7, this failure is not only caused by missing dependencies but also involves an incorrect 

algorithmic strategy. 

Under the clean prompt condition, although the input prompt gave a clear requirement, the 

model generated an incorrect expression and fails with an AssertionError. Such failures 

reflect limitations of CodeT5+ model to produce correct algorithms even with clear prompt. 

Under the omission attack, the essential prompt information was deleted as in Case Study 1. 

The generated code failed earlier in the execution process due to a missing dependency, 

triggered a surface-level NameError, this behaviour in consistent with the previous case 

study, where the omission removes important context and results in incomplete code 

generation. 

In the agent repair prompt, even after the agent successfully restored the re import and added 

the library hint, the model still selected an incorrect function: re match instead of re 

search as in Case 1, where re match only checks for matches at the beginning of the 
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string does not search everywhere in the string.  The program still fails the unit tests with an 

AssertionError on the test case.  

This failed case highlights an important limitation of the dependency-aware agent. This 

indicates that the agentic repaired the missing dependency and structural cues but failed to 

fix the fundamental algorithmic misunderstanding of the required matching logic. It did not 

modify the reasoning process leading to algorithm selection. This limitation is consistent 

with findings in prior work on code generation evaluation, which shows that models can 

generate syntactically well-formed programs yet still fail functional evaluations due to subtle 

logical errors (Chen et al., 2021). 

These two contrasting cases from the same task address sub-research question 3 of this study 

(What are the boundaries of such agent-based repair in addressing different types of 

generation failures?), which demonstrate that the proposed dependency-aware agent can 

partially mitigate reasoning gaps introduced by semantic omissions by adding focused 

guidance to the prompt, but deeper algorithmic limitations still require other forms of 

intervention. Additional case studies are shown inn Appendix 2. 

5.2  Analysis of Results 

The results of the experiments directly answer the main question of this study. Different 

types of prompt perturbations influence code generation in very different ways: the model 

reacts strongly to Typo Attacks, stays stable when the changes involve Synonym Attacks, 

and shows consistently under-performance once key dependencies are missing. And when 

the lightweight dependency-aware agent recovers the missing semantic clues and 

reorganized the tasks’ structure, the model can effectively reestablish the correct reasoning 

path, thereby restoring a considerable part of the performance. This phenomenon indicates 

that completing key semantic information is an effective strategy for dealing with omission 

related failures. 

At the character level, typographical errors lead to the largest numerical drop in performance. 

This behaviour consistent with Chai et al. (2024) and it can be attributed to disruptions in 

tokenization, where small changes in input characters alter token boundaries and degrade 

input representations. Yet theses surface-level errors can be mitigated by conventional spell-
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checking mechanisms. Lexical synonym substitutions have minimal impact on performance. 

This observation suggests that the semantic embedding space of CodeT5+ remains relatively 

stable, which allows the model to preserve meaning despite variations in wording. In other 

words, the model demonstrated good semantic understanding at the lexical level. In contrast, 

although the numerical degradation is smaller than that with typos, structural omission 

attacks disrupt the task in a deeper way because they remove critical information the model 

relies on to organize its reasoning. Omission disrupts the model’s ability to construct a 

complete reasoning chain, a phenomenon reflects the “chain-of-code collapse” of recent 

work (Roh et al., 2025). These results together answer sub-question 1 of this study. 

The second sub-question is affirmatively answered by the agent repair results. After the 

dependency-aware agent steps in, the model’s performance shows a clear recovery. Pass@1 

rises from about 25.5-26.0 percent to 27.0 percent, and more importantly, Pass@5 and 

Pass@10 move slightly above the clean baseline, reaching 30.5 percent and 31.50 percent 

respectively compared to the original 30.0 percent and 31.0 percent respectively. This pattern 

indicates that lightweight prompt adjustments applied at inference time can effectively 

address reasoning failures arising from semantic omissions, while maintaining the model’s 

inherent generative capacity (Liu et al., 2024; Bouzenia, Devanbu and Pradel, 2025). 

Despite the achievements, the results of case studies also indicate a clear boundary of 

effectiveness of the proposed repair method, which answered the third sub-question of this 

study. As shown in Case Study 1, the agent excels at fixing syntactic and dependency-related 

failures (NameError). However, Case Study 2 illustrates its limitation: once the model 

commits a deeper algorithmic misunderstanding (e.g., re.match vs re.search), prompt-level 

hint injection cannot correct the logical error, resulting in persistent AssertionError. The 

agent is successful when the failure is caused by missing information, but it does not correct 

errors that originate from incorrect algorithmic reasoning (Chen et al., 2025).  

5.3  Threats to Validity 

While this study provides insights into the robustness of code generation models and the 

effectiveness of a lightweight dependency-aware repair agent, several factors may affect the 

validity and generalizability of the findings reported should be acknowledged.  
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Internal validity. All experiments were conducted using a single model (CodeT5+, 770M) 

and one benchmark (the sanitized MBPP set with 200 tasks). These choices were constrained 

by time and computational resources. Although CodeT5+ is representative of encoder-

decoder architectures, the results may not generalize to other large-scale or decoder-only 

systems such as GPT4, DeepSeek-Coder, Qwen 2.5-Coder. Different models may lead to 

different robustness performance, and the experiment results remain to be validated on 

additional benchmarks such as HumanEval or CodeXGLUE. 

Construct validity. The omission attack in this study focuses exclusively on removing a 

single phrase or keyword, and it does not cover more complex multi-step deletions or 

adversarial strategies that could create richer forms of missing information. Consequently, 

the proposed repair mechanism cannot mitigate failures caused by incorrect algorithmic 

logic, as illustrated in the qualitative case studies. 

External validity. The dependency-aware agent relies on the availability of an attack change 

log and unit-test metadata. This information may not always be accessible in fully black-box 

deployment settings, which could limit the applicability of the approach in certain real-word 

scenarios. 
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6  Conclusions and Future Work 

This study systematically examines the robustness of code generation models under different 

levels of prompt perturbations and to evaluate the proposed lightweight, dependency-aware 

agent designed to mitigate performance degradation caused by omission attacks which 

caused deeper structural damage to the model. The findings shows that surface-level 

perturbations, typographical errors cause the sharpest drop in performance, especially under 

stronger attack levels, which is consistent prior studies showing that tokenization is highly 

sensitive to surface noise (Chai et al., 2024; Gan et al., 2024). In contrast, the model handles 

synonym changes quite well, supporting the view that modern embedding spaces are 

relatively stable. These observations align with earlier robustness studies on prompt changes 

in LLMs (Liu et al., 2023; Chen et al., 2025). More importantly, this study highlights another 

distinct and underexplored source of failure in code generation: semantic omission attacks. 

Removing key semantic cues leads to a steady decline in accuracy and confirms that losing 

critical constraints or library hints breaks the reasoning path, leading to the chain-of-code 

collapse described by (Roh et al., 2025). This finding extends previous work such as 

PromptBench (Zhu et al., 2024), which primarily focuses on adversarial phrasing, by 

showing that the importance of missing information not just altered surface input can be a 

major driver of model failure.  

The proposed repair agent restores Pass@1 performance to near-baseline levels under 

omission attacks, and in some cases improves multi-sample success rates, with Pass@5 and 

Pass@10 slightly above the clean baseline. These gains coincide with recent studies on 

contextual restoration (Shinn et al., 2023; Liu et al., 2025). However, previous agent-based 

approaches rely on heavy multi-turn loops or extra model calls (Shinn et al., 2023; Bouzenia, 

Devanbu and Pradel, 2025), while the lightweight design here provides an efficient and 

easily deployable mechanism for improving robustness with almost no extra cost. The 

broader implications of this work extend to real-world code generation applications, where 

user inputs are often incomplete or lacking critical information. Improving robustness under 

such conditions is important for strengthening the reliability and usability of such systems 

in practical situations. 
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This work has limitations like all empirical studies. The experiments were conducted on a 

single model (CodeT5+) and one benchmark (MBPP). At the same time, the qualitative cases 

reveal the boundaries of the approach: the agent is effective for dependency-related failures 

but limited with deeper algorithmic issues.  

Several directions for future research follow naturally from these findings. A natural 

extension is to evaluate robustness access a broader set of models, including larger decoder-

only architectures and recently released code-specialized LLMs. And expanding more 

languages such as Java, JavaScript. And incorporate additional classic benchmarks such as 

HumanEval, CodeXGLUE. This would provide a more comprehensive characterization of 

robustness patterns across models, tasks and programming languages. Another direction is 

to integrate the lightweight repair agent with test-driven self-debugging loops, such as 

combining it with Reflexion (Shinn et al., 2023), may help the system handle the algorithmic 

failure boundary observed in Case Study 2. Combing structural dependency cues with 

iterative feedback could broaden the agent’s repair capabilities. Finally, developing an end-

to-end learnable version of the dependency-aware agent, or execution-guided feedback, 

possibly through reinforcement learning on perturbation-repair pairs, may further strengthen 

its ability to generalize across different types of omissions and perturbation patterns. 

Overall, this study provides a practical foundation for analyzing and improving the 

robustness of LLMs-based code generation. By filling the gap between internal self-

correction and heavy agent-based pipelines, it contributes toward building more reliable and 

resilient code generation systems for real-world settings where users inputs are often 

incomplete or underspecified.  
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Appendix 1. Experimental Implementation and Hyperparameters 

 

Hardware: Single NVIDIA RTX 4060 GPU (8GB VRAM).  

Environment: Python 3.10, PyTorch 2.0.1, HuggingFace transformers.  

Model Weights: Salesforce/codet5p-770m (FP16 precision).  

 

Inference Parameters:  

split: test  

limit: 200  

seed: 123 (Fixed for perturbation generation and evaluation)  

do_sample: false (Deterministic decoding)  

num_beams: 4  

max_new_tokens: 256  

timeout_seconds: 2
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Appendix 2. Additional Case Studies 

2.1 Additional Successful Repairs 

Task 

ID 

Attack 

Strength 

Attacked 

Error Type 

Attacked 

Error 

Agent 

Action 

Attacked 

Prompt 

Repaird Prompt 

12 0.40 Missing 

function 

definition 

NameError: 

name, 

'sort_matrix' is 

not defined 

Restored 

omitted 

phrase 

Write a 

function to 

sort a . 

Write a function to 

sort a . 

// Clarification: 

according to the sum 

of its rows. 

// Clarification: given 

matrix in ascending 

order. 

230 0.40 Assertion 

failure 

AssertionError Restored 

omitted 

phrase 

Write a 

function that 

takes in a 

string and 

character. 

Write a function that 

takes in a string and 

character. 

// Clarification: and 

returns the string.. 

// Clarification: 

replaces blank spaces 

in the string with the 

character. 

396 0.40 Missing 

function 

definition 

NameError: 

name 

'check_char' is 

not defined 

Restored 

omitted 

phrase 

Write a 

function to 

check whether 

the . 

Write a function to 

check whether the . 

// Clarification: given 

string starts and ends 

with the same 

character or not. 

399 0.40 Missing 

function 

definition 

NameError: 

name 

'bitwise_xor' 

is not defined 

Restored 

omitted 

phrase 

Write a 

function to 

perform the 

mathematical 

bitwise xor 

operation 

across the . 

Write a function to 

perform the 

mathematical bitwise 

xor operation across 

the . 

// Clarification: given 

tuples. 
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2.2 Additional Failure Repairs 

Task 

ID 

Attack 

Streng

th 

Attacked 

Error 

Type 

Repaired 

Error 

Type 

Attacked 

Error 

Repaired 

Error 

Agent 

Action 

Attacked 

Prompt 

Repaird Prompt 

63 0.40 Assertion 

failure 

Type error Assertion

Error 

TypeError

: 

unsupport

ed 

operand 

type(s) for 

-: 'int' and 

'tuple' 

Restored 

omitted 

phrase 

Write a function 

to find the 

maximum 

difference 

between 

available pairs in 

the . 

Write a function to 
find the maximum 

difference between 

available pairs in the . 
// Clarification: given 

tuples. 
 

261 0.40 Missing 

function 

definition 

Type error NameErro

r: name 

'division_

elements' 

is not 

defined 

TypeError

: 

unsupport

ed 

operand 

type(s) for 

/: 'int' and 

'tuple' 

Restored 

omitted 

phrase 

Write a function 

that takes in two 

tuples and 

performs 

mathematical 

division 

operation 

element-wise 

across the . 

Write a function that 
takes in two tuples 

and performs 

mathematical division 
operation element-

wise across the . 

// Clarification: given 
tuples. 

284 0.40 Assertion 

failure 

Missing 

function 

definition 

Assertion

Error 

NameErro

r: name 

'check_ele

ment' is 

not 

defined 

Restored 

omitted 

phrase 

Write a function 

that takes in a list 

and element and 

checks whether 

all items in the 

list are equal to 

the . 

Write a function that 
takes in a list and 

element and checks 

whether all items in 
the list are equal to the 

. 

//Clarification: given 
element. 
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2.3 Error Type Counts 

Phase Subset Error Type Count 

Attacked All failures Missing function definition 179 

Attacked All failures Assertion failure 121 

Attacked All failures Missing import/module 39 

Attacked All failures Syntax error 24 

Attacked All failures Type error 23 

Attacked All failures NameError other 12 

Attacked All failures Other 9 

Attacked All failures Index error 2 

Attacked Clean-pass failures Missing function definition 12 

Attacked Clean-pass failures Assertion failure 8 

Repaired All failures Missing function definition 174 

Repaired All failures Assertion failure 124 

Repaired All failures Missing import/module 42 

Repaired All failures NameError other 23 

Repaired All failures Type error 19 

Repaired All failures Other 15 

Repaired All failures Syntax error 12 

Repaired All failures Index error 2 

Repaired Clean-pass failures Type error 6 

Repaired Clean-pass failures Missing function definition 3 
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