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Kandidaatin ty0dssd tarkasteltiin, miten generatiivisen tekodlyn avustaman tietotyon
tuottavuutta voidaan mitata luotettavasti ja kédytdnnollisesti. Taustalla on kasvava tarve
osoittaa  tekodlyinvestointien hy0dyt generatiivisten tekodlytyokalujen ollessa
vakiintuneempi osa pdivittdistd ammatillista tietotyOtd. Perinteiset tuottavuusmittarit eivét
sovellu tietotyohon, koska ty0 on luonteeltaan epélineaarista, kognitiivista ja osittain
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perusteella tekodlylld tuetun tietotyOn tuottavuutta kannattaa mitata moniulotteisella,
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The study examined how the productivity of generative Al-assisted knowledge work can be
reliably and practically measured. This stems from organizations’ growing need to
demonstrate the benefits of Al investments, while generative Al tools are becoming
increasingly integral to daily professional knowledge work. Traditional productivity metrics
are not suitable for knowledge work because it is nonlinear, cognitive, and partly subjective.
The study combined a literature review with a case study analyzing the use of generative Al
by employees in five roles and proposed a productivity measurement method.

Based on the literature review, productivity is influenced by both objective and subjective
factors. Key metrics identified included time usage, work quality, content relevance, and
user experience. The case study found that time use was the most reliable factor in
productivity, reinforcing the central role of time-based metrics. In addition, productivity was
influenced by prompt quality, the user’s skill level, reduced cognitive load, and the task's
suitability for AI. Among work environmental factors, workflow standardization, data and
documentation quality, and the technical integration of tools proved particularly significant.
Together, these factors determined how effectively generative Al could be used in daily
knowledge work.

Data Envelopment Analysis (DEA) was selected as the measurement method because it is
well-suited for evaluating complex, nonlinear processes. This method allows for comparing
different task types without making assumptions about the form of the production function.
Based on the results, the productivity of Al-assisted knowledge work should be measured
using a multidimensional, task-specific approach that combines both subjective and
objective metrics.



SYMBOLI- JA LYHENNELUETTELO

Lyhenteet

KW Tietotyontekija (Knowledge Worker)

Al Tekodly (Artificial Intelligence)

GAI Generatiivinen tekodly (Generative Artificial Intelligence)
IS Tietojarjestelmé (Information System)

DEA Data Envelopment Analysis
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1 Introduction

Organizations today stand at the untapped edge of artificial intelligence (Al) potential. While
it’s gaining momentum, more companies and organizations are using it to increase
productivity. However, despite this rapid adoption, many organizations struggle to measure
the benefits generated by Al tools (Burger et al., 2023; Jan et al., 2023; Reis et al., 2025).
Companies' investments in Al integrations remain difficult to justify if the resulting

improvements cannot be demonstrated with measurable evidence.

The purpose of this study is to explore how the productivity impacts of Al-assisted
knowledge work can be evaluated. The work integrates insights from the existing literature
with empirical findings from a case organization to define metrics for the performance of
generative Al-assisted tasks, assess their applicability, and propose a practical method for

measuring productivity.

1.1 Background and motivation for the work

Peter Drucker famously argued that the most valuable assets of companies in the twenty-
first century are knowledge and knowledge workers (Drucker, 1999). Knowledge work is
characterized by information creation, interpretation, and problem-solving rather than
manual labor, which makes productivity improvements both highly valuable and difficult to
measure. In recent years, generative artificial intelligence (GAI) has emerged as a powerful
enabler of knowledge transfer, information processing, and content creation, directly
supporting many core activities of knowledge workers (Feuerriegel et al., 2024; Jarrahi et

al., 2025).

GALI tools are increasingly embedded in everyday professional knowledge work (Bankins et
al., 2024; Mayer et al., 2026; Mendy et al., 2024; Tassoti, 2024). Their ability to reduce
cognitive load, accelerate routine tasks, and augment creative and analytical processes has
raised expectations regarding productivity gains. Measuring productivity improvements
from Al is challenging, especially in knowledge work. The benefits become even more

blurred due to the nonlinear nature of knowledge work (Drucker, 1999). The rapid need for



Al adoption, combined with its specific characteristics, makes it critical and timely to clarify
how GALI influences knowledge workers’ efforts in professional settings (Memmert et al.,

2025).

This thesis is motivated by the need to clarify how productivity in Al-assisted knowledge
work can be assessed in a way that is both theoretically grounded and practically applicable.
By examining existing literature and applying its insights in a real organizational context,
the study aims to contribute to a more transparent and actionable understanding of

Al-assisted productivity in knowledge work.

1.2 Research problem and research questions

Although GAI tools are increasingly used in knowledge work within organizations, there are
still insufficient, reliable, and practical methods for measuring their impact on productivity.
The literature contains studies that have measured the productivity impacts of Al, but these
measurements have been industry-specific and conducted using a test group. The aim of this
study is to describe general factors influencing Al-assisted knowledge work that can be used
for continuous measurement across industries. Current productivity metrics are often based
on simplified output-input ratios that do not capture the qualitative dimensions of Al-assisted
tasks (Bosch-Sijtsema et al., 2009, p. 536). Based on this gap, the research problem of this
thesis is: How can the productivity effects of generative Al-assisted knowledge work be

measured?

The main research question of the thesis is:

How to measure productivity effects in generative Al-assisted knowledge work?

The main research question will be addressed by answering the following sub-questions:
1. What factors affect productivity in generative Al-assisted knowledge work?
2. What metrics can be used to assess the productivity of Al-assisted knowledge work?
3. How can task-specific productivity measurement be implemented?

Sub-questions 1 and 2 are addressed in the literature review, and sub-question 3 is addressed

in the case study section, where an implementation plan is proposed for the case company.



1.3 Implementation and methods of the work

The thesis consists of a literature review and a case study in which the findings from the
literature review have been applied and implemented in the case company’s work
environment. The literature reviews focus on the topics of "Productivity in knowledge work"
and "Measuring generative Al-assisted knowledge work," which serve as the basis for
identifying what productivity means in Al-assisted knowledge work and the factors to
consider. LUT Primo and Google Scholar were used as academic databases in the literature

reviews.

The case study section analyses factors to consider when measuring Al-assisted knowledge
work. In addition to academic sources, the empirical part of the study utilized a task-intent
dataset taxonomy collected by the case company, as well as interviews with five employees.
The taxonomy compiled the most common Al-assisted knowledge work intentions of the
case company’s employees. The categorization in the taxonomy was based solely on intent
and did not account for employees’ roles. The taxonomy served as background information

for the interviews, allowing them to focus on the most common and recurring use cases.

1.4 Scope and structure of the work

This thesis focuses on generative Al, and especially on large language models (LLMs) such
as ChatGPT, which currently represent the most widely used and influential form of GAI in
knowledge work. Although GAI capabilities extend far beyond text generation, LLM-based
systems have become integral to daily work practices across industries. Previous research
has examined the role of Al-assisted knowledge work, but there is a limited understanding

of how productivity effects should be measured in practice.

The scope of this thesis is limited to examining the productivity effects of Al-assisted
knowledge work, with a particular emphasis on task-specific efficiency. The study
investigates how generative Al tools support individual knowledge workers in completing
work tasks and how these effects can be assessed through objective and subjective metrics.
While the thesis identifies and analyzes the dimensions and metrics necessary for measuring
productivity in GAl-assisted knowledge work, the practical implementation of these

measurements, for example, at the code level, remains outside its scope. The scope is



restricted to individual- and task-level productivity, rather than team- or organization-level
performance, so that factors affecting work can be evaluated as a process. Direct economic
or financial impact assessments, such as cost savings or return-on-investment calculations,

are excluded from the scope.

This work consists of five main chapters that progress from background on the research
problem through the theoretical framework to an empirical analysis and, finally, to the
conclusions. The structure is designed so that the reader first gains an overview of Al-
assisted knowledge work, after which the thesis systematically delves into perspectives

central to the research questions.

Chapter 2 examines the concepts of knowledge work and the knowledge worker, as well as
the key characteristics of knowledge work, particularly from a productivity perspective. In
addition, the chapter introduces generative Al and describes the collaboration between
humans and Al in the workflow. The purpose of this chapter is to introduce knowledge work
and GAI, so that subsequent discussions on productivity and measurement can build on a

theoretical framework.

Chapter 3 focuses on the concept of productivity in knowledge work and in GAl-assisted
knowledge work. The chapter examines how GAI changes the nature of productivity and the
specific characteristics of Al-assisted work in assessing productivity. The chapter aims to
deepen understanding of the factors that contribute to productivity in knowledge work and

GAI work

The main objective of Chapter 4 is to establish the theoretical foundation for the study’s
measurement methods. This chapter examines the measurement of productivity in Al-
assisted knowledge work from both subjective and objective perspectives. The chapter also

presents productivity measurement as part of an Al-assisted workflow.

Chapter 5 covers the case study, including a description of the study, the results, and their
application. This chapter examines how the productivity of GAl-assisted knowledge work
can be measured within a specific organization and presents a proposed measurement
method. The aim is to illustrate how the theoretical measurement framework works in

practice and which factors should be considered in the company context.



The final chapter presents the study’s key conclusions. It addresses the research questions,
summarizes the main findings of the literature review and the case study, and evaluates the

study's limitations.



2 Knowledge work and generative Al

In the same way that manual work transforms resources into end products, knowledge work
transforms existing knowledge into a form more applicable to a new purpose (Ramirez and
Nembhard, 2004, p. 603). In manual work, input is often physical resources, while in
knowledge work, it is cognitive effort. Most tasks of Knowledge workers (KWs) involve
some degree of manual work in addition to knowledge work (Drucker, 1999, p. 88); for
example, developers apply their knowledge to create code functions, but coding those
solutions requires manual labor. However, the manual portion can be partially outsourced to
Al, shifting the focus of the work to intellectual tasks, with the AI handling only data
generation. In the following sections, we will examine the definitions of knowledge work

and artificial intelligence, which we will later apply from the perspective of productivity.

2.1 Knowledge work and knowledge worker

In general, the definitions of knowledge work are not specific. Although the definition may
be vague and broad, researchers still agree on certain fundamental characteristics, such as
information generation, processing, and application, as well as problem-solving, that

distinguish knowledge work from manual labor. (Ramirez and Nembhard, 2004, p. 604)

In the literature, knowledge work has been classified in different ways. Davis (2002) defines
three types of knowledge work tasks: job-specific, knowledge-building and maintenance,
and work management. The other research focuses more on the content of knowledge work
(Drucker, 1999; Pyérid, 2005), discussing several tasks of knowledge workers, including
creating, applying, and packaging knowledge, as well as acquiring existing knowledge

(Davenport et al., 2002).

Dove (1998) divides knowledge workers into three classes based on the nature of knowledge
work. Class 1 workers are innovators creating new knowledge, solutions, and possibilities.
These workers can include engineers, programmers, innovators, strategists, or company
leaders. Class 2 includes employees whose skills are general, widely applicable, and quickly

transferable to different organizations, for example, software developers and recent MBA



graduates (general business skills). Class 3 workers possess highly specialized, product-
specific expertise that cannot easily be replaced or transferred elsewhere. This category
could include, for example, telecom operator specialist technicians and Boeing Rocketdyne
engineers who are familiar with the details of manufacturing a specific rocket engine. (Dove,

1998)

Knowledge work roles often require collaboration within teams or with other stakeholders,
and thus demand management (Owlia, 2010; Palvalin, 2019). The literature offers various
definitions of knowledge work within organizations and teams (Bosch-Sijtsema et al., 2009;

Owlia, 2010; Reinhardt et al., 2011), but their discussion is beyond the scope of this thesis.

Many of the authors have agreed on Drucker’s definition of knowledge work (Davenport et
al., 2002; Drucker, 1999; Palvalin, 2019; Ramirez and Nembhard, 2004). In 1999, Drucker

defined six factors that must be met in knowledge work. Below, each factor is explained:

1. Knowledge workers must identify the task themselves

The knowledge worker’s (KW) task begins with a different question than in manual work.
It demands that we ask: “What is the task?”” When manual work is involved, the key question
is always: “How should the work be done?” because the task is always given. By answering
the question "How should the work be done?" in different ways, you can compare the

productivity and efficiency of different methods.

As mentioned, in knowledge work, the question is "What is the task?" This means that
comparing productivity is no longer straightforward, as the task is always unique. KWs must
determine for themselves what their most important task is, when is not determined
automatically by the process. Productivity comes from employees knowing how to choose
the right task, not just doing something quickly. This also aligns with the fact that knowledge
work is prone to interruptions and prioritization problems: there is no external process to

guide the flow of work.

2. KWs need to have autonomy

Knowledge workers are responsible for their own contributions. Employees decide for

themselves what they are responsible for regarding quality, quantity, schedule, and costs.

3. Innovation must be part of knowledge work




Continuing innovation must be part of the work, the task, and the responsibility of
knowledge workers, as everyone who works with information is expected to develop their

own processes, methods, and solutions.

4. Knowledge work requires continuous learning and teaching

Technology, tools, customer needs, and the operating environment are constantly evolving.
Therefore, employees must continuously update their skills in line with new resources and

information.

5. KW productivity is primarily a matter of quality, not just quantity

The quality is at the center of the productivity concept in knowledge work. To define the
task, the employee should be able to answer the question: “What is quality?” By answering
this question, the possible or desired outcome can be determined. However, measuring
quality is usually not the problem; the difficulty lies in defining what the task is and what it
should be.

6. KWs should be seen as an asset instead of a cost

Manual workers are usually considered a cost for the firm. KW should be considered as a
capital asset rather than a cost. Costs need to be controlled, while assets need to be made to
grow. An employee's knowledge is their property and can be used in production. Because
KWs own their means of production, they are mobile, and sometimes a role may need a

worker more than a worker needs the role.

2.2 Generative Al

GALI chatbots (e.g., ChatGPT) utilize transformer-based deep learning to generate responses
dynamically. The model interprets user input contextually and produces coherent, original
replies, enabling flexible handling of complex or ambiguous queries. GAI chatbots can be
both task-oriented and socially oriented chatbots. Task-oriented chatbots help with tasks
ranging from formulating data to writing an email, while socially-oriented chatbots aim to

offer emotional support to fulfill social needs. (Qian and Zhong, 2025, p. 2)

In GAI interactions, human—AlI collaboration occurs sequentially: a user prompt is followed

by an Al response, with the human remaining the ultimate decision-maker. However, models



in which an Al agent can act independently of humans have also attracted widespread

interest. (Mayer et al., 2026)

The use of GAI also carries its own risks when it comes to data generation. GAI can exhibit
both functional and moral failures due to the inherent uncertainty of the generative process.
Errors are often caused by the quality of the source data, user inaccuracy, or the lack of

training of the Al tool. (Qian and Zhong, 2025)
2.3 The human-GALI collaboration workflow

The process of using GAI includes the following steps: task definition, prompting, data
generation, verification, and data application. There are two parties involved in the use of
GALI the user and the Al tool. The user is responsible for task definition, prompting, and
verification, while the Al handles data generation. The verification process is iterative; if
generated content does not meet the user's required quality level or the task is initially
perceived as flawed, the prompt or the task must be redefined, in which case the goal set for

the new iteration will differ.

Iteration

If the output does not meet
the requirements, an iteration
is triggered.

Data application

If the output is valid, the
process is complete.

Iteratior

A 4 4

Need Recognition Defining the task Prompting

Data
generation

Figure 1. Generative Al process

The first step after need recognition is to define the task, and it is one of the basic
characteristics of the knowledge work (Drucker, 1999). Defining the task does not involve

using GAI, but it is the phase in which the user must define their own goals.

Prompting is the first stage in which a GAI tool enters the process, and it relies almost
entirely on the task definition. Once the task has been clearly defined, it must be
communicated to the Al as precisely as possible. The phase of formulating prompts is called
prompt engineering. Prompt engineering refers to the methods used to design, refine, and

optimize prompts to enable LLMs to produce responses as accurate, relevant, and high-
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quality as possible. Prompts serve as a bridge between human intent and machine execution,
and their optimization is crucial for optimizing the AI use (Wilbers et al., 2024).
Furthermore, because generative Al tends to make mistakes and generate fabricated
information (hallucinations), especially on complex topics, systematic prompting, such as
detailed instructions and structural requirements, helps reduce these inaccuracies and guide
the Al toward more accurate results (Tassoti, 2024, p. 2476). Misinformation arises when an
Al tool misunderstands a concept or doesn't know the answer, so it generates its own
response, which often sounds like accurate information even though it isn’t based on
anything (Monteith et al., 2024). A major weakness of Al is that it doesn’t know what it

doesn’t know.

Content generation usually consists of two steps: understanding the question (prompt) and
providing the answer (output) (Cao et al., 2025). This phase is fully executed by the Al so
its productivity can be considered objective. GAI models are pretrained on large raw datasets
with hundreds of billions of learnable parameters, enabling them to interpret diverse
prompts, even when the language is incomplete or an image is attached. The tool aims to
perform the task specified by the prompt using a vast number of parameters and data, as well

as through cumulative learning. (Liu et al., 2024)

During the verification phase, the user checks the generated content. If the output does not
match the desired result, the user starts a new iteration. If it turns out that the defined task is
fundamentally incorrect or incomplete, the new iteration can return to redefining the task. If
the output is qualitatively incomplete, the process can return to the prompting phase to refine
the prompt. At this stage, the prompt's weakness or the AI’s lack of knowledge manifests as
misinformation. On the other hand, if the output meets the requirements and satisfies the

user, it can be considered ready for use.

Chen et al. (2025) define the following four stages of the design and operational process in
GAI use: problem definition, idea generation, idea selection and evaluation, and idea
evolution. In practice, these steps are carried out alongside iterations of the model shown in

Figure 1.
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4 N\ 4 N\ 4 ) 4 ]
Problem Idea Idea Selection Idea Evolution
Definition Generation & Evaluation Stage
Stage Stage Stage eUser refines and
eUser clarifies eUser creates a eUser compares iterates on the

what problem wide range of and assesses chosen concept.
they are solving. possible which ideas are
solutions. worth developing.
g J g J g J \_ J

Figure 2. Four stages of conceptual design adapted from (Chen et al., 2025, pp. 12—13)

The first stage is the problem definition stage, which corresponds to the initial prompts in
the conversations. When defining the problem, the user needs to identify the problem being
solved. Here, the role of Al is to assist with brainstorming, information gathering, and
identifying user needs. In idea generation, the goal is already clear: the user wants to use Al
to generate possible solutions; the Al then provides concepts from which the user is expected
to choose the option they prefer. In the idea selection and evaluation stage, Al helps compare
and assess concepts, and in the idea evolution stage, the user uses Al to refine the chosen

concept through iterations. (Chen et al., 2025)

Chen's stages illustrate the iterative nature of GAI work. Depending on the objectives and
context of the work, it may not be necessary to go through all the stages, but the model

provides a basic framework for the design process.

There are similarities between Drucker’s 1999 definition of knowledge work and the
workflow of GAI usage. Since knowledge work performed using Al or with Al assistance is
still knowledge work, the same rules apply to both Al-assisted knowledge workers and
traditional knowledge workers. As we noted in Chapter 2.2, task definition is particularly
important in the early stages of the process, as it will later determine the course and quality
of the process when the task is communicated to GAIL Drucker’s 5% factor, “KW
productivity is primarily a matter of quality, not just quantity,” is also strongly present in the
process of using GAI. Al can efficiently generate information through iteration, but the
impact of that information determines productivity. This is discussed in more detail in the

following chapter.
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3 The knowledge work and Al-assisted knowledge work

productivity

Manual labor productivity is commonly measured as the ratio of output to input, but in
knowledge work, this definition is not valid, as the input is the effort of thinking. For
example, in the context of software development, output is often assumed to be product size,
and input is effort (Mendes and Kitchenham, 2006). To define the effort, we need to
understand the process behind it. The process of knowledge work can be regarded as a series
of cognitive and operational activities surrounding objectives, including key stages such as
designing content, implementing tasks, and adjusting based on feedback (He and Zhou,

2026).

Productivity is related to two other concepts: “efficiency” and “effectiveness”. Efficiency is
a volume measure, for example, the number of mobile phones a team produces in an hour.
Effectiveness measures are ratios of output relative to goals or expectations, e.g., the ratio of
satisfied service needs to identified service needs. (Bosch-Sijtsema et al., 2009, p. 536;
International Organization for Standardization, 2018; Reinhardt et al., 2011) Together,
efficiency and effectiveness determine the value created by production. Efficiency does not

create value for the user without effectiveness. (Fundin et al., 2017, p. 6)

In knowledge work, efficiency is harder to measure because outputs are intangible. This is
why many modern productivity frameworks emphasize effectiveness (e.g., the quality of
decisions and alignment with goals) and cognitive load in task-specific productivity
(Oskarsdottir et al., 2022). GAI complicates this further by increasing efficiency
dramatically while raising questions about effectiveness and value alignment. In practice,
this means that when using GALI, it is more important to focus on doing the right things than

on doing things right.
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3.1 Productivity in knowledge work

According to Davis (2002), the most productive KWs tend to be better at managing their
time, attention, and motivation, which also supports the impact of autonomy as defined by
Drucker (Davis, 2002, p. 68; Drucker, 1999). There are no universally or generally accepted
methods, dimensions, or factors that measure knowledge work workflows or productivity in
general (Drucker, 1999; Kianto et al., 2019; Ramirez and Nembhard, 2004), even though
case-specific models have been developed, for example, for software development, R&D,

and the medical field.

Takala et al. (2006) define three key problems or obstacles when attempting to establish
performance measurement for knowledge workers. The key obstacles are: “What to
measure”, “How to measure”, and “cultural issues”. The first obstacle, “what to measure”,

guides the choice of the dimension that is relevant for the task to be successful.

"What to measure" is the most significant obstacle, as it is closely linked to Drucker’s
definition of knowledge work: the employee’s autonomous definition of their tasks. Unlike
routine or repetitive roles, knowledge work is often non-linear and requires frequent
multitasking (Oskarsdottir et al., 2022). As a result, the number of relevant performance
dimensions quickly multiplies. This complexity increases further at higher organizational
levels, where responsibilities become broader and more varied. Consequently, it is difficult
to specify which results should be measured, as any chosen indicators inevitably capture
only a fraction of the actual work input. In practice, this means that measurement often

requires a combination of quantitative and qualitative indicators. (Takala et al., 2006)

The second problem, “how to measure”, guides the choice of the relevant metric and method
according to the employee’s role. Many organizations use financial metrics, but these are
usually not relevant if the employer is working, e.g., in HR or accounting, where they cannot
realistically influence economic indicators. Since knowledge work often uses qualitative,
non-numerical metrics, two challenges arise: assessments must come from genuinely
knowledgeable individuals with as little personal bias as possible, and they must be carried

out frequently enough to prevent misunderstandings from growing. (Takala et al., 2006)

In practice, metrics must be relevant, comprehensible, within the employee’s sphere of

influence, and part of a simple, credible system. Qualitative assessment is unavoidable but
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should be made as objective as possible. Although the literature offers methodologies for
measuring productivity in specific types of knowledge work (Ramirez and Nembhard, 2004),
these approaches still require careful adaptation to ensure alignment with the nature of the

work.

The cultural differences are mentioned because they can affect the employee’s attitude
towards measurement. For example, attitudes toward hierarchy, whether employees have the
right to set their own goals, and giving feedback may differ across cultures. For this reason,

measurement systems must be adapted to the cultural context, not the other way around.

(Takala et al., 2006)

3.2 Productivity in the use of generative Al

The literature contains studies on Al capabilities, such as literacy and industry-specific
applicability (Liu et al., 2025). However, these do not usually answer the question: how can
we systematically measure individual-level productivity or task-specific performance gains

resulting from the use of GAI?

As GALI tools are information systems (IS), and general frameworks for evaluating IS have
been developed, we can apply them to measuring Al (Fetzer et al., 2025). The measurement
of productivity within the context of Al and information systems requires an approach that
acknowledges the construct's inherent multidimensionality (DeLone and McLean, 2003).
Delone and McLean have developed the D&M model, a well-known framework for
evaluating information systems, which has been used in research on Al-based information
systems (Ahmad et al., 2025). The model seeks to answer the question: “How do we know
if an information system has been successful?” by combining six interrelated dimensions.
The dimensions are information quality, system quality, service quality, intention to use/use,

user satisfaction, and net benefits.
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Figure 3. D&M model (DeLone and McLean, 2003)

The framework illustrates the key dimensions from which productivity gains (net benefits)
arise. System quality, data quality, and service quality form the perceived business process
performance indicators that enable more efficient and meaningful use, ultimately leading to
productivity gains (Ahmad et al., 2025; DeLone and McLean, 2003). Productivity gains may
manifest as faster task completion, fewer errors, improved decision-making, enhanced
creativity, reduced workload, or higher-quality outcomes. The D&M model identifies
technology- and user-dependent dimensions. Information, system, and service quality are
technology-dependent factors, where intention to use, use, and user satisfaction are user-

dependent.

According to Ahmad et al. (2025), system quality does not have a significant impact on
perceived business process performance, suggesting that users prioritize data quality and
service quality over system infrastructure. Perceived business process performance
indicators refer to qualitative metrics, such as intention to use and user satisfaction (Ahmad
et al., 2025; DeLone and McLean, 2003). Ahmad’s claim applies especially to the
operational priorities of small and medium-sized enterprises, where readily available,
relevant information and reliable service are more important than advanced system features.
Ahmad’s research on information and service quality positively affected the perceived
indicators, underscoring the importance of accurate, up-to-date information and reliability.
Both Ahmad et al., (2025) and DeLone and McLean, (2003) support the idea that,
particularly in small and medium-sized enterprises, the productivity of Al tool use is built

on perceived benefits.
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3.3 Key measurement dimensions for Al-Assisted knowledge work productivity

By identifying the dimensions that influence the productivity of both knowledge work and
GAl-assisted work, a measurement method can be developed, and its applicability to these
dimensions assessed. Table 1 serves as a synthesis of the previous literature review and can

later be used in the case study.

Previous literature emphasizes that knowledge work’s key inputs, such as concentration,
expertise, and problem-solving, are intangible and difficult to standardize (Drucker, 1999;
Ramirez and Nembhard, 2004). Similarly, the use of generative Al introduces new forms of
variability into the work process, such as prompt formulation, iterative fine-tuning, and the
review of Al-generated content (Chen et al., 2025; Wilbers et al., 2024). Based on the
literature review, a measure of GAl-assisted knowledge work productivity should include

the following dimensions:
Table 1. Dimensions of GAl-assisted knowledge work productivity

Dimension Elements of the dimension | Reference

Cognitive input Load, expertise, attention (Drucker, 1999;
Oskarsdottir et al., 2022;
Yang and Ho, 2007, p. 415)

Process Task definition, prompting, = (Chen et al., 2025; Drucker,
iteration, verification 1999; Qian and Zhong,

2025; Tassoti, 2024)

Output Quality, goal alignment, | (Bosch-Sijtsema et al.,
creativity, reusability 2009; Chen et al., 2025;
Drucker, 1999)

Time and efficiency Total time, process speed (Davis, 2002)
Effectiveness Decision-making, value of  (Bosch-Sijtsema et al.,
work 2009)

Experience Trust, fluidity, usefulness (Qian and Zhong, 2025)
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The dimensions presented in Table 1 present the core elements that shape productivity in
Al-assisted knowledge work. Each dimension captures a distinct aspect of the work process

that the literature identifies as essential for understanding how GAI influences performance.

Cognitive input refers to the mental resources that knowledge workers invest in a task. Prior
research highlights that cognitive load, domain expertise, and the ability to maintain focus
are key factors in knowledge work performance. Process-related dimensions describe the
operational steps through which Al-assisted tasks unfold. The literature emphasizes that task
definition, prompt engineering, iterative refinement, and verification are critical components
of the human—Al workflow. Output dimensions focus on the characteristics of results
produced with Al assistance, as knowledge work productivity is closely tied to the quality
of the output and its alignment with the original task goals. Time and efficiency capture the
temporal aspects of Al-assisted work. Knowledge workers often operate in fragmented
environments, and the speed at which tasks are completed is a key indicator of efficiency.
Effectiveness refers to the broader value created by the work. Beyond producing outputs
quickly, knowledge work must contribute meaningfully to decision-making. Finally,
experience encompasses the subjective perceptions that shape how workers engage with Al

tools.
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4 Measuring the productivity of GAl-assisted knowledge work

Drucker (1999) posits that within knowledge work, productivity is determined as much by
the quality of knowledge as by its quantity (5 factor). At the core of knowledge work lies
the quality of knowledge, which can be measured on a task-by-task basis through three
dimensions: intrinsic knowledge quality, contextual knowledge quality, and actionable
knowledge quality (Kyoon Yoo et al., 2011). Together, these dimensions encompass both
objective and subjective measures, making knowledge work inherently dual in nature
(Owlia, 2010). Subjectivity cannot be removed from the evaluation of Al output. In practice,
users generate the data by crafting prompts for generative Al systems and iteratively
assessing the outputs until they reach a personally acceptable level of quality. This makes
the user both the subject and the object of the research, weakening the scientific validity of
such measurements. (Flyvbjerg and Bryant, 2003) Subjectivity is therefore an inevitable

€rror.

As previously noted, when using information systems, productivity ultimately depends on
usage and the user experience. Figure 4 shows the D&M model, which highlights the roles
of technology and the user, and divides the user’s role into quality of use and quality of

experience.

User

Technology

Information
quality

Y

Intention to
use

Use

System quality - Net benefits

User satisfaction

K a | —au ¥

Service quality L

Experience

Figure 4. Interdependencies among information system actors in the D&M model, adapted

from (DeLone and McLean, 2003)
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International Organization for Standardization (2018) defines effectiveness as “accuracy and
completeness with which users achieve specified goals” (ISO 9241-11), which can be
identified as quality of use in Figure 4. Satisfaction, in turn, is defined as follows: the “extent
to which the user's physical, cognitive and emotional responses that result from the use of a
system, product or service meet the user’s needs and expectations” (ISO 9241-11). In
information systems work, as well as in GAI-assisted work, user satisfaction is realized both
during use and in the overall experience, as illustrated in Figure 4 by the relationships

between use and user satisfaction, and between net benefits and user satisfaction.

Usage and user experience are emphasized differently across job roles, underscoring the
importance of choosing the right metrics for each role. The Al’s ability to generate new
solutions from given instructions is emphasized in creative work because it enables the
creation of original and diverse content solutions, such as text, images, and programming
code on a large scale based on instructions provided by the user (Hou et al., 2025). In
decision-making work, particularly in knowledge-intensive fields like healthcare, the risk of
hallucination is severe, underscoring the importance of output quality and accuracy over
speed and volume (Cheng et al., 2026, p. 4). Experts, on the other hand, tend to solve
problems in the same way repeatedly, relying on familiar formulas or approaches, even when
better, more effective solutions may be available (Dane, 2010). Hou et al. (2025) state that
GAI's production method does not fit directly into the work processes of experts. Among
designer experts, for example, GAI builds images from text-based commands in a latent
space, a process that is completely different from what experienced designers are used to.
Because they have strong expertise in their area of specialization, there is no need to create
new knowledge; instead, their work often relies on iterative sketching, resource

management, and visual thinking, which GAI does not mimic. (Hou et al., 2025)

4.1 Subjective metrics in Al use

Algorithmic development research has been slow to recognize the importance of trust and
preferences for cooperative Al agents, due to the complexity of integrating humans into the
modeling process (Mayer et al., 2026; McKee et al., 2024). An Al agent is an Al tool that

can perceive its environment, make decisions, and take actions autonomously to achieve
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specific goals. Yet Al systems must account for subjective human factors rather than relying

solely on objective performance metrics (McKee et al., 2024).

Subjective metrics in Al measurement are used to evaluate human impressions, trust, and
preferences during interactions with artificial agents, going beyond traditional "objective"
metrics like task performance or game scores. Subjective metrics in Al are linked to the
concept of perceived usefulness of Al (Ahmad et al., 2025). Perceived usefulness reflects
the belief that adopting a specific technology will help a user perform better at work within

an organization and improve job performance (Davis, 1989).

The subjective quality of a GAI tool or an Al output is part of the human-Al collaboration
concept. Human-Al collaboration reflects the agent's pleasantness and cooperativeness,
which is directly reflected in subjective quality. Some studies identify the following
categories of subjective metrics used to assess human-Al interaction: social perception,
preferences, collaborative experience traits, and impression sentiment (Mayer et al., 2026;
McKee et al., 2024). Subjective metrics are useful because they tell us what kind of agents
people want to use, but they do not solve the problem of value alignment, the question of
“how to ensure that Al systems are properly aligned with human values and how to guarantee
that Al technology remains properly amenable to human control?” (Gabriel and Ghazavi,

2021; McKee et al., 2024).

McKee’s research indicates that humans automatically evaluate Al agents along two primary
dimensions of social perception: warmth and competence. In social cognition, warmth
reflects the extent to which an agent’s goals, intentions, and interests are aligned with those
of humans. It captures whether the agent seems friendly, trustworthy, and motivated to help
rather than harm. In McKee’s framework, this dimension is measured through traits such as

being “well-intentioned” and “warm”.

Competence, by contrast, refers to an agent’s perceived ability to effectively carry out its
goal, covering assessments of intelligence, skills, and reliability, i.e., whether the agent can
do what it claims to be able to do. McKee operationalizes this dimension through traits like
being “competent” and “intelligent.” Together, warmth and competence form the core lens
through which people intuitively interpret and evaluate Al behavior, shaping trust,
acceptance, and expectations of Al systems. (McKee et al., 2024)
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Preferences are linked to the social perception dimensions (McKee et al., 2024). In this
context, preference means comparing the usefulness of a tool with other similar tools.
Preferences can be treated as stated preferences, where the user is asked directly whether
they prefer using the Al as a tool, or as revealed preferences, where the user is asked after
using an Al agent whether they want to continue with the current one. The measurement of
revealed preferences can be considered a proxy for the Al agent’s adaptability after use.

(McKee et al., 2024)

Mayer et al. (2026) identify a set of collaboration traits designed to evaluate the quality of
human—AlI partnerships. These categories build directly on McKee’s earlier dimensions of
warmth and competence, extending them into a framework tailored for assessing interactive
teamwork. Mayer’s dimensions focus on four key areas: teaming, predictability and

transparency, enjoyment and ease, and intentionality.

The teaming dimension captures the extent to which users felt that they and the Al functioned
as a cohesive, cooperative unit. Predictability and transparency reflect how understandable,
consistent, and reliable the AI’s actions appeared to the human partner. Enjoyment and ease
assess whether interacting with the Al felt engaging, pleasant, or effortless. Finally,
intentionality measures whether users perceived the Al as understanding their goals or
exhibiting clear intentions of its own. Together, these traits provide a structured framework

for evaluating how effectively humans and Al systems collaborate. (Mayer et al., 2026)

4.2 Objective metrics in Al use

Objective metrics for measuring productivity in GAI focus on quantifying efficiency gains,
workload reduction, and task-specific performance, often comparing Al-assisted output
against a human-only baseline. Workload and efficiency in data-intensive knowledge tasks,
such as literature reviews or document analysis, can be measured using several quantifiable
indicators. These include the volume of research required (for example, the number of
sources initially screened by Al), the number of items (such as abstracts, reports, or data
points) that humans must still review after Al-based filtering, and the reduction in labor

measured in person-hours or “manpower”. (Abogunrin et al., 2025)
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Time-based metrics capture how quickly specific tasks are completed, and they can be
applied across different types of work. Time itself can be measured in several ways: for
instance, by comparing time-to-review or time per unit (such as per abstract, prompt, or
document), by tracking the time required for replication and analysis, or by recording the
total duration of the task (Abogunrin et al., 2025, p. 3). The most practical metric depends
on the task. Time-to-review works well for activities like debugging a code function or
reviewing individual documents. In contrast, analytical tasks often require synthesizing
multiple units or data points, making unit-level timing less informative. Measuring total task
time is a practical and universal approach, but it has limitations: long tasks that span hours
or days inevitably include breaks and interruptions that cannot be cleanly separated from

productive time, reducing comparability and potentially obscuring true efficiency.

Performance- and outcome-based metrics capture the quality and success of Al-assisted
work. When evaluating specific Al agents, one common focus is accuracy, which effectively
reflects how well the model’s pre-training enables it to produce correct or relevant outputs
(McKee et al., 2024). Output can also be assessed through volume-based indicators, such as
the number of outputs an Al system generates or the number of tasks an employee completes
with Al (Bankins et al., 2024). However, if the work is only Al-assisted and not fully
performed by Al (as it can be with Al agents), the number of executed commands or tasks

does not correspond.

4.3 Productivity measures in GAl-assisted workflow

Productivity is often measured by comparing output within a specific time window; for
example, a developer adds 2 features to the product in a week. If we apply the traditional
input-output ratio approach to productivity and combine it with Drucker’s fifth factor, which
posits that productivity in knowledge work is influenced equally by quantity and quality, we

can conceptualize productivity as being governed by the following hypothetical equation.

outputs(quantity, quality)

Productivity = imputs(time)

When productivity is measured at the level of a single task within a workflow, the quantity
of output can be treated as constant (1). Under this methodological assumption, productivity

is defined as the ratio of output quality to the time required to produce it.
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outputs(quality)

Productivity =
Y inputs(time)

In practice, this means productivity depends on quality and the time required to achieve it.
In previous sections, it was also noted that productivity is influenced by both technology and
the user; therefore, quality can be assumed to consist of the quality of use and the quality of
technology. In a workflow, the quality of the technology is reflected in how well the output
meets the prompt’s requirements, while the quality of the user experience is reflected in how

well the output meets expectations.

Prompting plays a significant role in the productivity of GAl-assisted work, functioning as
a user-dependent phase between the user and the machine. Better prompt engineering has
been recognized to result in higher-quality responses (Bandi and Zeng, 2025, p. 57); meaning
that the productivity in knowledge work depends on prompt quality. Bandi and Zeng (2025)
propose a framework for evaluating the effectiveness of prompts and their responses. The
framework aims to systematically assess and enhance the quality of interactions between
users and GAI by combining objective and subjective metrics. In practice, the model is

designed to evaluate a single run from prompting to verification, as shown in Figure 1.

Objective metrics of the framework include accuracy, speed, relevance, and format, ensuring
that responses meet the standards. Subjective metrics include coherence, tone, clarity,
verbosity, and user satisfaction, focusing more on the user experience of the usage.
Additionally, to ensure continuous improvement, the framework includes a feedback
mechanism. Improving productivity is outside the scope of this work, so "continuous

improvement" receives little attention. Figure 5 shows Bandi and Zeng’s framework.
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Evaluation of effectiveness for prompts and their

responses
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Objective metrics Subjective metrics Feedbacks
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Figure 5. Framework for evaluating prompt-response effectiveness (Bandi and Zeng, 2025,

p. 58)

The metrics shown in the figure are intended to facilitate a comprehensive assessment and

to help establish technical standards. The implementation phase of metrics can be illustrated

by placing subjective and objective metrics within the workflow shown in Figure 1.

Feedback has been omitted because it would be handled outside the workflow.

Coherence, tone, clarity,
verbosity and user
satisfaction

Data

Need Recognition Defining the task

> Prompting Verification

generation Data application

Figure 6. Bandi and Zeng's subjective

Accuracy, speed,
relevancy and
format

and objective metrics applied to the GAI workflow

According to Bandi and Zeng (2025), each metric in Figure 6 means the following:

Accuracy: How factually and semantically correct the response is. Measures truthfulness,

accuracy, and the absence of hallucinations in the response. Speed: How quickly the system



25

generates and delivers the response. Includes processing speed and response time.
Relevance: How well the response answers the specific question asked and how up-to-date
it is. Format: Is the response in the correct format (e.g., table, code, image, short text) and
does it follow the requested presentation style? Coherence: How logical, consistent, and
easy to follow the response is. Tone: How well the response uses a tone appropriate to the
situation (e.g., professional, empathetic, casual). Clarity: How clear and understandable the
response is, without unnecessary jargon. Verbosity: How appropriately detailed the
response is: not too long, not too short, but just right. User satisfaction: An overall

assessment of how satisfied the user is with the interaction and the outcome.

As noted earlier, effectiveness does not mean productivity, even though the two share
similarities. To apply Bandi and Zeng’s effectiveness framework to the assessment of
productivity, the time dimension must be incorporated. As noted earlier with reference to the
definition in ISO 9241-11:2018, “effectiveness” refers to the quality of use. In this context,
if we wish to assess the productivity of use, the productivity formula can be expressed as

follows.

outputs(ef fectiveness)
inputs(time)

Productivity =

Although the formula is based on assumptions, it enables a comparable assessment of

productivity within the GAI workflow.
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5 Case study

The case study aims to identify the factors to be considered when measuring task-specific
productivity at the case company. The study analyzes how employees in the case company
integrate GAI into their work practices and roles and concludes with a proposed framework

for evaluating GAI's effectiveness in that environment.

5.1 Structure of the interviews

This study employed semi-structured qualitative interviews to investigate how employees of
the case company, across different roles, use generative Al in their daily work. The goal of
the interview phase was to gather role-specific insights about practical Al usage, perceived

benefits and limitations, and the impact of Al on task performance and productivity.

Five employees from the case company were interviewed. Employees from various roles
and organizational levels were selected as participants to ensure that the results covered the

company’s internal operations as broadly as possible. The roles included:
- Marketing Lead
- Accountant / Automation Specialist
- Head of Sales
- Sales Executive
- Software Architect

This role-based selection enabled comparisons across creative, operational, commercial, and
technical work contexts. All participants had prior experience using GAI tools (e.g.,

ChatGPT, Copilot, or similar) and used them as part of their regular work tasks.

The data collection was carried out in two stages. First, participants completed a
pre-interview survey designed to capture their general perceptions of Al tools. The survey
consisted of nine statements, each of which respondents evaluated by indicating how

accurately the statement reflected their own use of Al. The response scale included five
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options: strongly disagree, disagree, neutral, agree, and strongly agree. The second stage
consisted of interviews in which the participants were asked eleven open-ended questions
and possible follow-up questions. The purpose of the interviews was to delve deeper into
role-specific GAI usage and habits and understand the factors affecting productivity in each
role. The interviews followed a semi-structured format, focusing on task complexity, tool

usage, and perceived changes in productivity.

5.2 Research results

When interviewing employees of the company featured in the case study, the goal was to
determine the views of people in various roles on the use of artificial intelligence. There
were 5 interviews, and the interviewees held roles in sales, marketing, programming/product
development, accounting, and sales management. The following chapters link the

observations raised in the interviews to the previously defined stages of generative Al use.

The interviewees used artificial intelligence for both clear, manual tasks and abstract tasks,
such as brainstorming and generating ideas. In manual, repetitive tasks, such as translation,
data editing, verification, or text formatting, the task definition phase is often clear because
it is directly driven by a need. In abstract tasks, however, task definition is exploratory, and
its primary purpose is to reduce cognitive load, while manual portion completion is
secondary. GAI was found to be very helpful for creative, abstract work, where the goal was
to generate ideas and overcome the blank page. In abstract tasks, users must also assess the
tool’s fit for the task. For example, in strategic decision-making, the case tool was found to

be relatively weaker.

In prompt engineering, many users noted the accuracy of the instructions, the context, the
tone of voice, and how the company’s perspective was conveyed. The emphasis varied
depending on the role: in marketing, the tone of the output and conveying the company’s
voice were particularly important, whereas in sales and programming, for example, the
accuracy of the first prompt was emphasized. In general, the prompt quality was considered
the most significant user-dependent factor in Al productivity. All users also felt they had

improved their prompt engineering skills.
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Most users trust Al conditionally, meaning that even though they rely on it to generate
content, they all consider verification unavoidable. Trust in Al-generated content was tied
to how well the prompt constrained the output. In terms of time spent, this is comparable to
verifying content created by humans. Based on the interviews, not much time is saved during
the final verification phase, as verification is always performed regardless of whether the
content was generated by Al or by a human. Incorrect Al output was considered a realistic

operational risk.

5.3 Productivity measurement requirements in the case company

The measurement of productivity in GAl-assisted knowledge work is influenced by several
key factors, which can be divided into individual-specific factors and non-user-dependent

environmental factors.

According to the interviews, the individual-specific factors affecting productivity were time
efficiency, prompt quality and prompting skill, accuracy and reliability, cognitive load
reduction, output quality (clarity, structure), and task fit. The most significant factor in
reflecting productivity was the time saved. Time can be universally observed, and it was
recognized as one of the most important factors in all the roles interviewed. Prompt quality
and prompting skills were the biggest controllable factors among the participants. Accuracy
and reliability were considered the biggest limiting factors in GAl-assisted work. Even
though it is the most significant limiting factor, its impact depends heavily on the user's skill

level, as the prompt's accuracy affects the output's accuracy.

The interviews revealed factors in the work environment that either facilitate or limit GAI
work. The primary goal is to implement the measurement as a continuous part of the
workflow and universally, regardless of role. However, different roles emphasized different
capabilities in the Al tool to maintain the workflow. The environmental factors are presented

in the following table.
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Table 2. Non-user-dependent factors identified based on the interviews

Work environment factor/non-
user-dependent factor

Description

Interview evidence

1. Task—AI Fit (Suitability of the
Task)

2. Workflow Design &
Standardization

3. Quality & Accessibility of
Input Data

4. Tool Integration & Ecosystem
Compatibility

5. Al Reliability & Technical
Performance

6. Documentation Hygiene &
Knowledge Organization

How inherently suitable the work
task is for Al (repetitive,
structured, drafting vs. deep
judgment).

Accounting: Al great for invoice
automation but not complex
accounting logic.

Marketing: simple bulletins:
minor gains; research-heavy
blogs: major gains.
Architecture: Al only reliable in
small, well-defined code tasks.
Sales: structured webinar tasks
work well.

Clear, repeatable workflows and
templates enable Al to plug in
smoothly.

Accounting: EPR workflows
help automate accounting
efficiently.

Marketing: content creation
follows predictable patterns.
Sales: structured follow-up and
webinar-building processes.

Availability of internal
documents, structured data,
customer info, briefs, examples.

Marketing uses old
blogs/frameworks to guide tone
& content.

Architecture depends on
updated frameworks &
documentation.

Sales struggles when Al has
inaccurate or incomplete
company info.

Al must be integrated into daily
tools (ERPs, IDEs, CRM,
Teams).

Accounting benefits from
built-in ERP Al tool.

Sales loses productivity when
helpful Al tools are blocked due
to policy.

Developers gain value because
Al is accessible in the coding
environment-

System-level correctness,
stability, and output consistency.

Sales: Al hallucinated company
facts.

Architecture: wrong
frameworks or invalid code.
Accounting: Al misinterprets
PDFs or invoice fields.

Availability of clean, consistent,
up-to-date documentation for
prompting & verification.

Marketing bases prompts on
consistent tone guidelines &
prior content-

Architecture relies on best-
practice frameworks; poor docs =
poor Al output.

Sales improves Al accuracy with
structured product data.
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The importance of subjective metrics, such as warmth of the Al tool, was particularly evident
in tasks that require creative writing and communication with external stakeholders, such as
marketing and sales. In roles that involve external communication, it is important to convey
the message with the right tone. However, in roles where quality means accuracy, such as
coding and accounting, the quality and accuracy of the information produced were
emphasized. In these roles, the risk of Al hallucinations was even perceived as a limiting

factor.

5.4 Proposed measuring method

The “production function” of Al-assisted work is nonlinear, user- and task-specific, and
difficult to model with regression; as mentioned earlier, to meet the requirements of
knowledge work, it should include qualitative variables in addition to quantitative ones. It
was also noted earlier that a comprehensive measurement of productivity in GAl-assisted
knowledge work should consider the following dimensions: cognitive input, process, output,
time, efficiency, effectiveness, and experience. (Check the description in Table 1 in Section

3.3))

Data Envelopment Analysis (DEA) is one of the few analytical tools for benchmark-based
process analysis. DEA was specifically developed to measure productivity in schools,
hospitals, banks, companies, and, more generally, in processes where work is often

nonlinear.

DEA is a non-parametric method that does not assume a specific form of the production
function. It is used to benchmark methods and is a useful tool for comparing the productivity,
efficiency, and effectiveness of methods or companies. It is based on a comparison of
weighted input efficiencies in decision-making units (DMUs). In this context, DMU refers
to any entity to be evaluated based on its ability to convert inputs into outputs. DEA is a
useful tool because it does not require assumptions about the production function or the
distribution of efficiency. (Cooper et al., 2011; Ramirez and Nembhard, 2004, p. 610) In
conclusion, DEA answers the question: How much more output could have been achieved
with the same inputs if operations had been as efficient as in the best unit, where the best
unit is the unit valued 1. In this GAI context, it is logical to use the input-oriented CCR

(constant return to scale) model of DEA. Input orientation aligns with the goal of improving
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efficiency in Al-assisted workflows, because organizations typically cannot force higher
output quality. CCR is appropriate because each task is treated as a comparable unit, for

which proportional scaling of inputs and outputs is reasonable.

Because the specific form of the production function is not pre-assumed, it rules out linearity
and regression requirements and allows for subjective variables. According to Cooper et al.

(2011), DEA measurement method can be divided into the following steps:
1. Defining task types as decision-making units (DMUs)

In DEA, the focus is on Decision-Making Units (DMUs). In this application, each task type

(e.g., coding, text editing, data retrieval) functions as its own unit.
2. Team categorization

“DEA defines the relative efficiency for each DMU by comparing its input and output data
to all other DMUs in the same ‘cultural’ environment” (Paradi et al., 2002, p. 162). To ensure
the DEA calculation values are comparable, it is advisable to categorize the results by team.

This approach allows each team to establish its own standard.
3. The Input-Output ratio (Ratio Model)

The data to be collected is divided into two categories: inputs and outputs. DEA is sensitive
to the number of variables relative to the number of observations, which is why it is advisable
to select the most significant variables for the analysis. Proposed inputs and outputs are as

follows:

Table 3. Case study: proposed inputs and outputs

Role Variable Type Description Example measurement
name
Input1 | Total active | Quantitative | Time the worker actively spends on | Minutes tracked with a
task time the Al-assisted task (excluding task timer or logs
breaks and unrelated work).
Input 2 | Prompting Quantitative | Effort required to communicate the | Number of prompts/turns
effort task to the AL until usable output
Input 3 | Verification | Quantitative | Effort required to review, correct, Minutes spent on
effort and refine Al output. checking and editing
Output | Output Qualitative | Perceived quality of the result. Worker/expert/peer
1 quality score rating on a 1-5
Output | Goal Qualitative | Degree to which the output meets Worker or evaluator
2 alignment score the original task objective. rating (1-5)
Output | Reusability | Qualitative | Extent to which the output can be Binary (0/1) or scale (1—
3 score reused as a template or component | 5)

in future work.
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At its simplest, the model calculates the efficiency score (hg) of the unit under consideration

(DMU,) using the following formula:

virtual inputs Y, Uy YVro

" virtual outputs  Y,;V;iX;

0

Components of the formula:
Vro: Actual output produced by the unit (e.g., quality or time savings).
X;o: Actual input used by the unit (e.g., active time or prompts).

u, and v;: Weighting factors assigned to outputs and inputs. The weightings can be

calculated using mathematical optimization, specifically linear programming.
(Cooper et al., 2011)
Below is a sample table of the measurements:

Table 4. Demo table calculated in this study using MATLAB

DMU Active | Prompts | Verification Output Goal Reusability | Efficiency
time effort quality alignment score
DMU1 25 5 10 4 5 1 0.8000
DMU2 32 7 14 3 4 0 0.4571
DMU3 18 4 8 5 5 1 1.0000
DMU4 40 9 20 3 3 0 0.2700
DMUS5 22 6 11 4 4 1 0.8182

4. Constructing the efficient frontier

The DEA identifies the most efficient DMUs as the efficient frontier, against which the
others are compared. DMUs with an efficiency score of 1 belong to the efficient frontier,
while the other DMUs receive a score between 0 and 1, indicating how they compare to the

efficient frontier. The closer the score is to 1, the more efficient the DMU is.
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Figure 7: An illustrated DEA implementation

DEA does not directly yield a percentage change in productivity, but the relative change in
efficiency scores can be interpreted as a productivity change. If the efficiency of a task type
increases, for example, from 0.72 to 0.90, it can be interpreted that its Al-assisted
productivity has improved by approximately 25% (0.90/0.72 = 1.25). This is because the
DEA describes the scalability of inputs relative to the efficiency frontier.

Data Envelopment Analysis was chosen as the analytical method because the productivity
of Al-assisted work involves several simultaneous inputs and outputs, the relationships
among which cannot be described by a simple production function. It requires very few
assumptions about the relationships between variables, which is useful in AI work where the
connection between inputs (such as the quality of prompts) and outputs (such as creativity)
can be complex and unknown. The categorization enabled by the DEA method also allows
the team to specify variables and metrics as needed. This allows the efficiency perspective

to be adjusted as required. (Cooper et al., 2011)

The DEA framework also presents challenges. The efficiency score alone does not always
tell the whole story; one must also consider potential waste in inputs or untapped potential
in outputs. In practice, this means that DEA does not indicate, for example, whether a DMU
is spending too much time or effort, or whether the quality of the output met the required
standards. These interpretations must be derived in detail from the measurements. This

becomes particularly evident when outputs are based solely on employee estimates.
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However, fully objective inputs balance the function’s performance. The effectiveness of the
DEA also requires extensive measurement, and with too few DMUs, the results may be

distorted. (Cooper et al., 2011)

5.5 Implementation plan

Assessing the performance of field units is challenging, as they provide a wide range of
services in different ways and operate across diverse environments. For this reason, it is
important to implement the DEA in its specific environment. Below is a recommended
roadmap outlining the key steps the company should take to integrate DEA-based
productivity measurement into its generative Al tool. The implementation plan follows the
DEA performance management implementation cycle model Medina-Borja et al. (2007, p.

1085).
1. Identify relevant performance dimensions and variables

The relevant dimensions were identified in Table 1. The dimensions were cognitive input,
process, output, time and efficiency, effectiveness, and experience. (Table 1 in Section 3.3.)
The variables to cover these dimensions were proposed in the previous chapter in Table 3.
The variables were total active task time, prompting effort, verification effort, output quality,
goal alignment and reusability. The variables cover all the dimensions except the overall
user experience, which cannot be integrated into the workflow. The overall user experience

must be assessed through a survey conducted outside the workflow.
2. Identify existing data sources and mechanisms for collecting missing metrics

Some of the selected variables can be derived from the work log data, but others require
implementing new functions in the workflow. For example, time and iterations can be
tracked from the log data, but collecting rating-based variables requires adding new features

if they did not previously exist.
3. System requirements specification and DEA formulation development

The company needs to define the technical and methodological requirements of the DEA
system. This includes defining the DMU (tasks), accounting for environmental or contextual

differences across tasks, and validating the DEA formulation using sample data. The
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environmental and contextual differences were presented in Table 2 based on the data
collected from interviews. A hypothetical sample of data is presented in Table 3, but

verifying its functionality would require more measurement results.
4. Development of the DEA engine and automation components

Once the model is defined, the company develops the computational engine that will run the
DEA evaluations. In practice, this means implementing the mathematical logic and metric
functions in GAI code. The logic can be written as a Python module. The engine must also
contain automatic data collection, scheduling DEA runs and possibly integrating the DEA

engine into the existing analytics infrastructure.

DEA has some methodological disadvantages: it does not handle negative numbers, does not
handle zeros or missing data straightforwardly, and is very sensitive to outliers or incorrect
data (Medina-Borja et al., 2007). Developing and integrating logic into artificial intelligence,

therefore, requires precision and consideration of error margins.
5. Development of reporting tools

The DEA engine must be complemented with user-friendly reporting tools. The reporting
may be implemented using dashboards, comparisons of efficiency scores, identification of

best practices, etc.
6. Evaluation, updating, and continuous improvement of the system

After deployment, the company should monitor how users respond to the system and how
DEA results influence behavior. User surveys can be used for this purpose, which also serve

to assess user satisfaction.

The plan emphasizes a gradual, controlled adoption, aiming to ensure that productivity
improvements are supported by appropriate governance and evaluation practices. While
tailored to the specific case organization, the presented approach may serve as a reference
for other knowledge-intensive organizations seeking to adopt generative Al in a systematic

and responsible manner.
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6  Conclusions

The purpose of this thesis was to investigate how the productivity impacts of Al-assisted
knowledge work can be measured reliably and practically. As generative Al tools become
increasingly integrated into daily work tasks, organizations face pressure to justify their
adoption with demonstrable productivity improvements. However, as this study has shown,
measuring knowledge work productivity is inherently complex because it is nonlinear, task-

dependent, and partly subjective.

The findings of this thesis demonstrate that the productivity of Al-assisted knowledge work
is shaped by multiple dimensions that reflect both the cognitive nature of knowledge work
and the operational characteristics of GAI systems. The literature review and case study
show that productivity cannot be captured through a single metric. Instead, it emerges from
the combined influence of cognitive inputs, process quality, output characteristics, temporal
efficiency, work effectiveness, and user experience. These dimensions highlight that
Al-assisted knowledge work is not merely a technical acceleration of existing tasks but a
collaborative, iterative interaction between human expertise and Al-generated content. The
proposed framework of dimensions, therefore, offers a comprehensive foundation for
evaluating productivity in Al-assisted environments, enabling organizations to identify
where value is created, where bottlenecks arise, and how Al can be integrated more
effectively into daily work practices. By adopting a multidimensional perspective,
organizations can make the productivity effects of generative Al more transparent,

measurable, and actionable as part of continuous development efforts.

The results of the case study show that generative Al has become a significant part of
knowledge work in various tasks, but its impact on productivity depends heavily on both
user-specific factors and the surrounding work environment. In all interviews, the most
consistent benefit was time savings, particularly in repetitive, highly structured, or
cognitively demanding tasks. Employees used Al for both manual tasks, such as translation,
data cleaning, and formatting, and abstract, creative tasks, such as brainstorming and

overcoming writer’s block.
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Based on the interviews, a key finding in GAl-assisted workflow is that the quality of
prompts and prompting skills emerged as the most significant user-controlled factors in
productivity. All interviewees linked higher-quality prompts directly to greater accuracy,
reduced proofreading, and more relevant results. At the same time, accuracy and reliability
were identified as the most significant limiting factors in GAl-assisted work. Reviewing
remained mandatory for all tasks, meaning that Al did not reduce the time spent on final
quality control. Incorrect or misleading results were considered a realistic operational risk,
particularly in tasks where accuracy is an absolute requirement, such as accounting and

software development.
The main research question of the thesis was:
How to measure productivity effects in generative Al-assisted knowledge work?
The main research question is addressed by answering the following sub-questions:
1. What factors affect productivity in generative Al-assisted knowledge work?

The productivity of generative Al-assisted knowledge work is determined by several
interrelated factors: the employee, the task, and the work environment. A key premise is that
the productivity of knowledge work is not based solely on the quantity of output, but
particularly on its quality and effectiveness. (Bosch-Sijtsema et al., 2009; Drucker, 1999)
The literature review identified the following dimensions that underpin the productivity of
GAl-assisted knowledge work: cognitive input (Drucker, 1999; Oskarsdottir et al., 2022;
Yang and Ho, 2007, p. 415), process (Chen et al., 2025; Drucker, 1999; Qian and Zhong,
2025; Tassoti, 2024), output (Bosch-Sijtsema et al., 2009; Chen et al., 2025; Drucker, 1999),
time and efficiency (Davis, 2002), effectiveness (Bosch-Sijtsema et al., 2009) and
experience (Qian and Zhong, 2025).

Time management and time savings are the key factors in productivity. Both the literature
and the case study indicate that generative Al yields the greatest benefits in tasks where it
reduces manual labor and speeds up cognitively demanding steps (Abogunrin et al., 2025).
In the case study, time usage was found to be the most reliable and role-independent indicator

of productivity.

The task—Al fit determines the potential for productivity gains. Usage and user experience

are shaped within the framework enabled by the technology of Al (DeLone and McLean,
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2003). Factors related to the AI’s environment, such as workflow standardization,
documentation quality, and tool integration, influence how effectively Al can be used in

daily work (Ahmad et al., 2025; Fetzer et al., 2025).

User-specific factors, particularly prompt quality and user expertise, significantly impact
productivity. The literature emphasizes the role of prompt engineering in improving the
quality and efficiency of Al-assisted work (Bandi and Zeng, 2025; Wilbers et al., 2024) In
the case study as well, the user’s prompting skills emerged as a key controllable factor in

productivity.

2. What metrics can be used to assess the productivity of Al-assisted knowledge

work?

Measuring the productivity of Al-assisted knowledge work requires combining objective
and subjective metrics, as the work is by nature both measurable and experiential (DeLone
and McLean, 2003; Owlia, 2010). Objective metrics measure work efficiency and
performance, while subjective metrics complement objective measurement by assessing the

user experience and perceived value of the work.

The most important objective measures were time-based, process-related, and quality-
related. The literature considered time-based measures, such as total time spent on a task and
active work time, applicable across different forms of knowledge work (Abogunrin et al.,
2025; Davis, 2002). Process measures, such as the number of prompts, the number of
iteration rounds, and the time spent on verification, reflect the efficiency and friction of Al-
assisted work (Bandi and Zeng, 2025). Quality-related objective measures, such as factual
accuracy and error counts, were emphasized especially in tasks with significant

consequences (Bandi and Zeng, 2025; McKee et al., 2024).

The key subjective measures were perceived usefulness and satisfaction, which, according
to the D&M model, are divided into experience during use and overall preference for the
tool (DeLone and McLean, 2003). In-use collaboration dimensions include predictability,
transparency, and perceived smoothness of collaboration, which Mayer et al., (2026) are

considered key to assessing the quality of work between humans and Al
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3. How can task-specific productivity measurement be implemented?

Choosing the right measurement method requires interpreting the requirements and setting
goals. The paper presents a solution based on the Data Envelopment Analysis (DEA)
method, which is particularly suitable for evaluating processes with complex factors and
qualitative variables (Cooper et al., 2011; Ramirez and Nembhard, 2004). On a practical
level, the implementation plan varies depending on the measurement method, but, given the

nature of Al work, certain steps must always be considered.

The organization should define decision-making units and their measurement categories.
Employees working in different roles were found to value different features in Al tools.
Those in roles requiring precision valued accuracy and repeatability of output, while those
requiring creativity valued social skills. Categorization enables role-specific valuation,
enabling the customization of calculations within the same “cultural environment” (Cooper

et al., 2011; Paradi et al., 2002).

Key input and output variables need to be selected for measurement. Inputs can include, for
example, active work time, prompting effort, and time spent on verification, while outputs
include work quality, goal achievement, and reusability. This is consistent with the literature,
which requires that knowledge work measurement should combine quantitative and

qualitative variables (Bosch-Sijtsema et al., 2009; Takala et al., 2006).

In this work, DEA is used to construct an efficient frontier, comparing tasks to the best
observed performance without making assumptions about the shape of the production
function. The undetermined production function is well-suited to Al-assisted work where

the relationship between inputs and outputs is not linear (Cooper et al., 2011).

The literature review has limitations that affect its comprehensiveness and interpretation of
the results. The review relied on a limited number of scientific sources, and the data were
collected primarily from the LUT Primo database and Google Scholar, potentially excluding
relevant publications from other databases. In addition, research on generative Al is still in
its early, rapidly developing stage, which is why some of the literature is conceptual or
preliminary. This limits the establishment of theoretical models and concepts. Some sources
discussed the productivity impacts of Al in industries that do not fully align with the context
of knowledge work, potentially weakening the direct applicability of the findings. There was
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also conceptual fragmentation in the literature, as there is no uniform definition of

knowledge work productivity, which made it difficult to compare different studies.

The case study has limitations that must be considered when interpreting the results as well.
The empirical data were based on a small number of interviewed employees within a single
organization, which limits the generalizability of the findings. The results were also
influenced by the case organization’s own processes and tools, as well as the Al tools’
maturity, which is why the findings primarily describe the operating environment. The rapid
development of generative artificial intelligence also limits the temporal sustainability of the
results, as the tools and usage patterns examined in the study can change rapidly. The study
focused on individual- and task-level productivity, so organizational-level effects were not
examined. The application of the DEA method also remained theoretical, and its practical

functionality was not empirically assessed.
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Appendix 1: Case study questions

Pre-Interview Survey Statements (1-5 Agree/Disagree)
- Al Usage
o Al tools are a regular part of my daily work.
o Al tools are important for completing my work tasks efficiently.
o I feel confident in my ability to use Al tools effectively.
- Al Output Quality
o Al-generated responses are generally accurate for my work tasks.
o Al-generated content usually requires significant editing or verification
before I can use it.
- Productivity and Time Savings
o Using Al tools helps me complete tasks faster.
o The time savings from Al are consistent across different types of tasks.
o Al tools sometimes replace parts of tasks that [ would otherwise do manually.
- Case GAI tool: The Case tool occasionally asks users to estimate how much time
they have saved

o Case tools’ own time estimates are realistic.

Semi-structured interview Questions (Open-ended)

- Role and Task Context
o What is your role in the organization, and what are your typical work tasks?
o In which situations do you usually decide to use Al tools instead of doing the
task manually?
o How does Al-generated content compare to non-Al-generated content for this
use case?
- Al Use Case Classification
o Which of these categories best describes your most common Al use case?
= Creation & Production
= Research, Analysis & Problem-Solving
* Communication & Knowledge Sharing

= Planning, Coordination & Structuring
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= Learning & Skill Development
= Review & Refinement
o Follow-up: What kind of tasks do you typically perform in this category?
Task Reconstruction
o Can you describe a specific task where you typically use AI?
o How long would this task usually take without an AI?
o How long does it usually take with Al assistance?
o What part of the task does Al help with the most?
Al Productivity Factors
o What factors determine whether Al actually saves you time?
Measurement Development
o If your organization wanted to measure Al productivity gains, what data do
you think would be most useful?
Reflection
o Which types of tasks benefit the most from Al support, and which benefits

the least?



Appendix 2: MATLAB code for CCR DEA efficiency calculation

%% Demo: CCR DEA
clearvars
clc

close all

% Inputs (X):
% x1 = total active task time
% x2 = prompting effort

% x3 = verification effort

X=[
25 5 10; % DMU1
32 7 14; % DMU2
18 4 8; % DMU3
40 9 20; % DMU4
22 6 11 % DMU5S

% Outputs (Y):

% y1 = output quality (1-5)
% y2 = goal alignment (1-5)
% y3 = reusability (0/1)

1, % DMU1
0; % DMU2
% DMU3
0; % DMU4

A W 0 w
A~ W0 0 »~ O
—

1 % DMU5

% DEA CCR (input-oriented)



[n, m] = size(X); % n DMUs, m inputs

[~, s] = size(Y); % s outputs

theta = zeros(n,1); % efficiency scores

fork =1:n
% Decision variables: lambda_j (n) + theta (1)

vars=n+ 1;

% Objective: minimize theta
f = zeros(vars,1);

flend) = 1;

% Constraints:
% X' * lambda <= theta * X_k
A1 =X, -X(k,)T;

% Y'*lambda>=Y_k — -Y'*lambda <=-Y_k
A2 =[-Y', zeros(s,1)];

A =]A1; AZ];
b = [zeros(m,1); -Y(K,:)'];

% Non-negativity

Ib = zeros(vars,1);

% Solve LP
sol = linprog(f, A, b, 1, [, Ib, [1);

% Store efficiency score
theta(k) = sol(end);

end

% Results
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disp('CCR DEA (input-oriented) efficiency scores for each DMU:')
disp(theta)
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