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This thesis investigates the effectiveness of AI-based software maintenance agent in identifying 

and remediating technical debt utilising Large Language Models. An artefact, The Wizard, was 

developed and evaluated across three iterative cycles using an Action Design Research approach. 

The study assesses capabilities of several Large Language Models on code, design and test debt, 

analysing performance across generation, integration and correctness stages. Results show that AI 

systems are highly capable of identifying technical debt and can partially achieve automated 

remediation, with effective fix rates exceeding 60% under improved orchestration. However, 

performance varies significantly depending on debt characteristics, model capabilities, and system 

design. Key limitations include challenges in reasoning about program behaviour, producing 

structurally valid outputs and ensuring functional correctness. The findings demonstrate that AI-

based remediation is feasible but constrained and that effectiveness depends on both model 

selection and pipeline design. The research contributes a structured evaluation framework and 

highlights the need for hybrid, context-aware maintenance systems.  
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Tämä opinnäytetyö tutkii tekoälypohjaisen agentin tehokkuutta ohjelmistojen teknisen velan 

tunnistamisessa ja korjaamisessa laajojen kielimallien avulla. Artefakti, Taikuri, kehitettiin ja 

arvioitiin kolmessa iteratiivisessa syklissä käyttäen Action Design Research -lähestymistapaa. 

Tutkimuksessa arvioidaan kielimallien kykyä havaita ja korjata koodi-, suunnittelu- ja testivelkaa 

analysoimalla niiden suorituskykyä korjauksen luonti-, integrointi- ja hyväksymisvaiheissa. 

Tulokset osoittavat, että tekoälyjärjestelmät pystyvät tunnistamaan teknisen velan erittäin hyvin ja 

voivat osittain automatisoida korjauksen. Kielimallia ohjeistamalla korjausprosentit ylittävät 

helposti 60 %. Suorituskyky vaihtelee kuitenkin merkittävästi teknisen velan ominaisuuksien, 

kielimallin ominaisuuksien ja järjestelmän suunnittelun mukaan. Keskeisiä rajoituksia ovat haasteet 

ohjelman käyttäytymisen päättelyssä, rakenteellisesti hyväksyttävien korjausten tuottamisessa ja 

toiminnallisen oikeellisuuden varmistamisessa. Tulokset osoittavat, että tekoälypohjainen korjaus 

on mahdollista, mutta rajoitettua, ja että tehokkuus riippuu sekä mallin valinnasta että 

prosessisuunnittelusta. Tutkimus luo arviointikehyksen ja korostaa hybridien, sisältötietoisten 

ylläpitojärjestelmien tarvetta.  
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1  Introduction 

The contemporary software engineering landscape is defined by a fundamental tension: the 

imperative for continuous delivery versus the entropic decay of software structural quality. 

As organisations accelerate development cycles to meet volatile market demands, they create 

technical debt on purpose or unintentionally which is a socio-technical phenomenon where 

short-term expediency is traded for long-term maintainability costs. While the concept, 

originally presented by Cunningham (1992), provided a vocabulary for discussing this trade-

off, the modern reality is far more complex. Today, technical debt is not just a financial 

abstraction but a tangible drag on innovation, with recent studies estimating that maintenance 

activities consume up to 75% of total engineering effort (CISQ 2022; McKinsey 2023). 

Historically, the remediation of technical debt has been a labour-intensive, manual process. 

Developers rely on static analysis tools, such as SonarQube or Checkstyle, which employ 

deterministic heuristics to identify syntactic irregularities or code smells (Albuquerque et al. 

2023). While effective for local, syntax-level hygiene, these tools hit a theoretical ceiling 

because they lack semantic understanding. They can identify that code is complex, but they 

cannot reason about why it was written that way, nor can they safely propose architectural 

refactoring that preserve business logic across distributed components. 

The emergence of generative artificial intelligence (GenAI), specifically large language 

models (LLMs) such as the GPT and Codex families, presents a change in thinking from 

deterministic detection to probabilistic remediation. Unlike their static predecessors, LLMs 

possess the capability to generate code, summarise logic and infer intent from natural 

language comments (Hou et al. 2024). This offers the theoretical possibility of an 

autonomous maintenance agent capable of identifying, refactoring and documenting legacy 

systems at scale. 

However, the application of LLMs to technical debt remediation in real-world enterprise 

environments remains fraught with challenges. The primary impediment is the context gap. 

LLMs operate within a finite context window, unable to ingest the entirety of massive, 

monolithic codebases. Consequently, while they excel at local optimisations, they frequently 

suffer from hallucinations generating syntactically valid but functionally erroneous code 

when lacking system-wide awareness (Zhao et al. 2024). Furthermore, the stochastic nature 
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of these models introduces a crisis of trust: a remediation agent that introduces a subtle 

regression erodes developer confidence, leading to the abandonment of the tool. 

This study addresses these impediments by exploring the design and deployment of artificial 

intelligence (AI) driven remediation agents through the lens of action design research 

(ADR). The central contribution of this work is the construction of an integrated software 

artefact that facilitates a collaborative interface between the engineer and the generative 

agent. Moving beyond theoretical algorithmic testing, the thesis explores the practicalities 

of embedding AI within the live lifecycle of a project. The resulting artefact establishes an 

operational model, wherein human-led oversight provides the necessary heuristic and ethical 

constraints to direct AI-driven refactoring. Consequently, the research demonstrates how 

such an ensemble can effectively identify and resolve architectural decay and technical debt 

without compromising the security or maintainability of the broader codebase. 

1.1  The Taxonomy of technical debt 

Technical debt is often discussed as a monolith, but effective remediation requires a granular 

taxonomy. Rios et al. (2018) list 15 different technical debt types covering the complete 

software development lifecycle including people and processes. Avgeriou et al. (2016) 

define debt not just as bad code, but as a collection of shortcuts that can be either inadvertent 

or strategic. A significant portion of technical debt is self-admitted technical debt (SATD) 

which are instances where developers explicitly document their shortcuts in comments 

(Potdar & Shihab 2014). This presents a unique opportunity for LLMs, which can parse these 

natural language signals to identify high-priority targets for remediation that static tools 

would miss. 

Primary among these technical debt classifications is code debt which represents the most 

visible manifestation of technical liabilities within the implementation phase. This type of 

debt is characterised by the presence of code smells, such as overly long methods, duplicated 

logic, or complex conditional branches that hinder readability and maintainability. Linked 

with code debt is documentation debt, which refers to the absence, inadequacy, or 

obsolescence of the records required to understand and operate the system. Documentation 

debt represents a significant loss of institutional knowledge; when the rationale behind a 

complex algorithm or a specific workaround is not recorded, the debt incurs high interest in 
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the form of the time future developers must spend reverse engineering the codebase to regain 

lost context. 

Design debt arises when architectural decisions are compromised to meet immediate 

delivery milestones. Unlike superficial code issues, design debt permeates the fundamental 

structure of a software system, manifesting as high coupling or insufficient modularity. This 

form of debt is particularly treacherous because it erodes the system’s fitness for purpose 

over time, making subsequent changes exponentially more expensive. When the internal 

quality of the architecture deviates from the idealised blueprint, the resulting structural 

complexity creates a friction that slows down all future development. This phenomenon is 

often categorised within the technical debt quadrant as either prudent or reckless, depending 

on whether the architectural shortcut was a calculated risk or the result of a fundamental lack 

of design rigour. 

A critical yet frequently overlooked category is testing debt which encompasses deficiencies 

in the verification and validation processes. This includes inadequate test coverage, brittle 

automated test suites that produce false positives, and a lack of integration testing. The 

accumulation of testing debt creates a shadow risk where defects remain undetected until 

they reach the production environment, thereby increasing the potential cost of remediation. 

Parallel to this is infrastructure debt, which pertains to the sub-optimal configuration of 

development environments, continuous integration pipelines, and deployment scripts. As the 

underlying platforms and libraries evolve, a failure to keep infrastructure current results in a 

version mismatch that can paralyse a project’s ability to deploy critical security patches or 

performance optimisations. 

1.2  Problem definition 

Automated program repair (APR) has a rich history, evolving from search-based techniques 

(generate-and-validate) to semantic-based approaches (Ye et al. 2019). Traditional APR was 

limited to fixing specific classes of bugs. The advent of neural machine translation for code 

(Lachaux et al. 2020; Dharma & Morrison 2023) opened the door to generic remediation. 

However, as noted by Gaurav & Tiwari (2023), the black-box nature of neural models creates 

an explainability deficit. For an organisation to accept an AI-generated architectural 
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refactoring, the agent must be able to explain its reasoning and prove functional equivalence 

which is a capability that is currently immature. 

While detection tools have matured, a gap exists in actionable remediation. Existing AI 

models, trained on open-source repositories, lack the specific context of proprietary 

codebases. They often propose refactoring that aligns with general best practices but violate 

specific project constraints or architectural patterns. This context blindness, coupled with the 

tendency of LLMs to hallucinate non-existent dependencies (Bruno et al. 2022), renders raw 

LLM output unsafe for direct production use. 

Therefore, the challenge is not merely technical, improving the model, but socio-technical, 

designing the workflow. How can we engineer an intervention where the AI acts as a force 

multiplier for the developer, reducing the cognitive load of remediation without introducing 

unacceptable risk? 

1.3  Research questions (RQs) 

To address the problem of the Context Gap and the requirement for robust socio-technical 

integration, this thesis sets the following research questions: 

RQ1: How effectively can autonomous AI-based software maintenance 

agents identify and remediate technical debt while preserving functional 

correctness? 

This research question investigates the capability of the technology across the taxonomy 

defined by Avgeriou et al. (2016). As software systems grow in complexity technical debt 

accumulates in forms such as design shortcuts, poor documentation or self-admitted debt. 

Autonomous AI-based maintenance agents promise to detect and remediate this debt 

automatically, reducing developer workload. However, their effectiveness hinges not only 

on debt identification but also on preserving functional correctness ensuring that fixes do not 

break existing features. Investigating this balance is critical to evaluating whether AI agents 

can be trusted in real-world maintenance workflows. 

RQ2: How do characteristics of different types of technical debt influence the 

performance of AI-based code remediation systems? 
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This research question investigates diversities of types and forms of technical debts each 

having unique characteristics that affect software quality and maintainability. Examples of 

different types are design debt, documentation debt and SATD. As AI-based code 

remediation systems increasingly support developers in detecting and resolving these issues, 

their effectiveness may vary depending on the type and complexity of debt encountered. For 

example, structural design debt may challenge AI models differently than comment-based 

SATD, due to differences in representation, context and semantic ambiguity. Investigating 

how these characteristics influence AI performance is essential to understanding the 

strengths and limitations of current remediation approaches and to guiding the development 

of more robust, context-aware AI tools for software engineering. 

RQ3: How do model capabilities and deployment configurations affect the 

efficiency and resource requirements of AI-driven software maintenance? 

This research question addresses the socio-technical dimension, measuring the impact on the 

human team's workflow and confidence. AI-driven software maintenance systems promise 

to automate bug fixing, technical debt remediation and code optimisation. However, their 

performance depends not only on the capabilities of the underlying models (e.g., size, 

reasoning ability, domain specialisation) but also on deployment configurations (e.g., cloud 

vs. edge, parallelisation, resource allocation). These factors directly influence efficiency 

(speed, scalability) and resource requirements (compute, memory, energy). Understanding 

this relationship is crucial for balancing performance with sustainability in real-world 

software engineering environments. 

RQ4: What cognitive and architectural constraints limit AI agents’ ability to 

reason about and modify complex software systems during automated 

technical-debt remediation? 

This research question aims to generate generalisable theoretical knowledge, which is a key 

requirement of the ADR methodology. AI agents are increasingly applied to automated 

technical debt remediation, promising faster bug fixes and improved maintainability. 

However, their effectiveness is constrained by both cognitive limitations (reasoning, 

abstraction, contextual understanding) and architectural limitations (model design, 

scalability, integration with complex systems). Without understanding these constraints, AI 
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agents risk producing superficial or incorrect fixes, undermining trust and adoption in real-

world software engineering. 

1.4  Research methodology 

This study adopts ADR as defined by Sein et al. (2011) and elaborated by Mullarkey and 

Hevner (2019). Unlike Design Science Research, which often separates the building of an 

artefact from its evaluation, ADR posits that the artefact acts as an intervention in a specific 

organisational context, and its design must evolve through interaction with that context. The 

selection of ADR as the guiding methodology for this research is underpinned by three 

foundational factors: the inherent context dependency of the technical intervention, the 

necessity of accounting for emergent usage patterns during the deployment phase, and the 

conceptualisation of the output as an ensemble artefact rather than a siloed software 

component. 

The first factor requiring an ADR approach is the deep context dependency of AI integration 

within an enterprise environment. Unlike generic software utilities, the efficacy of an AI 

agent is inseparably linked to the situatedness of its deployment. This includes the specific 

coding standards of the host organisation, the existing architectural constraints, and the 

overarching risk appetite of the leadership. Because the AI agent must operate within these 

unique parameters, a detached design process would likely result in an artefact that is 

technically functional but organisationally incompatible. By utilising ADR, the researcher 

can ensure that the design process remains sensitive to these environmental variables, 

allowing the agent to be calibrated against the specific cultural and technical nuances of the 

organisation in a way that traditional, laboratory-based development cannot achieve. 

The second justification concerns the phenomenon of arising usage, which characterises the 

interaction between human agents and LLMs. In professional settings, users frequently 

appropriate digital tools in unexpected ways that deviate from the designers’ original 

intentions. Within the context of this study, the performance of the AI agent is not static, but 

it differs based on the underlying LLM utilised and the specificities of prompt engineering. 

ADR facilitates a research cycle where these behaviours are observed. This allows for the 

iterative refinement of the logic, prompt architecture, and user interface, ensuring the tool 

evolves in response to the learnings from different cycles. This dynamic interplay ensures 
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that the research captures the co-evolution of the tool, rather than merely measuring a 

snapshot of initial performance. 

The adoption of ADR is driven by the conceptualisation of the final output as an ensemble 

artefact. In contemporary software engineering, and particularly within the domain of AI, 

the tool is rarely a standalone entity. Instead, the intervention consists of a complex network 

comprising the AI agent, the carefully selected LLMs, and the governance frameworks that 

dictate their use. An ADR methodology recognises that the value of the intervention lies not 

in the code itself, but in the synergy between these components and the organisational 

processes they support. By focusing on the ensemble rather than the isolated software, the 

research ensures that the resulting system is robust, ethical, and fit for purpose within the 

broader sociotechnical system of the organisation. This holistic view is essential for 

addressing the complexities of technical debt and ensuring that the introduction of AI does 

not inadvertently create new liabilities. 

1.5  Thesis structure 

The remainder of this thesis is structured to document the iterative design and evaluation of 

the AI remediation agent. Chapter 2 provides a literature review of technical debt 

management and the use of LLMs in software engineering. Chapter 3 details the ADR 

methodology, including the selection of the host organisations and the data collection 

protocols. Chapter 4 describes the design of the artefact, The Wizard, in different 

intervention cycles, and its structure. Chapter 5 describes the first intervention cycle. Chapter 

6 describes the second intervention cycle. Chapter 7 describes the third intervention cycle. 

Chapter 8 evaluates all the intervention cycles and gathers answers to RQs. Chapter 9 

summarises the research. Chapter 10 explains the limitations and validity of the research and 

lists things to be considered in later research. 
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2  Background and literature review 

This chapter establishes the theoretical and methodological framework of the thesis by 

synthesizing three primary literature streams: technical debt, ADR, and AI in software 

engineering. By combining these disciplines, the research creates a coherent foundation to 

investigate the use of AI in supporting technical debt remediation. The following sections 

detail the rationale for these selections and the systematic strategy employed to ensure a 

replicable and rigorous review process. 

2.1  Rationale for literature streams 

The selection of technical debt as the core problem domain is justified by its status as one of 

the most persistent and costly challenges in modern software engineering. Originally 

introduced by Cunningham (1992) as a metaphor for design compromises, the concept has 

evolved into a multidimensional research field covering code quality, architectural decay, 

and documentation issues. Technical debt affects nearly all software organisations, leading 

to increased maintenance costs and higher defect rates. Despite the development of 

automated static analysis tools, remediating debt still requires significant manual effort. 

Research has specifically called for more intelligent and context-aware tools to assist 

developers in these decisions, such as the adaptive tools proposed by Tornhill et al. (2025). 

Consequently, reviewing technical debt literature is essential for understanding the 

categories of debt and existing remediation methods. 

ADR serves as the methodological foundation for this study. ADR is a structured 

methodology designed for developing and evaluating artefacts within organisational settings 

by combining design science with action research. It is particularly suited for this research 

because technical debt remediation involves a complex interplay of developers, tools and 

organisational routines. ADR allows the researcher to intervene in authentic environments, 

ensuring ecological validity while focusing on the iterative development of an AI-enabled 

artefact. By following the ADR cycle of problem formulation, building, intervention and 

evaluation, this study can produce both a functional tool and conceptual insights into socio-

technical dynamics. In essence, ADR provides the "how" of the research process. 
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AI in software engineering represents the solution space and the technological frontier for 

this study. Recent advancements in AI-assisted development have transformed the software 

landscape with automated bug detection, natural-language processing and machine learning. 

Modern LLMs have shown unprecedented capabilities in generating and transforming code, 

making them highly relevant to technical debt challenges. While AI has been applied to tasks 

like defect prediction, its direct application to the automated or augmented remediation of 

technical debt remains limited. Identifying these gaps through a review of AI literature 

establishes the "what" of the research by highlighting potential technological approaches to 

automate time-consuming refactoring and documentation tasks. 

2.2  Data sources and search strategy 

To ensure the review is based on reliable, peer-reviewed literature, three primary data 

platforms were utilised: Primo (the Lappeenranta-Lahti University of Technology library), 

ScienceDirect, and IEEE Xplore. Primo serves as a comprehensive foundational gateway, 

providing access to paid journals and aggregating results from major databases like Scopus 

and the ACM Digital Library. ScienceDirect was selected for its high-quality journal 

literature, specifically for foundational technical debt studies published in Elsevier journals 

such as Information and Software Technology. Finally, IEEE Xplore provides access to 

innovative conference literature from venues like the International Conference on Technical 

Debt. This is particularly important for AI research, as new developments often appear in 

conference proceedings before being formalised in journals or peer-reviewed research 

papers. 

The search strategy was executed through an iterative development of search strings 

designed to capture the breadth of each domain. For the technical debt domain, keywords 

included "technical debt," "code smells," “remediation,” and "refactoring". The ADR 

methodology was targeted using terms like "action design research" and "action research". 

AI in software engineering was explored through strings such as "machine learning for code 

analysis," "AI-assisted refactoring," “AI agent,” and "large language models AND software 

engineering". These searches utilised Boolean operators, truncation, and phrase matching to 

ensure precision. 
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Rigorous inclusion and exclusion criteria were applied to maintain academic discipline. 

Included works were limited to peer-reviewed journal articles and conference proceedings 

published from 1992 onwards. Papers had to directly address technical debt, AI-supported 

development, or ADR, offering empirical or conceptual insights relevant to the research 

questions. The plan was to exclude non-peer-reviewed media such as blogs and whitepapers, 

studies lacking methodological clarity and duplicate versions of the same work. However, 

the use of AI in software development is growing and accelerating so quickly that official 

research papers cannot keep up with the pace. Therefore, it was important to find what was 

written of AI in different blogposts. 

2.3  Screening and documentation process 

The screening process was conducted in three distinct stages to narrow the corpus 

effectively. In Stage 1, several hundred results were screened by title and abstract to remove 

papers clearly outside the scope of technical debt, ADR, or AI. In Stage 2, the remaining 

papers underwent a full-text review to assess their methodological quality, relevance to the 

research question, and the robustness of their findings. Finally, Stage 3 involved backward 

and forward snowballing techniques, following the guidance of Wohlin (2014). This ensured 

that seminal works and newly published articles citing key studies were not overlooked. 
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3  Research methodology 

This chapter outlines the methodological foundation used to investigate how AI agents and 

LLMs can remediate technical debt in software systems. The approach is grounded in ADR, 

which provides a structured yet iterative way to design, implement, evaluate and theorise 

digital artefacts within real or realistic organisational contexts (Sein et al. 2011). The 

following sections justify the methodological decisions and describe how the study setting, 

data collection, analysis methods, and ethical considerations support a rigorous inquiry. 

3.1  The ADR framework 

ADR is a methodology that integrates action research, design science and organisational 

intervention into a unified framework. Defined by Sein et al. (2011), ADR enables 

researchers to simultaneously build an artefact, intervene in a real environment and derive 

prescriptive knowledge from emergent findings. Unlike traditional design science, which 

often evaluates artefacts ex post, ADR embeds evaluation into every iteration of the design 

process, allowing the artefact to co-evolve with the context in which it is deployed. 

ADR follows four key stages: 

1. Problem formulation: Identifying and articulating the practice-inspired research 

problem, incorporating organisational needs and theoretical grounding. 

2. Building, intervention, and evaluation: Constructing the artefact, deploying it within 

the organisational context and evaluating performance through iterative cycles. In 

this research, the main artefact is an AI remediation agent, The Wizard. 

3. Reflection and learning: Synthesising insights, reassessing assumptions, and 

adjusting the artefact or theoretical lens as needed. 

4. Formalisation of learning: Abstracting findings into generalisable design principles 

or theories that extend beyond the specific setting. 

In this study, ADR was chosen because automated technical debt remediation is a socio-

technical problem, where the artefact interacts with human developers, software processes 
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and evolving codebases. In the context of this study, the intervention is defined as the active 

integration of the automated agent, The Wizard, into the software maintenance loop. Rather 

than treating code refactoring as a purely manual task, the intervention injects a probabilistic 

generative agent into the local development workflow. Across each research cycle, the 

physical interventions follow a consistent sequence that operationalise the interaction 

between AI‑driven analysis and human oversight. The process begins with automated 

repository scans, where a local LLM examine the codebase to detect selected types of 

technical debt. This ensures that each cycle is grounded in a systematic manner. After 

identifying candidate issues, The Wizard runs all the LLMs to create patches which it then 

applies in isolated worktrees. This creates a controlled environment that preserves the 

integrity of the main branch while enabling precise tracking of each intervention. The 

modified worktrees are subjected to automated validation routines, including compilation, 

parsing, and test execution, to confirm that the patch maintains functional correctness. These 

checks provide an objective safeguard against regressions or syntactic inconsistencies. 

Finally, there is a human‑in‑the‑loop review, to assess the qualitative value, severity, and 

potential impact of the proposed changes. This interpretive step mirrors the judgement of a 

senior engineer, ensuring that the evaluation extends beyond mechanical correctness to 

encompass maintainability, design coherence, and practical relevance. The iterative nature 

of ADR supports the continuous refinement of The Wizard, incorporating feedback from 

real-world scenarios. This supports the central research objective: to design an AI-based 

remediation system capable of reasoning effectively about technical debt while managing 

cognitive and architectural constraints inherent in LLM-based agents. 

3.2  BIE cycles and research questions 

The core of this research is executed through iterative BIE cycles. Each cycle is designed to 

help creating answers to research questions and to refine the artefact based on empirical data. 

Cycle 1: Baseline effectiveness 

This cycle provides the primary empirical basis for RQ1, showing that current AI-based 

agents can support detection and partial remediation generation but are not yet effective in 

achieving reliable, correct end-to-end maintenance outcomes. The first cycle focuses on 

establishing the baseline feasibility of autonomous AI-based technical debt remediation. An 
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initial version of The Wizard will be developed before cycle 1, integrating debt 

identification, remediation generation, patch application, and validation within a single 

pipeline. The system is applied to a selected repository using multiple LLMs. The cycle 

delivers a functioning end-to-end evaluation pipeline and empirical data on detection and 

remediation behaviour. Evaluation and pipeline results are analysed to collect requirements 

for The Wizard. 

Cycle 2: Influence of debt characteristics  

This cycle directly addresses RQ2 by demonstrating how technical debt characteristics 

influence AI remediation performance, and RQ3 by analysing how model capabilities and 

configurations affect efficiency and resource usage. The second cycle extends The Wizard 

to incorporate structured representations of technical debt characteristics, including 

complexity, scope, context requirements, and artefact type. The Wizard collects feedback 

from multiple debt types and LLMs under controlled experimental conditions. The cycle 

delivers enriched datasets linking debt characteristics to remediation outcomes and 

quantitative measures of performance, cost, and execution efficiency. 

Cycle 3: Limitations and improvements 

This cycle addresses RQ4 by identifying the cognitive and architectural constraints that limit 

The Wizard’s ability to perform complex software maintenance tasks. It also refines the 

conclusions of RQ1-RQ3, if the results from the runs require changes to initial answers. The 

third cycle focuses on identifying and addressing the limitations of AI-based remediation 

systems. The Wizard is refined through improvements such as enhanced prompting, retry 

mechanisms, and detailed artefact logging. The intervention involves re-running 

experiments to analyse failure modes in greater depth. The cycle delivers a refined artefact 

with improved observability and robustness, and a systematic classification of failure modes 

associated with remediation attempts. 

Together, the three cycles demonstrate a progression from feasibility assessment to 

explanatory understanding. The research hypothesis is that LLMs can assist in identifying 

technical debt, but debt characteristics influence and fundamental limitations in reasoning 

and system integration constrain their remediation capabilities. 
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3.3  The research setting and data 

ADR requires an organisational context in which the artefact can be iteratively developed 

and evaluated. In this study, the research setting consists of open-source software 

repositories, which serve as proxies for real organisational environments. Open-source 

projects are suitable for ADR because they exhibit characteristics analogous to industry 

systems: diverse contributors, evolving requirements, architectural decay, and accumulated 

technical debt, including code smells, dependency issues, and testing deficiencies (Li et al. 

2015). Using open-source repositories enables the researcher to conduct iterative BIE cycles 

without interfering with proprietary development processes while still engaging with 

authentic software artefacts. 

Repositories such as those hosted on GitHub or GitLab provide rich sources of data: version 

histories, commit messages, issue trackers, architecture diagrams, and test suites. These 

components allow the AI artefact to operate within a realistic sociotechnical ecosystem, 

mirroring how it would be embedded in organisational workflows such as pull requests, 

continuous integration / continuous delivery (CI/CD) pipelines, or automated scanning 

processes. Each ADR cycle involves selecting an appropriate repository and extracting 

technical debt candidates. The AI agent then attempts to remediate these issues, generating 

patches and explanations that are evaluated against objective and subjective criteria. The use 

of open-source settings also supports reproducibility and transparency which are core values 

in design-oriented research. This ensures that the artefact is exposed to heterogeneous coding 

styles, architectures, and maintenance practices. 

The physical context of this ADR study will be structured around different software projects 

that together balance experimental safety with industrial realism. In the early stages, the 

research will use various locally cloned repositories. Once The Wizard is mature enough for 

BIE cycle 1, the research will use a dedicated locally cloned repository of Localstack 

(Localstack 2026) for the results. Localstack is a complex open-source cloud service 

emulator composed primarily of Python and Shell components. The final cycle will, 

however, use a different repository. This will be a private company owned repository with 

Python files offering operationally authentic setting in which to evaluate the matured 

intervention pipeline. This enables the assessment of how effectively The Wizard navigates 

real organisational code structures, adheres to strict correctness requirements, and integrates 
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with production grade validation loops. Together, these two major repositories provide a 

balanced foundation for iterative development, rigorous evaluation, and credible 

demonstration of the system’s practical applicability. 

3.4  Data collection and analysis methods 

Data collection in ADR is embedded within the BIE cycles. As the AI agent attempts to 

remediate technical debt, each interaction generates artefacts such as suggested patches, 

reasoning traces, validation outcomes, error logs, and developer feedback, if available. These 

artefacts form the empirical basis for the evaluation. It is important to note that the human 

and organisational dimension of this ADR study is bounded with the researcher operating as 

the primary developer and system validator in the loop. Table 1 summarises the focus, 

evaluation metrics, and analytical approaches applied across the three BIE cycles, illustrating 

the progression from feasibility assessment to performance analysis and, finally, to the 

identification and partial mitigation of AI limitations. This ensures that as the enquiry moves 

from baseline effectiveness (cycle 1) to complex architectural reasoning (cycle 3), the 

evaluation criteria evolve to capture the relevant sociotechnical dynamics. 

 

Table 1: Evaluation Framework per BIE cycle 

BIE 

cycle 

Key focus and 

intervention context 

Quantitative metrics Qualitative & interpretive 

methods 

Cycle 1: 

(RQ1) 

Establish feasibility of 

AI-based technical 

debt identification and 

initial remediation 

capability 

Fix creation rate, patch 

applied rate, effective 

fix rate, empty response 

rate 

Comparative model analysis, 

baseline performance 

interpretation, identification 

of pipeline bottlenecks 

Cycle 2: 

(RQ2 + 

RQ3) 

Analyse how technical 

debt characteristics 

influence remediation 

performance 

Effective fix rate by 

debt type, complexity, 

scope, artefact; quality 

scores; failure rates 

Cross-dimensional analysis, 

pattern identification, 

sensitivity analysis across 

debt characteristics 

Cycle 3: 

(RQ4) 

Identify and explain 

limitations of AI-based 

remediation and 

Model-level averages 

(quality, creation, 

deployment, effective 

fix), failure mode 

Failure mode analysis, 

pipeline decomposition, 

causal interpretation of 
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improve system 

performance 

distribution, cost and 

duration metrics 

limitations, evaluation of 

design interventions 

 

Data analysis is performed iteratively after each BIE cycle. Descriptive statistics help 

evaluate quantitative performance trends, while thematic coding of qualitative data supports 

interpretation of cognitive and architectural limitations observed during remediation 

attempts. Triangulation across multiple repositories enhances robustness and 

generalisability. 

3.5  Ethical considerations 

The ethical framework of this study evolved alongside the BIE cycles, transitioning from a 

focus on open-source community standards to the protection of corporate intellectual 

property. While the initial stages of the research utilised open-source software, Cycle 3 

introduced private company-owned data from a private repository to ensure the 

intervention’s industrial realism. This transition necessitated a dual-layered ethical approach 

to balance academic transparency with commercial confidentiality. For the open-source 

components in cycles 1 and 2, the study respected the licensing conditions of each repository, 

utilising only those with permissive licences such as MIT or Apache 2.0 to ensure 

compliance with modification and analysis guidelines. To prevent disruption to ongoing 

community workflows, all AI-generated patches were applied and validated within local 

cloned environments rather than being submitted to public upstream branches. 

For the proprietary component in cycle 3, a significant methodological trade-off concerned 

the reproducibility of the results. Due to the sensitive nature of the private codebase and the 

non-disclosure agreements governing the environment, the raw source code, specific 

remediation logs, and identifiable architectural patterns cannot be made public. To uphold 

the ethical requirement for honesty and transparency regarding methodological limitations, 

findings from this cycle are reported exclusively in an aggregated and anonymised format. 

This research presents performance metrics, such as effective fix rates and failure mode 

distributions, as statistical summaries not to expose specific business logic or security 

vulnerabilities of the participating organisation. This approach adheres to the ethical conduct 

of ADR by ensuring that the intervention provides rigorous scientific value without 
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compromising the security or legal standing of the host organisation. Finally, the study 

applies responsible AI principles to the evaluation process, ensuring that the researcher’s 

reflexivity prevents the misrepresentation of AI capabilities or the introduction of biased 

outcomes into the organisational system. 
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4  Creating The Wizard  

This chapter describes how the initial version of The Wizard was constructed. It starts with 

the selection process of the ecosystem and continues describing the structure of The Wizard. 

4.1  Selecting the ecosystem and creating The Wizard 

The landscape of software development in 2026 has transitioned from simple code 

completion to fully integrated AI ecosystems, where LLMs are incorporated as embedded 

infrastructure. These environments no longer just suggest snippets, but they act as agentic 

partners capable of managing entire lifecycles from interpreting an issue to deploying a 

verified pull request. Public documentation indicates that developers now encounter AI 

across repository platforms, integrated development environments (IDEs), cloud consoles 

and terminals, and that model access is mediated through curated model catalogues, external 

key integrations and centrally administered gateways. The primary user group targeted by 

each ecosystem aligns with its historical strengths: repository platforms aim for broad 

adoption and collaboration, IDE vendors target professional editing workflows, cloud 

providers target operational and infrastructure tasks, and code intelligence platforms target 

comprehension at scale. This research started with the simplest choice, Codex/Copilot 

(Codex 2026), developing the code of The Wizard, and moved to use another ecosystem, 

when the ecosystem capabilities had reached its limits or the work was some other way 

blocked. The rule of thumb was to use services that were free of any charge. Differences 

between ecosystems are increasingly defined less by whether AI is offered and more by 

governance, integration depth and how model choice is operationalised across developer 

workflows. 

4.2  Microsoft 

First experiments to find the most suitable ecosystem for this work were done using 

Codex/Copilot. The synergy between these two systems allowed for a hierarchical approach 

to code production. While Copilot ensured the micro-validity of syntax and local logic as 
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the code was typed, Codex agent provided structural coherence across distributed systems. 

A critical distinction in this combo was the method of verification. GitHub Copilot operates 

under a human-in-the-loop model, where the developer is the primary validator of every 

suggestion. In contrast, the 2026 Codex Agentic framework employs an Autonomous-

Verification-Loop. It does not just suggest code, but it attempts to compile the code, runs the 

existing test suite and uses self-correction logic to resolve any regressions before presenting 

a finalised pull request. This dual-layer approach with real-time assistance via Copilot and 

batch-processing via Codex effectively reduces the cognitive load on software engineers, 

shifting their role from code writers to code reviewers and architects. 

However, development of the software artefact for the set research questions already hit 

premium request cap of Codex/Copilot. The limit is typically 300–1.500 requests per month 

depending on the tier. When these limits were reached, the system defaulted to slower 

models with higher latency and reduced reasoning capabilities. This created a productivity 

cliff where the development efficiency was directly tied to their remaining monthly token 

quota. Initially Codex/Copilot was used to create the software artefact, but the limitations of 

the use of AI tools and the availability of different LLMs triggered the search of another 

combo or ecosystem. 
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Developing the alpha in Python started 

with Codex/Copilot. Everything, 

including the code and results, was 

stored locally without any version 

control. C4 context diagram on the right 

shows the initial software architecture of 

The Wizard with runtime environment 

and local folders to store the code to, 

read configurations from and to store the 

results to. 

Codex/Copilot worked fine in the initial 

development of The Wizard, but 

limitations of additional LLMs 

requested to find a new ecosystem. The 

development and research were 

continued in Google ecosystem. 
 

Figure 1: C4 Context diagram v1 of The Wizard 

 

4.3  Google 

Google unified its developer offerings under a singular intelligence brand: Gemini (Gemini 

n.d.). Unlike other ecosystems that focus primarily on the IDE, Google’s strength lies in its 

Full-Stack Context. This ecosystem links the code in the editor directly to the live data in 

BigQuery and the infrastructure managed in the Google Cloud Console. While Code Assist 

handles the writing, Vertex AI handles the intelligence of the applications being built. 

Google offers agent development kit that integrates directly with existing CI/CD pipelines, 

allowing developers to deploy autonomous agents that can browse the web, interact with 

internal databases and execute code in secure sandboxes. Gemini command line interface 

(CLI) brings the power of the Gemini models directly into the developer’s terminal. It can 

explain complex shell errors, suggest one-liner commands for cloud resource management, 

and even write complex automation scripts in Bash or Python based on the history of 

commands the developer had recently executed. Developers have a choice of different LLMs 
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that can be accessed directly, through managed application programming interfaces (APIs) 

or have self-deployed models. 

The study set out to evaluate how 

different LLMs perform in detecting 

code decay and carrying out automated 

remediation within Vertex AI. While 

Google’s native Gemini models 

operated reliably, the shift to third‑party 

providers through the model garden 

introduced instability. Non‑native 

models frequently suffered from request 

timeouts, particularly during 

long‑running or batch remediation tasks 

where large context payloads strained 

cross‑provider proxy layers. This 

latency suggested that time‑critical, 

agent‑driven workflows may require 

local inference or higher‑priority 

throughput tiers to avoid bottlenecks. 

 

Figure 2: C4 Context diagram v2 of The Wizard 

 

A further complication arose from the fragmented structure of the Google cloud 

environment. Third‑party models were distributed across multiple regions and API versions, 

forcing the research to manually identify the correct domain–model pairing. An example of 

this was switching between us‑central1 and europe‑west4 to locate specific Llama or Claude 

variants. The absence of a unified global namespace undermined the goal of building 

model‑agnostic tooling, as implementations had to be adapted to each provider’s regional 

and protocol constraints. Quota management added another layer of friction. GenAI limits, 

governed by requests per minute and tokens per minute, varied unpredictably across models. 

Even modest workloads triggered multiple errors, diverting attention from remediation tasks 

to infrastructure management. This gap between theoretical on‑demand AI and practical 

capacity restrictions remained a significant operational challenge and guided the ecosystem 

search towards one with several local models. 
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4.4  Ollama 

Ollama (Ollama 2026) is an open-source framework designed to localise the execution of 

LLMs, treating them as manageable dependencies rather than remote cloud services. By 

leveraging a CLI-first architecture and the llama.cpp library, it enables developers to pull 

and run models such as Llama3, Phi4 and Mistral directly on the local hardware. The primary 

advantage of Ollama is it eliminating the per-token latency and recurring costs associated 

with cloud APIs. Once the hardware is acquired, the marginal cost of a request is effectively 

zero. Its support for advanced quantisation allows relatively complex models to run 

efficiently on consumer-grade graphics processing units (GPUs) with minimal performance 

degradation. 

The Ollama ecosystem can face hardware bottlenecks. High-parameter models, like the ones 

having 70B+ parameters, require substantial video random access memory, often exceeding 

the capacity of standard consumer laptops. Unlike cloud-native models like Gemini, Ollama 

is generally restricted to a smaller context window and lacks the frontier reasoning 

capabilities of massive, multi-trillion parameter models. 
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Additionally, managing local inference 

can require greater technical expertise in 

system resource allocation and GPU 

driver maintenance. However, Ollama 

ecosystem offered a vast choice of 

LLMs that could be run locally without 

any token costs, which was extremely 

important when prototyping The Wizard 

with different models. Available 

hardware was good enough to run 

several Ollama models with 6-core 

AMD CPU, 48 GB RAM and RTX 5060 

Ti 16 GB graphics card. Ollama 

ecosystem was chosen as platform to 

run The Wizard. Development 

continued with Visual Studio Code 

supported by GPT-5.3-Codex and at this 

stage the code was stored in a GitHub 

repository. 

 

Figure 3: C4 Context diagram v3 of The Wizard 

 

In software engineering, deploying unverified, probabilistic AI agents directly into live 

enterprise production environments or across large engineering teams poses severe 

sociotechnical risks. These include codebase regression, developer fatigue from reviewing 

malformed patches, and potential security vulnerabilities. To mitigate these risks, this study 

adopted a sandboxed, researcher-in-the-loop ADR approach. The researcher would run 

interventions locally but using authentic enterprise-grade environments: an open-source 

repository Localstack and a private corporate codebase. 

4.5  Structure of The Wizard 

The project consists of four sections. On the root of the project are instructions, configuration 

files and token costs. The Wizard and all the code related to it are under the 

llm_debt_benchmark folder. Results has its own folder, as well as tests. The hierarchy is 

visualised in the following diagram. 
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Figure 4: Folder structure of The Wizard 
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The Wizard consists of several components which are visualised in Figure 5. 

 

 

Figure 5: C4 Container diagram of The Wizard 

 

At the heart of the system stands the CLI / Wizard Orchestrator, the conductor guiding every 

stage of the workflow. It leads the user through an interactive sequence, gathering context 

and shaping decisions as the process unfolds. Once the groundwork is set, the orchestrator 

drives the analysis and remediation phases, ensuring each step is executed with precision. 

Finally, it activates the ranking and reporting mechanisms, transforming raw results into 

structured insight. In this way, the orchestrator becomes both navigator and engine, 

coordinating the entire journey from input to outcome. 

The Configuration Loader serves as the system’s foundation, pulling together every essential 

setting before any analysis begins. It reads and interprets configuration files to assemble 

scanner parameters, model definitions, remediation rules, and evaluation criteria. By 

ensuring that each component starts with the correct instructions, it provides the stable 

groundwork on which the entire workflow depends. 
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The Debt Finder Engine drives the discovery phase of the workflow, acting as a focused 

scanner and analysis pipeline for source repositories. It traverses the codebase with 

precision, applying extension, size, and ignore rules to determine which files warrant 

inspection. Each selected file is then split into manageable line-range chunks designed to fit 

within LLM context limits. Over these chunks, the engine runs targeted prompts against 

local language models, gathering and interpreting their outputs. From this stream of findings, 

it extracts, ranks, and consolidates the most significant issues. The result is a structured set 

of technical debt records with clear, prioritised signals distilled from the raw complexity of 

the repository. 

The Remediation Engine transforms identified issues into actionable improvements. It 

constructs tailored remediation prompts and sends them to every configured local LLM, 

gathering a spectrum of proposed fixes. From these responses, it generates precise patches 

for selected findings and applies them within an isolated worktree to keep the original 

codebase untouched. Once changes are in place, the engine runs validation checks to ensure 

each fix is sound. Through this cycle of prompting, patching, and verifying, the Remediation 

Engine turns technical debt into resolved, reliable code. 

The Evaluation and Ranking Engine delivers the final judgment on each remediation run. 

After patches are applied, it performs objective checks to measure the effectiveness of every 

fix. This includes parsing, compiling, testing, and linting when available. From these results 

it computes remediation scores, aggregates model-level metrics, and produces indicators 

such as adherence, quality, duration, and cost when relevant. With these metrics in hand, the 

engine ranks all participating models and generates a clear summary of the run, including a 

structured CSV of the final standings. Through this process, it transforms raw validation data 

into meaningful, comparative insight. 

The Storage and Artefact Writer preserves the full record of each analysis and remediation 

cycle. It captures technical debt findings, logs every remediation run, and stores model-

ranking results, ensuring that all outcomes remain traceable and reviewable. Alongside these 

core artefacts, it writes debug logs and generated remediation files to CSV and text formats. 

Through this structured output, the system maintains a durable history of insights, actions, 

and performance. The workflow is visualised in Figure 6. 
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Figure 6: Workflow of The Wizard 
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5  BIE cycle 1: Baseline effectiveness (RQ1) 

The first BIE cycle focused on establishing the baseline feasibility of autonomous AI-based 

software maintenance agent, The Wizard, in the context of technical debt remediation. As 

the initial step within the ADR process, this cycle sought to determine whether current LLMs 

can meaningfully contribute to the end-to-end process of identifying and resolving technical 

debt in real-world software systems. 

The objective of this cycle was not to optimise performance, but to assess whether the 

fundamental capabilities required for autonomous remediation were present. The problem 

formulation was guided by RQ1: 

How effectively can autonomous AI-based software maintenance agents 

identify and remediate technical debt while preserving functional 

correctness? 

Technical debt is an established concept in software engineering, referring to suboptimal 

design decisions, code quality issues and incomplete implementations that degrade system 

maintainability over time. As software systems evolve, technical debt accumulates in various 

forms, including code-level issues, design inconsistencies and architectural shortcomings. 

Recent advances in LLMs have demonstrated strong capabilities in code generation, 

summarisation and analysis. These developments suggest that AI-based agents could 

potentially automate aspects of software maintenance, including the detection and 

remediation of technical debt. Such automation promises to reduce developer workload and 

improve software quality. However, the application of LLMs in this domain introduces 

significant challenges. Unlike isolated code generation tasks, technical debt remediation 

requires accurate identification of relevant issues, generation of contextually appropriate 

fixes, integration of those fixes into an existing codebase, and preservation of functional 

correctness. 

The combination of these requirements makes technical debt remediation a complex, multi-

stage problem, where success depends on the interaction between reasoning, code generation 

and system-level constraints. 

The central problem addressed in cycle 1 can be formulated as follows: 
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Can autonomous AI-based agents successfully perform end-to-end technical 

debt remediation, encompassing detection, fix generation, patch application, 

and validation, within a realistic software environment? 

The overarching research problem is deconstructed into three interrelated sub-problems: the 

identification of technical debt, the generation of remediation, and the preservation of 

functional correctness. Identification necessitates a sophisticated semantic understanding, 

enabling the AI agent to detect debt within a codebase and differentiate between strategic 

shortcuts and genuine liabilities. Remediation follows, requiring the synthesis of valid code 

modifications that resolve identified issues. However, the preservation of functional 

correctness remains the most critical sub-problem. It dictates whether generated 

modifications are applicable and free from regressions. Since a system producing incorrect 

fixes may exacerbate the original problem and increase the interest on technical debt, this 

stage serves as the vital gatekeeper for practical deployment. 

Current literature regarding LLMs lacks empirical depth concerning their performance 

within comprehensive, end-to-end maintenance workflows. Most studies focus on isolated 

tasks, such as code completion or discrete bug fixing, without addressing the full lifecycle 

of debt remediation. Consequently, significant gaps exist regarding integrated evaluation 

pipelines, the applicability of fixes to complex, real-world codebases, and the preservation 

of correctness in automated scenarios. Addressing these limitations requires a systematic 

approach that combines artefact development with empirical evaluation in realistic 

organisational settings, ensuring that the intervention is grounded in the practicalities of 

software engineering. 

In response to these imperfections, The Wizard was designed with four primary objectives 

to ensure a robust assessment of AI capabilities. The first objective was end-to-end 

integration, supporting the full pipeline from initial detection through to final validation. 

This holistic approach ensures the system reflects a complete maintenance lifecycle rather 

than fragmented tasks. Secondly, a model-agnostic evaluation framework was adopted to 

facilitate comparative analysis between various LLMs under standardised conditions. This 

ensures that findings are representative of generative technology rather than model-specific 

peculiarities. Thirdly, the system was engineered for structured output generation, creating 

datasets that capture both qualitative findings and quantitative remediation outcomes for 

rigorous analysis. Finally, automated validation was implemented to test the applicability 
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and correctness of generated fixes through systematic checks. These objectives collectively 

ensure that The Wizard provides a comprehensive platform for evaluating AI-mediated 

remediation, prioritising engineering rigour and functional integrity within the host system. 

5.1  Selecting LLMs for comparison 

Selecting LLMs for comparison was a three-staged process. First stage was to select the 

vendors from Ollama catalogue. Second stage was to select the best LLM candidate from 

each vendor. Third stage was to select the best candidate to scan findings for a particular 

debt type. Ollama has a selection of different LLM vendors to select from. Ollama does not 

however have the latest models that could be run locally, but the gap between accessing an 

updated LLM through an API or running it locally was getting shorter while this research 

was in progress. At a point, this research did not update local LLMs but run the experiments 

to the end with a dedicated set of LLMs, even if there were updated LLMs available. 

The first stage started with the following vendors, see Table 2. The plan was to select LLMs 

from well-recognised vendors and select one from each by their technical performance. 

Some unfamiliar vendor models could perform as well, or even better, as these ones. Purpose 

and description of each LLM is taken from Ollama (2026) and from a particular vendor site. 

 

Table 2: LLM candidates 

Vendor Model Purpose Description 

Alibaba qwen3-

coder:30b 

High-speed 

coding 

Alibaba’s flagship coding model. It has massive 

multilingual support and is currently one of the top 

performers on coding benchmarks. Best for: 

Writing entire boilerplate projects or refactoring 

large functions. (Alibaba 2025) 

Alibaba qwen3.5:4b/9b High-speed 

coding 

An ultra-optimized, newer iteration. It’s incredibly 

fast and punchy. Best for: Real-time IDE 

autocomplete (like Copilot) where low latency is 

critical. (Alibaba 2026) 

BigCode starcoder2:15b Specialised Created by the BigCode project. It is trained on 

strictly "permissively licensed" code. Best for: 

Corporate environments with strict 

legal/compliance requirements regarding training 

data. (BigCode 2024) 

DeepSeek deepseek-

r1:32b 

Reasoning A powerful distilled model. It excels at complex 

architectural decisions and deep debugging. Best 

for: Solving “why is this happening?" problems. It 
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is the gold standard for mid-sized open reasoning 

models. (DeepSeek-AI 2026) 

DeepSeek deepseek-r1:8b Reasoning A lightweight version of the above. It provides 

high-level logic but may struggle with very long, 

multi-file codebases. Best for: Local, fast logic 

checking and unit test generation. (DeepSeek-AI 

2026) 

DeepSeek deepseek-

coder-v2:16b 

Specialised A Mixture-of-Experts model that supports 

hundreds of programming languages. Best for: 

Niche languages (like Haskell, Rust, or Fortran) 

that smaller models often ignore. (DeepSeek-AI 

2024) 

Google gemma4:e4b General-

purpose 

The "Mixture-of-Experts" version. It has 26B total 

parameters but only uses 4B at a time, making it 

lightning-fast. Best for: High-performance local 

chat assistants. (Google 2025) 

Google gemma4:26b General-

purpose 

Google’s latest open-weight powerhouse. It is 

multimodal, meaning it can "see" your UI 

screenshots to help write CSS/Frontend code. Best 

for: Full-stack development and UI/UX 

implementation. (Google 2025) 

Meta codellama:34b General-

purpose 

The "old reliable." While newer models are faster, 

this remains very stable for standard Python/C++ 

tasks. Best for: Environments where you need a 

proven, predictable model. (Meta 2024a) 

Meta llama3.2:3b General-

purpose 

Meta’s small-footprint model. Best for: Basic 

scripting, documentation writing, and simple 

Python fixes on mobile or low-power devices. 

(Meta 2024b) 

Microsoft phi4:14b Reasoning The non-reasoning version. It’s faster and more 

direct. Best for: General coding assistance where 

you don't need a "chain of thought" output. 

(Microsoft 2025) 

Microsoft phi4-

reasoning:14b 

Reasoning Microsoft’s latest reasoning model. It’s highly 

optimized for concise, logical steps. Best for: 

Mathematical algorithms and complex conditional 

logic. It’s "smarter" than its size suggests. 

(Microsoft 2025) 

Mistral codestral:22b High-speed 

coding 

Mistral’s dedicated code model. It’s famous for its 

"Fill-in-the-Middle" (FIM) capability. Best for: 

Autocomplete and finishing a function you’ve 

already started. (Mistral-AI 2024) 

Mistral devstral-small-

2:24b 

High-speed 

coding 

A specialized Mistral model designed specifically 

for coding agents (like Devin or OpenHands). It’s 

tuned to use terminal tools and edit multiple files. 

Best for: Running in an autonomous coding 

assistant. (Mistral-AI 2025) 

 

The second stage had common configurations for all the model candidates to compare and 

benchmark them. A YAML file contained configuration for LLMs to use. A Python file 

contained definitions of different types of technical debt and prompts for LLMs to use while 
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scanning a repository. Each LLM used the same instructions, prompts, and configuration to 

make a difference on their capabilities. In later BIE cycles LLMs used the same setting in 

debt finding and in remediation unless otherwise noted. 

LLMs used the following configuration: 

• temperature: 0.2; Temperature controls randomness in model outputs. Low values 

yield deterministic, structured and schema‑consistent responses, essential for tasks 

such as JSON‑based debt reporting. Higher values increase variability but risk 

inconsistency. For technical‑debt detection and remediation, low temperatures 

enhance reproducibility, while higher settings suit exploratory analysis or alternative 

solution generation. 

• top_p: 0.9; The top-p parameter (nucleus sampling) restricts token selection to a 

cumulative probability mass, shaping output diversity. Lower values yield focused, 

deterministic responses; higher values increase variation but risk inconsistency. For 

technical tasks, 0,7-0,9 offers balanced stability, with lower settings used when 

maximum determinism is required. 

• num_predict: 1000; The num_predict parameter caps the model’s output length, 

shaping both detail and execution time. Lower values improve speed and reduce load, 

whereas higher values support longer explanations but increase latency. Typical 

ranges are 128-256 tokens for detection tasks and 256-512 for code‑focused 

remediation. 

• num_ctx: 16384; The num_ctx parameter specifies the model’s maximum token 

window, determining how much code or dialogue can be processed simultaneously. 

Larger windows improve cross‑file and long‑range reasoning but increase memory 

use and latency, whereas smaller ones enhance performance. Typical values are 4k–

8k tokens on CPUs and 16k or more on GPU‑equipped systems. 

• max_files: 120; The max_files parameter controls the number of files analysed per 

run, shaping both coverage and computational cost. Higher values broaden 

inspection but increase runtime and noise; lower values improve speed but risk 

missing issues. Typical ranges are 5-15 files on CPUs and 30-100 on more capable 

hardware. 
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• max_file_bytes: 60000; The max_file_bytes parameter constrains the size of files 

eligible for analysis, preventing large, low‑value artefacts from overwhelming 

context windows or inflating inference time. While overly restrictive limits may 

exclude significant source files, typical ranges span 10-30 KB on CPUs and 50-

100 KB on more capable hardware. 

• chunk_max_lines: 120; The chunk_max_lines parameter governs the trade‑off between 

contextual breadth and computational efficiency. Larger chunks enhance structural 

and cross‑functional analysis but increase memory use and latency, whereas smaller 

chunks improve responsiveness but risk fragmenting logic. Typical ranges span 40-

100 lines on CPUs and 120-200 on GPU‑equipped systems. 

 

Definitions of debt: 

"Code Debt": "Code-level issues that increase maintenance cost (code smells, 
duplication, complexity, risky patterns, poor error handling).", 
"Test Debt": "Missing/insufficient tests, flaky tests, poor coverage around risky 
logic. Test Debt includes weaknesses in the automated test suite such as inadequate 
assertions, missing edge cases, poor isolation, reliance on global state, brittle 
fixtures, high coupling to implementation details, slow tests without clear 
selection/markers, unclear naming, duplication, excessive integration testing where 
unit tests are appropriate, and patterns that reduce confidence or maintainability. 
Return between 1 and N findings whenever the snippet provides any reasonable 
evidence of test debt. Use severity 1 and confidence 0.3–0.5 for conservative 
findings. Return an empty findings list only if there is genuinely no evidence in 
the snippet. When evidence is insufficient, provide conservative findings grounded 
in the shown test code, not speculation.", 
"Design Debt": "Poor API/UX design, inconsistent patterns, unclear naming, leaky 
abstractions.", 

 

LLMs used the following prompt: 

system = ( 
"You are a senior software engineer specialising in code review and technical debt 
discovery. " 
"Return ONLY valid JSON. No markdown. No explanations outside JSON. Do not wrap in 
```json fences." 
"Only report findings that are directly evidenced by the provided snippet. Do not 
claim that tests are missing for other files unless those files are shown in the 
snippet." 
"Return at most N findings." 
"Subject is max 8 words." 
"Description is max 2 sentences." 
"Potential_impact is max 1 sentence." 
"Include remediation_summary as a concise proposed fix in max 2 sentences. Do not 
write code. Keep it under 30 words." 
"If you include evidence, it must be ≤ 120 characters and must be a single line." 
"Set evidence to an empty string \"\" if you cannot quote a short snippet." 
) 
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Alibaba 

Three models from Alibaba were deployed to analyse a local repository for instances of code 

debt and security vulnerabilities. The results indicated a significant disparity in model 

stability. Qwen3-coder:30b successfully completed the screening process, but both 

qwen3.5:4b and qwen3.5:9b encountered critical parse failures. These failures occurred 

because the models were unable to follow to the required structured output format 

(CSV/JSON), instead producing malformed strings or inconsistent delimiters that prevented 

downstream data ingestion. This suggest that despite their more recent versioning, the 3.5-

series small and medium models lacked the instructional following capabilities required for 

automated pipeline integration in this specific context. The qwen3-coder model 

demonstrated a high degree of precision in identifying high-risk security vulnerabilities. It 

highlighted the use of exec() without sandboxing in and flagged hardcoded API tokens in 

legacy scripts. Beyond simple syntax errors, the model's ability to identify design debt 

demonstrated an advanced capacity for architectural reasoning. Qwen3-coder:30b was 

selected for further analysis. 

BigCode 

Starcoder2:15b model was selected to compare it against well-known model vendors that 

already have a solid business foundation. Based on a comparative analysis with alternative 

models it was decided that starcoder be excluded from the remediation pipeline. This 

decision was grounded in the model's tendency towards metric inflation, superficiality in 

diagnostics and a lack of actionable remediation guidance. Starcoder assigned a maximum 

severity of 5,0 to relatively trivial issues, such as a function exceeding 100 lines or having 

five parameters. The qualitative utility of starcoder's output was compromised by two 

primary factors: tautological reporting and superficiality. This lack of descriptive depth 

suggested that the model was performing simple pattern matching rather than a semantic 

evaluation of the code's intent or impact. Starcoder2:15b was not selected for further 

analysis. 

DeepSeek 

Three models from DeepSeek were deployed to analyse a local repository for instances of 

code debt and security vulnerabilities. A quantitative assessment of the outputs revealed a 
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significant disparity in the volume and scope of the identified issues. Deepseek-coder-v2:16b 

identified a total of 30 distinct instances of code debt, whereas deepseek-r1:32b identified 

20. The third model, deepseek-r1:8b, was also included in the initial testing phase but was 

excluded from the analysis due to persistent parsing failures, indicating a lack of robustness 

for this specific automated screening task. Deepseek-coder-v2 categorised its findings into 

four distinct domains providing a more holistic view of the codebase: code smells, security, 

configuration and documentation. In contrast, deepseek-r1 focused exclusively on two areas: 

security and code smells. While deepseek-r1 showed a higher sensitivity to security-specific 

vulnerabilities, it failed to identify peripheral yet critical debt types such as hardcoded 

configurations and missing API documentation. The most striking difference between the 

two models lies in their computational efficiency. The data indicated that deepseek-coder-

v2 processed the repository in 90 minutes, while deepseek-r1 needed 26 hours. Deepseek-

coder-v2 was selected for further analysis. 

Google 

Three models from Google were deployed to analyse a local repository for instances of code 

debt and security vulnerabilities. A primary differentiator across the three generations was 

the computational efficiency and throughput of the models. The legacy gemma3 architecture 

demonstrated significantly higher latency compared to the gemma4 iterations. Analysis of 

the repository with gemma3:27b took 8 hours, while gemma4:e4b needed 37 minutes. The 

models exhibited diverging priorities regarding the types of debt identified. While gemma3 

introduced categories like documentation debt, the gemma4 models provided more 

consistent coverage of structural and security issues. The gemma4:e4b model reported the 

highest mean severity (4,27) and the highest average complexity level (2,13). This indicated 

that while gemma3:27b and gemma4:26b focused on simpler or mid-tier issues, 

gemma4:e4b targeted problems that were structurally complex and more critical to the 

system's integrity. The gemma4:e4b variant offered the best balance of speed, high-severity 

detection and architectural insight, making it the optimal choice for the subsequent code 

remediation tasks. Gemma4:e4b was selected for further analysis. 

Meta 

Two models from Meta were deployed to analyse a local repository for instances of code 

debt and security vulnerabilities. The screening data revealed significant variances in 
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efficiency and perceived severity. While the models successfully identified a total of 30–36 

findings, their operational profiles differed markedly. Llama3.2:3b was the most time-

efficient, completing the screening in approximately 85 minutes while codellama:34b 

needed 14 hours. Llama assigned the highest average severity (4,57) to its findings, 

suggesting a focus on critical architectural and security issues rather than minor stylistic 

inconsistencies. Llama3.2 provided the most balanced and insightful analysis for the specific 

codebase. Llama3.2:3b was selected for further analysis. 

Microsoft 

Two models from Microsoft were deployed to analyse a local repository for instances of 

code debt and security vulnerabilities. A comparative analysis of the data generated by both 

models revealed significant differences in their diagnostic capabilities. The phi4-

reasoning:14b model identified 50% more issues than the base phi4:14b model within an 

identical temporal window. Also, the reasoning-optimised variant demonstrated a broader 

taxonomic reach, identifying design and configuration debt that the base model overlooked 

entirely. While the base phi4 model proved proficient at identifying explicit pattern-based 

issues, its analysis remained superficial. In contrast, the findings from phi4-reasoning 

suggested a more profound understanding of software architecture and concurrency. Phi4 

provided a reliable baseline for identifying common programming errors, but it lacked the 

cognitive depth required for complex system analysis. The phi4-reasoning model 

demonstrated a sophisticated capability to analyse not just what the code did, but how it was 

structured and how it might fail under complex conditions. Phi4-reasoning:14b was selected 

for further analysis. 

Mistral 

Two models from Mistral were deployed to analyse a local repository for instances of code 

debt and security vulnerabilities. Both models demonstrated proficiency in automated static 

analysis, but their diagnostic priorities and the nature of their findings diverged significantly. 

Codestral:22b exhibited a higher overall volume of findings, whereas devstral-small-2:24b 

prioritised architectural complexity. Codestral’s findings were heavily skewed towards high-

severity security vulnerabilities, often involving hardcoded credentials and sensitive data 

logging, whereas devstral identified fewer issues but assigned them a higher average 

complexity level. While codestral was a robust tool for immediate security auditing, devstral 
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offered a more sophisticated analysis of the repository's underlying health. By focusing on 

design-level debt and complex interactions, devstral provided a more strategic foundation 

for code remediation, ensuring that the software remains extensible and maintainable 

throughout its lifecycle. Devstral-small-2:24b was selected for further analysis. 

5.2  Selecting debt types 

Rios et al. (2018) defined in their research several types of technical debt. However, case 

study by Li et al. (2022) observed that most of the SATD from different sources were 

categorised as code, design and documentation totalling 88,6% of the cases. Another study 

by Ramač et al. (2022) identified design, test and code debt being the most dominant 

technical debt types totalling 56,6%. Design debt (21,99%) refers to violations of good 

design principles and practices. This type of debt can be discovered by analysing the source 

code. For example, using code review techniques or static code analysis tools. Test debt 

(19,94%) refers to any issues in regard with testing activities. For example, planned testing 

that was not conducted or low-test coverage. Code debt (14,66%) refers to problems found 

in the source code that negatively affects readability and maintainability of the code. For 

example, too complex methods or non-existing coding standards. To remove code debt, code 

refactoring is needed. (Ramač et al. 2022) This research concentrated on three technical debt 

types: code, design, and test. Following Table 3 describes these debt types. 

 

Table 3: Debt types by Rios et al. (2018) 

Debt 

type 

Definition Situations where debt items can be 

found 

Design Refers to debt that can be discovered 

by analysing the source code and 

identifying violations of the 

principles of good object-oriented 

design. 

• Violations of the principles of good 

object-oriented design 

• Some types of code smells 

• Complex classes or methods 

• Excessive design complexity 

Code Refers to the problems found in the 

source code (poorly written code 

• Unnecessary code duplication and 

complexity 
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that violates best coding practices or 

coding rules) that can negatively 

affect the legibility of the code 

making it more difficult to maintain. 

• Bad style that reduces the 

readability of code 

• Over-complex code 

Test Refers to issues found in testing 

activities that can affect the quality 

of those activities. 

• Insufficient test coverage 

• Lack of tests (e.g., unit tests, 

integration tests, and acceptance 

tests) 

• Deferred testing 

• Lack test case planning 

5.3  Selecting the LLM for code debt finding 

LLMs offer new capabilities for automated code analysis beyond rule-based linters, 

contextualising design trade-offs, and proposing remediation. This research assessed LLMs 

on actionability, trustworthiness, and operational suitability for integration into continuous 

workflows. Key questions addressed comparative descriptive richness, grounding fidelity, 

and cost–performance trade-offs. Localstack was selected to be cloned as the local test 

repository. This public repository mainly consists of Python files and Shell scripts. The total 

size of the repository is 3.766 files, but this evaluation restricted the files to 120. A few days 

after repository selection, Localstack was archived and is now read-only. 

This research compared six LLMs on their ability to identify and categorise code debt in a 

multi-component repository. These six LLMs were selected from the vendor candidates: 

gemma4:e4b, llama3.2:3b, phi4-reasoning:14b, qwen3-coder:30b, deepseek-coder-v2:16b, 

and devstral-small-2:24b. Each model was asked to produce 50 findings which were 

evaluated and compared against each other. Gemma4:e4b delivered the best overall balance 

of depth, accuracy, and cost-efficiency while reasoning models showed structural strengths 

but were conservative on severity escalation. 

Each LLM was prompted to report code debt, supplying a description, impact, remediation 

summary, and severity ranking. Evaluation axes were qualitative depth, taxonomic 

precision, reliability (path mismatches), temporal efficiency, and economic viability (token 
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pricing). Expert adjudication was used to calibrate severity thresholds to reflect operational 

risk rather than purely syntactic defects. 

Gemma4 produced the most detailed descriptions (avg. 165,68 characters) and the most 

actionable remediation summaries. Llama3.2 was concise (avg. 74,44 characters) but often 

omitted systemic context. Reasoning models (especially phi4) offered coherent logical 

argumentation but shorter, less prescriptive remediation guidance, requiring more developer 

interpretation. Gemma4 identified five severity-5 issues (hardcoded secrets, SQL injection 

risks); llama3.2 identified three; reasoning models identified none, indicating a conservative 

bias. Gemma4 and phi4 reported zero path mismatches; devstral had 15 mismatches (30% 

error rate), llama3.2 had eight. Gemma4 was fastest (19 min) and cheapest (€0,02/€0,04 per 

1M tokens). Devstral and deepseek were slower and costlier without adequate accuracy 

gains. Table 4 summarises the findings. Metrics and calculations are explained in Appendix 

1. 

 

Table 4: Selecting the LLM for code debt finding 

Model 

name 

Mean 

severit

y (1-5) 

Severit

y 5 

count 

Mean 

confid

ence 

Unique 

categori

es 

Qualitative 

depth (avg. 

chars) 

Taxono

mic 

precisio

n (%) Reliability 

Tempor

al 

efficienc

y (min) 

Total est. 

cost (€) 

Gemma4:e4b 3,96 5 0,938 5 428,4 86% 100% 19 0,0012 

Llama3.2:3b 4,06 3 0,894 5 206,6 25% 84% 41 0,0053 

Deepseek-

coder-v2:16b 
3,7 0 0,848 5 251,2 89% 94% 40 0,008 

Qwen3-

coder:30b 
3,26 0 0,884 4 307,5 75% 98% 61 0,0046 

Phi4-

reasoning:14b 
3,12 0 0,812 4 229,5 22% 100% 88 0,0037 

Devstral-

small-2:24b 
3,22 0 0,888 4 214,5 71% 70% 108 0,0059 
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For code debt detection, gemma4:e4b was chosen. It was the pragmatic choice with high 

descriptive depth, zero path mismatches, ability to flag critical security issues, low latency, 

and favourable token economics. Reasoning models remained valuable for deeper 

architectural rationale but required calibration for severity escalation and were less suitable 

as sole detectors in security-critical pipelines. Future work should explore hybrid workflows 

that combine a fast, well-grounded detector with a reasoning model for richer architectural 

explanation. 

5.4  Selecting the LLM for design debt finding 

As software ecosystems escalate in complexity, the automated identification of technical 

debt becomes important for maintaining long-term system agility and this concerns 

especially design debt. This evaluation used the same six LLMs as in finding code debt. 

Each model was again asked to produce 50 findings in Localstack which were evaluated for 

analytical depth, taxonomic accuracy, and economic efficiency. Gemma4:e4b excelled and 

emerged as the optimal model for design debt analysis. While Qwen3-coder:30b and 

devstral-small-2:24b offer consistency, the gemma4:e4b architecture provides a fine balance 

of architectural insight and cost-efficiency. 

A critical revelation in the analysis was the reliability axis. Deepseek-coder-v2:16b exhibited 

a high path mismatch rate of 60%, frequently referencing files or paths that did not exist or 

were malformed. In contrast, gemma4:e4b, qwen3-coder:30b, and phi4-reasoning:14b 

demonstrated perfect reliability (0% mismatch rate), ensuring that their findings were 

directly actionable without manual path verification. Llama3.2:3b and devstral-small-2:24b 

also showed significant reliability issues (32% and 36% mismatch respectively), which 

undermined their utility in automated CI/CD pipelines where file precision is mandatory. 

Table 5 summarises the findings. Metrics and calculations are explained in Appendix 1. 
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Table 5: Selecting the LLM for design debt finding 

Model 

name 

Mean 

severit

y (1-5) 

Severi

ty 5 

count 

Mean 

confid

ence 

Unique 

categori

es 

Qualitative 

depth (avg. 

chars) 

Taxono

mic 

precisio

n (%) Reliability 

Tempor

al 

efficienc

y (min) 

Total est. 

cost (€) 

Gemma4:e4b 4,12 6 0,944 5 428,8 68% 100% 27 0,0022 

Llama3.2:3b 4,28 14 0,884 3 208,2 82% 68% 56 0,0103 

Deepseek-

coder-v2:16b 
4,08 4 0,893 6 291,8 30% 40% 68 0,015 

Phi4-

reasoning:14b 
3,56 1 0,763 4 261,1 94% 100% 121 0,0072 

Qwen3-

coder:30b 
3,18 0 0,859 5 362 82% 100% 89 0,0082 

Devstral-

small-2:24b 
3,14 0 0,894 3 245,2 90% 64% 136 0,0109 

 

Gemma4:e4b was selected as the premier model for automated design debt detection. It 

demonstrated superior architectural reasoning, identifying stateful violations and brittle 

abstractions that other models overlooked. while qwen3 and devstral offered stable 

performance for general codebase health, they lacked the critical eye required for deep 

design refactoring. Deepseek-coder-v2 remained a good alternative for cross-disciplinary 

reviews, including security, but gemma4’s combination of descriptive depth and extreme 

cost-efficiency made it the soundest choice. 

5.5  Selecting the LLM for test debt finding 

Technical debt represents the long-term cost of sub-optimal architectural decisions and 

implementation shortcuts. Within the domain of test debt, this encompasses missing test 

coverage, fragile assertions, and inadequate validation of edge cases. This evaluation used 

the same six LLMs as in finding code and design debt. Each model was again asked to 

produce 50 findings in Localstack which were evaluated as in previous LLM evaluations. 
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While five models successfully identified 50 findings, qwen3-coder:30b provided only 4, 

representing a substantial failure in throughput. Phi4-reasoning:14b was the most literal, 

classifying 100% of its findings as test debt. Llama3.2:3b and gemma4:e4b demonstrated a 

broader interpretation of debt, identifying underlying security and configuration risks that 

manifest as test debt. A good example of it was missing validation tests for database URLs. 

Llama3.2:3b achieved the highest taxonomic variety, using six distinct categories including 

security, configuration, design, and test. This indicated a superior ability to contextualise 

debt beyond generic labels. Gemma4:e4b also showed strong classification intelligence, 

though it leaned heavily on code smell and design categories. In contrast, phi4-reasoning:14b 

and deepseek-coder-v2:16b remained largely within the single category of test, which, while 

accurate to the prompt, offered less granular insight for remediation prioritisation. 

Gemma4:e4b was a commendable runner-up for its descriptive depth and speed, llama3.2:3b 

provided the most actionable and high-impact intelligence for a developer seeking to 

prioritise technical debt removal. Table 6 summarises the findings. Metrics and calculations 

are explained in Appendix 1. 

 

Table 6: Selecting the LLM for test debt finding 

Model 

name 

Mean 

severit

y (1-5) 

Severit

y 5 

count 

Mean 

confide

nce 

Unique 

categori

es 

Qualitative 

depth (avg. 

chars) 

Taxono

mic 

precisio

n (%) Reliability 

Tempor

al 

efficienc

y (min) 

Total est. 

cost (€) 

Llama 3.2:3b 3,36 4 0,616 6 231,04 12% 86% 14 0,00184 

Gemma 4:e4b 3,02 2 0,462 4 451,66 8% 100% 7 0,00055 

Deepseek-

coder-v2:16b 
3,24 0 0,442 3 271,8 6% 86% 10 0,00312 

Devstral-

small-2:24b 
3,1 0 0,538 2 217,56 4% 76% 36 0,00244 

Phi4-

reasoning:14b 
1,92 0 0,402 1 230,06 2% 100% 23 0,00129 

Qwen3-

coder:30b 
2,25 0 0,35 1 375 25%* 100% 6 0,00116 
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*Note: Qwen3-coder:30b only provided 4 findings, artificially inflating its precision percentage. 

 

Llama3.2:3b was identified as the best choice for developers who had to prioritise technical 

debt removal, because it yielded the most actionable and high‑impact intelligence. Its outputs 

tend to highlight root causes, estimate effort, and suggest remediation sequences that aligned 

with risk reduction and delivery constraints. Consequently, llama3.2:3b better supported 

decision‑making workflows, enabling teams to allocate resources efficiently and to sequence 

refactoring tasks for maximal return. 

While initial model selection was based on debt detection quality, including severity, 

confidence, and taxonomic precision, the effectiveness of AI-based maintenance agents 

cannot be fully assessed without evaluating their remediation capabilities. Therefore, four 

additional metrics were introduced to capture the ability of models to generate, integrate, 

and validate code modifications. These metrics were fix creation rate, patch application rate, 

effective fix rate, and empty response rate. These metrics provided a comprehensive measure 

of end-to-end remediation effectiveness, as required by RQ1. 

5.6  Evaluation  

The problem was operationalised through the implementation of The Wizard. The system 

under analysis was a public repository mainly consists of Python files and Shell scripts. The 

total size of the repository was 3.766 files, but this evaluation restricted the files to 120. In 

selecting the LLM for code debt finding gemma4:e4b had performed the best and it was 

instructed to scan the complete repository, find code debt and report the top 20 in priority 

order. Once the debt finding run was over, The Wizard instructed all the LLMs to propose 

code remediation to found debt items. The Wizard executed the following steps: 

1. Debt finding: The system analysed the repository and generated structured technical 

debt findings. 

2. Remediation: For each finding, the system invoked an LLM to generate a candidate 

fix in the form of a code diff. 
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3. Patch application: The generated diff was applied to the repository using automated 

patching mechanisms. 

4. Validation checks: The modified codebase was evaluated using compilation, testing 

and linting checks. 

The outputs of these steps were recorded in structured CSV files, enabling quantitative 

analysis of system performance. Table 7 shows how LLMs reserved system resources and 

how long it took them to create remediation proposals. 

 

Table 7: System resource allocation of each LLM 

Model Role RAM CPU / GPU Duration / minutes and 

seconds 

Gemma4:e4b Finding 10 GB 0 % / 100 % 19 min 

Deepseek-coder-

v2:16b 

Remediation 13 GB 0 % / 100 % 1 min 34 s 

Gemma4:e4b Remediation 10 GB 0 % / 100 % 1 min 51 s 

Phi4-reasoning:14b Remediation 16 GB 11 % / 89 % 11 min 48 s 

Qwen3-coder:30b Remediation 20 GB 27 % / 73 % 4 min 40 s 

Llama3.2:3b Remediation 4,8 GB 0 % / 100 % 48 s 

Devstral-small-2:24b Remediation 18 GB 21 % / 79 % 4 min 50 s 

 

The first BIE cycle aimed to assess the baseline effectiveness of selected LLMs in 

performing automated technical debt remediation. The evaluation focused on four key 

metrics: fix creation rate, patch application rate, effective fix rate, and empty response rate. 

The remediation performance of the evaluated models is summarised in Table 8. Metrics 

and calculations are explained in Appendix 1. 

 

Table 8: Summary of cycle 1 results 

Model Fix creation Patch applied Effective fix Empty response 

Deepseek-coder-v2:16b 75 % 0 % 0 % 0 % 

Devstral-small-2:24b 65 % 0 % 0 % 0 % 

Gemma4:e4b 15 % 0 % 0 % 15 % 

Llama3.2:3b 20 % 0 % 0 % 0 % 

Phi4-reasoning:14b 0 % 0 % 0 % 0 % 

Qwen3-coder:30b 85 % 0 % 0 % 0 % 
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The results indicated that several models could generate syntactically valid remediation 

attempts. Qwen3-coder:30b achieved the highest fix creation rate (85%), followed by 

deepseek-coder-v2:16b (75%) and devstral-small-2:24b (65%). This suggested that these 

models were able to interpret technical debt descriptions and produce corresponding code 

modifications. In contrast, phi4-reasoning:14b failed to generate any valid fixes, while 

gemma4:e4b and llama3.2:3b demonstrated limited capability in producing valid 

remediation outputs. 

Despite the ability of several models to generate candidate fixes, none of the generated 

patches were successfully applied to the codebase. All evaluated models exhibited a patch 

application rate of 0%. This result indicated a fundamental limitation in the integration of 

generated fixes. Although models produced diffs, these outputs did not align sufficiently 

with the target codebase to be applied automatically. These suggested issues related to diff 

formatting, context alignment, or file-level consistency. 

The effective fix rate, defined as the proportion of remediation attempts resulting in 

successfully applied and validated fixes, was 0% for all models. This indicated that no model 

was able to produce a fix that both integrates into the codebase and preserves functional 

correctness. This finding highlighted a critical gap between code generation capability and 

practical software maintenance effectiveness. While models generated likely modifications, 

they failed to deliver usable and correct solutions in an automated pipeline. 

The empty response rate was generally low across models, except for gemma4:e4b, which 

exhibited a 15% empty response rate. This suggested that most models reliably produce 

outputs when prompted, even if those outputs were not ultimately usable. The results 

demonstrated a clear distinction between fix generation capability and end-to-end 

remediation effectiveness. While several models showed strong performance in generating 

candidate fixes, none were capable of successfully applying these fixes or ensuring their 

correctness. This indicated that the primary limitation of current AI-based maintenance 

agents lies not in understanding technical debt, but in producing structurally valid patches 

and maintaining consistency with the target codebase. 

The findings of cycle 1 provided a direct answer to RQ1. Autonomous AI-based software 

maintenance agents could identify technical debt and generating candidate fixes. However, 

they were not yet effective in performing end-to-end remediation while preserving functional 
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correctness. The absence of successful patch application and effective fixes suggested that 

these systems cannot currently be relied upon for fully automated maintenance tasks in real-

world software development environments. 

5.7  Reflection and learning 

The first cycle focused on establishing the baseline feasibility of autonomous AI-based 

technical debt remediation. An initial version of the artefact, The Wizard, was developed, 

integrating debt identification, remediation generation, patch application, and validation 

within a single pipeline. The Wizard was applied to a selected repository using multiple 

LLMs. The cycle delivered a functioning end-to-end evaluation pipeline and empirical data 

on detection and remediation behaviour. 

Evaluation results demonstrated that while the LLMs could identify technical debt and 

generate candidate fixes, they failed to produce patches that could be successfully applied or 

that preserved functional correctness. The cycle 2 was planned to extend The Wizard and its 

capabilities in improving the scoring of each LLM. 
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6  BIE cycle 2: Influence of debt characteristics (RQ2 and RQ3) 

The second cycle of the BIE process was constructed upon the foundational findings of 

Cycle 1, marking a strategic pivot from initial feasibility testing to a more rigorous 

explanatory analysis. While the preliminary cycle established that LLMs, specifically within 

The Wizard framework, possessed the capability to identify technical debt and propose 

candidate repairs, it simultaneously highlighted a profound ineffectiveness in achieving 

successful end-to-end remediation. This discrepancy necessitated a deeper investigation into 

the underlying causes of failure and the specific conditions under which AI performance 

fluctuates. Cycle 2 sought to address the critical question of why AI-based remediation 

systems stumble, primarily by investigating how the intrinsic characteristics of technical 

debt influence outcomes, as formulated in RQ2. Furthermore, this cycle integrated 

considerations of computational efficiency and resource consumption to address RQ3. 

Technical debt is inherently a heterogeneous phenomenon, encompassing a broad spectrum 

of issues ranging from code-level defects and design inconsistencies to deficiencies in testing 

suites. These various forms of debt differ significantly across several dimensions, namely 

their structural complexity, their scope within the wider system, their reliance on external 

contextual information, and their specific representation within the codebase. For instance, 

a relatively straightforward code-level issue, such as a hardcoded value, may be resolved 

through local modification with minimal context. In contrast, design-level debt often 

necessitates a comprehensive understanding of the broader system architecture and the 

intricate interactions between disparate components. Because AI-based remediation systems 

operate under constraints including limited context windows, probabilistic reasoning, and a 

dependence on textual code representations, their efficacy is likely contingent upon the 

nature of the problem. Characterising these influences is therefore vital for identifying the 

boundaries of current AI-driven maintenance capabilities. 

The central problem addressed in this second cycle concerned the extent to which these 

structural and contextual characteristics influence an AI system's ability to generate, apply, 

and validate code fixes. This investigation extended the feasibility inquiry of cycle 1 by 

introducing explanatory variables intended to account for observed performance variances. 

These variables were decomposed into several analytical dimensions, including debt type 
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variation (comparing code, design, and test debt), structural complexity and the scope of the 

issue. Specifically, it was investigated if the issue or remediation affected local segments or 

required cross-file interventions. Additionally, the analysis considered the context 

requirements of the debt and the specific artefact type, such as source code, configuration 

files, or test suites. By defining this explanatory space, the research addressed a notable gap 

in existing literature, which has frequently treated technical debt as a homogeneous concept 

and evaluated models on isolated tasks without systematically linking input characteristics 

to remediation success (Aljedaani et al. 2025). 

To ensure the validity of these explanatory findings, the experimental configuration was 

strictly standardised. This involved utilising a fixed selection of LLMs informed by cycle 1 

results, a consistent set of technical debt categories, and uniform model parameters regarding 

temperature, top-p, and context size. By maintaining an identical repository input across all 

iterations, the study ensured that any observed performance fluctuations could be confidently 

attributed to the characteristics of the debt itself rather than experimental variability. 

6.1  The Wizard, version 2 

To meet the analytical demands of cycle 2, The Wizard required substantial refinement. 

While the initial version was designed to test basic viability, the second iteration was re-

engineered to provide a structured foundation for comparative analysis. This involved 

implementing mechanisms to represent technical debt in a more granular format, linking 

these representations to specific remediation attempts, and enabling the systematic 

measurement of performance across diverse problem types. Central to this extension was the 

structured annotation of each debt instance with attributes describing its complexity, scope, 

and contextual dependencies. These attributes served as the primary explanatory variables. 

Without such granular data, it would be impossible to determine whether success or failure 

was a result of inherent problem traits or incidental variance. 

Equally critical was the establishment of a robust linkage between initial findings and 

eventual remediation outcomes. To facilitate meaningful explanatory analysis, each attempt 

was mapped to the specific debt instance that triggered it, including all associated metadata. 

This linkage allowed for the construction of a comprehensive dataset where input 

characteristics and output performance could be analysed in tandem, thereby supporting the 
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investigation of causal or correlational relationships. To maintain consistency, The Wizard 

incorporated standardised metrics, such as the fix creation rate, patch application rate, and 

the effective fix rate. By evaluating all attempts against these uniform criteria, the system 

eliminated methodological inconsistencies that might otherwise obscure significant patterns 

in the data. 

The architecture was further designed to allow for the grouping of results by debt category, 

which was essential for addressing RQ2. This capability enabled the analysis to move 

beyond individual data points to identify broader trends, such as comparing model 

performance on design-level debt versus code-level debt. Finally, the inclusion of efficiency 

metrics ensured the artefact could contribute to RQ3. Examples of collected efficiency 

metrics are execution duration, token consumption, and estimated financial cost. These 

metrics provided vital insight into the resource implications of various remediation tasks, 

allowing for a holistic assessment that weighed effectiveness against operational demands. 

The operationalisation of these objectives involved enhancing The Wizard framework to 

perform structured debt identification with automated attribute annotation. This process 

transformed debt identification from a simple classification task into a sophisticated data 

generation exercise, producing the rich explanatory variables required for the study. During 

the execution phase, the system generated candidate fixes for each annotated instance using 

the selected LLMs and attempted to apply these to the codebase. This followed the end-to-

end pipeline established in cycle 1 but operated within a more transparent and controlled 

framework. Every attempt was carefully recorded, noting the generation of valid fixes, the 

success of patch applications, and the ultimate effectiveness of the repair as determined by 

compilation and functional testing. Simultaneously, the system captured quantitative data on 

execution time and token usage, providing the empirical basis for analysing the trade-offs 

between model sophistication and computational cost. 

6.2  Evaluation 

Cycle 2 was anticipated to provide several significant contributions to the field. Firstly, it 

offered empirical evidence regarding the influence of structural and contextual 

characteristics on remediation performance, addressing the tendency in existing research to 

overlook the inherent heterogeneity of technical debt. Secondly, the analysis was expected 
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to reveal critical patterns linking complexity and scope to model effectiveness, thereby 

illuminating the architectural and cognitive limitations of current LLM-based systems. 

Finally, the inclusion of efficiency data allowed for a nuanced exploration of the trade-offs 

between performance and resource consumption. These contributions represented a shift 

from the feasibility-oriented focus of the first cycle to a deeper, explanatory understanding, 

seeking to explain why AI remediation remained unreliable and identifying the specific 

conditions under which its reliability can be improved. 

Figure 7 (Performance by debt type) summarises the results of the analysis examining how 

remediation performance varied across different types of technical debt, namely code debt, 

design debt, and test debt. The evaluation was based on four key metrics: fix creation rate, 

patch application rate, effective fix rate, and empty response rate. These metrics collectively 

captured the ability of AI-based agents to generate, integrate, and validate code 

modifications. 

 

 

Figure 7: Performance by debt type 

 

Fix creation rates were consistently high (68-76%), indicating that all models could reliably 

produce syntactically valid remediation attempts. Test debt yielded the highest rate, 
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suggesting that test-related artefacts presented clearer structural cues. Design and code debt 

followed closely, implying that fix generation itself was not the principal bottleneck in 

remediation. 

Patch application rates (50-59%) mirrored the pattern observed in fix creation, with test debt 

again performing best. Approximately half of all generated patches integrated successfully, 

marking a notable improvement over cycle 1. Nonetheless, the remaining failures 

highlighted persistent issues with contextual alignment and structural coherence. 

Effective fix rates varied more substantially. Design debt achieved the highest success rate 

(45%), suggesting that higher-level abstractions and generalisable patterns aligned well with 

model capabilities. Code debt, despite its localised nature, showed the lowest rate (35%), 

likely reflecting the precision required for correct implementation. Test debt, although easy 

to generate fixes for, did not translate this advantage into superior effectiveness, indicating 

stricter correctness constraints. 

Empty responses remained low (10–15%), with design debt showing the greatest 

consistency. Slightly higher rates for code and test debt may have reflected increased 

ambiguity, though the overall impact on performance was limited. 

Figure 8 (Performance by complexity) summarises the results of did remediation 

performance decline as debt complexity increased. Fix creation rates for low and medium 

complexity issues were broadly comparable (70–72%), indicating that models could reliably 

generate syntactically valid candidate fixes up to moderate complexity. This capability 

collapsed entirely at high complexity, where no valid fixes were produced, revealing a 

critical limitation in handling demanding remediation tasks. 
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Figure 8: Performance by complexity 

 

Patch application rates mirrored the pattern observed in fix creation. For low and medium 

complexity issues, approximately half of the generated patches applied successfully (52–

54%). No patches applied at high complexity, reflecting the absence of viable fix generation 

and underscoring LLMs’ inability to operate effectively in complex scenarios. Effective fix 

rates showed the clearest differentiation across complexity levels. Low-complexity issues 

achieved the highest success rate (46%), while medium complexity yielded a reduced rate 

(36%), suggesting that correctness deteriorates as complexity increases. High-complexity 

issues achieved no successful remediation, confirming that current models could not produce 

functionally valid solutions for such cases. 

The results demonstrated a strong negative relationship between technical debt complexity 

and remediation performance, directly supporting RQ2. While fix generation and patch 

application remained stable from low to medium complexity, correctness declined markedly. 

High-complexity issues exposed a fundamental limitation: the models were lacking the 

reasoning depth, contextual integration, and precision required for advanced remediation 

tasks. The findings highlighted complexity as a decisive factor in the applicability of AI-

based maintenance tools: 

• AI remediation was most effective for low-complexity issues. 
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• Performance degraded with increasing complexity, particularly in correctness. 

• High-complexity technical debt remained beyond the capabilities of current models. 

Overall, complexity emerged as a primary constraint on AI-driven technical debt 

remediation, significantly limiting its usefulness in challenging maintenance contexts. 

Figure 9 (Performance by scope) summarises the result of were cross-file or file-level issues 

harder than local ones. Scope describes the extent of the code affected by a technical debt 

instance and is categorised into four levels: line-level, block-level, file-level, and cross-file 

scope. The evaluation examined how remediation effectiveness varied across these levels 

using fix creation rate, patch application rate, and effective fix rate. 

 

 

Figure 9: Performance by scope 

 

Fix creation rates were high across scopes (69–80%), indicating models could produce 

syntactically valid candidate fixes for both local and system-level issues. Cross-file scope 

showed the highest generation rate, demonstrating capacity to propose changes spanning 

multiple files. Thus, scope did not substantially constrain the generation of candidate 

solutions. 
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Patch application varied by scope: file and block levels achieved the highest application rates 

(55% and 54%), line-level was lower (48%), and cross-file was markedly lower (40%). This 

pattern suggested integration difficulties increase with scope, particularly when changes had 

to be coordinated across files. Effective fix rates differed notably: file (43%) and line (42%) 

performed best, block was lower (36%), and cross-file was substantially reduced (20%). 

Despite high generation for cross-file issues, correctness and successful integration declined 

sharply when multiple components were involved. 

Scope materially affected remediation performance. Generation remained robust across all 

levels, but application and correctness deteriorated as scope expands. Problems confined to 

a single file balanced contextual information with manageable complexity, whereas cross-

file issues demanded coordination and precision that current models struggled to provide. 

Scope is a key determinant of AI remediation efficacy: local and file-level debt are most 

tractable; increasing scope undermines consistency and correctness; cross-file technical debt 

represents a significant limitation for present AI systems. These findings should inform tool 

deployment and future research priorities. 

Figure 10 (Performance per artefact type) summarises the result of did remediation 

performance differ across source code, configuration, and test artefacts. Performance per 

artefact type showed that remediation performance differs across source code, configuration, 

and test artefacts. Configuration files showed the highest rate (79%), while test code was 

lowest (56%). This suggested models more readily produced syntactically valid 

modifications for structured artefacts; variability in natural language and programming 

constructs reduced generation reliability for other types. 
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Figure 10: Performance per artefact type 

 

Patch application was broadly consistent (48–58%), with configuration and source code 

marginally higher. Approximately half of generated fixes integrated successfully, indicating 

that structured formats facilitated application, whereas documentation changes were harder 

to align with existing content. Effective fix rates differed notably: documentation (46%) and 

configuration/test code (44%) outperformed source code (35%). Source code remediation 

was most challenging, reflecting stricter correctness and semantic requirements. Test code 

showed a trade-off: lower generation but relatively high effectiveness for the fixes that were 

produced. 

Artefact type materially affected remediation: models handled structured or less rigid 

artefacts more successfully, while artefacts demanding precise semantic correctness (notably 

source code) remained problematic. These findings implied that deployment and evaluation 

of AI remediation tools should have accounted for artefact-specific constraints, prioritising 

configuration and documentation tasks and treating source-code remediation with caution. 

The analysis of failure reasons for remediation attempts, categorised by technical debt type, 

is summarised in Figure 11 (Failure reason by debt type) below. Six outcome categories 

were considered: no diff, invalid diff, patch failed, compile failure, no response, and success. 
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Figure 11: Failure reason by debt type 

 

Generation‑related failures (no diff, invalid diff, no response) were reported at higher rates 

for code debt, with invalid diffs and no responses each at 15%. Test debt showed the highest 

no‑diff rate (12%). Design debt exhibited lower generation failure rates, indicating greater 

consistency in output production. Patch application failures were most pronounced for 

design debt (14%), suggesting integration difficulties arising from broader contextual and 

structural dependencies. Code and test debt showed lower patch failure rates (9% and 10%, 

respectively). 

Compile failures were substantially higher for test debt (23%), indicating that functional 

correctness was particularly problematic for testing artefacts. Design debt showed the lowest 

compile failure rate (8%), implying that applied patches were more likely to preserve 

correctness. Successful remediation rates were highest for design debt (45%), followed by 

test debt (37%) and code debt (35%). This pattern reflected the interplay of generation, 

integration, and correctness failures across debt types. 

Distinct failure patterns were revealed for each debt type: generation issues dominated for 

code debt; integration issues for design debt; and correctness issues for test debt. It was 
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therefore recommended that remediation strategies be tailored to address generation, 

integration, and validation challenges specific to each debt category. 

The analysis of average quality metrics across code, design, and test debt was created and is 

summarised in Figure 12 (Average quality by debt type). Four dimensions were evaluated: 

mean quality, mean creation, mean deployment, and mean reliability to complement prior 

effectiveness measures. 

 

 

Figure 12: Average quality by debt type 

 

Design debt was associated with the highest mean quality (61%), followed by test (59%) and 

code (57%). These differences were moderate but indicated that design‑level remediation 

attempts were of slightly higher overall quality. Mean creation scores were highest for design 

debt (73%), with test and code at 68% and 67%, respectively. It was therefore indicated that 

generation quality was generally strong and not the principal constraint on remediation. 

Mean deployment scores were highest for test debt (47%), then design (43%) and code 

(42%). This suggested that fixes for test artefacts were more readily integrated, implying a 

trade‑off between generation quantity and deployment quality for test items. Mean reliability 
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was highest for design debt (74%), followed by test (69%) and code (68%), indicating 

greater consistency in outputs for design‑level issues. 

The quality metrics confirm earlier findings: design debt aligned best with model 

capabilities, while code debt required greater syntactic and semantic precision. It was 

therefore recommended that artefact‑specific constraints be considered when evaluating or 

deploying AI remediation tools, since high generation quality did not guarantee successful 

deployment or correctness. Table 9 presents the remediation performance in cycle 2 across 

different types of dimensions. Metrics and calculations are explained in Appendix 1. 

 

Table 9: Summary of cycle 2 result 

Dimension Category 
Fix 

creation 

Patch 

applied 

Effective 

fix 
Key observation 

Debt type Code debt 68 % 50 % 35 % 

Lower effectiveness 

due to generation 

and correctness 

issues 

 Design debt 72 % 53 % 45 % 
Highest effectiveness 

and quality 

 Test debt 76 % 59 % 37 % 

Strong generation, 

but correctness 

issues 

Complexity Low (0–1) 70 % 54 % 46 % 
Best overall 

performance 
 Medium (2–3) 72 % 52 % 36 % Drop in correctness 

 High (4–5) 0 % 0 % 0 % 
Complete failure 

(hard limit) 

Scope Line 69 % 48 % 42 % 
Good local 

performance 

 Block 72 % 54 % 36 % 
Slight drop in 

correctness 

 File 72 % 55 % 43 % 
Best balance of 

performance 

 Cross-file 80 % 40 % 20 % 
High generation, 

poor integration 

Artefact 

type 
Configuration 79 % 58 % 44 % 

Strong structured 

performance 

 Source code 71 % 53 % 35 % 
Hardest to get 

correct 

 Test code 56 % 50 % 44 % 
Fewer but higher-

quality fixes 
 Documentation 69 % 48 % 46 % Highest correctness 

Quality (by 

debt type) 
Code debt 

67% 

(creation) 

42% 

(deployment) 

57% 

(quality) 

Lower overall 

quality 

 Design debt 73 % 43 % 61 % 
Highest quality & 

reliability 
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 Test debt 68 % 47 % 59 % 
Strong deployment 

quality 

 

Debt type: Remediation performance varies across debt types, with design debt achieving 

the highest effectiveness and quality, while code debt remains the most challenging. Test 

debt shows strong fix generation but is limited by correctness failures. 

Complexity: Complexity is the dominant limiting factor, with performance declining from 

low to medium complexity and collapsing entirely at high complexity levels. This indicates 

a clear operational boundary beyond which current AI systems fail to function. 

Scope: Scope primarily affects integration and correctness, with local (line and file-level) 

issues achieving the highest success rates. Cross-file issues, despite high fix generation, 

exhibit significantly lower effectiveness due to context and consistency challenges. 

Artefact type: Remediation performance differs by artefact type, with configuration and 

documentation achieving the highest effectiveness, while source code remains the most 

difficult. This reflects the increased precision and correctness requirements of code 

compared to less constrained artefacts. 

Quality: Quality metrics indicate that design debt produces the most reliable and high-quality 

outputs, although high quality does not always translate into successful remediation. The 

primary bottlenecks remain deployment and correctness rather than generation quality. 

The effective fix rate is the proportion of remediation attempts that were both applied and 

validated as correct, which serves as the principal measure of practical remediation success. 

Unlike earlier pipeline stages, the effective fix rate captures whether a model’s output is 

functionally deployable and therefore reflects the full complexity of automated maintenance. 

Figure 13 (Effective fix rate by model) summarises how different LLMs succeeded. The 

results reveal substantial variation in patch application success across models. These results 

indicated that patch application capability varied considerably between models, even when 

fix generation performance was comparable. 
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Figure 13: Effective fix rate by model 

 

Performance varied markedly between models. Devstral-small-2:24b consistently led, with 

effective fix rates typically between 55% and 75%, while qwen3-coder:30b and deepseek-

coder-v2:16b showed moderate, broadly similar capability in the mid-40s to mid-60s. 

Smaller or reasoning-focused models such as llama3.2:3b, phi4-reasoning:14b, and 

gemma4:e4b trailed behind, indicating that capacity and balanced generation, integration 

and reasoning abilities materially affected outcomes. 

Code remediation was the most demanding, with effective fix rates spanning roughly 5% to 

55% and strict correctness requirements limiting success. Design debt was the most 

tractable, yielding the highest rates up to about 75% because higher-level structural changes 

tolerated greater flexibility. Test debt sat between these extremes: test fixes were relatively 

easy to apply but still required precise alignment with expected behaviour, producing 

intermediate success rates. The results implied that general robustness often outperformed 

narrow specialisation; models that balanced generation and integration performed best 

across debt types. Pure reasoning models struggled where structured output and 

representation matter. Crucially, high patch application did not guarantee high effective fix 

rates, so correctness validation and iterative refinement remained the primary bottlenecks 

for reliable AI-assisted remediation. 
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6.3  Reflection and learning 

The evaluation of AI-based remediation in cycle 2 was anchored by the effective fix rate, 

which served as the primary indicator of end-to-end success. This metric represented the 

proportion of remediation attempts that produced a successfully applied patch which 

preserved the intended system behaviour. This was supported by secondary metrics, 

including the fix creation and patch application rates, alongside the empty response rate, 

which offered insight into the specific stages where the pipeline failed. Efficiency metrics 

complemented these effectiveness measures by highlighting the resource demands 

associated with different debt types. By examining how these metrics fluctuated across the 

dimensions of complexity, scope, and context, cycle 2 provided a granular account of the 

conditions that dictate the success or failure of automated remediation. 

Fix creation rates were found to be consistently high across conditions, and it was therefore 

concluded that models were generally capable of producing candidate solutions; however, 

generation alone was not observed to guarantee downstream success. Although quality 

metrics were often favourable these metrics were not reliably predictive of deployability. A 

disconnect was therefore identified between perceived quality (creation and reliability 

scores) and actual remediation effectiveness. The principal performance declines were 

observed at the patch application and correctness‑validation stages. It was therefore asserted 

that integration and correctness represented the primary bottlenecks in the remediation 

pipeline. 

Complexity was shown to impose a hard operational limit: as complexity increased, both 

effectiveness and quality deteriorated, and at high complexity levels performance collapsed. 

This pattern indicated fundamental limitations in reasoning and contextual comprehension. 

Scope and artefact type were found to increase contextual requirements and thereby reduce 

both effectiveness and quality. Localised, less rigid artefacts were therefore identified as 

more tractable, while cross‑file and semantically demanding artefacts were shown to be 

substantially more challenging. Successful remediation was constrained primarily by 

integration, correctness, and contextual reasoning. Consequently, practical deployment of 

AI‑based remediation should be guided by careful problem characterisation, targeted 

validation and hybrid workflows that combine automated generation with contextual 

retrieval and human oversight. 



67 

 

 

The cycle 2 findings gave a comprehensive response to RQ2 by demonstrating that the 

performance of AI‑based remediation systems was systematically conditioned by the 

characteristics of technical debt. It was shown that debt category, complexity, scope, and 

artefact type each have measurable effects on both effectiveness and quality. Design‑level 

debt was observed to yield the highest rates of successful remediation and the most 

favourable quality metrics, whereas code‑level debt was associated with lower success and 

reduced deployment quality; test‑related debt occupied an intermediate position, exhibiting 

a trade‑off between generation frequency and deployment reliability. Complexity was 

identified as the principal constraint: low and moderate complexity permitted substantial fix 

generation and partial effectiveness, while high complexity produced a collapse of 

generation, application, and correctness metrics. Scope was found to influence downstream 

stages of the remediation pipeline rather than generation per se; cross‑file problems elicited 

high rates of candidate generation but markedly lower rates of successful application and 

correctness, indicating that broader contextual requirements undermine deployability. 

Artefact type was shown to modulate the degree of syntactic and semantic constraint 

imposed on generated fixes, with configuration and documentation artefacts proving more 

amenable to robust remediation than source code. From these observations it was concluded 

that simpler, localised, and structurally permissive problems were most tractable for current 

models, whereas complex, cross‑contextual, and semantically demanding problems 

substantially degrade both the likelihood of success and the quality of outputs. Thus, cycle 

2 provided empirical evidence that technical debt characteristics must be treated as primary 

determinants when assessing the suitability of AI‑based remediation for a given maintenance 

task. 

Cycle 2 contributed to RQ3 by clarifying how model capabilities and deployment 

configurations interacted with problem characteristics to determine efficiency and resource 

requirements. It was observed that alignment between model strengths and task type 

materially improved resource efficiency: when remediation tasks were matched to artefacts 

and debt categories for which models produced higher‑quality outputs (for example, design, 

configuration, and documentation), fewer iterations and less validation effort were required, 

and net resource consumption was reduced. Conversely, increased complexity and expanded 

scope were associated with repeated generation–validation cycles and elevated 

computational cost without commensurate gains in effectiveness, indicating poor resource 

efficiency for hard problems. It was further shown that favourable quality metrics, such as 



68 

 

 

high creation or reliability scores, did not reliably predict deployability; additional 

integration and correctness checks were therefore required, increasing operational overhead. 

The role of deployment configuration was also clarified: pipelines that incorporated 

contextual retrieval, staged validation and stricter integration checks were proven to reduce 

failure rates but to bring greater latency and compute, whereas lightweight deployments 

offered faster throughput at the expense of lower net remediation success. Based on these 

findings, it was argued that optimal deployment of AI‑driven maintenance systems required 

deliberate capability–task alignment and adaptive validation strategies that scaled effort to 

problem difficulty, and that resource allocation decisions were to be informed by the 

technical debt profile rather than by generation metrics alone. 

Taken together, the cycle 2 results established that AI‑based remediation was a 

context‑dependent capability whose practical utility was determined by an interaction 

between problem characteristics and system configuration. It was therefore recommended 

that future work and operational deployments adopted a triage approach in which technical 

debt was characterised along the dimensions examined in this cycle, remediation tasks were 

routed to models and pipelines matched to those characteristics, and validation effort was 

scaled to the anticipated risk of integration and correctness failures. By doing so, the 

trade‑offs between effectiveness, quality, and resource expenditure could be managed more 

effectively, and the conditions under which meaningful automation could be realised would 

be made explicit. 

In summary, the results demonstrate that: 

The performance of AI-based code remediation systems is strongly influenced 

by the characteristics of technical debt, with complexity, scope, artefact type, 

and debt category jointly determining both the effectiveness and quality of 

remediation outcomes. This answers to RQ2. 

The efficiency and resource requirements of AI-driven software maintenance 

are determined by the interaction between model capabilities and task 

characteristics, with increased resource usage not necessarily leading to 

improved remediation performance. This answers to RQ3. 
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7  BIE cycle 3: Limitations and improvements (RQ4) 

The preceding cycles of this study established both the feasibility and conditional 

performance characteristics of The Wizard in the context of technical debt remediation. 

Cycle 1 demonstrated that, while LLMs could identify technical debt and generate candidate 

fixes, their ability to achieve successful end-to-end remediation was limited. cycle 2 

extended this analysis by examining how different characteristics of technical debt affect 

remediation performance. The findings of cycle 2 revealed that, although fix generation rates 

were consistently high across most conditions, effective remediation remained significantly 

constrained. Especially a consistent pattern emerged in which models were able to produce 

syntactically valid fixes, partially apply them, but ultimately failed to produce functionally 

correct solutions. This pattern was observed across all technical debt types and problem 

configurations. These results motivated the need for a deeper investigation into the 

underlying causes of these failures, leading to the formulation of cycle 3 and its associated 

research focus, RQ4: 

What cognitive and architectural constraints limit AI agents’ ability to reason 

about and modify complex software systems during automated technical-debt 

remediation? 

The results of cycle 2 suggested that the limitations of the artefacts were not solely 

attributable to the characteristics of technical debt but may instead arise from intrinsic 

properties of the models and their interaction with the remediation pipeline. Specifically, the 

following observations were identified: 

• High fix creation rates indicated that models could generate candidate solutions. 

• Remediation performance differs across different artefact types. 

• Patch application and effective fix rates vary a lot across models. 

This discrepancy between generation capability and remediation success highlighted a 

critical gap between syntactic solution generation and semantic correctness. Furthermore, 

the variation in failure modes observed across different models suggested that limitations 

could exist at multiple levels, including reasoning and understanding of program behaviour, 
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representation of changes in executable formats, integration of modifications within existing 

codebases, and consistency and reliability of model outputs. 

Understanding these limitations required a shift from performance evaluation to causal 

analysis of failure mechanisms. This observation guided the central problem in cycle 3 to be 

addressed as follows: 

To identify and explain the fundamental limitations that prevent AI-based 

systems from achieving successful technical debt remediation, despite their 

ability to generate candidate fixes. 

7.1  Understanding the remediation flow 

This problem extended beyond performance measurement and focused on understanding 

why remediation fails, rather than merely quantifying failure. The problem was decomposed 

into the following analytical dimensions: 

1. Pipeline-level failure analysis: determining at which stage failures occur, during fix 

creation, when applying patch, or while deploying fix. 

2. Model-level variation: identifying whether different models fail for different reasons, 

and whether these differences correspond to model capabilities. 

3. Cross-task consistency: assessing whether observed limitations persist across 

different types of technical debt: code, design, and test. 

4. Resource-performance relationship: evaluating whether increased computational 

resources improve remediation outcomes. 

These dimensions collectively supported the investigation of both RQ4 (limitations) and 

RQ3 (efficiency and resource implications). While previous cycles had demonstrated that 

AI-based systems could generate candidate fixes, there remained a lack of understanding 

regarding the causal mechanisms underlying remediation failure, the relationship between 

model capabilities and failure modes and the extent to which observed limitations are model-

specific or inherent to current AI architectures. 
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Existing research on AI-based code generation had largely focused on syntactic correctness 

or isolated tasks, without addressing the full pipeline of automated remediation (Black et al. 

2025). As a result, there was limited empirical evidence on how LLMs behaved when 

required to produce executable, context-aware, and functionally correct modifications. Cycle 

3 addressed this gap by explicitly analysing the multi-stage nature of the remediation process 

and the constraints associated with each stage. The Wizard was extended to support: 

1. Fine-grained failure tracking: The Wizard had to capture detailed information about 

failure modes, including invalid diffs, patch failures, compile failures, and empty 

responses. 

2. Model-level comparative analysis: The Wizard had to support systematic 

comparison of multiple LLMs across identical tasks and conditions. 

3. Pipeline decomposition: the remediation process had to be analysed as a sequence of 

stages, enabling identification of bottlenecks. 

4. Integration of quality and efficiency metrics: The Wizard had to link performance 

outcomes with quality scores and resource usage. 

5. Support for cross-dimensional analysis: The Wizard had to enable analysis across 

debt types, complexity levels, and model configurations. 

To support the objectives of cycle 3, The Wizard was extended with additional capabilities. 

These modifications were built on the existing pipeline implemented in previous cycles to 

capture detailed outcome metrics for each remediation attempt, including (metrics are 

explained in Appendix 1): 

• Invalid diff rate 

• Patch failed rate 

• Compile failure rate 

• Empty response rate 

• Effective fix rate 

These metrics enabled precise classification of failure modes at different stages of the 

remediation pipeline. A new aggregation layer was introduced to compute average metrics 
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per model across multiple runs. This included quality and adherence scores, fix creation and 

deployment rates, and efficiency metrics such as duration and token usage. Additionally, to 

support RQ3, The Wizard was extended to capture execution duration, token usage, and 

estimated computational cost. These metrics enabled analysis of the relationship between 

resource consumption and remediation effectiveness. These metrics enabled direct 

comparison of LLM capabilities under controlled conditions. The remediation process was 

conceptually decomposed into three stages, and metrics were aligned with each stage to 

allow systematic analysis of where failures occur: 

Fix creation → Patch applied → Effective fix 

The Wizard with above listed new metrics produced a structured dataset that captured model 

performance across different technical debt types, detailed failure mode distributions, and 

efficiency and quality indicators. This dataset formed the basis for cycle 3 evaluation, 

enabling identification of dominant failure modes, comparison of model capabilities, and 

analysis of systemic limitations across tasks and configurations. Cycle 3 was expected to 

provide a detailed characterisation of failure mechanisms in AI-based remediation, 

identification of fundamental limitations across multiple models, and insights into the 

relationship between model capabilities, task complexity, and resource usage. This 

represented a transition from understanding what affects performance (cycle 2) to explaining 

why performance was fundamentally limited (cycle 3). 

7.2  Evaluation 

This section presents the results of cycle 3, which extends the evaluation of AI-based 

technical debt remediation by incorporating model-level benchmarking across code, design, 

and test debt, alongside modifications to the remediation pipeline. Unlike previous cycles, 

which used Localstack public repository, cycle 3 analysed a private company-owned 

repository with 243 files, files being mostly Python files. Based on the LLM performance 

results in cycle 1, The Wizard run Gemma4:e4b model analysing the code base for code and 

design debt and reporting 20 findings from both. Then Llama3.2:3b analysed the code base 

for test debt and reported additional 20 findings. Selected six LLMs were run for code 

remediation for these 60 findings. The results of cycle 3 demonstrated that non-zero effective 

fix rates were attainable, indicating that AI-based remediation was not inherently infeasible. 
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Instead, performance depended on both LLM characteristics and system-level design 

choices. The analysis focused on model-level performance comparison, remediation pipeline 

behaviour, failure mode distribution, and efficiency–effectiveness trade-offs. The results 

provided a comprehensive basis for answering RQ4, while also refining insights related to 

RQ3. Table 10 presents a comparison of models across key performance metrics, including 

quality, fix creation, deployment, and efficiency. Metrics and calculations are explained in 

Appendix 1. 

 

Table 10: Comparison of key performance metrics 

Model 

Avg 

rank 

Rank 

score 

Avg 

quality 

Avg 

creation 

Avg 

deploym

ent 

Avg 

effective 

fix 

Avg 

duration 

(s) 

Avg cost 

(€) 

Llama3.

2:3b 1,3 0,7117 0,6333 0,7150 0,5108 0,3667 9,5 0,000259 

Deepsee

k-coder-

v2:16b 1,7 0,7125 0,7017 0,7884 0,5717 0,4667 13,2 0,00099 

Devstral-

small-

2:24b 3,0 0,6621 0,7101 0,7752 0,6125 0,6667 88,3 0,001003 

Qwen3-

coder:30

b 4,0 0,6486 0,6731 0,7690 0,5292 0,5333 65,2 0,000881 

Phi4-

reasonin

g:14b 5,0 0,5913 0,6407 0,8639 0,3058 0,1667 164,2 0,002509 

Gemma4

:e4b 6,0 0,3706 0,1823 0,2277 0,1142 0,1333 29,4 0,000806 

 

Table 10 presents the average performance of the evaluated models across key remediation 

metrics. The results demonstrate that, following the modifications introduced in cycle 3, 

models could achieve non-zero effective fix rates. The highest performance was observed 

for devstral-small-2:24b (67%), followed by qwen3-coder:30b (53%) and deepseek-coder-

v2:16b (47%). However, these results also revealed a misalignment between ranking metrics 

and actual remediation success. For example, llama3.2:3b achieved the highest rank despite 

a significantly lower effective fix rate (37%), indicating that traditional evaluation metrics 

did not adequately capture practical effectiveness. Furthermore, a clear trade-off was 

observed between performance and efficiency. Models achieving higher effective fix rates 

showed substantially longer execution times and higher computational costs, suggesting that 

improved remediation performance required increased resource utilisation. 
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Figure 14 (Pipeline performance by debt type) illustrates the progression of remediation 

performance across the pipeline stages. The results confirmed that LLMs consistently 

achieved high fix generation rates, followed by moderate deployment success.  

 

 

Figure 14: Pipeline performance by debt type 

 

Crucially, unlike previous cycles, the final stage showed non-zero effective fix rates, 

indicating that the system could produce functionally correct solutions under certain 

conditions. All LLMs demonstrated consistently high fix creation rates across code, design, 

and test debt. Deployment rates remained moderate, indicating that a substantial proportion 

of generated fixes could be syntactically applied to the codebase. The result also revealed 

that despite differences in model architecture, size, and specialisation, it was difficult for 

evaluated LLMs to produce a fix that both applied successfully and preserved functional 

correctness. This indicated that the primary limitation of current AI-based remediation 

systems was not in generating candidate solutions, but in ensuring their correctness and 

operational validity. 
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A central contribution of cycle 3 was the analysis of failure modes across models, as 

presented in Figure 15 (Failure distribution by model). The results indicate that distinct 

failure profiles persist, even after improvements in overall performance. 

 

 

Figure 15: Failure distribution by model 

 

The results revealed: 

• Llama3.2:3b: The model showed a mixed failure profile, with errors occurring 

primarily during patch application and correctness validation. The relatively high 

compile failure rate indicated limitations in maintaining functional correctness after 

applying changes. 

• Deepseek-coder-v2:16b: The dominant failure mode for this model was compile 

failure, suggesting a reasoning limitation. While it generated and applied fixes 

reliably, it struggled to ensure that the resulting code remained functionally correct. 

• Devstral-small-2:24b: The model showed a balanced but imperfect profile, with 

moderate levels of patch and compile failures. It demonstrated reasonable capability 

across stages but lacked robustness in both integration and correctness. 
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• Qwen3-coder:30b: The model was primarily affected by invalid diff errors, 

indicating a representation or formatting limitation. Despite strong understanding 

and low compile failures, it struggled to produce correctly structured outputs. 

• Phi4-reasoning:14b: The model showed a severe formatting limitation, with a very 

high invalid diff rate. Although it likely performed well in reasoning, it failed to 

translate this into usable code changes. 

• Gemma4:e4b: Although excelling in debt finding during cycle 1, the model was 

characterised by a reliability failure, with an extremely high empty response rate. 

This indicated an inability to consistently produce outputs, rendering it ineffective 

for remediation tasks. 

These findings demonstrated that failures were not uniform across LLMs but instead 

reflected different underlying weaknesses in how LLMs processed and executed remediation 

tasks. 

Figures 16, 17 and 18 illustrate the relationship between resource consumption and 

remediation performance. Relationships are explained in Appendix 1. The results revealed a 

positive association between effectiveness and computational cost, indicating that higher-

performing LLMs required greater execution time and resource usage. For example, 

devstral-small-2:24b achieved the highest effectiveness but had significantly higher latency 

compared to smaller models. However, this relationship was not strictly linear. Certain 

LLMs, such as qwen3-coder, achieved robust performance with moderate resource usage, 

suggesting that efficiency was influenced by both LLM architecture and capability 

alignment. 
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Figure 16: Average duration vs. Effective fix 

 

 

Figure 17: Average cost vs. Effective fix 
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Figure 18: Token usage vs. Effective fix 

 

These findings contribute to RQ3 by demonstrating that performance improvements are 

achievable but come at measurable computational cost. It was also found that larger LLMs 

led to greater computational cost without producing remarkable better outcomes. Small 

faster LLMs achieved comparable or better performance than slower LLMs. This 

demonstrated that efficiency and effectiveness were decoupled, and that increasing 

computational resources did not overcome the fundamental limitations identified in the 

remediation process. The combined analysis indicated that the limitations identified in 

previous cycles were not absolute but could be partially mitigated through improvements in 

system design and LLM selection. While LLMs could produce effective fixes, performance 

remained constrained by reasoning limitations affecting correctness, representation issues 

affecting output structure, integration challenges affecting patch application, and reliability 

issues affecting consistency. These limitations, listed in Table 11, were distributed 

differently across LLMs, suggesting that no single LLM overcame all constraints. 
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Table 11: Limitation mapping 

Limitation Evidence Model 

reasoning compile_failure 

deepseek-coder-v2:16b 

devstral-small-2:24b 

representation invalid_diff 

qwen3-coder:30b 

phi4-reasoning:14b 

integration patch_failed llama3.2:3b 

reliability empty_response gemma4:e4b 

 

Cycle 3 formulated the problem of identifying the underlying constraints that prevented AI-

based systems from achieving successful technical debt remediation. By extending The 

Wizard to capture detailed failure modes and enabling model-level comparison, this cycle 

provided the foundation for analysing the cognitive and architectural limitations of current 

AI systems. AI-based technical debt remediation is partially achievable, representing a 

significant advancement over previous cycles. The results show that effective remediation 

can be achieved under certain conditions, LLM capabilities vary significantly, and 

performance improvements require increased computational resources. These insights 

directly informed the evaluation phase, where the limitations of AI-based software 

maintenance agents were systematically identified and analysed in relation to RQ4. 

Cycle 3 demonstrated that fundamental limitations persist, particularly in ensuring 

correctness and consistency. These findings provide a refined answer to RQ4: 

AI-based software maintenance agents are not inherently incapable of 

remediation, but are constrained by cognitive, representational, contextual, 

and reliability limitations, which can be partially mitigated but not fully 

eliminated. 

7.3  Reflection and learning 

This section reflects on the findings of cycle 3 to provide a final answer to RQ4: 

What cognitive and architectural constraints limit AI agents’ ability to reason 

about and modify complex software systems during automated technical-debt 

remediation? 
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Cycle 3 transformed the understanding of AI-based remediation from a model of absolute 

limitation to one of conditional capability constrained by identifiable factors. While the 

improvements achieved demonstrated the potential of AI systems, the persistence of multiple 

limitation types highlighted the need for continued research and system-level innovation. 

Unlike earlier cycles, where AI-based remediation consistently failed to produce effective 

solutions, the results of cycle 3 demonstrated that successful remediation was achievable 

under certain conditions. This shift enabled a more nuanced understanding of AI limitations, 

moving from a perspective of absolute failure to one of conditional capability constrained 

by identifiable factors. A key learning from cycle 3 was that the previously observed inability 

of AI systems to perform end-to-end remediation was not an inherent or immutable 

limitation. Through modifications to The Wizard and improved orchestration of the 

remediation pipeline, several LLMs achieved substantial effective fix rates, with the best-

performing model exceeding 60%. This demonstrated that: 

AI-based remediation is not fundamentally infeasible but is sensitive to both 

model capabilities and system design. 

From an ADR perspective, this represented a successful intervention, where iterative 

refinement of the artefact resulted in measurable improvement in performance. Despite the 

observed improvements, the results revealed that LLMs have different persistent constraints 

that limit their success in fully automatic code remediation. Cognitive limitations remained 

a primary constraint. These limitations were most clearly reflected in compile failures and 

incomplete or incorrect remediation outcomes. Even when LLMs generated plausible fixes 

and successfully apply patches, they frequently failed to ensure that the resulting system 

behaved correctly. This indicated that current LLMs lack the ability to fully reason about 

program semantics, anticipate execution behaviour, and validate the correctness of 

modifications. Thus, while improvements enabled partial success, deep program 

understanding remained limited. 

The results also highlighted persistent representation constraints, particularly in LLMs that 

showed high rates of invalid diffs. These failures indicated that LLMs struggled to 

consistently produce outputs that conformed to required structural formats, such as correctly 

specified patches. This limitation remained even in LLMs with high task understanding 

scores, suggesting a disconnect between internal reasoning processes, and external 
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representation of solutions. This reflected a broader limitation in how LLMs translated 

abstract solutions into precise, executable artefacts. 

Another key limitation was found in the integration of generated fixes within the broader 

codebase. Patch failures indicated that LLMs often struggled to correctly localise changes, 

maintain consistency with surrounding code, and align modifications with the existing 

system structure. Although cycle 3 improvements reduced the impact of these failures, they 

remained a significant barrier to achieving consistently successful remediation, particularly 

in more complex scenarios. 

The results further demonstrated that reliability varied significantly across LLMs. Some 

LLMs produced stable and consistent outputs, while others showed high rates of empty or 

incomplete responses. Although this limitation was less dominant in higher-performing 

LLMs, it remained an important consideration for practical deployment. This suggested that 

robustness was not uniformly achieved across current AI systems, and that reliability had to 

be considered alongside effectiveness. 

The most significant insight from cycle 3 concerned the architectural limitations of current 

AI systems. Although effective remediation was partially achievable, the results indicated 

that success was inconsistent, performance varied significantly across LLMs, and no LLM 

demonstrated robust, generalisable remediation capability. These findings suggested that 

current AI systems lacked key architectural features required for reliable software 

maintenance, including iterative reasoning and self-correction, explicit verification of 

generated solutions, and sustained context management across complex tasks. As a result, 

even improved systems remained fundamentally constrained in their ability to perform fully 

autonomous and reliable remediation. 

The findings of cycle 3 also reinforced the relationship between performance and resource 

consumption. Higher-performing LLMs required longer execution times and greater 

computational resources. This indicated that improvements in remediation effectiveness 

were not achieved without cost, highlighting a trade-off between performance and 

efficiency. From a practical perspective, this suggested that deploying AI-based maintenance 

systems required careful consideration of resource constraints and expected benefits. 

Based on the findings of cycle 3, the answer to RQ4 can be stated as follows: 
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AI-based software maintenance agents are constrained by a combination of 

cognitive, representational, contextual, reliability, and architectural 

limitations. While these limitations do not make automated technical debt 

remediation impossible, they significantly restrict the consistency, 

correctness, and generalisability of solutions. Improvements in system design 

and model selection can partially mitigate these constraints, but fundamental 

challenges remain, particularly in reasoning about program behaviour and 

ensuring correctness of modifications. 

From an ADR perspective, these findings provided important guidance for the design of 

future AI-based maintenance systems. The results suggested that effective systems should 

incorporate mechanisms for verification and validation, support iterative refinement of 

solutions, integrate tooling for structured output generation, and leverage hybrid approaches 

combining AI with traditional analysis tools. Such design principles are necessary to move 

beyond partial capability towards more reliable and scalable AI-driven software 

maintenance. 
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8  Evaluation of intervention cycles and the overall result.  

Through three BIE cycles, the research progressed from establishing feasibility, to analysing 

performance determinants, and finally to identifying the underlying limitations of AI-based 

remediation systems. This section presents the integrated answers to the four questions RQ1–

RQ4, synthesising the empirical findings into a coherent conclusion. Table 12 summarises 

ADR loops and evolutionary learning flows. 

 

Table 12: Summary of ADR loops 

ADR cycle BIE focus and 

intervention 

context 

Key empirical findings 

(evaluation) 

Resulting modifications 

for next cycle 

(refinement) 

Cycle 1: 

Baseline 

Evaluating baseline 

LLM capability 

using Localstack 

proxy. 

High fix creation (up to 

85%), but 0% patch 

application and 0% 

effective fix rate across 

all models due to format 

misalignment and context 

drift. 

Transition to Cycle 2: 

Redesigned The Wizard to 

accept granular metadata 

annotations (complexity, 

scope, and context 

requirements) to 

categorise and isolate 

where failures occur. 

Cycle 2: Debt 

characteristics 

Analysing how 

debt characteristics 

(complexity, scope) 

affect performance 

on Localstack. 

Performance collapsed at 

high complexity. Patch 

application improved 

(50–59%) but correctness 

remained a major 

bottleneck. Quality scores 

did not reliably predict 

deployability. 

Transition to Cycle 3: 

Refined prompt 

orchestration, introduced 

fine-grained multi-stage 

failure tracking (invalid 

diff, compile failure, 

empty response), and 

added retry mechanisms. 
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Cycle 3: 

Limits and 

context 

Deploying refined 

pipeline in a 

private company 

owned repository. 

Achieved non-zero 

effective fix rates 

(exceeding 60% for top 

models). Identified 

distinct model-level 

failure profiles (e.g., 

representation vs. 

reasoning limits). 

Theoretical Formalisation: 

Abstracted findings into 

design principles for 

hybrid, validation-aware 

maintenance systems. 

 

8.1  Answer to RQ1: Effectiveness of AI-based technical debt identification and 

remediation 

RQ1: How effectively can autonomous AI-based software maintenance 

agents identify and remediate technical debt while preserving functional 

correctness? 

The results demonstrated that LLMs are highly capable of identifying technical debt across 

multiple categories, including code, design, and test debt. The identification process was 

characterised by powerful performance in terms of coverage, consistency, and descriptive 

quality. Remediation performance was found to be more constrained and context dependent. 

Early experiments showed that LLMs could generate candidate fixes, but they failed to 

produce functionally correct solutions. The introduction of improved orchestration 

mechanisms in cycle 3 resulted in substantial improvements, with effective fix rates 

exceeding 60% for the best-performing LLM in this research. The result is supported by 

Kanse et al. (2026) in their research of software anti-pattern detection: 

“Research demonstrates that fine-tuned GPT models can effectively detect Python 

code smells with F1-scores reaching 0.77 for certain smell types.” 

Together these findings indicate that: 
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Agents based on LLMs can effectively identify technical debt and are capable 

of partially successful remediation, provided that system-level design 

supports correct integration and validation. 

It is important to note that the preservation of functional correctness remains a critical 

challenge, limiting the reliability of fully autonomous remediation. 

8.2  Answer to RQ2: Influence of technical debt characteristics 

RQ2: How do characteristics of different types of technical debt influence the 

performance of AI-based code remediation systems? 

The results showed that remediation performance was strongly influenced by the 

characteristics of technical debt, including type, complexity, scope, and artefact. Complexity 

was the dominant limiting factor, with performance declining significantly as complexity 

increased and collapsing entirely at high levels. This is supported by another research 

reporting LLMs exceling in resolving errors confined to a few lines or requiring limited local 

context (EmergentMind 2025). Scope affected integration, with cross-file issues exhibiting 

substantially lower success rates than localised problems. Artefact type influenced 

correctness, with configuration and documentation tasks yielding higher success rates than 

source code modifications. Debt type introduced variability, with design debt generally 

achieving higher quality and effectiveness than code or test debt. These findings demonstrate 

that: 

AI-based remediation is inherently context-sensitive, with performance 

determined by the structural and semantic characteristics of the problem. 

8.3  Answer to RQ3: Efficiency and resource implications 

RQ3: How do model capabilities and deployment configurations affect the 

efficiency and resource requirements of AI-driven software maintenance? 

The analysis revealed a complex relationship between LLM performance and resource 

consumption. Higher-performing LLMs tend to require greater computational resources, 

including longer execution times and increased token usage. Increased resource consumption 
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did not however guarantee improved performance, particularly in earlier cycles where all 

LLMs failed to achieve effective remediation. In cycle 3, improvements in effectiveness 

were achieved, but only at the cost of increased computational overhead. These findings 

indicate that: 

AI-based remediation performance is not solely determined by model scale 

or computational investment, but by the alignment between model 

capabilities, task requirements, and system design. 

From a practical perspective, this highlights the need for selective and efficient deployment 

strategies, balancing performance gains against resource costs. Software development 

should follow the United Nations’ SDGs (n.d.) by designing ethically, building sustainably, 

reducing digital inequality, ensuring responsible AI, and aligning engineering practices with 

measurable social, environmental, and economic impact across the full SDLC. Masthan Ali 

et al. (2026) found in their study that smaller models can provide competitive results in areas 

such as code completion, bug detection, and summarisation, while offering faster inference 

and lower environmental impact. 

8.4  Answer to RQ4: Limitations of AI-based remediation systems 

RQ4: What cognitive and architectural constraints limit AI agents’ ability to 

reason about and modify complex software systems during automated 

technical-debt remediation? 

The results of cycle 3 demonstrated that, while AI-based remediation is partially achievable, 

it remained constrained by multiple interacting limitations. These limitations were 

categorised as follows: 

• Cognitive limitations reflected in failures to maintain functional correctness and 

reason about program behaviour. 

• Representation limitations evident in difficulties producing structurally valid and 

executable outputs. 

• Contextual and integration limitations affecting the ability to align changes with 

existing codebases. 

• Reliability limitations resulting in inconsistent or incomplete outputs. 
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• Architectural limitations including the absence of iterative reasoning, verification 

mechanisms, and persistent context management. 

The study showed that: 

Found limitations are not absolute but can be partially mitigated through 

improvements in system design, model selection, and orchestration strategies. 

The paper by Cheng (2026) supports this by empirically demonstrating that a bounded 

iterative detect-repair-verify workflow with test-grounded feedback can partially mitigate 

architectural limitations, such as the absence of verification mechanisms, which otherwise 

restrict autonomous remediation success. Also, the paper’s identification of wrong 

localisation as the dominant failure mode provides empirical evidence for the contextual and 

integration limitations identified in this thesis that hinder an agent’s ability to accurately 

align modifications with a complex codebase. 

However, no LLM demonstrated consistent, generalisable success, indicating that selected 

LLMs were not yet capable of fully autonomous and reliable software maintenance. 

8.5  Research contributions 

This thesis provides three distinct contributions to the field of software engineering and 

artificial intelligence-driven maintenance. By moving beyond detached model 

benchmarking to situated intervention, the research clarifies the boundaries between 

generative capability and operational effectiveness. 

The primary technical contribution is the development of The Wizard, a local, model-

agnostic evaluation pipeline specifically engineered for technical debt detection and 

remediation. Unlike existing tools that rely on cloud-based APIs, The Wizard leverages a 

local inference architecture via the Ollama framework to ensure data privacy, eliminate per-

token costs, and facilitate reproducible experimentation. The artefact provides a structured, 

end-to-end workflow from initial repository scanning and debt categorisation to automated 

patch application and multi-stage validation. This creates a high-fidelity sandbox 

environment that allows organisations to evaluate the safety and performance of various 

LLMs before integrating them into live production environments. 



88 

 

 

This research provides comprehensive comparative evidence regarding the performance of 

several local LLMs from the Llama, Gemma, DeepSeek, Qwen, Phi, and Mistral families 

across a diverse taxonomy of technical debt. The study offers detailed datasets linking model 

performance to specific debt types within both open-source proxy context and authentic 

proprietary environments. Key empirical insights include the identification of structural 

complexity as a dominant limiting factor, where model effectiveness collapses as debt 

complexity increases. Furthermore, the study quantifies the trade-offs between model 

reasoning capabilities, execution latency, and computational resource requirements, offering 

a pragmatic baseline for model selection in automated maintenance tasks. 

Finally, the study contributes a conceptual framework for understanding and addressing the 

context gap in AI-driven remediation. By decomposing the remediation process into three 

distinct stages (generation, integration, and correctness) the research moves beyond simple 

success/failure classifications to provide a causal explanation of why AI remediation often 

fails in complex systems. This is formalised through a taxonomy of failure modes, 

categorising limitations as cognitive, representational, contextual, or reliability based. These 

findings are abstracted into a set of design principles for future maintenance systems, 

advocating for validation-aware architectures that incorporate iterative reasoning, self-

correction loops, and hybrid workflows combining AI logic with deterministic engineering 

tools. 

8.6  Formalised design principles for AI-driven maintenance 

A core requirement of the ADR process is the abstraction of findings into design principles 

that are applicable to a broader class of problems. Based on the iterative development of The 

Wizard and the empirical data gathered across three cycles, this research formalises five key 

design principles for the implementation of autonomous or semi-autonomous AI agents in 

software maintenance. Table 13 summarises how these principles address the context gap 

and the crisis of trust identified in the problem definition, converting the observed failure 

modes into prescriptive architectural guidance. 
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Table 13: Formalised design principles for AI-assisted technical debt remediation 

Design principle Empirical basis Practical implication 

DP1: Multi-stage 

validation gating 

Cycle 1 showed that high fix 

creation rates (up to 85%) 

frequently resulted in 0% 

effective fixes due to 

misaligned integration. 

Remediation agents must not be black-

box generators; they require a tiered 

validation pipeline from syntax 

parsing via patch integration to 

functional testing to prevent codebase 

regression. 

DP2: Model 

portfolio 

orchestration 

Cycle 3 identified that no single 

LLM overcame all constraints, 

with distinct models exhibiting 

different failure profiles. Qwen 

excelled in formatting, whereas 

DeepSeek in reasoning. 

Systems should utilise a portfolio 

approach, routing specific debt types 

to models whose strengths align with 

the task. This can for example be done 

by using reasoning models for 

architectural debt and faster models 

for documentation. 

DP3: Context-

bounded scoping 

Cycle 2 demonstrated that 

effective fix rates were 

significantly higher for 

local/file-level debt (43%) 

compared to cross-file 

interventions (20%). 

To ensure reliability, automated agents 

should be constrained to tractable units 

of work, prioritising localised 

refactoring while flagging complex 

cross-component debt for human-led 

oversight. 

DP4: 

Observability of 

failure modes 

Cycle 3 revealed that 

performance improvements 

were only achievable once fine-

grained failure tracking. This 

research implemented 

invalid_diff and 

compile_failure for this 

purpose. 

Maintenance artefacts must be 

designed with high observability to 

allow for iterative self-correction or to 

provide developers with clear rationale 

when an automated remediation 

attempt fails. 

DP5: 

Sociotechnical 

risk-adaptive 

deployment 

The researcher-led intervention 

was necessitated by the high 

operational risk of deploying 

probabilistic AI to live teams. 

AI maintenance tools should adopt a 

triage model, where low-risk tasks are 

automated, while high-risk source 

code modifications remain within a 

human-in-the-loop workflow. 

Configuration and documentation 

related tasks are examples of low-risk 

tasks. 
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While these principles were derived from the development of The Wizard within the context 

of Python-based repositories (Localstack and a private corporate codebase), they represent 

a contribution to the broader theory of validation-aware design in AI engineering. These 

principles suggest that the primary bottleneck in AI-driven software maintenance is no 

longer the generative capability of the model, but rather the architectural orchestration and 

the robustness of the integration gating mechanisms. Future researchers and practitioners 

can utilise this framework to design maintenance systems that are not only capable of 

generating code but are also functionally correct and organisationally trustworthy. 
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9  Conclusions 

This thesis investigated the capabilities and limitations of AI-based software maintenance 

agent in the context of technical debt identification and remediation. Using an ADR 

approach, the study designed, implemented, and iteratively refined an artefact, The Wizard, 

to evaluate how different LLMs perform across multiple types of technical debt. 

Existing benchmarks such as SWE-bench (SWE-bench 2025) evaluate the ability of LLMs 

to generate patches for predefined software issues, primarily focusing on whether generated 

solutions pass existing test suites. While this provides a useful measure of LLM capability 

in bug-fixing scenarios, it treats the remediation process as a largely black-box operation 

and offers limited insight into the underlying causes of success or failure. In contrast, this 

research adopts a fundamentally different perspective by focusing on technical debt 

identification and remediation, which represents a more complex and less well-defined 

problem domain. The proposed approach decomposes the remediation process into multiple 

stages, enabling fine-grained analysis of generation, integration, and correctness. 

Furthermore, the study introduces a detailed taxonomy of failure modes, allowing for causal 

explanation of LLM behaviour rather than simple success/failure classification. 

In addition, the research incorporates task characteristics such as debt type, complexity, 

scope, and artefact, demonstrating that AI performance is highly context dependent. Cheng 

(2026) supports this. Unlike SWE-bench, which evaluates LLMs in a static setting, this study 

employs an ADR methodology, iteratively refining the system to improve performance and 

demonstrating that remediation effectiveness can be significantly enhanced through system-

level interventions. The inclusion of efficiency and cost metrics provides a more 

comprehensive evaluation of practical applicability, highlighting trade-offs between 

performance and resource consumption. Collectively, these contributions extend beyond 

existing benchmarking approaches by providing a deeper understanding of the conditions, 

limitations, and design factors that govern the effectiveness of AI-based software 

maintenance systems. 
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10  Limitations, validity, and future work 

The evaluation of the research findings necessitates a rigorous discussion regarding the 

validity and reliability of the study. This chapter examines the limitations of the ADR 

approach through the lenses of construct, internal, and external validity, while addressing 

the specific challenges of reproducibility encountered during the proprietary intervention 

phase. The assessment of validity is fundamental to ensuring that the empirical results and 

the subsequent formalisation of learning contribute effectively to the software engineering 

body of knowledge. 

10.1  Construct validity 

Construct validity refers to the extent to which the operational measures accurately reflect 

the theoretical concepts they are intended to represent. In this research, the primary construct 

of technical debt remediation was operationalised through the effective fix rate, which 

measured the proportion of remediation attempts that were successfully applied and 

validated through automated gates: comprising compilation, parsing, and functional testing. 

While these automated gates offered an objective measure of technical correctness, it is 

acknowledged that they may not fully capture broader qualitative constructs such as long-

term maintainability or deep architectural alignment. The research ensured the theoretical 

grounding of the technical debt construct by utilising established taxonomies that 

differentiate between code, design, and test debt to ensure that the detection and remediation 

efforts were aligned with recognised industry challenges.  

10.2  Internal validity 

Internal validity concerns the degree to which the observed results can be confidently 

attributed to the intervention rather than confounding variables. To mitigate threats to 

internal validity, the experimental configuration was strictly standardised across all BIE 

cycles. This included the use of uniform model parameters, such as a low temperature of 0,2 

to promote deterministic output and a nucleus sampling top_p value of 0,9 to balance 
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stability with response diversity. Despite these controls, the stochastic nature of LLMs 

remains a latent variable that can influence outcomes, particularly in reasoning tasks. 

Furthermore, as the researcher acted as the primary developer and system validator, the 

interpretive step of human-in-the-loop review was employed to calibrate severity thresholds 

and qualitative utility, mirroring the judgement of a senior software engineer.  

10.3  External validity 

External validity relates to the generalisability of the findings to other software engineering 

contexts. The research setting transitioned from the open-source Localstack repository, 

serving as a complex proxy for structural decay, to a proprietary company-owned repository 

in cycle 3 to ensure operational authenticity. However, because the study focused 

predominantly on Python-based systems, the generalisability to other programming 

languages or different organisational architectures remains limited. To address these 

limitations, the empirical findings were abstracted into a set of generalisable design 

principles, such as model portfolio orchestration and context-bounded scoping, which offer 

theoretical guidance for the broader class of AI-assisted maintenance systems beyond the 

specific repositories studied.  

10.4  Reliability and reproducibility 

Reliability refers to the consistency of the findings and the possibility for other researchers 

to replicate the results. The use of local inference through the Ollama framework ensured 

that the experiments were not subject to the temporal version drift or latency variations 

common in cloud-based APIs, thereby enhancing the reliability of the baseline and 

characteristic-influence cycles. Regarding reproducibility, cycles 1 and 2 are fully traceable 

through the documented structure of The Wizard and the public availability of the Localstack 

repository. However, as noted in the ethical considerations, the data from cycle 3 is not fully 

reproducible due to the proprietary nature of the private repository and the non-disclosure 

agreements protecting organisational intellectual property. In accordance with the ethical 

conduct of ADR, the findings from this proprietary context are reported in an aggregated 
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and anonymised format to ensure that the study provides rigorous scientific value without 

compromising the security of the host organisation.  

10.5  Future work 

Future research should broaden evaluation to multiple repositories, diverse domains, and 

larger codebases to improve generalisability and to capture more complex dependency 

patterns. Systems that embrace iterative, agent-based remediation with self-correction and 

autonomous debugging workflows merit further exploration, as do hybrid architectures that 

combine LLM reasoning with deterministic engineering tools. Deeper integration with 

CI/CD pipelines, static and dynamic analysis, and IDEs will be essential to raise ecological 

validity and to support human-in-the-loop workflows. Finally, economic optimisation 

strategies and cross-ecosystem comparisons of local versus cloud, open versus proprietary, 

and integrated versus standalone environments should be investigated. 

The study demonstrates meaningful progress towards AI-assisted technical debt remediation 

while exposing methodological, technical, and economic constraints. Given the rapid pace 

of LLM and tooling development, future work must be dynamic and interdisciplinary, 

favouring intelligent, integrated, and context-aware maintenance workflows in which AI is 

a powerful, carefully orchestrated component rather than a fully autonomous replacement 

for established software engineering practice. 
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Appendix 1. Metrics and calculations 

 

Actionability 

The actionability metric measures the practical usability of the generated remediation 

output. A remediation output is considered actionable when the proposed modifications 

can be directly applied, instructions are clear and executable, the output contains sufficient 

implementation detail, and no substantial manual interpretation is required. Low 

actionability indicates vague, incomplete, or impractical remediation suggestions. 

Actionability is evaluated according to implementation usability: 

 

Condition Score 

Immediately usable and directly implementable 1 

Mostly actionable with minor clarification needed 0,5–0,9 

Requires significant manual interpretation 0,1–0,4 

Not practically usable 0 

 

Adherence 

The adherence metric measures the extent to which the generated remediation output 

follows the instructions, constraints, and formatting requirements specified in the 

remediation task. This includes compliance with requested remediation objectives, use of 

required output structure, observance of repository constraints, and avoidance of unrelated 

modifications. Low adherence indicates deviation from the requested task or violation of 

output requirements. Adherence is evaluated based on task compliance: 

 

Condition Score 

Fully follows all task instructions and constraints 1 

Minor deviations from instructions 0,5–0,9 

Significant deviations affecting usability 0,1–0,4 

Fails to follow task requirements 0 

 

Average Cost (€) 

The average cost metric measures the mean estimated computational cost associated with 

remediation tasks performed by a model. The metric is based on token usage, execution 

overhead, and backend pricing assumptions. The purpose of the metric is to assess the 

economic feasibility of AI-assisted software maintenance. 

Average Cost =
∑Estimated Execution Costs

Total Evaluation Runs
 

where execution cost is derived from input token usage, output token usage, and provider-

specific pricing configuration. 
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Average Cost vs. Effective Fix 

The Average Cost vs. Effective Fix metric evaluates the relationship between remediation 

effectiveness and estimated computational cost. The metric measures whether improved 

remediation outcomes are associated with higher token consumption, increased execution 

overhead, or more computationally expensive models. This comparison supports 

evaluation of the economic feasibility of AI-assisted software maintenance. First, average 

cost is calculated. The relationship is then analysed by comparing 

(Average Cost,  Effective Fix Rate) across models or evaluation contexts. 

 

Observation Interpretation  

High cost + high 

effective fix 

Improved performance requires greater 

computational investment 

Low cost + low 

effective fix 

Economical but weak remediation 

Low cost + high 

effective fix 

Cost-efficient remediation capability 

High cost + low 

effective fix 

Poor economic efficiency 

 

Average Creation 

The average creation metric measures the mean performance of a model during the fix 

generation stage of the remediation pipeline. The metric reflects the model’s ability to 

generate valid candidate fixes, produce structurally complete modifications, and provide 

actionable remediation outputs. Higher values indicate stronger generation capability. 

Average Creation =
∑Fix Creation Scores

Total Remediation Attempts
 

 

Average Deployment 

The average deployment metric measures the mean success of integrating generated fixes 

into the target repository. The metric evaluates patch compatibility, application success, 

and deployment robustness. Higher values indicate better integration capability. 

Average Deployment =
∑Fix Deployment Scores

Total Remediation Attempts
 

 

Average Duration (Seconds) 

The average duration metric measures the mean execution time required for a model to 

complete a remediation task. The metric reflects computational latency, operational 
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responsiveness, and practical deployment efficiency. Lower values indicate faster 

remediation performance. 

Average Duration =
∑Execution Duration (seconds)

Total Evaluation Runs
 

 

Average Duration vs. Effective Fix 

The Average Duration vs. Effective Fix metric evaluates the relationship between 

remediation effectiveness and execution time. The metric is used to determine whether 

models achieving higher effective fix rates require longer processing times, greater 

computational latency, or more complex execution workflows. This comparison supports 

analysis of the trade-off between remediation quality, and operational responsiveness. 

First, the average execution duration is calculated. The relationship is then analysed by 

comparing (Average Duration,  Effective Fix Rate) across models or technical debt 

categories. 

 

Observation Interpretation  

High duration + high 

effective fix 

Improved remediation achieved at higher 

computational cost 

Low duration + low 

effective fix 

Fast but ineffective remediation 

Low duration + high 

effective fix 

Efficient and effective remediation 

High duration + low 

effective fix 

Inefficient remediation behaviour 

 

Average Effective Fix 

The average effective fix metric measures the mean proportion of remediation attempts 

that resulted in functionally correct and validated solutions. A remediation attempt is 

considered effective when the generated patch applies successfully, and correctness 

validation passes. This metric represents the most comprehensive indicator of remediation 

success. 

Average Effective Fix =
∑Effective Fix Outcomes

Total Remediation Attempts
 

where successful effective fixes are represented as (1), and unsuccessful outcomes are 

represented as (0). 

 

Average Quality 

The average quality metric measures the mean overall quality of remediation outputs 

produced by a model across all evaluation tasks. Quality reflects adherence to 
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requirements, completeness, contextual grounding, actionability, and risk appropriateness. 

Higher values indicate more coherent and practically useful remediation outputs. 

Average Quality =
∑Quality Scores

Total Remediation Attempts
 

 

Average Rank 

The average rank metric represents the mean ranking position achieved by a model across 

all evaluation runs. The metric provides a relative comparison between models based on 

aggregated performance outcomes. Lower values indicate better overall performance. 

Average Rank =
∑Rank Positions

Total Evaluation Runs
 

where rank position 1 represents the highest-performing model for a given evaluation 

instance. 

 

Compile failure rate 

The compile failure rate measures the proportion of remediation attempts in which the 

generated patch was successfully applied, but the resulting code failed compilation or 

validation checks. Compile failures indicate that the model generated modifications that 

violate syntactic correctness, dependency consistency, or program logic constraints. This 

metric primarily reflects reasoning and correctness limitations. 

Compile Failure Rate =
Number of compilation or validation failures

Total remediation attempts
× 100 

 

Value Interpretation  

Low Strong correctness and reasoning capability 

High Significant semantic or logical limitations 

 

Completeness 

The completeness metric measures the extent to which a generated remediation output 

fully addresses the identified technical debt issue. A remediation attempt is considered 

complete when it addresses the primary issue, includes all necessary code modifications, 

avoids partially implemented solutions, and does not omit critical remediation steps. Low 

completeness indicates that the response only partially resolves the problem or leaves 

significant unresolved elements. Completeness is evaluated using a rule-based scoring 

process: 
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Condition Score 

Fully resolves the issue with all required modifications 1 

Resolves most aspects but omits minor elements 0,5–0,9 

Partially addresses the issue 0,1–0,4 

Does not meaningfully address the issue 0 

 

Complexity 

The complexity metric represents the estimated remediation difficulty of a technical debt 

instance. Complexity is evaluated using a discrete ordinal scale based on scope of required 

modifications, contextual dependencies, architectural coupling, and reasoning depth 

required for remediation. 

 

Complexity 

level 
Description 

0–1 Low complexity; localised and straightforward changes 

2–3 
Medium complexity; moderate contextual reasoning 

required 

4–5 
High complexity; extensive reasoning, architectural 

understanding, or cross-file coordination required 

 

Effective fix rate 

The effective fix rate measures the proportion of remediation attempts that resulted in a 

successfully applied and functionally correct solution. A remediation attempt is considered 

effective when the patch applies successfully, compilation or validation succeeds, and 

correctness checks or tests pass. This metric represents the most comprehensive indicator 

of practical remediation success. 

Effective Fix Rate =
Number of successful effective fixes

Total remediation attempts
× 100 

 

Value Interpretation  

Low Significant limitations in correctness or integration 

Medium Partial remediation capability with remaining limitations 

High Strong end-to-end remediation capability 

 

Efficiency 

The efficiency metric measures the ability of a model to achieve remediation outcomes 

using minimal computational resources and execution time. The metric evaluates the 

relationship between remediation effectiveness, execution duration, token consumption, 

and computational cost. Efficiency reflects the practical feasibility of deploying AI-based 

remediation systems in real-world software engineering environments, where latency and 
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operational cost are important considerations. Higher efficiency indicates that a model 

achieves stronger remediation performance with lower resource consumption. Efficiency is 

calculated as a normalised ratio between remediation performance and resource usage: 

Efficiency =
Effective Fix Rate

Normalised Duration + Normalised Cost
 

where effective fix rate represents remediation success, normalised duration represents 

execution latency, normalised cost represents estimated computational expense. To ensure 

comparability across models, duration and cost values are scaled between 0 and 1 before 

aggregation. 

 

Efficienc

y Value 
Interpretation 

High 
Strong remediation performance with low resource 

consumption 

Medium Balanced performance and resource usage 

Low 
Weak remediation performance or excessive resource 

consumption 

 

Empty response rate 

The empty response rate measures the proportion of remediation attempts in which the 

model failed to produce any usable remediation output. This includes blank responses, 

incomplete outputs, interrupted responses, or responses without actionable remediation 

content. This metric evaluates behavioural reliability and output stability. 

Empty Response Rate =
Number of empty or unusable responses

Total remediation attempts
× 100 

 

Value Interpretation  

Low Stable and reliable response generation 

High Significant reliability or stability limitations 

 

Fix creation rate (fix creation) 

The fix creation rate measures the proportion of remediation attempts in which the model 

generated a syntactically valid candidate fix. A fix is considered successfully created when 

a structured remediation attempt is produced, and the generated output contains actionable 

code modifications. 

Fix Creation Rate =
Number of remediation attempts producing a valid fix

Total remediation attempts
× 100 
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Groundedness 

The groundedness metric measures the extent to which the generated remediation output is 

supported by and aligned with the actual repository context. A grounded response 

references relevant files, structures, or code elements, avoids hallucinated components, 

maintains consistency with the existing codebase, and reflects the actual implementation 

context. Low groundedness indicates speculative or fabricated modifications not supported 

by repository evidence. Groundedness is evaluated according to contextual consistency: 

 

Condition Score 

Fully aligned with repository context and existing 

structures 1 

Mostly grounded with minor inconsistencies 0,5–0,9 

Partially grounded but includes speculative elements 0,1–0,4 

Primarily hallucinated or contextually invalid 0 

 

Invalid diff rate 

The invalid diff rate measures the proportion of remediation attempts in which the 

generated patch or diff could not be interpreted as a structurally valid modification. Invalid 

diffs typically include malformed patch syntax, incomplete diff structures, corrupted 

formatting, or invalid file references. This metric evaluates the model’s ability to produce 

correctly structured and machine-applicable remediation outputs. 

Invalid Diff Rate =
Number of invalid diffs

Total remediation attempts
× 100 

 

Value Interpretation  

Low Strong structural and formatting capability 

High Significant representation or formatting limitations 

 

Mean confidence 

The mean confidence metric measures the average confidence score assigned by the 

evaluation framework to identified technical debt findings. Confidence reflects the 

estimated reliability and plausibility of the identified issue based on contextual alignment, 

explanation quality, and evidence consistency. Confidence values are normalised between 

0 and 1. 

Mean Confidence =
∑Confidence Scores

Total Identified Findings
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Mean creation score 

The mean creation score measures the average quality and consistency of generated fixes 

during the creation phase of the remediation pipeline. This metric evaluates structural 

completeness, syntactic plausibility, and adequacy of generated modifications. 

Mean Creation Score =
∑Fix Creation Scores

Number of remediation attempts
 

 

Mean deployment score 

The mean deployment score measures the average success and robustness of applying 

generated fixes to the repository. It reflects patch compatibility, integration success, and 

stability during deployment. 

Mean Deployment Score =
∑Fix Deployment Scores

Number of remediation attempts
 

 

Mean quality score 

The mean quality score represents the average overall quality of generated remediation 

attempts. It aggregates multiple dimensions of remediation quality, including 

completeness, groundedness, adherence, risk appropriateness, and actionability. Higher 

scores indicate more coherent and practically useful remediation outputs. 

Mean Quality Score =
∑Quality Scores

Number of remediation attempts
 

 

Mean reliability score 

The mean reliability score measures the consistency and stability of model behaviour 

across remediation attempts. The metric reflects response consistency, avoidance of empty 

outputs, and stability of generated remediation quality. Higher scores indicate more 

predictable and dependable model behaviour. 

Mean Reliability Score =
∑Reliability Scores

Number of remediation attempts
 

 

Mean severity 

The mean severity metric measures the average severity level assigned to identified 

technical debt findings. Severity reflects the estimated impact of the identified issue on 

maintainability, software quality, architectural stability, or future development effort. 

Severity values are evaluated on a discrete scale from 1 to 5, where 1 represents minor 

technical debt with limited impact, and 5 represents critical technical debt with substantial 

long-term consequences. 
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Mean Severity =
∑Severity Scores

Total Identified Findings
 

 

Patch application rate (patch applied) 

The patch application rate measures the proportion of generated fixes that could be 

successfully applied to the target repository without patching errors. This metric evaluates 

the model’s ability to produce structurally valid diffs, and contextually compatible 

modifications. 

Patch Application Rate =
Number of fixes successfully applied

Total generated fixes
× 100 

 

Patch failed rate 

The patch failed rate measures the proportion of remediation attempts in which a generated 

patch was structurally valid but could not be successfully applied to the repository. Patch 

failures may result from incorrect contextual alignment, outdated line references, 

conflicting modifications, or repository integration inconsistencies. This metric evaluates 

the model’s ability to generate contextually compatible modifications. 

Patch Failed Rate =
Number of failed patch applications

Total remediation attempts
× 100 

 

Value Interpretation  

Low Strong contextual integration capability 

High Significant integration and localisation limitations 

 

Qualitative depth (average characters) 

The qualitative depth metric measures the average textual depth of generated debt 

descriptions. The metric serves as an approximation of explanatory richness, descriptive 

detail, and contextual elaboration. Higher values generally indicate more comprehensive 

reasoning and explanation. 

Qualitative Depth =
∑Character Count of Descriptions

Total Identified Findings
 

 

Quality 

The quality metric represents the overall assessed usefulness and correctness of an 

individual remediation output. The metric combines multiple evaluation dimensions, 

including adherence to task requirements, completeness, contextual grounding, 

actionability, and risk appropriateness. Quality is evaluated on a normalised scale between 
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0 and 1. The quality score is computed as the weighted aggregation of selected evaluation 

dimensions: 

Quality

=
Adherence + Completeness + Groundedness + Actionability + Risk Appropriateness

5
 

 

Rank score 

The rank score represents the aggregated performance score used to rank models during 

comparative evaluation. The score combines remediation effectiveness, quality, 

deployment success, reliability, and efficiency-related metrics. The purpose of the metric is 

to provide a balanced comparative evaluation of overall model performance. The rank 

score is computed using a weighted aggregation of selected metrics: 

Rank Score = 𝑤1(Effective Fix) + 𝑤2(Quality) + 𝑤3(Deployment) + 𝑤4(Reliability)

+ 𝑤5(Efficiency) 

where: 𝑤1 + 𝑤2 + 𝑤3 + 𝑤4 + 𝑤5 = 1 

and (𝑤n) represents the weighting coefficient assigned to each evaluation dimension. 

This research used the following weights: 

 

Weight Explanation 

w1 = 0,35 Since the primary objective of the artefact was to 

evaluate practical remediation capability, effective 

fix was treated as the dominant evaluation 

criterion. 
w2 = 0,20 High-quality remediation outputs are more likely 

to be understandable, maintainable, and practically 

usable within software engineering workflows. 

Although quality alone does not guarantee 

correctness, it strongly influences the usefulness 

of generated solutions. 
w3 = 0,25 Patch application serves as a critical intermediate 

stage between generation and correctness. Models 

unable to produce deployable patches cannot 

achieve practical remediation success, regardless 

of generation quality. 
w4 = 0,10 The reliability metric received a moderate 

weighting to account for behavioural consistency 

across remediation attempts. 
w5 = 0,10 Although operational efficiency is important for 

scalability and economic feasibility, the primary 

focus of this study was remediation capability 

rather than optimisation of computational cost. 
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Consequently, efficiency was treated as a 

secondary evaluation dimension. 

 

Reliability 

The reliability metric measures the consistency of technical debt classification and 

interpretation across repeated evaluations. Mismatch refers to contradictory 

categorisations, inconsistent severity assignment, or unstable identification outcomes. 

Lower mismatch values indicate higher reliability. 

First, mismatch rate is calculated: 

Mismatch Rate =
Number of inconsistent findings

Total findings
× 100 

Reliability is then expressed as: 

Reliability = 100 − Mismatch Rate 

where 100% reliability indicates perfect consistency, and 0% mismatch represents the 

optimal outcome. 

 

Risk appropriateness 

The risk appropriateness metric measures whether the generated remediation output applies 

changes proportionate to the identified technical debt problem. A risk-appropriate 

remediation minimises unnecessary modifications, avoids introducing excessive 

architectural changes, preserves system stability, and applies changes consistent with the 

scope of the issue. Low scores indicate overly aggressive, unsafe, or disproportionate 

modifications. Risk appropriateness is evaluated according to modification proportionality: 

 

Condition Score 

Changes are minimal, safe, and proportionate 1 

Mostly appropriate with minor unnecessary changes 0,5–0,9 

Includes excessive or risky modifications 0,1–0,4 

Introduces major unnecessary risk or instability 0 

 

Severity 5 count 

The Severity 5 Count metric measures the number of identified technical debt findings 

classified at the highest severity level. These findings represent critical maintainability 

risks, major architectural issues, or highly impactful debt requiring urgent remediation. 

Severity 5 Count = ∑(Findings where Severity = 5) 
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Taxonomic precision (%) 

The taxonomic precision metric measures the proportion of identified findings that were 

correctly classified according to the selected technical debt taxonomy. The metric 

evaluates the model’s ability to distinguish between debt types and assign findings to 

appropriate categories. This study uses the taxonomy framework derived from Avgeriou et 

al. (2016). 

Taxonomic Precision =
Correctly Classified Findings

Total Classified Findings
× 100 

 

Temporal efficiency (minutes) 

The temporal efficiency metric measures the time required for a model to complete 

technical debt identification. The metric reflects execution efficiency, responsiveness, and 

practical usability within maintenance workflows. 

Temporal Efficiency =
∑Execution Duration (minutes)

Total Evaluation Runs
 

 

Token Usage vs. Effective Fix 

The Token Usage vs. Effective Fix metric evaluates the relationship between remediation 

effectiveness and the amount of token processing required by a model. Token usage 

reflects prompt complexity, reasoning depth, generated output size, and computational 

workload. The metric is used to determine whether larger context usage or longer outputs 

contribute to improved remediation outcomes. First, average token usage is calculated: 

Average Token Usage =
∑Total Tokens Used

Total Remediation Attempts
 

where total tokens include input tokens, and output tokens. The relationship is then 

analysed by comparing (Average Token Usage,  Effective Fix Rate) across models or debt 

categories. 

 

Observation Interpretation  

High token usage + 

high effective fix 

Increased reasoning/context contributes to 

better remediation 

Low token usage + 

low effective fix 

Limited reasoning/context capability 

Low token usage + 

high effective fix 

Efficient use of contextual resources 

High token usage + 

low effective fix 

Inefficient reasoning or excessive verbosity 
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Total estimated cost (€) 

The total estimated cost metric measures the approximate computational cost associated 

with technical debt identification. The metric is based on token usage, execution duration, 

and provider-specific pricing assumptions. The purpose of the metric is to evaluate the 

economic feasibility of large-scale AI-assisted maintenance. 

Total Estimated Cost = ∑(Input Token Cost + Output Token Cost) 

where token pricing is derived from the configured model backend or estimated local 

execution equivalence. 

 

Unique categories 

The unique categories metric measures the number of distinct technical debt categories 

identified by a model. The metric reflects diversity of detection capability, and breadth of 

technical debt recognition. Examples of categories include code debt, design debt, 

documentation debt, security debt, and test debt. 

Unique Categories = Count of distinct debt categories identified 
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Appendix 2. Example of code debt finding results 
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Appendix 3. Example of compiled remediation results 
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Appendix 4. Example of a raw JSON response 

```json 
{ 
  "summary": "Replace hardcoded secrets in mock config with placeholder values", 
  "key_changes": [ 
    "mock_secrets.jwt_secret_key", 
    "mock_secrets.llm_only_secret_key", 
    "mock_secrets.dev_secret_key" 
  ], 
  "risk_notes": [ 
    "Hardcoded secrets in version control pose security risk", 
    "Placeholders maintain structure without exposing real credentials" 
  ] 
} 
``` 
 
```diff 
@@ -7,9 +7,9 @@ 
       "google_id": "mock-google-1" 
     } 
   }, 
   "mock_secrets": { 
-    "jwt_secret_key": "mocked-secret-key", 
-    "llm_only_secret_key": "llm-only-secret-key", 
-    "dev_secret_key": "dev-secret" 
+    "jwt_secret_key": "placeholder-jwt-secret", 
+    "llm_only_secret_key": "placeholder-llm-secret", 
+    "dev_secret_key": "placeholder-dev-secret" 
   }, 
   "mock_templates": { 
     "default_template_id": "mock-template-id" 
``` 
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Appendix 5. Example of a proposed diff 

diff --git a/data/mock/config.json b/data/mock/config.json 
--- a/data/mock/config.json 
+++ b/data/mock/config.json 
@@ -7,9 +7,9 @@ 
       "google_id": "mock-google-1" 
     } 
   }, 
   "mock_secrets": { 
-    "jwt_secret_key": "mocked-secret-key", 
-    "llm_only_secret_key": "llm-only-secret-key", 
-    "dev_secret_key": "dev-secret" 
+    "jwt_secret_key": "placeholder-jwt-secret", 
+    "llm_only_secret_key": "placeholder-llm-secret", 
+    "dev_secret_key": "placeholder-dev-secret" 
   }, 
   "mock_templates": { 
     "default_template_id": "mock-template-id" 
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Appendix 6. Example of a corrupt patch 

--- a/setup.py 
+++ b/setup.py 
@@ -1,28 +1,35 @@ 
 #!/usr/bin/env python 
 import os 
 import sys 
 import subprocess 
 
 from setuptools.command import build as build_module 
 from setuptools import setup, find_packages 
 
 PROJECT_DIR = os.path.dirname(__file__) 
 sys.path.append(os.path.join(PROJECT_DIR, "src")) 
 
 from oscar import get_version  # noqa isort:skip 
 
 
 class BuildNPM(build_module.build): 
     def run(self): 
         subprocess.check_call(["npm", "install"]) 
         subprocess.check_call(["npm", "run", "build"]) 
         super().run() 
 
 
-setup( 
-    cmdclass={"build": BuildNPM}, 
-    package_dir={"": "src"}, 
-    packages=find_packages("src"), 
-    include_package_data=True, 
-    version=get_version(), 
-) 
+setup( 
+    cmdclass={"build": BuildNPM}, 
+    package_dir={"": "src"}, 
+    packages=find_packages("src"), 
+    include_package_data=True, 
+    version=get_version(), 
+    test_suite="tests", 
+    install_requires=[ 
+        "pytest>=6.0.0", 
+        "pytest-django>=4.0.0", 
+    ], 
+) 
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Appendix 7. Example of a parse failure 

{ 
  "findings": [ 
    { 
      "subject": "Inconsistent ESLint configuration structure", 
      "file_path": "frontend\\eslint.config.js", 
      "start_line": 1, 
      "end_line": 35, 
      "description": "The configuration uses a mix of array spreading and object 
literal definitions within tseslint.config(). This pattern can become difficult to 
maintain as the project grows.", 
      "potential_impact": "Future maintenance of linting rules might become complex 
due to the mixed structure.", 
      "remediation_summary": "Consolidate all configuration objects into a single, 
consistent array structure. Ensure all rules and extends are defined uniformly.", 
      "debt_category": "design", 
      "complexity_level": 2, 
      "requires_context": false, 
      "scope_type": "file", 
      "artifact_type": "config", 
      "severity": 3, 
      "confidence": 0.9, 
      "evidence": "export default tseslint.config([\n  globalIgnores(['dist']),\n  
{\n    files: ['**/*.{ts,tsx}'],\n    extends: [\n// ... (rest of the file) 
    ]" 
    } 
  ] 
} 
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