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This thesis investigates voltage control in distribution networks through a multi-agent
reinforcement learning framework. Using the IEEE 13-node feeder and OpenDSS as the
simulation platform, a multi-agent voltage control environment is constructed in which
multiple PV units act as controllable agents. The voltage regulation problem is formulated
as a sequential decision-making task, and the MADDPG algorithm is adopted for
controller training. The results show that the proposed method can achieve stable training
convergence and learn an effective coordinated voltage control policy. Under the learned
strategy, the monitored bus voltages remain within the allowable range, voltage violations
are significantly reduced compared with the uncontrolled case, and the control actions
remain smooth and moderate. The study verifies the feasibility of applying distributed
reinforcement learning to voltage regulation in active distribution systems and provides a
simulation reference for intelligent voltage control in distribution networks with high
penetration of distributed energy resources.
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SYMBOLS AND ABBREVIATIONS

Symbols Abbreviations

��
� action at time step t CTDE centralized training and

decentralized execution

��
�−1 action at previous time step DSS distribution system

simulator

j agent index EPRI Electric Power Research
Institute

aj action of agent j IEEE Institute of Electrical and
Electronics Engineers

�m�� upper allowable voltage limit MADDPG
multi-agent deep
deterministic policy
gradient

�min lower allowable voltage limit MARL multi-agent reinforcement
learning

��
� local voltage deviation term OpenDSS open distribution system

simulator
��

l�� voltage-limit penalty term PV photovoltaic

��
� reactive power constraint

penalty term ReLU rectified linear unit

��
l���� local reward of agent i RL reinforcement learning

�� shared global coordination
penalty

�� action magnitude penalty
�� action smoothness penalty
�� final reward of agent i

��
�� per-unit reactive power output

of PV unit i

��,���
�� the maximum available reactive

power in per unit for PV unit i
Q action-value function
N number of agents
γ discount factor
τ soft update coefficient
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1 Introduction

This chapter provides the research context and outlines the purpose and scope of the thesis.

It starts with details of the practical and academic background for voltage control in active

distribution networks, followed by a clear presentation of the main goal of the thesis and of

the application system. This structure provides a strong case for applying distributed

reinforcement learning techniques to voltage control problems.

1.1 Research Background and Significance

The increasing integration of photovoltaic generation, energy storage systems, and

flexible loads is transforming distribution networks from passive infrastructures into

active systems with strong coupling between components and increasing need for real-

time control functions. In this active electricity distribution network, voltage control was

an essential operating problem of active distribution networks, instead of being a static

network management task (Schneider et al., 2018). The voltage control problem is the

most technical bottleneck problem to incorporating renewable power generation,

especially, due to the various possible distributed generation and the occurrence of reverse

power flow along distribution feeders. Voltage regulation is particularly challenging for

active distribution network, with a high penetration of photovoltaic power, because the

voltage regulation problem is strongly associated with the occurrence of reverse power

flow (Liu and Bebic, 2008).

Traditionally, voltage control in power distribution systems relies on devices such as on-

load tap-changing transformers, voltage regulators and capacitor banks. These devices are

vital to system operation; however, their control logic is normally optimized for slower

response and predictable circumstances. As photovoltaic output is getting increasingly

intermittent and the number of controllable distributed resources increases, the traditional

control methods are increasingly limited by their response time, control coordination and

sensitivity to quick local changes.
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For this reason, reinforcement learning has drawn increasing interest in power system

control research (Abdelkader et al., 2024). An exciting feature of reinforcement learning is

that decision policies can be learned from the interaction data without depending on an

accurate physical model of the network in general (Cao et al., 2022), which is especially

useful in distribution systems where uncertainty in parameters and topology, limitation of

measurements, and time-varying system operation can even turn many purely model-

based optimisation methods into practice (Yu et al., 2025). Existing research shows that

deep reinforcement learning and multi-agent reinforcement learning can realise excellent

voltage or Volt/VAR control performance in active distribution systems, especially when

local observation and localised decision-making are expected (Gao, Wang and Yu, 2021;

Sun et al., 2021; Su et al., 2024). Meanwhile, there are still some major challenges that

reinforcement learning applied in the power system faces, such as the stability of training,

safety and the gap between simulation environment and operation environment (Gao and

Yu ,2022). Considering this background, this thesis is concerned with learning voltage

control for distribution network through distributed reinforcement learning. Our research

work is significant since it not only helps us develop smart methods of voltage control for

the active distribution system, but also provides a simulation research basis of distributed

decision under operation constraints (Zhang et al., 2024).

1.2 Research Objectives and Research Scope

This thesis uses the IEEE 13-node distribution test feeder as the simulation platform for

voltage control learning, as shown in Figure 1.The IEEE distribution test feeder was

originally developed as an open and available benchmark model to reflect the diversity of

real distribution systems and their analytical challenges. Among this series of models, the

IEEE 13-node feeder is widely regarded as a compact yet challenging standard example.

Its initial design objective was to test the ability of the solver to handle highly unbalanced

systems, rather than to represent an actual complete-scale distribution circuit. This is

because these characteristics make it highly suitable as a verification platform for the

research on control of unbalanced distribution systems (Kersting, 2001).
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Figure 1. IEEE 13-node distribution test system, adapted from IEEE PES Distribution System Analysis Subcommittee

(2000).

The main research objective of this thesis is to investigate whether the distributed

reinforcement learning framework can learn effective voltage control behaviors in the

IEEE 13-node distribution network. More specifically, this study will establish a

simulation environment and define the interaction mechanism between the intelligent agent

and the network (Cao et al., 2022). Subsequently, it will evaluate whether the learned

control actions can improve the voltage curve and reduce voltage deviations under

different operating conditions.

2 Methodology

This chapter presents the overall methodology adopted in this thesis. It describes the

physical simulation environment, formulates the voltage control problem, explains the

reinforcement learning environment design, and introduces the Multi-Agent Deep
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Deterministic Policy Gradient (MADDPG) based training framework together with the

main training parameters and evaluation metrics. In this way, the chapter provides the

complete methodological basis for the simulation studies in the following chapter.

2.1 Distribution Network Simulation Environment

This section describes the physical simulation environment used for voltage control

learning. Firstly, the IEEE 13-node feeder and the OpenDSS platform are introduced. Then,

the configuration of controllable devices and monitored busbars is explained. Finally, it is

clarified how the simulation settings support the subsequent reinforcement learning tasks.

In the implementation stage, the OpenDSS-based reinforcement learning environment in

this thesis was developed with reference to the DSS-Gymnasium repository (Dgloves,

2025). The original project provided the basic integration idea between OpenDSS and

Gymnasium, while the present study further adapted it to the IEEE 13-node multi-agent

voltage control problem. Specifically, the environment was modified to support the feeder

model used in this thesis, the configuration of multiple photovoltaic units, the definition of

agent-specific observations and continuous reactive power actions, and the voltage-control-

oriented interaction process. Therefore, the final environment used in this thesis should be

regarded as a task-specific implementation adapted from the DSS-Gymnasium framework

rather than a direct use of the original repository.

2.1.1 IEEE 13-Node Feeder and OpenDSS Platform

To achieve the physical model of the power grid, this thesis uses OpenDSS as the

underlying simulation tool. According to the explanation from Electric Power Research

Institute (EPRI), OpenDSS is a simulation tool for power utility distribution systems. Its

open-source implementation was released by EPRI in 2008. In addition, OpenDSS can be

driven by external programs through its Component Object Model (COM) or equivalent

interfaces, which makes it well suited for coupling power-system simulation with

reinforcement learning algorithms (Electric Power Research Institute, 2022). One of the
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important reasons for choosing OpenDSS is that it is specifically designed for the analysis

of distribution systems with distributed energy resources. EPRI also pointed out that

OpenDSS is mainly used to analyze radial medium-voltage distribution systems and the

associated secondary transmission networks, and the solver has been further improved to

be able to efficiently perform long-term quasi-static time-domain simulations. This is

particularly important for voltage control research, as the operating state of the distribution

network constantly changes in response to variations in load demand and distributed power

generation output. The simulation environment of the distribution network constructed in

this thesis provides a physical foundation for the subsequent reinforcement learning tasks.

2.1.2 Configuration of Controllable Devices and Monitored Nodes

Three single-phase photovoltaic systems were connected as controllable resources in the

IEEE 13-node feeder. Specifically in the model, pv671 was connected to phase 1 of node

671, pv675 to phase 2 of node 675, and pv684 to phase 3 of node 684. The rated power of

each photovoltaic unit was set to 150 kVA, and the maximum active power was set to 150

kW. The reactive power limit of each photovoltaic inverter was set to 0.44 p.u. of the rated

capacity, and the reactive regulation range of each unit was ±66 kVAr. To describe the

time-varying operating conditions, the photovoltaic output curves were imported as time

series data and resampled at a 5-minute interval. Additionally, three sets of daily load

curves were constructed in the system and assigned to the feeder load, while the

temperature-related characteristics of the photovoltaic equipment were described through

efficiency curves and power-temperature curves. Such settings enable the simulation

environment to truly reflect the combined effects of load changes, photovoltaic output

fluctuations, and temperature variations on the operation of the distribution network.

For the purpose of conducting state monitoring and result analysis, four nodes, 671, 675,

684, and 650, were selected as monitoring nodes. Among them, nodes 671, 675, and 684

were chosen as critical monitoring nodes because they correspond to the connection

positions of three controllable photovoltaic units. Monitoring the voltage changes of these

nodes can most directly reflect the influence of each component on the local voltage

regulation. These nodes are located at different phases and positions on the feeder, which
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helps to demonstrate the distributed characteristics of the coordinated voltage control task

and the coupling relationship between the nodes. Node 650 was included as a reference

monitoring node because it is located at the front end of the feeder and can represent the

voltage level upstream of the system. By comparing the voltage changes of nodes 671, 675,

and 684 with the reference voltage state of node 650, it is possible to more clearly analyze

the impact of coordinated photovoltaic control on the voltage distribution of the entire

feeder. Additionally, in this study, a monitoring system for active and reactive power

output of all photovoltaic devices was established, which laid the foundation for

subsequent voltage analysis and the construction of observation variables in a

reinforcement learning environment.

2.1.3 Simulation Basis for Voltage Control

In this thesis, the construction of the distribution network simulation environment is

mainly aimed at providing a physical basis for the voltage control task. The simulation

time domain is set to 30 days, with a time resolution of 5 minutes, thus including a total of

8,640 simulation steps. Under this setting, the operating status of the feeder will

continuously evolve in response to changes in load demand, photovoltaic output, and

photovoltaic temperature-related characteristics. Therefore, this thesis does not consider

voltage control as a static optimization problem, but rather as a dynamic process that

changes over time and requires continuous adjustment.

Within each simulation step, the system uses the OpenDSS solver to perform power flow

calculations, thereby updating the network operating status. After the control action is

applied, the environment returns corresponding data, including node voltages and variables

related to photovoltaic output, to describe the response of the system under the action of

multi-agent collaborative actions. Since the OpenDSS built-in automatic control mode was

turned off in the environment constructed in this thesis, the voltage regulation effect

observed in the simulation mainly reflects the control effect generated by the learning

framework itself. Based on this, this simulation environment constitutes the physical layer

of the voltage control model mentioned in this thesis and provides necessary information

for the design of state variables, action variables, and reward signals in the subsequent

reinforcement learning environment.
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2.2 Voltage Control Problem Formulation

In this article, the voltage control task is defined as: under the conditions where the load

and photovoltaic output vary over time, to keep the voltages of key nodes in the IEEE 13-

node distribution network within an acceptable operating range, while minimizing voltage

deviations as much as possible. Voltage regulation is a key issue in active distribution

systems because the integration of distributed photovoltaics may cause voltage fluctuations

and reverse power flows under high penetration conditions. The objective of the controller

proposed in this thesis is to avoid node voltages exceeding safety limits while making the

monitored node voltages as close as possible to the rated value of 1.0 p.u. In this study, the

voltage range is set to 0.95-1.05 p.u., and any operation state outside this range is regarded

as an undesirable condition because it implies a decline in voltage quality or a reduction in

the operational safety of the feeder. The controllable resources are three photovoltaic units

connected to the IEEE 13-node feeder. Since these photovoltaic units are located in the

same electrical network, their reactive power regulation will have physical coupling

through the feeder impedance and power flow relationships. Therefore, the action taken by

an agent not only affects its own node voltage but may also affect the voltage levels of

other nodes(Chen et al., 2023). Thus, the voltage regulation problem studied in this thesis

is not a separate local control problem but a multi-device collaborative control problem.

From the perspective of the decision-making process, voltage control is essentially a

sequential problem. In each simulation step, the controller first observes the current

operating state of the feeder, then applies reactive control actions through the photovoltaic

inverters, and finally obtains the updated network response from the OpenDSS

environment. Since the current action not only affects the voltage distribution at the current

moment but also influences the evolution of the future network state, this task must be

regarded as a sequential decision-making problem rather than a simple single-step static

optimization problem. This modelling approach is consistent with the voltage control task

of voltage in active distribution systems based on reinforcement learning. Moreover, the

problem in this thesis also has obvious multi-agent characteristics. Each controllable

photovoltaic inverter can be regarded as an independent decision-making agent, and the

overall control effect of the system depends on the coordinated behavior of all agents in the

coupled network dynamics. Multi-agent reinforcement learning is suitable for handling
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such problems because it enables distributed controllers to learn collaborative control

strategies while maintaining local decision variables(Wang et al., 2021).

Based on the above considerations, this thesis models the voltage regulation in the IEEE

13-node feeder as a multi-agent sequential control problem. In this modelling framework,

the feeder operating state is described by observation variables, the reactive control

instructions of the inverters are regarded as continuous actions, and the control effect is

evaluated through voltage deviations, the satisfaction of voltage limits, and overall

collaborative performance.

2.3 Reinforcement Learning Environment Design

This section explains how the physical voltage control problem is transformed into a

reinforcement learning environment. In particular, it defines the observation space, action

space, reward function, and interaction process, so that the voltage regulation task can be

represented as a multi-agent sequential decision-making problem.

2.3.1 Observation Space

In the multi-agent reinforcement learning environment constructed in this thesis, each

agent makes decisions based on its own local observation. The design goal of the

observation space is to reflect both the electrical state of the local node and the operating

background of the corresponding photovoltaic unit. In the environment, the observation of

each agent consists of five variables: the per-unit voltage magnitude of the local bus, the

per-unit active power output of the corresponding PV unit, the per-unit reactive power

output of the same PV unit, and two time-encoding variables represented by the sine and

cosine of the time index. Therefore, each local observation can be written as a five-

dimensional vector.

This observation design allows the agent to capture both instantaneous operating

information and time-varying background conditions. The local bus voltage is the most

direct indicator of the regulation target, since the main objective of this study is to reduce
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voltage deviation and keep node voltages within the allowable operating range. The active

and reactive power outputs are included to describe the current operating state of the PV

inverter and the amount of reactive regulation that has already been used. The two time-

encoding variables are introduced because both load demand and PV generation vary with

time. By using sine and cosine terms, the model can represent the daily periodicity of the

operating condition more effectively than by using a simple scalar time index.

In the decentralized execution stage, each agent only uses its own local five-dimensional

observation to determine the control action. In the centralized training stage, the local

observations of all agents are concatenated into a global state vector and provided to the

centralized critic. In the reinforcement learning framework, the critic is the network that

evaluates the quality of actions by estimating the value of the current state-action

combination. Since the dimension of each local observation is 5 and the number of agents

is 3, the global state used by the critic has a dimension of 15. Through this design, the

observation space supports both local decision-making and global coordination learning in

the MADDPG framework.

2.3.2 Action Space

This thesis defines the action space as a continuous space because the voltage regulation

based on the inverter is mainly achieved through continuous reactive power regulation.

Each agent outputs a normalized scalar action, which is then mapped to the reactive power

setpoint of the corresponding photovoltaic inverter. In this way, the learned control

strategy can directly regulate the reactive power support capacity of each photovoltaic unit.

In the implemented environment, the normalized action is converted into actual reactive

power control instructions based on the rated capacity of the inverter and the preset

reactive power limit. Therefore, the action space has clear physical meaning and can

directly represent the reactive power regulation capability of the controlled photovoltaic

units. This design also ensures the consistency between the reinforcement learning model

and the actual operating characteristics of inverter voltage control.

2.3.3 Reward Function
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The reward function of this thesis is designed to guide the intelligent agent to achieve

coordinated voltage regulation while meeting the operating constraints of the inverter, and

to maintain smooth control behaviour. For each intelligent agent, the reward mainly

consists of four components: the local voltage regulation term, the global coordination

term, the action amplitude penalty term, and the action smoothness penalty term.

First, the local reward is defined as

��
l���� = ��

� + ��
l�� + ��

� (1)

Where ��
� is the local voltage deviation term, ��

l�� the voltage - limit penalty term, and ��
�

local voltage deviation term is expressed as

��
� =− (�� − 1.0)2 (2)

where �� denotes the per-unit voltage magnitude of the bus controlled by agent i. This
term encourages the agent to keep the local bus voltage as close as possible to the nominal

value of 1.0 p.u.

To penalize unsafe voltage conditions more strongly, an additional voltage-limit penalty is

introduced:

��
��� =

−10(�� − �m��)2, �� > �m��

−10(�m�� − ��)2, �� < �m��
0, o�ℎ������

(3)

Where Vmax = 1.05 and Vmin = 0.95. The coefficient 10 is an empirically selected penalty

weight used to assign a stronger punishment to voltage-limit violations than to ordinary

voltage deviations. Therefore, this term becomes active when the bus voltage exceeds the

allowable operating range.
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To ensure that the inverter operates within its feasible reactive power region, a reactive

power constraint penalty is defined. The available reactive power limit is given by:

��,���
�� = 1 − (��

��)2 (4)

where ��
�� is the per-unit active power output of the corresponding PV unit. Based on this

limit, the penalty term is written as

��
� = −5 |��

��| − ��,���
�� 2

, |��
��| > ��,���

��

0, otherwise
(5)

where ��
�� denotes the per - unit reactive power output. This term prevents the controller

from producing infeasible reactive power commands.

In order to enhance cooperation among agents, a shared global penalty is added to all

individual rewards

�� =− 0.5 max
�

| �� − 1.0|
2

(6)

This term is related to the maximum voltage deviation among all controlled buses, so that

each agent is encouraged to consider not only its own local voltage condition but also the

overall voltage quality of the feeder.

To avoid excessive control effort, an action magnitude penalty is introduced as

�� =− 0.2 �=1
� ��

2� (7)
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Where a is the normalized action of agent j , and N is the total number of agents. This term

encourages the controller to regulate voltage with moderate control effort.

In addition, to suppress abrupt changes in successive control actions, an action

smoothness penalty is used:

�� =− 0.05 �=1
� (� ��

� − ��
�−1)2 (8)

where ��
� and ��

�−1 denote the current and previous actions of agent j respectively. This

term promotes smoother and more stable control behaviour.

Accordingly, the final reward of agent ii is defined as

�� = ��
l���� + �� + �� + �� (9)

Through this reward design, the agents are guided to reduce voltage deviation, avoid

voltage-limit violations, satisfy inverter operating constraints, and maintain coordinated as

well as smooth voltage control performance.

2.3.4 Interaction Process and Episode Setting

The interaction process of the reinforcement learning environment constructed in this

thesis is defined in a sequential manner. At each time step, the agent first receives the

current observation information from the environment and then generates reactive control

actions through the actor network. These actions are applied to the corresponding

photovoltaic units in the OpenDSS model, and then the operating status of the distribution

network is updated through power flow calculation. The environment then returns the next

observation, the corresponding rewards for each agent, and additional information related

to the system response. In this way, the physical simulation process of the distribution

network and the multi-agent learning process are tightly coupled in a unified interaction
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framework. This environment implements the standard time-step-based reinforcement

learning process. At each step, the controller first observes the current system state, then

executes the joint action, and then obtains the new system response after the network state

is updated. Since the node voltage, photovoltaic output, and operating conditions will

continuously change over time, this interaction process enables the agent to learn voltage

regulation behaviour in dynamic and time-varying operating scenarios, rather than

controlling only for a static condition.

In this thesis, one training round consists of 2016 simulation steps, with each step

corresponding to a 5-minute time interval. Therefore, a complete round corresponds to the

continuous operation of the power distribution network for 7 days. This setup enables the

agent to experience a sufficient range of load changes and photovoltaic output fluctuations

during the training process. After each round, the environment is reset, and the internal

counter is reinitialized, and then the next round of training begins. When the current

simulation step reaches the preset maximum step number, the round terminates. In addition

to returning the observed values and rewards at the next time step, the environment also

outputs additional information, such as voltage deviation, the number of voltage over-limit

occurrences, the number of reactive power over-limit occurrences, and the current

simulation step number. These variables are helpful for monitoring the training process and

provide a basis for subsequent performance evaluation. Through the above interaction

mechanism and round settings, the reinforcement learning environment constructed in this

thesis provides a complete sequential decision-making framework for multi-agent voltage

control in the IEEE 13-node power distribution network.

2.4 MADDPG-Based Multi-Agent Training Method

This section introduces the learning algorithm used in this thesis for coordinated voltage

regulation. It first explains why MADDPG is selected for the present task, and then

describes the basic framework, network structure, and training mechanism of the proposed

multi-agent controller.
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2.4.1 Rationale for Selecting MADDPG

This thesis selects the MADDPG algorithm mainly because the voltage control task in the

IEEE 13-node distribution network is essentially a problem of multi-agent collaborative

control (Su et al., 2024). Multiple controllable devices need to participate in voltage

regulation simultaneously, and their actions are physically coupled through the same power

network. This implies that the decision of one agent may affect the control effect of other

agents (Gao, Wang and Yu, 2021). Moreover, the control variables in this article are

continuous rather than discrete. In practical voltage regulation problems, photovoltaic

inverters or other distributed resources typically adjust their output within a continuous

range. Therefore, the actor-critic method based on deterministic policy gradients is more

suitable for such control tasks compared to value-based methods that mainly target discrete

action spaces (Lowe et al., 2017). Compared with other multi-agent reinforcement learning

algorithms, MADDPG is more directly aligned with the characteristics of the present task.

Multi-Agent Proximal Policy Optimisation (MAPPO) is also a strong multi-agent method,

but it is based on on-policy optimisation and usually requires newly collected trajectories

for each update (Yu et al., 2022). QMIX, a monotonic value function factorisation method

for deep multi-agent reinforcement learning, is mainly designed for value decomposition

under discrete action settings, and therefore it is less suitable for the continuous reactive

power control problem considered in this work (Rashid et al., 2018). Advantage Actor-

Critic (A2C) is an important actor-critic algorithm, but it was not originally developed as a

dedicated multi-agent centralized-training framework for coupled continuous-control tasks

(Mnih et al., 2016). Multi-Agent Twin Delayed Deep Deterministic Policy Gradient

(MATD3) can also be regarded as a reasonable alternative because it improves TD3-style

learning in multi-agent settings (Ackermann et al., 2019), but MADDPG was selected here

as a more direct and widely adopted baseline for coordinated multi-agent continuous

control. MADDPG is also highly suitable for the distributed characteristics of active

distribution networks, as it follows the principle of centralized training and decentralized

execution (Zhang et al., 2024). This mechanism enables the critic to utilize more global

information during the training stage, while each actor only needs local observations when

deployed in practice, which is consistent with the actual requirements of distributed

voltage control. Based on these considerations, MADDPG provides a good balance among
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the multi-agent collaborative learning ability, continuous control ability, and distributed

implementation method (Qu, Ma and Wu, 2024). Therefore, this thesis uses it as the core

training method for the learning of coordinated voltage control strategies in the IEEE 13-

node distribution network.

2.4.2 MADDPG Framework and Network Structure

MADDPG is an extension of the Deep Deterministic Policy Gradient algorithm in the

context of multi-agent environments. In this thesis, this framework consists of 3 agents,

each corresponding to a controllable unit in the voltage regulation task. Each agent can

receive its own local observations and output a continuous control action. The Actor

network is used to map local states to actions, while the Critic network uses the global state

and the joint actions of all agents to evaluate the action value. In this way, the algorithm

achieves the combination of "distributed decision-making and centralized evaluation"

during the training stage. To improve training stability, this thesis also introduces target

Actor networks and target Critic networks. This framework can depict the coupling

relationship among multiple controllable devices and is therefore suitable for coordinated

voltage control in the IEEE 13-node distribution network.

2.4.3 Training Mechanism

During the training process, the intelligent agent continuously interacts with the

distribution network environment and stores the generated state transition samples in the

experience replay pool. Then, a small portion of samples are randomly selected from the

experience replay pool to update the neural network, which helps to improve the training

stability. At each time step, each intelligent agent can receive its own local observation and

then use the actor network to generate continuous actions. To enhance the exploration

ability, certain noise is added before the action is applied to the environment. Then, after

sampling from the experience replay pool again, the critic network is updated. The target

action is generated by the target actor network, and the target critic is used to calculate the

target Q value. Subsequently, the critic is trained by minimizing the difference between the



23

current Q value and the target Q value. After this, the actor network of each intelligent

agent is updated. The goal of the actor is to maximize the Q value estimated by the critic,

so that the policy gradually generates more perfect control actions. Finally, to improve the

convergence, the target actor network and the target critic network adopt a soft update

method. Through continuous repetition of interaction, sampling, and parameter update, the

intelligent agent can eventually learn gradually and then be applicable to the coordinated

voltage control of the distribution network.

2.5 Training Parameters and Evaluation Metrics

In this thesis, the MADDPG controller is trained in an IEEE 13-bus multi-pv environment,

with a total of 3 collaborative agents set up. According to the training code, the default

training process consists of 500 rounds, and each round contains a maximum of 2016 time

steps, corresponding to a simulation time domain of 7 consecutive days at a 5-minute

interval. In terms of neural network configuration, the number of agents is set to 3, the

local state dimension of each agent is 5, and the action dimension is 1. The hidden layer

dimension of the Actor network is set to 256, while the centralized critic uses a larger

hidden layer on this basis. In the current implementation, the learning rate of the actor

network is set to 5×10-5, and the learning rate of the critic network is set to 5×10-4. The

discount factor γ is set to 0.999 to emphasize the long-term voltage regulation

performance; the soft update coefficient τ of the target network is set to 0.05. To enhance

the training stability, this thesis employs an experience replay buffer with a capacity of 106

and uses mini-batch samples with a batch size of 64 for network updates. During the action

selection process, Gaussian exploration noise is added to the actions output by each actor

network. The initial noise is set at 0.5 and gradually decreases by a decay factor of 0.99

after each training round, reaching a minimum of 0.01. This design enables the agent to

fully explore different control actions in the early stages of training and gradually form a

more stable control strategy in the later stages. During the training process, the system

recorded several indicators to evaluate the learning behaviour of the controller. These

indicators included the average round reward, the cumulative reward of each agent, the

round length, and the number of voltage over-limit occurrences. Additionally, during the
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parameter update process, the actor loss, critic loss, and Q-value estimation results were

calculated to monitor the optimization process within the learning algorithm. Through

these recorded variables, it is possible to determine whether the training process has

converged and whether the learned strategy continuously improves as the training

progresses.

In terms of performance evaluation, this thesis analyzes the learned controller from two

aspects: control effect and operational stability. The main evaluation indicators include the

training convergence curve, the change of single-step reward over time, the voltage

trajectory of monitoring nodes, the voltage distribution after control, the number of voltage

over-limit occurrences, and the temporal changes of control actions. In the comparison

experiment between with control and without control, the reduction in the number of

voltage over-limit occurrences, the decrease in voltage fluctuation, and the improvement in

voltage consistency are regarded as the main basis for judging the effectiveness of the

voltage control strategy based on MADDPG proposed in this thesis.

3 Simulation Results and Performance Validation

This chapter presents the simulation results based on the proposed control framework and

evaluates the effectiveness of the learned strategies. Before presenting the numerical

results, a brief visual overview of the control process based on MADDPG is provided to

clarify how the controller interacts with the OpenDSS environment and how the final

voltage regulation results are generated. The subsequent analysis focuses on training

convergence, voltage regulation performance under control, comparison between

controlled and uncontrolled situations, and the overall control behavior of the agent.

Through these results, this chapter verifies whether the proposed MADDPG-based strategy

can provide stable and effective voltage regulation in the IEEE 13-node distribution

network.

3.1 Visual Overview of the Simulation Setup
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Figure 2 presents the voltage control framework based on MADDPG in an intuitive

manner. This process begins with the time-varying load curve and the photovoltaic

generation curve, which are used as input data for the physical simulation environment.

The IEEE 13-node feeder was simulated in OpenDSS, and the resulting electrical states

were used to construct local observations for each photovoltaic agent. In this study, three

controllable agents corresponded to PV671, PV675, and PV684.

Figure 2. Workflow of the proposed MADDPG-based voltage control framework.

Each agent receives its own local observation and generates reactive power control

commands through its actor network. Subsequently, these individual instructions are

combined into a joint instruction vector and applied to the OpenDSS environment. After

completing the power flow calculation, the environment returns the next observation,

reward, and voltage response. These interaction data are stored in the replay buffer and

used by the centralized critic during the training process. Through repeated interactions
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and parameter updates, the controller gradually learns a coordinated voltage regulation

strategy.

The figure also highlights the principle of centralized training and decentralized execution.

During the training process, the critic uses global information from all agents to evaluate

the state-action quality, while in the execution stage, each actor relies only on its own local

observation. Therefore, the workflow shown in Figure 2 serves as a bridge between the

methodology chapter and the results chapter, and clearly and intuitively explains how the

subsequent numerical results are generated.

3.2 Training Performance of the MADDPG Controller

To evaluate whether the multi-agent controller based on MADDPG proposed in this thesis

can learn effective voltage regulation strategies, this thesis analyses the training process

from two aspects: convergence characteristics and reward evolution.

Figure 3. Convergence of training rewards for the three PV agents under MADDPG.

Figure 3 presents the training reward trajectories of the three agents during the MADDPG

learning process. It can be observed that the reward values increase rapidly in the early
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stage of training and then gradually stabilize as the number of episodes increases. The

three reward curves are highly consistent overall almost coinciding, indicating that the

agents complete learning in a collaborative manner rather than training independently of

each other. This result indicates that the MADDPG framework can effectively handle the

collaborative voltage control problem in the distribution network and gradually learn stable

multi-agent control strategies. After a sufficient number of training rounds, the final reward

values of the three agents gradually approach zero. This phenomenon indicates that

compared to the initial training stage, the voltage deviation penalty in the environment has

significantly decreased. The overall trend shows that the training process is stable and there

are no obvious oscillations or divergence phenomena.

Figure 4 further illustrates the variation of the single-step reward of the controller during

the operation stage over time. In the figure, the blue curve represents the instantaneous step

reward, while the red curve represents the 5-hour moving average of the reward. During

the 24-hour test period, the instantaneous reward was always slightly negative, but its

fluctuation range was relatively small, approximately ranging from -0.0045 to -0.0005.

This indicates that the controller maintained a relatively stable regulating effect over time

without experiencing sudden performance degradation.

Figure 4. Step Reward Variation Over Time
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The introduction of the red moving average line is to more clearly display the overall time

trend of the reward. In this study, a 5-hour lagging moving average was used to smooth out

short-term fluctuations while retaining the overall change pattern within the daily operation

cycle. Since each hour's moving average is calculated based on the reward values of the

previous 5 hours, the red curve does not show up at the beginning of the day because there

is not enough historical data at that time. Additionally, since this graph only analyzes a 24-

hour testing period, the moving average is calculated within the same daily window and

does not extend to the initial few hours of the next day.

From Figure 4, it can be seen that the moving average curve changes relatively smoothly,

indicating that the control performance is relatively continuous over time and does not

experience sudden collapse at any specific period. Although the reward value is negative,

this does not mean that the control performance is poor. On the contrary, it is consistent

with the reward design used in this study: as long as the bus voltage is slightly deviated

from the nominal value of 1.0 p.u., there will be a small penalty. Therefore, the negative

reward mainly reflects the remaining voltage deviation, rather than a failure in voltage

regulation. Overall, the results indicate that the learned control strategy is stable and can

maintain effective voltage regulation performance during the daily operation cycle.

3.3 Voltage Regulation Performance Under Control

To further evaluate the effectiveness of the learned MADDPG control strategy, this section

analyzes the voltage regulation performance of the controlled power distribution system

from two aspects: temporal characteristics and statistical characteristics. As shown in

Figures 5 and 6, throughout the entire test period, the voltages of the monitoring nodes

remained stable and continuously stayed within the allowable operating range.

Figure 5 shows the voltage trajectories of Bus 671, Bus 675, and Bus 684 within 24 hours

under the control strategy learned by this model. It can be observed that the voltages of

these three nodes remained within the safe range of 0.95 p.u. and 1.05 p.u. throughout the

day. Although the voltage values changed over time, the fluctuation range was relatively

small, and the overall trends of the three curves were highly consistent. This indicates that
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under time-varying operation conditions, the trained controller can achieve coordinated

voltage regulation at different locations along the feeder line.

From Figure 5, it can also be further seen that the voltages of each monitoring node do not

approach the upper or lower limit boundary and are overall maintained within a range

close to the rated operating level.In most periods, the voltages are mainly concentrated in

the range of approximately 1.02-1.04 p.u., indicating that the controller not only avoids

constraint over-limitation but also maintains a good voltage distribution under small

fluctuations. Therefore, from the temporal results, the control strategy proposed in this

thesis can ensure the safe and stable operation of the feeder throughout the complete daily

operation cycle.

Figure 5. Daily voltage trajectories of the monitored buses under MADDPG control.

Figure 6 further presents the voltage performance of the controlled system from a

statistical perspective. The voltage histograms of bus 671, bus 675, and bus 684 all

concentrate within a relatively narrow range, and no voltage over-limiting occurred

throughout the entire cycle. The statistical results shown in the figure indicate that the

average voltage is approximately 1.0258 p.u., and the standard deviation is approximately

0.0089. This indicates that the node voltages after control are not only safe but also have

high consistency in terms of time. Moreover, the voltage distribution still maintains clear
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intervals, with safety boundaries on both sides, which further demonstrates that the

controller has retained sufficient space during the test period.

Figure 6. Statistical voltage distribution of the monitored buses under MADDPG control.

By combining the results of Figure 5 and Figure 6, it can be seen that the multi-agent

controller based on MADDPG proposed in this thesis can effectively regulate the node

voltages in the IEEE 13-node distribution system. From a temporal perspective, the

controller can maintain a smooth and coordinated voltage trajectory within 24 hours. From

a statistical perspective, it achieves a centralized and non-over-limit voltage distribution.

These results verify that the learned control strategy has a stable and effective voltage

regulation capability under the current operating conditions.

3.4 Comparison Between Controlled and Uncontrolled Cases

To further verify the effectiveness of the voltage control strategy based on MADDPG

proposed in this study, we conducted a comparative analysis between the situation without

control and the situation with control. As shown in Figure 6, after applying the MADDPG

controller, the monitored bus voltage trajectory has significantly improved.
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Figure 7. The contrast chart of controlled and uncontrolled situations

In the situation without control, the monitored bus voltage fluctuated greatly within 24

hours, and exceeded the upper voltage limit of 1.05 p.u. in several time periods. As shown

in Figure 6, the number of voltage violations reached 52 times, with an average voltage of

1.036 p.u. and a standard deviation of 0.019. These results indicate that without

coordinated control, the feeder is more susceptible to voltage rise and large voltage

fluctuations under time-varying operation conditions.

In contrast, after applying the MADDPG controller, the voltage trajectory became

smoother and remained completely within the allowable operating range. In the controlled

situation, the number of voltage violations decreased to 0, with an average voltage of

1.0258 p.u. and a standard deviation of 0.005. This indicates that the proposed controller

not only eliminates voltage limit violations but also improves voltage consistency and

keeps the voltage curve within a safer and more stable range.

The direct comparison of these two subplots clearly demonstrates the advantages of the

MADDPG-based controller in three aspects. Firstly, under the studied operating conditions,

it completely eliminates voltage limit violations. Secondly, it reduces the total voltage level

from 1.036 per unit to 1.0258 per unit, making the bus voltage closer to the required

operating range. Thirdly, it significantly improves voltage stability, which is reflected in

the voltage standard deviation decreasing from 0.019 to 0.005. Therefore, the comparison

results confirm that the proposed multi-agent reinforcement learning method is

significantly superior to the uncontrolled operation mode in voltage regulation. Overall,
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Figure 6 provides strong evidence that the learned control strategy can effectively improve

the voltage quality, safety, and stability of the IEEE 13-node distribution network.

3.5 Control Behaviour and Overall Performance Discussion

To gain a deeper understanding of how the proposed controller achieves voltage regulation,

this section analyzes the control actions of the three photovoltaic agents during the 24-hour

test period. As shown in Figure 8, all action values fluctuate around zero and have not

reached the upper or lower limits of the action range. This indicates that the learned

MADDPG strategy does not rely on aggressive or saturated control behaviors, but rather

maintains voltage stability through smooth and moderate adjustments. It is important to

note that the action values remaining near zero do not mean that the controller is almost

inactive. On the contrary, this suggests that the learned strategy can implement balanced

corrective control according to the system requirements. In actual voltage regulation,

overly large control actions may lead to excessive compensation, stronger inter-node

coupling effects, oscillatory behavior, and even new voltage limit violations. Therefore,

keeping the action amplitude near zero reflects a reasonable and efficient control strategy,

rather than a lack of supervision.

Figure 8. Control actions over time under MADDPG control
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From Figure 8, it can also be observed that the action trajectories of each agent change

continuously over time, without showing any obvious violent oscillation phenomena. This

suggests that the three agents have learned a coordinated control mode rather than

generating conflicting or highly unstable actions. Combined with the results from Sections

3.1 to 3.3, it can be concluded that the proposed MADDPG controller can achieve effective

voltage regulation with relatively low control effort. The controller not only converges

successfully during the training stage but also maintains node voltages within the allowable

operating range during operation and significantly reduces voltage-limit violations

compared with the uncontrolled case. Overall, the results show that the proposed multi-

agent reinforcement learning strategy provides a stable and effective solution for voltage

control in the IEEE 13-node distribution system. Moreover, the moderate action amplitude

further suggests that the operating conditions considered in this study do not place the

system under extremely severe voltage stress. The robustness of the proposed method can

therefore be further examined in more challenging operating scenarios in future work.

4 Conclusions and Future Prospects

This thesis focuses on the voltage control learning problem in active distribution networks

and constructs a multi-agent reinforcement learning framework. Based on the IEEE 13-

node feeder and the OpenDSS simulation environment, the voltage regulation task is

modeled as a sequential multi-agent control problem, where distributed photovoltaic

inverters are regarded as collaborative decision-making agents. The simulation results

show that the controller based on MADDPG proposed in this thesis can learn effective

collaborative voltage regulation strategies. During the training stage, the reward curve

converges gradually, indicating that the learning process has good stability. In the testing

stage, the monitored node voltage remains within the allowable operating range, and from

both the time series voltage trajectory and the statistical voltage distribution perspective,

the system demonstrates good stability. This result is consistent with the research on

voltage control based on reinforcement learning, that is, data-driven controllers can

achieve effective voltage support under dynamic operation conditions without relying

entirely on precise optimisation models. (Nematshahi et al., 2023). Another important



34

conclusion is that the learned controller achieves voltage regulation through relatively

smooth and moderate control actions, rather than relying on extreme or saturated inverter

responses. This indicates that the proposed strategy not only effectively maintains voltage

quality but also has certain rationality from an engineering implementation perspective.

Recent research on robust fast voltage regulation also shows that the reinforcement

learning method can improve voltage performance under the constraints of real distribution

networks while maintaining feasible and stable control behaviour. (Petrusev et al., 2023).

Overall, this thesis verifies the feasibility of applying the multi-agent framework based on

MADDPG to the coordinated voltage control of distribution networks. By combining the

physical simulation based on OpenDSS with the distributed learning architecture, the

proposed method provides valuable references for the research on intelligent voltage

control in high photovoltaic penetration active distribution systems. In addition, this study

shows that the proposed framework is able to coordinate multiple PV agents under time-

varying operating conditions and transform local inverter actions into an overall

improvement of feeder voltage performance. Therefore, the work not only confirms the

applicability of MADDPG to this task but also provides a methodological basis for future

studies on intelligent, distributed, and adaptive voltage regulation in modern power

distribution systems.

Although the proposed method in this thesis has achieved good results in the IEEE 13-node

feeder, there are still multiple directions that are worthy of further research in the future.

Firstly, the research object of this thesis is still a relatively small standard test system. In

the future, this method can be extended to larger-scale and more complex distribution

networks to further evaluate its scalability, adaptability and generalization ability under

more extensive operating conditions. This direction is very important because recent

studies have pointed out that network scale, topological changes and spatial coupling are

still important challenges for reinforcement learning voltage control. (Chen et al., 2023).

Secondly, this thesis mainly considers reactive power regulation of photovoltaic inverters.

Future research can further incorporate more controllable resources such as energy storage

systems, capacitor banks, on-load tap-changing transformers and flexible loads into the

multi-agent framework. Expanding the types of controllable devices will enable the

controller to handle more comprehensive active distribution network coordinated voltage

regulation problems. (Wang et al., 2021). Thirdly, future research should also pay more

attention to uncertainty and robustness. The actual voltage control process is affected by
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factors such as uncertain line parameters, time-varying operating conditions, incomplete

measurements and model mismatch. It is pointed out that reinforcement learning voltage

controllers may be more sensitive to these factors, but it also indicates that through robust

training strategies, their performance in uncertain conditions can be improved. Therefore,

conducting more validation under closer to actual operating conditions in scenarios with

noise and uncertainty will be an important research direction in the future. Moreover,

future work may compare MADDPG with other multi-agent reinforcement learning

algorithms, such as MAPPO or MATD3, in order to further examine the relative

advantages of different learning frameworks for voltage control tasks. Such comparative

studies would help determine whether the present method is not only feasible, but also

competitive in terms of convergence speed, control quality, and robustness. Finally, before

the deployment of reinforcement learning voltage control in real power systems, issues

such as model errors, topological changes and training efficiency still need to be solved.

Therefore, these directions are all worthy of further in-depth research in subsequent work.

At the same time, more attention should be given to engineering applicability, including

communication requirements, computation time, and the practical implementation of

coordinated control strategies in real inverter-based distribution systems. In this sense, the

present work can be regarded as a starting point for further research toward more realistic

and deployable intelligent voltage control methods( Ahmadi and Aly, 2026).
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