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The thesis work evaluates the features and performance thresholds of DuckDB in the
context of replacing Apache Spark for analytical workloads. Apache Spark is a well
established a software made for distributed data processing. However, it consumes
relatively large amounts of system memory and as such makes it difficult to run with
limited hardware resources. DuckDB is embedded analytical database system which
does have overlapping feature set with Apache Spark but doesn’t scale in a predictable
manner despite being much lighter to use in regards of system resources. Both tools
have ideal use cases and the decision to use one or the other heavily depends on the
use case.
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Tämä opinnäytetyö tarkastelee DuckDB:n ominaisuuksia ja suorituskyvyn rajoja Apache
Sparkin korvaamisen kontekstissa. Apache Spark on laajalti käytetty ohjelmisto, jolla
käsitellään informaatiota hajautetusti. Se kuitenkin vaatii suuria määriä keskusmuis-
tia, joka tekee sen käyttämisestä hankalaa ympäristöissä joissa on vähän resursseja.
DuckDB on sulautettu analyyttinen tietokanta järjestelmä, jolla on osittain samoja om-
inaisuuksia kuin Apache Spark:lla. DuckDB:n skaalautuminen on vaikeasti ennustet-
tavissa, vaikka se vaatiikin huomattavasti vähemmän järjestelmäresursseja. Molem-
milla työkaluilla on ideaalit käyttötapaukset mutta valinta työkalujen välillä riippuu
suuresti käyttötapauksesta itsestään.

iii



ABBREVIATIONS

Abbreviations

DBMS Database Management System

LTS Long Term Support

MDD Multidimensional Database

OBD On-Board Diagnostics

OLAP On-Line Analytical Processing

ROLAP Relational Database System

TPC Transaction Processing Performance Council

WAL Write Ahead Logging

iv



TABLE OF CONTENTS

ABSTRACT ii

ABBREVIATIONS iv

1 INTRODUCTION 4
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3 Research methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.4 System Requirements . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.4.1 Functional Requirements . . . . . . . . . . . . . . . . . . . . . . 5
1.4.2 Non-Functional Requirements . . . . . . . . . . . . . . . . . . . 6
1.4.3 Scope Clarification for Requirements . . . . . . . . . . . . . . . 6

1.5 Structure of thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2 LITERATURE REVIEW 7
2.1 Distributed Computing & Apache Spark . . . . . . . . . . . . . . . . . 9
2.2 On-Line Analytical Processing . . . . . . . . . . . . . . . . . . . . . . . 11

2.2.1 OLAP Databases . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.3 Embedded OLAP Implementation: DuckDB . . . . . . . . . . . . . . . 16
2.4 Feature Overlap Between Apache Spark and DuckDB . . . . . . . . . . 16
2.5 Benchmarking Databases . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3 TESTING FRAMEWORK 20
3.1 Benchmark Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.1.1 Test Case 1 - Transforming SQLite to Parquet . . . . . . . . . . 21
3.1.2 Test Case 2 - TPC-H Queries . . . . . . . . . . . . . . . . . . . 22
3.1.3 Test Case 3 - Window Function Transformations . . . . . . . . 23
3.1.4 Testing Platform & Resources . . . . . . . . . . . . . . . . . . . 26

3.2 Criteria Definition . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

4 PERFORMANCE ANALYSIS 30
4.1 Benchmarking Methodology Summary . . . . . . . . . . . . . . . . . . 30

4.1.1 SQLite to Parquet Conversion . . . . . . . . . . . . . . . . . . . 30
4.1.2 TPC-H Queries . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
4.1.3 Window Functions . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.2 Result Analysis & Reasoning . . . . . . . . . . . . . . . . . . . . . . . 37
4.2.1 I/O Saturation . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

1



4.2.2 Memory-Bound Query Performance . . . . . . . . . . . . . . . . 37
4.2.3 Parallelization Overhead in Window Function Operations . . . 37
4.2.4 DuckDB Architecture & Environment Implications . . . . . . . 38

4.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

5 CONCLUSIONS 41

6 DISCUSSION 43

REFERENCES 44

LIST OF FIGURES

1 Simplified literature review process adapted from Carrera-Rivera et al.’s
method article . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Processing model comparison for MapReduce and Spark . . . . . . . . 10
3 Star schema used for analytical data with relational databases . . . . . 14
4 OLAP cube representation of example sales data . . . . . . . . . . . . 15

5 Sequence of steps used to generate TPC-H database in SQLite and
DuckDB format . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

6 Average SQL to Parquet conversion times with low system resources . . 31
7 Average SQL to Parquet conversion times with medium system resources 32
8 Average SQL to Parquet conversion times with high system resources . 33
9 Average TPC-H query times with low system resources . . . . . . . . . 33
10 Average TPC-H query times with medium system resources . . . . . . 34
11 Average TPC-H query times with high system resources . . . . . . . . 34
12 Average window function query times with low system resources . . . . 35
13 Average window function query times with medium system resources . 35
14 Average window function query times with high system resources . . . 36

LIST OF TABLES

1 Requirement traceability to test cases . . . . . . . . . . . . . . . . . . . 6

2 Number of members in sales data example . . . . . . . . . . . . . . . . 12
3 Facts table with sales data . . . . . . . . . . . . . . . . . . . . . . . . . 13
4 Contextual table for products . . . . . . . . . . . . . . . . . . . . . . . 13
5 Contextual table for stores . . . . . . . . . . . . . . . . . . . . . . . . . 13

2



6 Contextual table for sales dates . . . . . . . . . . . . . . . . . . . . . . 13

7 Scale factors and database sizes used in SQLite to Parquet conver-
sion benchmark. Scale factor is arbitrary comparison number used by
DuckDB’s TPC-H extension. . . . . . . . . . . . . . . . . . . . . . . . . 22

8 Scale factors and database sizes used in TPC-H query benchmark . . . 23
9 Scale factors and database sizes used for window function benchmarks 24
10 Hardware resources for testing setups . . . . . . . . . . . . . . . . . . . 27
11 Software infrastructure used in bencmarking . . . . . . . . . . . . . . . 28
12 Estimations of perceptions for delays in user interfaces according to

Miller (1968) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
13 Thresholds for what is expected usable performance derived from Table

12 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3



1 INTRODUCTION

The world of today contains huge amounts of data sources. The devices used for
mundane tasks like phones, cars and even bicycles collect and send large amounts of
data. As a result, there is a constant need for efficient methods to process and analyze
the data in order to extract insights out of it. This thesis work explores the possibility
of replacing one widely used heavy duty data processing tool, Apache Spark with newer
and lighter On-Line Analytical Processing (OLAP) database, DuckDB.

1.1 Background

Distributed computing has been around for a while. Thus, there are many tools with
different approaches to same problem. Apache Spark was created to solve MapReduce’s
data flow which was slowed by disk operations. One of the ways Apache Spark solves
MapReduce’s slowness issue is by loading much of the data into working memory. This
results much faster processing time with the cost of higher resource usage.

As for any company, there is a business interest developing application which can be
used with various hardware requirements without needing to develop separate versions
with different implementations. Due this, DuckDB seems an interesting technology
since it is designed for high performance analytical queries.

The company which assigned the thesis work has been using Apache Spark for years
for distributed data processing and analytics. The trend that has been noticed is that
Apache Spark uses a huge amounts of memory even when processing relatively small
amounts of data. This has made it difficult to implement systems which can work in
different environments with varying amounts of hardware resources. Newer database
technologies like DuckDB and ClickHouse have been looked into as replacement. How-
ever, there haven’t been clear measurements how well these new technologies handle
large data masses that have traditionally been processed using Apache Spark.

1.2 Research Questions

As a tool, Apache Spark is versatile piece of software. It is designed to be an analytics
engine which can be programmed to do wide variety of tasks. OLAP databases and
DuckDB, which this thesis focuses on as an alternative for Apache Spark, is also de-
signed to fit many use cases. However, there isn’t notable academic research around
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the topic of trying to replace Apache Spark with OLAP database. Thus, it has re-
mained unclear how well OLAP databases and especially DuckDB can be used to
replace Apache Spark for analytical query processing.

This thesis aims to answer following research questions (RQ):

• RQ1: Are OLAP databases and especially DuckDB suitable replacements for
Apache Spark?

• RQ2: What are the performance thresholds for DuckDB in workloads tradition-
ally processed by Apache Spark?

1.3 Research methodology

The first research question (RQ1) is approached through literature review. In the
review, the main goal is to determine if the feature sets of Apache Spark and DuckDB
have enough overlap for the latter to work as suitable replacement. The minimum set
of required features is defined based on the thesis assignment company’s needs.

In relation to the second research question (RQ2), this thesis addresses it through
structured performance testing. A specialized benchmarking suite was developed to
systematically evaluate the capabilities of the tool. The obtained results are compared
against predefined performance criteria, enabling an interpretation of the findings and
providing a basis for answering RQ2.

1.4 System Requirements

In order to specify if DuckDB is a suitable alternative for Apache Spark in the commis-
sioning company’s use case, a set of functional and non-functional requirements need
to be defined. These requirements are derived from the practical needs of the company
and from the characteristics of ad-hoc decision support systems.

1.4.1 Functional Requirements

• FR1: The system must support SQL queries suitable for analytical workloads,
including aggregations, joins, grouping and filtering.

• FR2: The system must support SQL window functions which includes partition-
ing, ranking, cumulative aggregation and range based windows.

• FR3: The system must be able to transform structured data between commonly
used formats, specifically SQLite database files into Parquet format.
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1.4.2 Non-Functional Requirements

• NFR1: The system needs to be responsive enough to support ad-hoc analysis.
This means that the system needs to be fast enough to not lose the attention of
the user. The quantitative thresholds are defined in chapter 3.

• NFR2: The system needs to be able to operate effectively with limited hard-
ware resources. The goal of this requirement is to represent scenarios with non-
distributed deployment.

• NFR3: The system needs to have relatively predictable performance scaling.
The performance degradation should be relatively predictable when the dataset
sizes increase. Having sudden drops in performance may indicate some architec-
tural limitations which can’t be overlooked.

1.4.3 Scope Clarification for Requirements

The third functional requirement (FR3) represents more a preprocessing task rather
than an analytical query. Because of this, it doesn’t make sense to impose real time
constraints on this operation. However, the performance is evaluated because of it
could be realistically be part of analytical pipelines where Spark has been traditionally
used without being the sole bottleneck.

The requirements map to test cases defined in chapter 3 in manner specified in Table 1

Test Case Requirements
Test Case 1 Evaluates FR3 and NFR2
Test Case 2 Evaluates FR1 and NFR1
Test Case 3 Evaluates FR2 and NFR1

Table 1: Requirement traceability to test cases

1.5 Structure of thesis

This thesis work is composed of three major sections. The first section is the literature
review. The goal of the literature review is to go into relevant concepts, technologies
and the capabilities of those technologies in order to provide answer for the first research
question (RQ1). The second major section comprises the testing framework used to
benchmark DuckDB. It includes reasoning for choices made and relevant technical
details. The last major section then goes through the results obtained from running
the testing benchmarks. The section includes visualisations of the results and analyses
of why the benchmarks produced certain kind of patterns. Lastly the results are used
to answer the second research question (RQ2).
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2 LITERATURE REVIEW

This chapter is the literature review part of the thesis work. The chapter establishes
conceptual and technical foundation required for evaluating if DuckDB can function
as a replacement for Apache Spark in analytical workloads. The chapter first reviews
distributed processing concepts to understand the short comings of such systems. The
chapter then examines the requirements for OLAP systems and finally analyzes and
evaluates the feature overlap between Apache Spark and DuckDB in order to answer
RQ1.

The methodology for conducting the literature review was roughly adapted from Carrera-
Rivera et al.’s method article “How-to conduct a systematic literature review: A quick
guide for computer science research” (2022). The methodology includes two distinct
steps: planning and conducting. In the planning phase, all the required questions,
criteria and sources were decided. For this thesis work, Google Scholar was chosen
to be the source or search engine for it’s capability to provide academic content from
multiple digital libraries. For the criteria, two different stages were defined. The first
stage criteria was based on the suitability of the title. The second stage criteria takes
into consideration of material’s introduction and conclusion chapters. The research
questions were decided based on the goals of the thesis.

The second phase, conducting, was done after the planning phase ended. In this phase,
keywords were used to search relevant information for the current section of the work.
The initial criteria was used to select material from the search, usually in quantities
of 5-15 pieces. Then the second criteria was used to narrow in on the most relevant
works based on the introduction and conclusion chapters. In the process there wasn’t
set minimum or maximum number of works which could pass the assessment but if
none of the works provided useful information, all of them were discarded. After the
assessment, the selected works were analysed and relevant information was extracted.
The process then continued repeating the same conducting process for the literature
review process.

It should be noted that Carrera-Rivera et al.’s method article used scoring system for
the criteria where the score of 1 means that a piece passes the criteria, 0.5 means
that it partially passes the criteria and lastly 0 means that it doesn’t pass the criteria
or the result is unknown. These numbers are then used to calculate absolute score
which is set against hard cut-off score set in the planning phase. This absolute score
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system was not used in this thesis work because the criteria would have changed too
much based on the section in the work. For instance, for some of the sections older,
more mature academic work is more credible whereas for the sections which handle
new technologies, newer articles proved to be more up-to-date. The adapted research
methodology is illustrated in Figure 1.

Figure 1: Simplified literature review process adapted from Carrera-Rivera et al.’s
method article

Having established the methodology for the literature review, this chapter now ex-
amines the conceptual and technical foundations relevant to evaluating DuckDB as a
potential replacement for Apache Spark in analytical workloads. The examination be-
gins by exploring distributed computing systems and their inherent challenges, with a
focus on Apache Spark as a representative example of such systems. Following this, the
requirements and implementations of On-Line Analytical Processing (OLAP) systems
are analyzed, leading to an examination of DuckDB as a modern embedded OLAP
database. Finally, the feature overlap between Apache Spark and DuckDB is system-
atically compared to establish the foundation for the research questions addressed in
this thesis.
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2.1 Distributed Computing & Apache Spark

Big data is relatively new phenomenon in the world of computing. One of the key
reasons for its emergence is the ability of current systems to generate data and make
it available. In De Mauro et al.’s article (2015) big data was defined in a following
manner:

“Big Data represents the Information assets characterized by such a High
Volume, Velocity and Variety to require specific Technology and Analytical
Methods for its transformation into Value.”

Distributed computing is a tool which is used extensively to overcome limits of one
singular machine. It has been an essential concept for making extracting value from
big data possible. However, using distributed computing comes with it’s own set of
draw backs. These include data synchronization across the computing nodes, network
latency and fault tolerance. (Nawaz et al. 2025)

Apache Spark is a unified analytics engine for large-scale data processing Spark 4.0.1
Documentation 2025. It was originally created by Matei Zaharia in 2009 at UC
Berkley’s AMPLab. The project was open-sourced in 2010 and later donated to Apache
Software Foundation in 2013. Apache Spark as a project has deep roots within aca-
demic world due to many of it’s higher level libraries being started as research projects.
It supports a host of different high-level computing paradigms. Apache Spark has es-
tablished itself as an industry stable when it comes to distributed computing for its
advanced in-memory processing model. Using such processing model has provided
speed improvements over older systems like Hadoop’s MapReduce. MapReduce uses
map-then-reduce disk-based model which relies on writing the intermediary results of
operations into disk. This presents the disk operations as a bottleneck whereas Apache
Spark strives to hold the operation results in the memory which eliminates most of
the overhead required for disk I/O. This difference in models is represented in Fig-
ure 2. When the memory model is combined with the fact that Apache Spark is able
to leverage distributed computing and thus overcoming the memory limits of singular
machine. This leads the Apache Spark being fast for many use cases, even when re-
quiring constant live updates like with analytical data. (Salloum et al. 2016; Ahmed
et al. 2020)

Due Apache Spark’s distributed memory model, it’s scalability is based on horizontally
adding more resources i.e computing nodes. Hardware wise, it is often less costly to
buy more individual nodes with less memory than buy less nodes with increasingly
larger amounts of memory. This approach presents few challenges in regards of per-
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Figure 2: Processing model comparison for MapReduce and Spark

formance. Distributed systems have an inherent dependence to networking and it’s
speed. Adding more computing nodes to a distributed system places more load on
the networking aspect of the system. To leverage the advantages gained from dividing
the work to multiple computing nodes, the networking also needs to be able to handle
the increased traffic. Besides the increased load on networking, one also must con-
sider the amount of memory required. In Ahmed et al.’s article (2020) Apache Spark
was benchmarked against Apache Hadoop using HiBench. The article reached conclu-
sion through various benchmarks that in general Apache Spark is faster than Apache
Hadoop. However, it was noted that in order to reach the expected speeds, Apache
Spark requires relatively large amounts of memory. When the inputs were too large for
the memory of computing nodes, Apache Spark’s performance degraded significantly.
In other words, if the platform running Spark doesn’t give sufficient amount of mem-
ory, Spark doesn’t perform as well as expected. It was also noted that even though
Spark was up to three times faster in some of the benchmarks, Hadoop was still the
preferred choice for some environments for it’s lower memory requirements. According
to conference article “Performance prediction for apache spark platform” (2015) by
Wang et al., running Spark with inadequate memory can even result in unexpected
program terminations.

Even though Apache Spark was originally intended to leverage advantages of dis-
tributed systems, it is still used in systems with only one computing node or on top
of virtualisation platform which simulates the situation where Spark uses multiple
computing nodes. This kind of usage often occurs due Spark implementing widely
used high level libraries and paradigms like DataFrame API, Spark SQL and MLlib.
These high level libraries make processing data for different purposes relatively easy.
In Awan et al.’s study (2015) Spark was tested using single relatively powerful machine.
The study concluded that Apache Spark scales sub-linearly when the machine running
Spark has 12 or more threads. Adding more threads gave only diminishing returns.
Additionally, in the same study, it was identified that memory bound latency was also
an issue. Spark applications were not able saturate the available memory bandwidth.
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The memory bottleneck was thought to be caused by the micro-architecture of Apache
Spark.

Overall, Apache Spark is a useful tool for processing large amounts of data. However,
as previously identified, using Spark comes with several drawbacks with most of them
related to increased resource usage. In large distributed systems, the effect of the
drawbacks is diminished due dividing the load to multiple machines. In contrast,
running Spark on a single machine proves to be relatively inefficient and the issues
with scaling start to become present.

2.2 On-Line Analytical Processing

According to Thomsen (2002), On-Line Analytical Processing (OLAP) as a term has
multiple levels. It can mean things starting from the very notion of hierarchical dimen-
sions in everything to systems that provide storage, access methods and fast operation
for decision support. The term OLAP can be condensed to an act of providing timely,
accurate and understandable information for certain goal. (Thomsen 2002)

Thomsen in his book OLAP solutions: building multidimensional information systems
(2002) also defined rudimentary logical and physical requirements for OLAP systems.
When it comes to the logical side of systems, they need to include support for multiple
dimensions, hierarchies, dimensional formulas and the separation of data structure and
representation. For the physical side, it was noted that the system needs to be fast
enough to support ad hoc analysis.

Inspecting these requirements reveals that there is no single way to implement an
OLAP system and whether a system fills the requirements, depends on the specific
use case. For instance, some implementations may be fast enough for small scale data
but when the data gets larger and more complex, specialized tools and systems are
required.

2.2.1 OLAP Databases

As described before, OLAP in itself isn’t a technical solution but a set of requirements
and features for a system to implement. Filling the requirements enables the system to
provide fast access to multidimensional data. For instance, this is useful for analyzing
enterprise data which often has multiple dimensions and there is a need for drilling
into different layers of the data. (Colliat 1996)

When implementing an analytical system, the usual candidates for underlying database
models are Multidimensional Database (MDD) and Relational Database System (RO-
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LAP). However according to Colliat in his article (1996), implementing an OLAP
system using relational database system introduces multiple challenges. The typical
normalized approach isn’t often feasible when the data has decent amount of dimen-
sions. The overhead of processing complicated joins over large number of tables makes
this approach inapplicable. Using denormalized star schema can be used to reduce the
overhead on the system but even then the number of dimensions in the data make
the data model scale relatively poorly. For instance, using facts table approach, where
each of the rows in a database table contains a set of values for each dimension, leads
to number of rows in the table to be the cross product of the dimensions. The issue is
well showcased using typical sales data example in Table 2.

Dimension Members
Products 1500

Stores 650
Days 365

Table 2: Number of members in sales data example

In the case where one product is sold everyday in every store, the number of rows is
calculated with cross product:

1500 ∗ 650 ∗ 365 = 355875000

The number of rows in the facts table grows exponentially based on the number of
dimensions used. Even the arguably small example desrcibed above ends up potentially
being close to 356 million rows. Of course, this is in the worst case scenario where the
data sparsity is 0%. In Colliat’s article the exact size of the database is also estimated
from the row count but this doesn’t add much value to overall analysis since different
database systems and even versions may have different sizes for specific data types.

Querying the data is relative complex and inefficient since all of the rows need to
be read and then joined to appropriate dimension tables for contextual information.
Figure 3 and Tables 3, 4, 5, 6 and Listing 2.1 describe an example inspired by Colliat’s
demonstration in his paper “OLAP, relational, and multidimensional database systems”
(1996):

In contrast, with multidimensional database approach, the data is stored as pre-
aggregated clusters. This presents multiple advantages compared to previous star
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product_id store_id date_id quantity
1 1 1 20
1 2 1 9
1 3 2 2

Table 3: Facts table with sales data

product_id product_name category_id sold_amount ...
1 Product1 1 10 ...
2 Product2 1 1 ...

Table 4: Contextual table for products

store_id region ...
1 Europe ...
2 China ...

Table 5: Contextual table for stores

date_id year ...
1 2025 ...
2 2024 ...

Table 6: Contextual table for sales dates

1 SELECT
2 p.category , s.region, SUM(f.sold_amount)
3 FROM sales_facts f
4 JOIN product_context p ON f.product_id = p.product_id
5 JOIN store_context s ON f.store_id = s.store_id
6 JOIN date_context d ON f.date_id = d.date_id
7 WHERE d.year = 2025
8 GROUP BY s.region, p.category;

Listing 2.1 Query for the data in star schema with multiple joins
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Figure 3: Star schema used for analytical data with relational databases

schema model used with ROLAP databases. Since the data is pre-calculated, the
data retrieval can be done with single I/O quickly. This also reduces the CPU usage
because there isn’t need to do multiple possible complicated joins.

For instance, to get the sum of of sales by category and region, the value can just
be read from proper slice of data which has the result pre-aggregated. As it can be
seen, the approach to providing and storing the data is a bit different compared to
more traditional ROLAP system. It should also be noted, that the pre-aggregation of
data isn’t strictly limited to OLAP systems. Many of the modern relational database
systems support a way to automatically do the calculations and storing them to tables.
However, even with those cases, the data storage is more efficient with OLAP cube
approach which is represented in Figure 4.

To conclude, OLAP isn’t a strict way to implement a system. The goal is to have a
system which supports, ad-hoc analysis and helps to provide value by making analysing
data quick. The next section dives into one relatively modern OLAP implementation,
DuckDB. The notable thing related to previous research about OLAP cubes and such
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Figure 4: OLAP cube representation of example sales data

is that DuckDB doesn’t use OLAP cube approach but attempts to reach the ad-hoc
analysis capabilities by other means like utilizing different query execution model.
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2.3 Embedded OLAP Implementation: DuckDB

DuckDB is an embedded OLAP DBMS which has been purpose built for analytical
workloads. It was originally developed in order to address the need for fast, efficient
and embedded analytics required by analysts and scientists. DuckDB being an em-
bedded DBMS, uses in-process architecture. It takes inspiration from SQLite which is
another older and widely used in-process DBMS. Using in-process architecture can elim-
inate most of the network overhead usually associated with external database servers.
(Raasveldt et al. 2019) DuckDB leverages vectorized query execution and columnar
storage to improve CPU cache utilization, data compression and I/O efficiency. Be-
cause of this, DuckDB doesn’t use the OLAP cube approach described previously as a
one way to implement an OLAP system. The big idea behind the vectorized query exe-
cution is to process multiple rows at once instead of one row at the time. In DuckDB’s
case, it uses vector size of 2048 tuples. The point of that specific vector size is that
the data fits in the CPU cache which makes the execution efficient in regards of data
fetching. Additionally, during the in-memory operations, data is stored in vector for-
mat. There are multiple vector formats including flat vectors, constant vectors and
dictionary vectors. The advantage of these different formats is that the same logical
representation can have different physical representation. For instance, constant vector
is a vector where in logical representation there is N amount of same elements. In the
physical presentation, this can be expressed with just one element. This kind of opti-
mizations allow the execution of the queries be extremely quick. (DuckDB-Foundation
2025)

2.4 Feature Overlap Between Apache Spark and DuckDB

Apache Spark and DuckDB both are systems meant to process data. However, their
scales and purposes differ significantly. In short, Apache Spark has been built for
large scale distributed systems whereas DuckDB is relatively tiny in-process database.
When comparing the two systems, it is clear that a system purpose built for large
data masses out performs small, in-process database eventually when the amount data
grows. Despite that, smaller systems have their places and it would be desirable to be
able to use them feature wise in similar scenarios as more powerful systems. This section
focuses on inspecting the feature overlap of Apache Spark and DuckDB. This allows
systematic and qualitative approach for comparing the two systems. The comparison
is conducted using categories. Categories define aspects of the systems like data access,
query language and API support. These categories are defined based on current use
of Apache Spark and it’s interfaces with other systems in the scope the thesis work.
This means that the categories don’t necessarily cover all the capabilities of Apache
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Spark but touch on the most important aspects regarding the real world case which
the thesis work is based on. The capabilities of the systems were inspected as they are
currently documented in Spark 4.0.1 Documentation and DuckDB 1.4 Documentation
pages respectively.

Apache Spark and DuckDB support a host of different file formats and connections to
access the data. Most notable file formats supported are Parquet, CSV and JSON. In
addition, both systems support connecting external databases through JBDC protocol.
Overall, Apache Spark supports more ways to access the data since the it’s ecosystem
is more mature. Though, DuckDB can use extensions for adding more ways to access
data.

In regards of the query language, both support SQL. Apache Spark has the support
through Spark SQL module. By default, the SQL dialect used by Apache Spark is
ANSI compliant. DuckDB’s SQL dialect follows closely PostgreSQL’s implementation
with few small exceptions which are documented in DuckDB 1.4 Documentation.

In scalability aspect, Apache Spark is completely cloud native and scales horizontally
allowing it to overcome memory limits of one machine. On the contrast, DuckDB is
single node embedded database which scales only vertically. The scalability also ties
into fault tolerance via architecture. Due to fundamental differences in architecture
and purpose of the two tools, comparing fault tolerance is difficult. Apache Spark
addresses the usual issues for distributed systems like node failures, network errors
and task losses. In contrast, DuckDB focuses on local stability and avoiding process
crashes, I/O errors and such. DuckDB does have ACID semantics and Write Ahead
Logging (WAL). In traditional sense, Apache Spark does have better fault tolerance
but in reality, it makes little sense to compare the two.

Feature wise, Apache Spark and DuckDB share many similarities even though their
designed purposes differ widely. The first research question (RQ1) asked if OLAP
databases and especially DuckDB are suitable replacements for Apache Spark? The
answer for that is layered and heavily dependent on use case. The direct answer to the
question is no. DuckDB is not a complete replacement for Apache Spark with
it’s distributed nature and mature ecosystem. However, both can be used as data
processing engines and if the use case only utilizes a suitable subset of Apache Spark’s
features. It should be noted that the two tools have widely different architectural
purposes and thus they don’t compete feature wise with each other directly.

Up to this point, this thesis has explored the feature wise compatibility of the two
systems. However, this isn’t the only important criteria when choosing technologies.
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The next step in this thesis work is to explore how far DuckDB can taken in the context
of commissioning company’s analytical data processing use case.

2.5 Benchmarking Databases

Benchmarking databases is a complex and time consuming process. Typically, bench-
marking can be cast into two phases. The first phase is the initial measurement and
the second phase is called the optimization phase. In the optimization phase, the dif-
ferent layers of configuration for the database are tuned to improve the performance
compared to initial measurement. The improvement is often an iterative process which
can take longer than the initial measurement. For the overall act of benchmarking to
make any sense, the results need to be comparable with other benchmarks. This can be
achieved by using standardized benchmarking suites. Transaction Processing Perfor-
mance Council (TPC) is an organization which was established to upheld the standard-
ized industrial benchmarks and it includes many computer organizations. Benchmarks
can be divided into three categories depending on their goal: Industry-standard, ven-
dor and customer-application. Each of these are important for their specific goals.
Industry-standard benchmarks are usually simple in design. This is because they are
meant to provide external look and comparison of different systems across the different
vendors. Vendor benchmarks are usually more comprehensive since the goal there is
to provide the best view of the specific vendors product. Lastly, customer-application
benchmarks are designed to be specific and focus on parts where the performance of
the application is critical. (Dietrich et al. 1992)

When designing and conducting benchmarking, it is important to recognize the type
and the goal of the benchmark. It also helps to think more critically when presented
with results from benchmarks. For instance as stated, industry-standard benchmarks
are inherently simple and might not give good picture of the all capabilities of a
database system whereas vendor benchmarks have bias to display the absolute best
performance of their respective system. The conundrum of different benchmarks isn’t
limited to only databases but touch many other fields in technology and science overall.

As for this thesis work, the intended benchmarking of DuckDB for analytical workloads
falls in the category of customer-application benchmarking. This is because the area
that is benchmarked is relatively narrow and specific for the few use cases. In Diet-
rich et al.’s article (1992) the difference between benchmarking decision support and
transactional systems is noted. The article states that the performance of transactional
system is often measured in transaction throughput whereas the performance of deci-
sion support systems should be measured in query elapsed time. Additionally, CPU
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and I/O utilization are also often measured when it comes to benchmarking decision
support systems.
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3 TESTING FRAMEWORK

This chapter describes the method of benchmarking and testing in this thesis work.
The goal is to define clearly what kind of framework is used and describe other relevant
details aboout testing method itself. In the end of the chapter, it should be clear what
is being tested and how. The results of the testing are inspected the following chapters.

3.1 Benchmark Definition

As described in the previous chapter, DuckDB and Apache Spark are not in the same
category technology wise. This means that comparing them directly is difficult and the
reliability of the comparison results may not be high. This is emphasized by the notion
that an OLAP database like DuckDB can act as a complete data processing pipeline
with storage, query processing and transformations by itself but Apache Spark can’t
since it lacks the storage portion when not used with external databases. Because of
this, it is clearer to to set criteria which fit the use case and then compare the results of
benchmarks to those. The cases selected are based on the needs of the company which
commissioned the thesis work. These cases represent real world needs for systems used
for data processing and decision support. The cases include scenarios where Apache
Spark is often used in tandem with other database systems to process data and provide
analytical value.

Data used for benchmarking and testing was selected to be TPC-H dataset. Other op-
tions were also considered. For instance, the use of On-Board Diagnostics (OBD) from
vehicles was considered since the OBD data shares similarities with the data used by
commissioning company. However, it became clear that using well standardized dataset
was better option since there was no clear advantage constructing new benchmarking
dataset in the scope of the thesis work. Additionally, the tooling around generating
TPC-H datasets especially in DuckDB made it easy to automate the benchmarking
process to certain degree.

The test cases make use of mainly three data formats: SQLite’s database file format,
Apache Parquet and DuckDB’s database file format. SQLite and Parquet files are
mainly used for testing the ETL capabilities of the system whereas DuckDB’s own
database is used to test the speed of the query execution. The TPC-H dataset is
stored in all three formats during the testing.
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The size of the databases used for benchmarks varies based on the specific benchmark.
This is because the benchmarks have different bottlenecks and aspects which are im-
portant. For instance, some benchmarks use memory much more aggressively than
others. Using same database sizes would provide sensible results for some benchmarks
whereas others could be not really usable. The database sizes used for each of the test
cases is described in following chapters with size visible in the file system and also with
the scale factor that is specific to DuckDB’s ’tpch’ extension.

3.1.1 Test Case 1 - Transforming SQLite to Parquet

The first use case includes ETL workload where SQLite database are loaded and then
transformed into Parquet file format. The reasoning for the use case is that SQLite is
the most used database technology in the world. It is a convenient way to store and
handle data with structure and relations. However, storing SQLite database takes more
storage since that database uses row-wise format which is optimized for transactional
loads whereas Parquet is column-wise format designed for analytics. This leads to
Parquet files compressing the better compared to SQLite’s file format. (Ivanov et al.
2020)

The setup for the first test case utilizes DuckDB’s ’tpch’ extension which allows gen-
erating TPC-H datasets with varying sizes. The extension uses term ”scale factor” to
represent the size and memory requirements for generating the dataset. The generated
DuckDB database files are exported as CSV files which are in turn read into SQLite
database. This flow is demonstrated by Figure 5. The different database sizes used for
the test case are visible in Table 7.

Figure 5: Sequence of steps used to generate TPC-H database in SQLite and DuckDB
format

The conversion from SQLite to Parquet is implemented using DuckDB’s Python library.
The underlying DuckDB implementation itself doesn’t change but Python provides
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Scale Factor DuckDB Size SQLite Size
0.25 64MB 272MB
0.50 126MB 547MB
1.0 249MB 1.1GB
2.0 503MB 2.2GB
4.0 1GB 4.4GB

Table 7: Scale factors and database sizes used in SQLite to Parquet conversion bench-
mark. Scale factor is arbitrary comparison number used by DuckDB’s TPC-H exten-
sion.

useful interface for measuring the time taken to execute the conversion. For each of
the tables in TPC-H dataset, query selecting all content is executed and exported to
Parquet format.

1 for table in tables:
2 print(f"Converting {table}...")
3 start = time.time()
4

5 con.execute(f"""
6 COPY (
7 SELECT *
8 FROM sqlite_scan('{sqlite_db_file}', '{table}')
9 )

10 TO '{parquet_directory}/{table}.parquet'
11 (FORMAT PARQUET);
12 """)
13 elapsed = time.time() - start

Listing 3.1 Converting SQLite tables into Parquet format using Python

For each of the table conversions, elapsed time is recorded separately. In the end,
elapsed times are summed to find out the total time it took to convert the particular
SQLite database into Parquet format. Listing 3.1 shows the Python code used for
conversion.

3.1.2 Test Case 2 - TPC-H Queries

The second test case utilizes standardized TPC-H query set to measure the ad-hoc
query capabilities of DuckDB. TPC-H queries are especially targeted for decision sup-
port systems. Since DuckDB is an OLAP database which is intended for analytical
workloads, TPC-H query set is fitting choice for benchmark queries. TPC-H query set
contains 22 queries which each of them are referred with query id in range of 1 to 22.

22



The test case uses the TPC-H datasets generated using DuckDB’s ’tpch’ extension
with scale factors from 0.25 - 16.0. The extension used for data generation also creates
the queries and stores them as PRAGMA commands for straight forward execution.
For each of the queries executed, two sets of time are recorded. The first is the wall
time which is also referred as user time. This is the time that appears for the user
during query execution. The second recorded time is CPU time. CPU time is useful
for identifying where the work is done when there are multiple threads available. For
instance, if multiple cores are present but the CPU time is close to the wall time, it
might be useful to compare time taken by I/O operations to time taken by actual
CPU operations. The query times are summed together for both of the time types
and divided by 22 to get the average time to execute a query. Average query time
should give good representation of the performance since TPC-H queries are already
designed to be a good set of queries for benchmarks. Used database sizes are described
in Table 8 and the Python code for executing each of the TPC-H queries is visible in
Listing 3.2.

3.1.3 Test Case 3 - Window Function Transformations

The third test case measures DuckDB’s ability to perform complex transformations.
Benchmarking this ability is especially important in the context of this thesis work
which focuses on possible prospects for replacing Apache Spark which is first and
foremost data processing engine. The transformation benchmarking focuses on window
functions. Window functions are SQL functions that allow making calculations across
a set of related rows without collapsing the rows into a single result. This makes it
possible to compute analytics over a ”window” of related data while preserving the
original row level detail.

Window functions are used widely in real industrial workloads. Additionally, in a
research article “Efficient processing of window functions in analytical SQL queries”
(2015) by Leis et al. it shows that window functions are useful for benchmarking multi-

Scale Factor DuckDB Size
0.25 64MB
0.50 126MB
1.0 249MB
2.0 503MB
4.0 1GB
8.0 2GB
16.0 4.1GB

Table 8: Scale factors and database sizes used in TPC-H query benchmark
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1 for query_id in range(1, QUERY_COUNT+1):
2

3 print(f"Executing query number '{query_id}'")
4

5 start_wall_time = time.perf_counter()
6 start_cpu_time = time.process_time()
7

8 con.execute(f"""
9 PRAGMA tpch({query_id})

10 """)
11 elapsed_wall_time = time.perf_counter() - start_wall_time
12 elapsed_cpu_time = time.process_time() - start_cpu_time
13

14 results.append(QueryResult(
15 elapsed_wall_time=elapsed_wall_time ,
16 elapsed_cpu_time=elapsed_cpu_time ,
17 tpch_query_id=query_id
18 ))

Listing 3.2 TPC-H query execution in DuckDB with Python

ple aspects of the system like parallelism, partitioning cost and expression evaluation.
However, benchmarking window functions is not as straight forward when compared
to earlier test cases. For instance, the different size of partitions need to be taken into
consideration. A system may perform wildly differently depending on the partition size
and number. Having a few large partitions stresses the system differently compared
to large number of small partitions. Larger partition sizes consume more memory and
when there is no more memory available, the data is written to the disk instead. This
is referred as spilling to the disk. On the contrast, huge number of partitions tests how
well the system can parallelize work loads. Database sizes used for this test case are
described in Table 9 (Leis et al. 2015)

For benchmarking window functions, three SQL queries were selected. The queries are
cumulative sum, ranking and range. All the queries were implemented using the TPC-H
dataset. The queries utilize previously mentioned partitions which allows identifying
the memory thresholds for the system. The dataset also contains a relatively large

Scale Factor DuckDB Size
0.25 64MB
0.50 126MB
1.0 249MB
2.0 503MB

Table 9: Scale factors and database sizes used for window function benchmarks
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table which makes grouping expensive operation to execute. As it was with TPC-H
queries, the average execution time is calculated by summing the total elapsed time
and dividing that by the number of used queries.

The first query computes a cumulative sum. In short, the query is used to calculate
how much revenue each customer has generated up to each day. The query creates
partition for each of the customers which means that there are large number of small
partitions. Window function is then used to calculate the cumulative sum. The SQL
used for query is in Listing 3.3.

1 WITH customer_orders_by_date AS (

2 SELECT

3 o_orderdate ,

4 o_orderkey ,

5 o_custkey ,

6 SUM(l_extendedprice * (1 - l_discount)) AS daily_rev

7 FROM orders

8 JOIN lineitem ON o_orderkey = l_orderkey

9 GROUP BY o_orderdate , o_orderkey , o_custkey

10 ) SELECT

11 o_custkey ,

12 o_orderdate ,

13 SUM(daily_rev) OVER (

14 PARTITION BY o_custkey

15 ORDER BY o_orderdate

16 ROWS UNBOUNDED PRECEDING

17 ) AS cumulative_rev

18 FROM customer_orders_by_date;

Listing 3.3: Cumulative sum SQL query to TPC-H dataset

The second query used is a ranking query. The query calculates total revenue gained
from a customer then assigns a ranking to them. The query can be divided into two
sections. The select with large join and the ranking window function. The first section
contains relatively large join over three tables in the dataset. From these, customer key
and customer’s sum revenue is calculated. The second window function section, orders
the revenues into decending order. After that, the customers are assigned ranking
order based on the revenue. It should be noted that RANK() function allows ties but
proceeding rank is skipped if two entries have a same rank. The SQL for the ranking
query is in Listing 3.4

25



1 SELECT
2 c_custkey ,
3 SUM(l_extendedprice * (1 - l_discount)) AS revenue,
4 RANK() OVER (ORDER BY SUM(l_extendedprice * (1 - l_discount))

DESC) AS rnk
5 FROM customer
6 JOIN orders ON c_custkey = o_custkey
7 JOIN lineitem ON o_orderkey = l_orderkey
8 GROUP BY c_custkey;

Listing 3.4 Ranking SQL query to TPC-H dataset

The last query used is a range query which uses time based window compared to pre-
vious queries that use row based window. The query calculates 30 day sum of revenues
for each of the customers. The query first joins ’order’ and ’lineitems’ tables and then
partitions the rows for each of the customers. This means that the calculations are
done individually for each of the customers. The records are then put into chronolog-
ical order for doing the window calculation. The revenue is calculated with window
of 30 days where the current row and preceding 30 days are taken into consideration.
The SQL query for query range based window is described in Listing 3.5.

1 SELECT
2 o_custkey ,
3 o_orderdate ,
4 SUM(l_extendedprice) OVER (
5 PARTITION BY o_custkey
6 ORDER BY o_orderdate
7 RANGE BETWEEN INTERVAL 30 DAY PRECEDING AND CURRENT ROW
8 ) AS revenue_30d
9 FROM orders

10 JOIN lineitem ON o_orderkey = l_orderkey;

Listing 3.5 Ranking SQL query to TPC-H dataset

3.1.4 Testing Platform & Resources

The test cases were run on a virtual machine in order to provide convenient way to
adjust the available memory and CPU resources. This also supports the fact that in
many cases, industrial level setups don’t run directly on the hardware but use a some
kind of virtualisation layer. The goal is to run the benchmarks using three different
levels of available resources. The level of resources used in testing is relatively low
since DuckDB is a embedded database system. It doesn’t make sense to allocate
huge amounts of resources because then at that point one could use larger and more
robust system like Apache Spark with distribution. Additionally, having lower available
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memory makes it more obvious when data is spilled to the disk during operations on
large data that require a lot of memory. The hardware resources used are presented in
Table 10.

For the operating system, Ubuntu Server’s Long Term Support (LTS) version was se-
lected. This was due Ubuntu being industry stable and widely accepted as a good
baseline for Linux operating systems. In addition, all the software tools used for test-
ing were readily available and easily installable. SSD was used as the physical storage
device. Slower but cheaper HDD disks were also seen as an option. However, after con-
sidering how readily available and cheap SSD disks are now days, they were selected as
the disk type for these tests. The full versions of used operating system and hypervisor
are described in Table 11.

Hardware Setup CPU Cores Memory
Low 2 6GB

Medium 4 12GB
High 8 24GB

Table 10: Hardware resources for testing setups
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Virtualisation Platform Oracle VMBox
OS Ubuntu Server 24.04.3 LTS

Physical disk type Solid State Drive (SSD)

Table 11: Software infrastructure used in bencmarking

3.2 Criteria Definition

In order to gain meaningful insight from the testing and benchmarking, criteria needs
to be set. The overarching goal in this thesis work is to define if DuckDB can in some
capacity replace Apache Spark. The feature wise comparison was done in previous
chapters but what remains to inspect is that to what extent DuckDB can be used
as a data processing engine. The main use case for the data processing engine in the
context of this thesis work is to work as something that enables ad-hoc decision support
system. This means that the time it takes to receive the data, process it and finally
provide meaningful insight needs to be short. The data receiving part is out of the
scope for this thesis work which means that the focus is on the processing part of the
pipeline. This section focuses on defining a criteria for fast enough processing speed
that it can be considered to support ad-hoc decision support system. From this, a
line is drawn that can be checked against the benchmarking results in order to gain
meaningful insights about how far DuckDB’s performance can reach in this use case
domain.

A research article “Response time in man-computer conversational transactions” by
Miller (1968) has been used for a long time as basis for defining thresholds for users
capability and willingness to wait in interactive computing. The intent of the article
is directed especially to user experience with user interfaces but the same principles
apply since the responsiveness of the user interface is many times directly affected by
the processing speed of the system. OLAP also has the subjective definition where the
system needs to be fast enough to support ad-hoc analysis. This is directly related to
notions described in the article. To summarize, around 0.1 seconds is perceived to be
instantaneous and around 1.0 seconds doesn’t lose users concentration but the delay is
noticeable. Around 10.0 seconds is the limit how long the user can hold their attention
to specific dialog or task. The beforementioned thresholds are described Table 12 in
more organized format.

From the above, the criteria for the benchmarks is set. However, the same criteria
can’t be applied to every benchmark. This is because the benchmarks describe very
different cases where for instance, instantaneous response isn’t quite needed. This is the
case with the first test case which describes converting SQLite databases into Parquet
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Delay Perception
0.1 seconds Instantaneous
1.0 seconds Noticeable delay
10.0 seconds Attention is lost

Table 12: Estimations of perceptions for delays in user interfaces according to Miller
(1968)

format. In a technical and software design wise, it doesn’t make sense to expect real
time processing speed from something that usually is done behind the scenes. Because
of this, for the first test case, there isn’t set criteria but the results are inspected as
is. For the second and third test case however, the instantaneous processing speed
is essential in the context of OLAP system. For these cases, execution time under
0.1 seconds is the ideal target. Between 1.0-10.0 seconds the speed is still usable for
ad-hoc analytics but there is noticeable latency. Lastly, if the execution time is over 10
seconds, the processing time doesn’t support ad-hoc analysis, since the concentration
of the user is interrupted during the wait.

Delay Result
... < 0.1 seconds Ideal performance
0.1 - 10.0 seconds Usable performance
... > 10.0 seconds Not usable performance

Table 13: Thresholds for what is expected usable performance derived from Table 12
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4 PERFORMANCE ANALYSIS

This chapter reviews the performance results of running the benchmarks defined in the
previous chapter. The benchmarking utilized three test cases with varying database
sizes and query patterns. The goal is define what kind of workloads DuckDB can be
used for in decision support systems.

4.1 Benchmarking Methodology Summary

The benchmarks were run on a single virtual machine. The benchmarking suite with
three different test cases defined in the previous chapter was run three times each time
increasing the system resources. The benchmarking suite consisted of three different
test cases which covered few common use cases for data processing engine like Apache
Spark. Each of the test cases were run for 3 times and average results of those runs
were recorded. The goal of the benchmarking suite was not to be a holistic and all
compassing suite of cases but more of an application specific set of cases that can be
useful for many use cases.

The results of the benchmarks are described in the following sections. The results are
structured based on the benchmarking categories and each of the categories include
results done with different system resource presets.

4.1.1 SQLite to Parquet Conversion

Figures 6, 7 and 8 present the average query times in the benchmark where SQLite
database files were converted into Parquet format using varying amounts of system
resources. Each of the figures present how long it took to do the conversion with
different scale factored database files. Between each of the resource groups, the there
were no significant differences or improvements. Even with more available RAM and
CPU cores, the processing time didn’t improve but even got slightly worse. However,
this difference is within margin of error and can be due to other processes going on in the
testing environment. The likely cause for this is most likely a bottleneck with storage
writing speed. This is because the benchmark almost exclusively deals with reading
the data in one format and then writing it on to the disk in other format. However, this
couldn’t be verified with measurements in this context since the hardware setups for
the benchmark use the same singular disk with same speeds for reading and writing.
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Figure 6: Average SQL to Parquet conversion times with low system resources

4.1.2 TPC-H Queries

Figures 9, 10 and 11 illustrate the results got from running TPC-H query set bench-
mark. In the results, the average query time increases according to the size of the
dataset. However, there seems to be little to no difference between resource groups.
This means that the query times for all the scale factors were nearly the same and in-
creasing resources didn’t contribute any meaningful difference to the time experienced
by the user. However, the difference in available CPU cores was visible in CPU time
which increased with the resources.

The reasoning for the non-existent improvement between different resources is that
the dataset sizes used for the testing fit in the working memory. TPC-H dataset with
scale factor of 16.0 which was the largest dataset used, is around 4.1 gigabytes which
is in modern standards rather small amount of data. Because of this, there is no disk
spilling happening in the benchmark which would slow down the query times with
lower resources. Another thing that can happen is that the TPC-H queries may not
be well suited for parallelism. Many of the queries include sections that need to be
done in serial manner like final aggregations. This leads to having additional cores not
helping much but even making it worse by adding additional overhead of managing
many threads and related tasks.

4.1.3 Window Functions

Lastly, figures 12, 13 and 14 describe the average query times got by running the
window function benchmark. The trend is similar to the previous TPC-H benchmark
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Figure 7: Average SQL to Parquet conversion times with medium system resources

where the additional resources don’t seem to matter much. On the contrary, the
performance seemed to degrade the more resources were available. For instance, the
average execution time for window function queries with dataset scale factor of 2.0
was over 10.0 seconds slower when the most resource were present. It should also be
noted that the used CPU time did increase in correlation with more available CPU
cores. The significant increase of CPU time with worsening user time indicates the
same cause that was noticeable within TPC-H benchmark. When the working dataset
fits into memory, adding more memory doesn’t make the processing significantly faster.
Additionally, with the added overhead of parallelism, the overall results won’t improve
by adding more CPU and memory resources.
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Figure 8: Average SQL to Parquet conversion times with high system resources

Figure 9: Average TPC-H query times with low system resources
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Figure 10: Average TPC-H query times with medium system resources

Figure 11: Average TPC-H query times with high system resources
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Figure 12: Average window function query times with low system resources

Figure 13: Average window function query times with medium system resources
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Figure 14: Average window function query times with high system resources
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4.2 Result Analysis & Reasoning

This section focuses on finding trends and reasons from the results of the benchmarks.
The analysis examines the underlying technical factors that explain the performance
characteristics observed across the three benchmark categories.

4.2.1 I/O Saturation

As mentioned in the SQL to Parquet benchmark result inspection, the results seem
to indicate that the performance is bottlenecked by the I/O read and write speeds.
This is because despite adding the more available processing cores to the system, the
performance didn’t get better. Additionally, Parquet format uses various compression
algorithms on a column level. The compression algorithm used like Snappy is often
optimized for single thread performance. This means that writing Parquet is inherently
a task which doesn’t benefit greatly from parallelism. On a file format level, it seems
to be a balancing act since the compression itself isn’t greatly optimized for parallelism
but the better the compression is, the less I/O operations are needed which in itself
improves the performance this read-write heavy benchmark. Overall, SQL to Parquet
conversion benchmark doesn’t seem to show the limits of DuckDB but more so that
the limit is the current speed of the disk hardware and DuckDB is fast enough to not
to be the bottleneck.

4.2.2 Memory-Bound Query Performance

In the TPC-H query benchmark, it seems that adding more memory doesn’t improve
the performance. As mentioned, this can be due the data fitting nicely into event the
smallest amount of used memory. Because of this, the question isn’t anymore how to
load data efficiently into working memory but how to handle cache hierarchies on CPU
level. This seems to be implemented really efficiently in DuckDB due to it’s usage of
vectorized query execution. Storing in-memory data as vectors during the operations
can sometimes allow better compression of the data for physical presentations. All
in all, in this case adding more memory doesn’t allow better performance since the
bottleneck isn’t RAM but CPU caches.

4.2.3 Parallelization Overhead in Window Function Operations

The results of window function were counter-intuitive because the performance actu-
ally got worse with more available CPU cores and memory. For this, there can be
few reasons. One of the reasons, as mentioned in the result inspection, was that the
overhead of managing multiple threads limits the advantages got from more available
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CPU cores. This is also enforced by the fact that window functions inherently re-
quire ordered processing in some parts. Because of this, there could be some points of
serialization which hinder the use of multiple cores.

Another possible culprit for the worsening performance is the limit in memory band-
width. In window functions, multiple cores attempt to access the same data simulta-
neously. Since the data can’t all fit into CPU cache, it is fetched from memory. This
could create a bottleneck in memory speed which gets worse the more cores there are.
Confirming this would require more in-depth profiling thus making this speculative
guessing.

4.2.4 DuckDB Architecture & Environment Implications

There are also few considerations regarding the intended usage and architecture of
DuckDB. In it’s core, DuckDB is intended for single-node analytical workloads. Be-
cause of this, scalability and parallelism efficiency isn’t in the focus design wise. This
could be seen as a factor for performance not improving dramatically by adding more
available cores.

In regards of the environment used in the benchmarking, using virtual machines could
also lead to some performance degradation when allocating more cores from the host
system. Situation called CPU overcommitment can arise when the hypervisor allocates
more virtual CPU cores than there are physical CPU cores available. This leads to
degradations in application performance. The reasoning why the hypervisors allocate
more CPU cores than are actually available is related to the fact that virtual CPU
cores do not always use 100% of the physical CPU. In general, it is noted that server’s
utilize around 5-20% percent of the CPU core’s capacity. When an application runs
into CPU overcommitment, the performance has been observed to drop unexpectedly
much. (Takayama et al. 2020)

CPU overcommitment seems a possible issue in the testing setup. This is because even
though, there were enough physical cores present in the host system, there were no
guarantees that the operating system of the host system doesn’t use the physical cores
thus creating a situation where there is insufficient amount of physical CPU cores.
This is seems to be inherent problem of running benchmarks on virtualised hardware
when the system itself isn’t strictly used only as virtualisation platform. To avert this
possible issue, the benchmarks should have been run on dedicated hardware directly
on the host.

Overall, there are also other degradations of performance that may come from using
virtual machines like increased latency in I/O operations. This however, isn’t especially
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interesting in the scope of this thesis since they don’t directly affect how well the system
scales with more available CPU cores or memory.

4.3 Summary

The benchmarking results revealed that DuckDB’s performance does not scale linearly
with increased system resources in the resource domain used in the testing. The SQLite
to Parquet conversion benchmark was primarily I/O-bound, with disk write speeds
being the limiting factor rather than available CPU or memory. For TPC-H and
window function queries, the working datasets fit entirely within memory across all
resource configurations, rendering additional RAM ineffective. In fact, window function
performance degraded with more resources, likely due to parallelization overhead and
memory bandwidth contention in addition to possible virtualisation platform overhead.

These findings suggest that for datasets fitting in memory and under 4 GB in size,
DuckDB performs efficiently even with minimal resources. The decision to allocate
more CPU cores or memory should be guided by actual workload characteristics rather
than assumed scalability benefits. For decision support systems using DuckDB, re-
source allocation should focus on ensuring sufficient memory for the largest expected
datasets and fast storage for I/O-intensive operations. The results also highlight the
importance of testing in the target deployment environment.

For the second research question (RQ2), the results require a nuanced interpretation
due to the differing characteristics of the evaluated test cases. As defined earlier, exe-
cution times below 0.1 seconds indicate ideal performance, times between 0.1 and 10.0
seconds indicate usable performance, and times exceeding 10.0 seconds are classified
as non-usable performance.

In the first test case (SQLite to Parquet conversion), none of the benchmark results were
below 10 seconds. According to the established criteria, this places all results in the
non-usable category. From this perspective, DuckDB cannot be considered suitable for
ad-hoc analysis if on-the-fly SQLite-to-Parquet conversion is required. However, such
transformations are not typically central to ad-hoc analytical workflows. Therefore,
while the results are clearly outside the usable threshold, their practical weight in
evaluating DuckDB’s suitability for ad-hoc OLAP workloads is limited.

The second test case, consisting of a suite of TPC-H queries, represents a more typical
OLAP workload. In this scenario, DuckDB performed within the usable performance
category across all scale factors. Although none of the execution times reached the
ideal threshold of 0.1 seconds, results at smaller scale factors approached this limit,
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and even at larger scale factors execution times remained below 3.0 seconds. These
findings indicate that DuckDB provides consistently usable performance for TPC-H-
style analytical queries, which align closely with standard ad-hoc OLAP use cases.

The third benchmark evaluated window function queries involving aggregations over
moving time frames. Here, results spanned both usable and non-usable categories.
At smaller scale factors, average execution times remained comfortably below the 10-
second threshold. However, as database size increased, execution times exceeded the
non-usable threshold. The results suggest that DuckDB remains suitable for window-
function-based ad-hoc analysis when database size is at or below a TPC-H scale fac-
tor of approximately 1.0. In practical terms, this corresponds to roughly 250 MB in
DuckDB’s file format (approximately 1 GB in SQLite format).

Overall, the findings indicate that DuckDB is generally suitable for ad-hoc OLAP-style
analytical queries, particularly for moderate dataset sizes. Performance limitations
emerge primarily in transformation-heavy workloads and large-scale window-function
queries.
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5 CONCLUSIONS

The goal of this thesis work was to inspect if OLAP database like DuckDB could
be a viable replacement for Apache Spark in analytical processing workloads. The
research done utilized two primary questions: (RQ1) Is an OLAP database and es-
pecially DuckDB suitable replacement for Apache Spark from feature and capability
angle and (RQ2) what are the practical performance thresholds when using DuckDB
for the workloads traditionally done with Apache Spark.

In the literature review section of the work, it was noted that two systems do have
overlapping features like SQL support, data formats and query capabilities. However,
it was also specified that the systems differ greatly in architectural design and intended
use. Apache Spark is meant to be used for large distrubuted data processing, whereas
DuckDB is designed to be embedded single-node analytical database. Because of this,
it was concluded that DuckDB isn’t full replacement for Apache Spark. However, the
feature overlap was sufficient such that in some analytical workloads, particularly in
those where the hardware is limited, DuckDB can be used to do the data processing
instead of Apache Spark.

The performance review chapter provided more detailed answer to the second research
question (RQ2). In the testing, few performance characteristics and thresholds were
identified. The first test case which was about converting SQLite databases into Par-
quet format showed that the workload is mainly I/O-bound and limited by the read
and write speeds of the used disk. Increasing available CPU cores did little to improve
the performance. The measured execution times were well in the non-usable category
of the used criteria. However, such transformation workloads are often not relevant in
ad-hoc analysis situations.

In contrast, the test case utilizing TPC-H queries showed consistently usable perfor-
mance. The test case utilized databases with multiple sizes and the execution times
stayed well in usable range according to the criteria. The important observation was
that increasing available memory didn’t improve the performance. This was analyzed
to be caused by the fact that working datasets already fit into memory even in the
setup with the lowest amount of resources. From these results, it was concluded that
the performance in those kind of cases is mostly dependant on CPU-level factors like
cache efficiency.
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In the third test case which used SQL’s window functions, a bit more complex be-
haviour was noticed. Contrary to what was expected, adding more CPU cores and
memory didn’t improve the performance but it made it worse. This was explaned to
come from parallelization overhead and memory bandwidth limitations. Window func-
tions included ordering and partitioning constraints that make it harder to do parallel
operations. As a result, adding more resources than needed can have a negative impact
on the performance. This also reflects DuckDB’s intended use case which is embedded
single-node execution where maximizing parallel performance isn’t the core focus.

Overall, results show that DuckDB can perform efficiently for datasets that fit in mem-
ory and are below 4 GB in size. With that constraint, DuckDB can be used for ad-hoc
analytical workloads even on relatively low hardware resources. However, the perfor-
mance doesn’t scale linearly or even with easily expected curve in relation to available
CPU cores and memory. This makes predicting the performance difficult in some cases.

In conclusion, DuckDB shouldn’t be used as complete replacement for Apache Spark.
The choice between the two should be done according to the expected workloads and
available hardware resources. If the use case consists of light to moderate scale OLAP
queries, without the need for horizontal scaling, DuckDB is a viable option.
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6 DISCUSSION

This study examined DuckDB’s performance characteristics across different resource
configurations and workload types, with focus on its suitability for ad-hoc OLAP-
style analytical workloads. The results show that performance behavior is strongly
dependent on the workload rather than scaling linearly with increased system resources.

With regards to system resource utilization, the results showed that DuckDB’s perfor-
mance doesn’t scale linearly with available CPU cores and memory. This was expected
for the first test case since the conversion operation is mostly about reading all the data
in one format and then writing it in another. With that result in mind, measuring the
effect of disk write speed could provide interesting results. For instance, in what point,
the disk speed stops being the limiting factor and is such point feasible with current
technology?

The results from TPC-H and window function test cases were more unexpected. The
initial expectation was that the performance would scale better with more resources.
The performance measured during the benchmarking was mostly usable but the main
takeaway is that estimating the performance of a system without a deep understanding
of it’s inner workings, is difficult. It should be noted that the performance of some
systems can be easier to predict and that predictability itself, is a noteworthy feature.
This can be especially important for systems in an enterprise environment where there
is a cost associated with everything starting from designing and implementing the
software systems to deciding on the actual hardware the software is run on.

Another important aspect which arose from comparing Apache Spark and DuckDB
was their different intended purposes. Comparing the two tools that are in different
categories doesn’t give much useful information. It does however highlight the impor-
tance of choosing the right tool for the right job. With the amounts of data used in
the benchmarking being representative of the real world use case, it could be inferred
that Apache Spark isn’t the best or correct tool for that use case. However, as it
often is, the reality of choosing software and tools isn’t clear-cut and can be full of
compromises. For instance, requirements and specifications may change and changing
or redoing existing software can be a costly venture. Because of this, good enough is
often the end result instead of something that is definitively the best.
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