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This paper introduces the design and implementation of a question answering system based
on langchain, which is a framework to facilitate application development based on language
models. This study explores the integration of langchain with external knowledge sources to
leverage knowledge graphs to improve the accuracy and reliability of generated responses.
The main goal is to build a QA system that can effectively retrieve and process information
to provide accurate and contextual answers.

This study begins with a comprehensive analysis of existing QA systems and their
limitations, highlighting challenges in information retrieval, response generation, and system
scalability. Langchain's modular architecture enables seamless interaction with large
language models, external databases, and apis, and is then investigated as a solution to
address these challenges. This paper details the design of the system, including data
preprocessing, prompt engineering, and the implementation of retrieval augmented
generation to improve response accuracy.

We conclude with a discussion of practical applications, limitations, and possible areas for
future improvement of the system. The results show that langchain provides a flexible and
extensible framework for building robust QA systems, providing valuable insights for
further developments in natural language processing and Al-driven information retrieval.
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SYMBOLS AND ABBREVIATIONS
Some notation about the algorithm

— Maps to (e.g., Intent — Answer)
S Element of a set (e.g., x € X)

c Subset (e.g., D € Documents)

2 Summation symbol, used in model scoring
Subscripts

1 inflow

2 outflow

kr critical

mit measured

Superscripts

' stator

" rotor

Abbreviations

Q&A  Question and Answer

LLM Large Language Model

QA Question Answering

RAG Retrieval-Augmented Generation
KG  Knowledge Graph

NLP Natural Language Processing

API  Application Programming Interface



DB  Database

Ul  User Interface

UX  User Experience

JSON JavaScript Object Notation

JDK  Java Development Kit

IDE Integrated Development Environment
NLU  Natural Language Understanding
Emb Embedding

Vec Vector

FAQ Frequently Asked Questions
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1 Introduction

In recent years, the rapid development of artificial intelligence (AI) and natural language
processing (NLP) technologies has significantly enhanced the capabilities of intelligent
systems. Among these, question answering (QA) systems have become increasingly
important, enabling machines to understand human language and provide relevant answers
to natural language queries. These systems are widely applied in fields such as customer
service, education, healthcare, and knowledge management, where they help users retrieve

information efficiently and improve decision-making processes.

With the emergence of large language models (LLMs) like GPT and BERT, QA systems
have gained more powerful semantic understanding and generative capabilities. However,
traditional QA systems often lack access to external real-time or domain-specific knowledge,
which limits their accuracy and contextual relevance. To address this, frameworks like
Langchain have been developed to facilitate seamless integration between LLMs and
external data sources, allowing developers to build flexible, modular, and more intelligent
QA systems. This paper presents the design and implementation of a QA system based on
the Langchain framework, focusing on enhancing answer accuracy, contextual

understanding, and external knowledge retrieval.

1.1 Research background

The increasing reliance on Al technologies in both industry and academia has led to a
growing demand for high-performance QA systems that can deliver accurate and
contextually appropriate responses. These systems are particularly valuable in applications
that require fast, automated access to complex information. However, conventional QA
systems often face significant limitations. They may fail to understand the user's true intent,
lack the ability to incorporate real-time or structured external knowledge, and sometimes

produce misleading or irrelevant answers (Chen et al., 2017; Karpukhin et al., 2020).

Recent advancements in LLMs have revolutionized the field of QA by improving language

comprehension and generative responses. Nonetheless, LLMs alone are insufficient for
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knowledge-intensive tasks, as their internal knowledge is limited to the data seen during pre-
training. To overcome these constraints, the research community has proposed retrieval-
augmented generation methods,which combine LLMs with external knowledge retrieval

mechanisms (Lewis et al., 2020).

Langchain is a relatively new and promising framework designed to support the
development of LLM-based applications. It provides modular tools to connect LLMs with
APIs, databases, knowledge graphs, and other sources of structured or unstructured data. By
leveraging this framework, developers can construct QA systems that not only understand
questions more deeply but also retrieve up-to-date and domain-specific information to

generate more reliable answers.

This research aims to explore the capabilities of Langchain in building a robust QA system,
addressing the limitations of existing systems through enhanced integration with external

knowledge and improved context awareness.

1.2 Literature review

Question answering systems have evolved significantly over the years, progressing from
rule-based systems to deep learning-driven models. Early QA systems primarily relied on
rule-based approaches, which operated through predefined schemas and heuristic templates.
For example, Androutsopoulos et al. (1995) proposed a system that used grammar rules and
pattern matching to generate responses. Such systems, like the early versions of Apple's Siri
or Xiaomi's Xiao Ai, were limited in scalability and flexibility, struggling with ambiguous

or unexpected queries due to their rigid structure.

With advancements in information retrieval technologies, retrieval-based QA models
emerged as a dominant strategy. These systems extract relevant text segments from
knowledge sources to answer user questions. One notable example is Dr QA by Chen et al.
(2017), which utilizes a retriever-reader architecture to fetch and process relevant documents.
While these systems improved the breadth of information retrieval, they often lack
contextual understanding and fluency, resulting in answers that are disjointed or hard to

comprehend for users.
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In recent years, the introduction of transformer-based models has revolutionized the QA
field. Models such as Bert (Devlin et al., 2018) have significantly improved language
understanding through bidirectional pre-training, while OpenAl’ s gpt series (brown et al.,
2020) has greatly enhanced generative capabilities, enabling systems to produce human-like
answers. These generative language models have elevated the quality of QA systems, but
still suffer from critical issues like hallucination, factual inconsistency, lack of domain

adaptability, and limited ability to provide precise, domain-specific responses (Ji et al., 2023).

To address these challenges, Lewis et al. (2020) introduced retrieval-augmented generation,
a hybrid method that combines information retrieval with generative modeling. RAG
enhances both factual consistency and contextual relevance by grounding generated answers
in external knowledge. While RAG has shown promising improvements, challenges remain
in dynamically integrating multiple knowledge sources and maintaining efficiency and

accuracy in real-time applications.

Moreover, existing research often lacks low-cost fine-tuning mechanisms for domain-
specific language models, which limits the deployment of QA systems in specialized fields
such as healthcare and education. Recently, the emergence of the langchain framework
offers a modular and extensible solution for building QA systems. It facilitates seamless
integration with large language models, external APIs, knowledge graphs, and databases,

enabling developers to build more context-aware and scalable systems.

However, there remains a gap in the literature regarding practical implementations of
langchain, particularly in optimizing RAG pipelines and prompt engineering for domain-
specific QA tasks. This study aims to bridge that gap by developing a langchain-based QA
system that leverages knowledge graphs, retrieval-augmented generation, and prompt

optimization techniques to enhance answer accuracy, reliability, and domain adaptability.

Beyond the early rule-based approaches, statistical methods also played a crucial transitional
role in QA system development. During the late 1990s and early 2000s, systems like Askmsr
(Brill et al., 2002) leveraged statistical re-ranking techniques and surface text patterns to
select plausible answers from retrieved documents. However, these systems heavily
depended on large corpora and struggled with complex reasoning tasks, as they could not

generalize beyond the training data.
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Retrieval-based models, characterized by the retriever-reader framework, offered notable
scalability improvements. Systems such as Google's bertserini (Yang et al., 2019) further
combined dense retrieval models (e.g., BM25, DPR) with deep readers to optimize end-to-
end QA pipelines. Nevertheless, retrieval-only systems are fundamentally constrained by
their reliance on existing passages, often failing to synthesize information across multiple

sources or generate coherent multi-sentence answers.

Transformer architectures significantly shifted the QA paradigm towards generative
capabilities. BERT-based models, although powerful in comprehension tasks like squad
(Rajpurkar et al., 2016), were not inherently generative. Models such as T5 (Raffel et al.,
2020) reframed all NLP tasks, including QA, as text-to-text problems, unlocking new
possibilities for fluent and abstractive answering. OpenAl’s GPT-2 and GPT-3 models
demonstrated the potential of large-scale pretraining for few-shot and zero-shot QA tasks,
achieving impressive results even with minimal domain-specific supervision.

Despite these advances, generative QA models introduced new challenges: hallucination
(producing factually incorrect content), brittleness under domain shifts, and lack of
transparency in reasoning processes (Zhang et al., 2022). Research into mitigating
hallucination through calibration methods (Kadavath et al., 2022) and trustworthiness-
enhanced prompting (Madaan et al., 2023) has shown partial success but remains an active
area of investigation.

To combine the strengths of retrieval and generation, hybrid methods like RAG (Lewis et
al., 2020) were developed. RAG enables models to retrieve relevant documents and
condition the answer generation on retrieved knowledge, thus improving factual grounding.
Recent enhancements include REALM (Guu et al., 2020) and fid (Izacard and Grave, 2021),
which optimize the retrieval and fusion process, allowing multiple documents to inform the
final generated answer more robustly.

However, hybrid systems face technical trade-offs between retrieval latency, memory
footprint, and answer consistency. Research on adaptive retrieval strategies (Yamada et al.,
2021) and memory-augmented transformers (Borgeaud et al., 2022) seeks to address these
issues, suggesting that intelligent retrieval selection is critical for scaling QA systems in real-
world deployments.

Fine-tuning large language models (LLMs) for specialized QA tasks remains costly and

data-intensive. Traditional supervised fine-tuning methods require substantial labeled
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datasets, which are often unavailable in niche domains like law, medicine, or finance.
Emerging approaches, such as parameter-efficient fine-tuning (e.g., LORA by Hu et al., 2021)
and instruction tuning (Wang et al., 2022), offer low-resource alternatives by adapting only
a small subset of model parameters or guiding models through tailored prompts.
Nevertheless, effectively fine-tuning LLMs for QA still requires careful design of training
data, prompt formats, and evaluation metrics. Moreover, ensuring domain-specific factual
accuracy without catastrophic forgetting of general knowledge poses additional difficulties
(Xia et al., 2023)
Langchain represents a significant advancement in modularizing and orchestrating
components for QA system construction. Its architecture allows developers to integrate
LLMs, vector stores, retrieval tools, knowledge graphs, and APIs into unified pipelines.
Langchain's "chain" abstraction enables building flexible, context-aware agents capable of
complex reasoning and dynamic decision-making.
Recent studies (Gao et al., 2023; Chen et al., 2023) have highlighted langchain's utility in
constructing retrieval-augmented chatbots, autonomous research assistants, and enterprise
knowledge management systems. However, empirical evaluations of langchain pipelines
remain sparse. Key challenges include optimizing retrieval chains for latency-sensitive
applications, designing robust prompt templates for few-shot tasks, and dynamically
integrating multi-modal knowledge (e.g., combining text, images, tables) into coherent
responses.
While substantial progress has been made in the development of QA systems, there is limited
research on the practical optimization of langchain-based retrieval-augmented generation
pipelines tailored to specific domains. Furthermore, few studies systematically evaluate how
integrating structured knowledge graphs can enhance the factuality, coherence, and
personalization of answers.
This study seeks to fill this gap by proposing a langchain-based QA framework that:

o Leverages domain-specific knowledge graphs to improve answer grounding and

relevance.
e Enhances retrieval and generation stages through dynamic prompt optimization
techniques.
o Evaluates performance across multiple metrics, including factual accuracy, response

fluency, and system latency, within a specialized application context.
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1.3 Research contents

The main objective of this research is to design and implement a modular, accurate, and
context-aware question answering (QA) system based on the langchain framework. By
leveraging langchain’s capabilities to integrate large language models (LLMs) with external
knowledge sources such as knowledge graphs and structured databases, the system aims to
improve both the reliability and contextual relevance of the generated responses. This study
focuses on constructing a domain-specific QA system that seamlessly connects LLMs with
external structured data, enabling more precise and informed answers. Retrieval-augmented
generation (RAG) is applied to ensure that responses are grounded in up-to-date and
authoritative knowledge, thereby reducing hallucinations and enhancing factual consistency.
Additionally, prompt engineering techniques are employed to further refine the quality of
generated answers by guiding model behavior and encouraging relevant, coherent outputs.
The QA system is paired with a Java-based front-end to provide a user-friendly interface for
interaction, while knowledge graphs are used to strengthen entity linking and contextual
reasoning, especially in domain-specific scenarios. This research aims to address critical
questions such as how langchain can be effectively utilized to enhance the accuracy and
reliability of QA systems, what strategies can be used to optimize LLM performance through
the integration of knowledge graphs, and how prompt engineering can be combined with
RAG to balance answer fluency and factual correctness. Ultimately, the outcomes of this
study are expected to offer valuable insights into the development of next-generation QA

systems that are adaptable, scalable, and dependable for real-world applications.
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2 Knowledge graph integration for intelligent interaction

In this section, we will discuss the integration of a knowledge graph into the intelligent-
based application. A knowledge graph is a structured representation of information that
connects data points using semantic relationships. By integrating a knowledge graph into the
system, we can improve the quality of responses, ensure more accurate and context-aware

interactions, and enrich the overall user experience.

Here is a flowchart about knowledge graphs:

Knowledge Graph
Integration Flow

r

Building the knowledge Querying the Knowledge .| Enrichingintelligent
Graph Graph "] Responses

4

Contextualizingthe Resp | Error Handlingand Fallback |« Final Response to
onses User

Figure 1 Knowledge graph flowchart

First, let's introduce the integration of the whole knowledge graph. Build a knowledge graph,
then you can call the knowledge graph for intelligent generation, use keywords, key points
to complete the search and scope, search keywords. Finally, contextualizing the responses is

enabled by sending them back to the user

A knowledge graph represents information as a network of entities (e.g., people, places,
objects) and the relationships between them (e.g., "is located in," "works at"). Each entity in
the graph is represented as a node, while the edges or links between nodes represent the
relationships. In the context of a ChatGPT-like system, the knowledge graph can be used to:

store domain-specific information.

Enhance responses by leveraging structured knowledge to generate more accurate answers.

Improve context handling ensuring that ChatGPT provides responses that are coherent and
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consistent with previous user inputs. A knowledge graph represents information as a network
of entities (e.g., people, places, objects) and the relationships between them (e.g., "is located
in," "works at"). Each entity in the graph is represented as a node, while the edges or links
between nodes represent the relationships. In the context of a ChatGPT-like system, the
knowledge graph can be used to: store domain-specific information (e.g., facts about
products, services, or historical events). Enhance responses by leveraging structured

knowledge to generate more accurate answers. Improve context handling ensuring that

intelligence provides responses that are coherent and consistent with previous user inputs.

2.1Knowledge graph creation

Knowledge Graph is a structured semantic network used to organize and express knowledge.
It often represents the relationships between complex information in the form of triples
(entity-relations-entities). It not only has good interpretability and scalability, but also can
play a central role in a variety of natural language processing tasks, especially in providing

deep semantic support in question answering system and intelligent search.

In this study, the knowledge graph is used to enhance the langchain-based search model to
achieve more efficient and accurate semantic retrieval functions. Its role is mainly reflected
in two aspects. One is to help the system understand and link the key entities and relations
in the user's query. The second is to provide graph reasoning capabilities, so that the system
can obtain more comprehensive background information based on structured relationships

between entities.

ontology
model
knowledge
Data .| ontology > reasorjing and
collection design application
Knowledge
Define your extraction and
goals and scope storage
requirements g
document > dagtlabgse

inference rule

Figure 2 Knowledge graph generation process
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2.1.1Data collection
The core task of data collection is to extract valuable entity and relationship information

from the public encyclopedia knowledge base and construct a structured knowledge graph
for question answering. In order to ensure the comprehensiveness and accuracy of the
knowledge graph, we select multiple public encyclopedia knowledge resources, especially
Wikipedia, as the main data sources. These resources not only cover a wide range of subject
areas, but also have structured data formats that facilitate the construction of efficient

question answering systems.

As the world's largest open knowledge base, wikipedia provides entries covering almost all
subject areas. Each entry contains a large amount of textual information, definitions,
background, history, related terms, and external links, which constitute the underlying
entities of the knowledge graph. We extracted knowledge from Wikipedia in multiple
domains such as technology, history, art, culture, etc., focusing on entities (such as people,

places, events) and the relationships between these entities (such as "belong to", "related",

"influence").

DBpedia is a project to extract structured data from wikipedia, which converts the textual
content of Wikipedia into RDF format to form a knowledge graph that can be queried.
DBpedia contains a large number of structured entities and relationships between them, such
as people's birthplace, works, awards and other information. We used the open data source
of DBpedia to extract the entity information of related domains and used it to enrich the

knowledge graph of this project.

Text cleaning: Removing irrelevant information from entries, such as ads, formatting,
templates, and links. Such information has no practical significance for constructing

knowledge graphs and may interfere with the extraction of entities and relations.

Named entity recognition (NER) : Uses natural language processing tools to automatically
identify and annotate entities (e.g., names of people, places, organizations, etc.) in text.
Relation extraction: Extracting relations between entities based on context analysis of text.
For example, we can extract relations like "Einstein-is-physicist" and label them with
additional information like time, place, etc. Data standardization: Unify the format of
different sources into a consistent structure, ensuring that the same entity in different
encyclopedia resources can be linked together. For example, matching the same entity (like

"Einstein") in wikipedia and DBpedia.



19

2.1.2 Ontology design
The entity types suitable for encyclopedia knowledge are defined, such as person, place,

event, organization, concept, etc.

Determine attributes of entities such as date of birth of a person, geographical location of a

place, time of occurrence of an event, etc.

Determine relationships between entities such as "belong to", "associate", "influence",

"locate", etc.

It supports query and reasoning based on question answering system to answer specific

questions raised by users.

2.1.3 Knowledge extraction and storage
Relational databases store data in a tabular format and are suitable for structured data. It can

be efficiently queried and managed by SQL query language. For simple knowledge graphs,

using a relational database to store entities and relationships is a reasonable choice.
The structure of a relational database typically includes:

Entities Table: Stores entity information (e.g., people, places, events, etc.)
Relations Table: Stores relations between entities.

Attributes Table: Stores the attributes of an entity.

Graph databases are specially designed to store and query graph data, which are especially
suitable for storing and querying knowledge graphs. Graph databases represent entities as
nodes and relationships between entities as edges. Graph databases are capable of supporting
complex relational queries and reasoning by means of efficient graph query languages such

as Cypher.

2.1.4 Graph database inference rule (KQG)
I chose GraphDB to complete my knowledge graph. Here is the virtual view.
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p A'e%

Tatgy

~ director

Figure 3 Knowledge graph after establishing relationship

This is my completed KG, Right now I'm searching for movies, searching around movies,

focusing on movies

PiratesottheCaribbeanAtw
orldsEnd «

& PiratesoftheCaribbeanAtworldsEnd

Types:

RDF Rank:

o

schema:name
Pirates of the Caribbean: At World's End

actor

schema:genre
Action Show 2 mare ~

« Adventure
« Fantasy

schemacommentCount
302 xsd:integer

Figure 4 Attribute information of entity nodes

in the graph Pirates of the Caribbean at worlds end is the main word, in this graph it have

two points about actor, it is orlando bloom and jack. And it country is USA. And other
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information is in graph. This is a relevant search part of my knowledge graph, and my search
keywords are pirates of the caribbean at worlds end, you can learn about it, click on each

actor or director, and you can see extensions of other films they've worked on

2.2 Integrating the knowledge graph with intelligent

The next thing you'll see is a graph of a question answering system:

Tools\n(Google, Python
»
REPL)

/ . .
FAQ: API Calling —_
T
-
EE— i queried .
LangChain Chain LangChain Agent - Code: get_answer()
I Memory Module » User: Dev A | e
— saved———

, N
, iy
™
.
.

| Docs: Chain Class

describes

Figure 5 Process of question answering system

For example, how can knowledge graphs be used to improve learning, when you ask a

question:
How to call API using langchain?

Users ask questions and extract keywords through langchain: The user inputs the question:
"How to call API using langchain?" langchain uses built-in LLM tools to automatically

extract important keywords: API, langchain.

The langchain core components work together: components like prompt template, LLM, and
others work together to understand the intent of the question. Based on the extracted
keywords, the system dynamically matches related entities (nodes) and relationships (edges)

in the knowledge graph.
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Dynamic querying of knowledge graphs: each time the user asks a question, the system does
not go to the database to find a rigid answer, but according to the relationship between the

knowledge points dynamic jump, combination, find the most close to the question content.

Closed-loop learning and updating: just like figure 3 below, it is a repetitive learning. When
you ask a new question, it will give you a more accurate answer through the analysis and

query of the knowledge graph.

New FAQ

New user -log KG Update Node

questio

Figure 6 Closed-loop learning and updating

2.3 Knowledge graph integrated into the system:

Building the knowledge graph: the knowledge graph is typically built using a set of entities,
attributes, and relationships. In this project, the knowledge graph could represent various
concepts such as topics, user profiles, or previous conversation history. For example, if the
user is asking questions related to a specific product, the knowledge graph can store product

details, reviews, pricing, and related entities.

Querying the knowledge graph: when a user submits a message, the system can first query
the knowledge graph to check if the message can be mapped to an existing entity or concept
in the graph. For example, if the user asks, “What is the price of the iPhone?”, the system
can query the graph for the entity “iPhone” and extract the relevant information, such as its

price and features.

Enriching intelligent responses: once the knowledge graph is queried, the extracted
information can be used to enhance the response generated by intelligent. For example,
instead of simply asking intelligent for a generic response, the system can include specific

data from the knowledge graph, ensuring that the response is more tailored and factual.

Contextualizing the responses: the knowledge graph can also track the user's conversation

history, ensuring that responses are contextually relevant. For example, if the user asks
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multiple questions about a specific topic, the system can reference previous interactions to

avoid repetitive answers and provide more personalized recommendations.

Error handling and fallback: if the knowledge graph doesn't have enough information to
respond accurately, the system can fall back on the intelligent API to generate a response.
Additionally, error handling mechanisms can be built to ensure that incomplete or missing

data from the knowledge graph is handled gracefully, providing users with an alternative

response or suggesting ways to improve their query.
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Figure 7 Workflow of knowledge graph and langchain

Figure 4 shows a modern intelligent question answering system architecture based on
retrieval augmented generation (RAG) technology, which deeply integrates the two core

capabilities of information retrieval and text generation.

The core process of the system starts with the user asking a question, which is then passed
to the question answering system (COM/BIWES in the figure). The core of the system is
RAG model (marked as "SSZIILLI" in the figure), which consists of two key technologies.
Firstly, a retrieval module is used to retrieve the relevant information fragments from the
knowledge base (marked as "BUILDS OV") in real time to ensure the timiness and factual

accuracy of the answer. Then a generative language model (labeled as
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"MPLEMENTED INN", based on Transformer architecture) is used to integrate and polish
the retrieval results to generate a natural and fluent response. This design not only overcomes
the "illusion" problem that may be produced by the pure generative model, but also avoids

the limitation of the rigid answer of the traditional retrieval system.

The knowledge base acts as the "memory hub" of the system and may contain structured
data such as databases, unstructured text such as wikipedia, or multimodal content such as
images. It is worth noting that the "Image PREFIXER" module in the figure implies that the
system supports multi-modal input processing. For example, when users upload pictures to
help them ask questions, the system will fuse visual features with text questions through
prefix encoding technology, which further expands the application scenario. The underlying
technology relies on the transformer (labeled as "ttransformer"), which is a common
architecture for current large language models. Its self-attention mechanism can efficiently

capture long-distance semantic associations.

Some of the abbreviations (e.g., "SSZIILLI" and "BUILDS _OV") may be internal code
names for a particular implementation, such as an optimization algorithm for a retrieval
index or a version control system for a knowledge base, respectively. The whole architecture
reflects the "retriving-generation" collaborative design trend of modern Al systems: the
knowledge base dynamically updates to ensure information freshness, the language model
provides semantic understanding and expression flexibility, and finally realizes the effect of
1+1>2 through the RAG framework. This kind of system is particularly suitable for medical
consultation, legal question answering and other fields that require the combination of

professional knowledge and language generation capabilities.

2.4 Langchain for knowledge retrieval

In this section, we discuss the integration of langchain-based search into the ChatGPT-like
interactive system. Langchain is a framework designed to enhance large language models
(LLMs) by enabling structured retrieval, context-aware response generation, and dynamic
chaining of multiple knowledge sources. By leveraging langchain, we can improve the
system’s ability to retrieve relevant information, ensuring precise, up-to-date, and

contextually relevant responses.
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Traditional LLM-based systems rely on model parameters to generate responses based on
pre-trained knowledge. However, this approach has several limitations, including:

1.Lack of real-time data: the model may not have access to updated information. 2.Inability
to verify sources: responses are generated based on probabilistic text generation, which may
lead to inaccuracies. 3.Contextual limitations: long conversations may lose coherence
without structured knowledge retrieval.

Langchain solves these challenges by introducing a retrieval-augmented generation (RAG)
mechanism. This approach integrates external knowledge sources (e.g., vector databases,
document repositories, APIs) with the LLM, allowing it to retrieve and utilize relevant

information dynamically.

2.5 Langchain search mechanism in intelligence-based systems:

This diagram illustrates the workflow of a hybrid question answering system that integrates
knowledge graph querying and semantic search. The process begins with the user submitting
a query. The system first determines the query type: if it is entity-based, it follows the
knowledge graph path; otherwise, it uses the semantic search path. In the knowledge graph
path, the system extracts entities from the query, traverses the graph, and checks if relevant
data is found. If so, it generates a structured answer, which is then passed to the prompt
builder for the final response. If no data is found, or if the query is not entity-based, the
system embeds the query into a vector, conducts semantic search, retrieves the top three
relevant documents, and sends them to the prompt builder to formulate the final answer. This
dynamic approach ensures accurate and efficient responses by flexibly leveraging structured

knowledge and unstructured semantic information.
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He would iterate, get a final response, give feedback, and then upload the response to a

virtual database, enriching the knowledge graph

LLM
Generation

User

» final response » ¥

Update

feedback KG/Vector DB

Figure 9 Langchain search mechanism2

2.6 Langchain search integration

To integrate langchain-based search into the ChatGPT-like system, we follow a structured

pipeline:

User query processing: when the user submits a query, the system first pre-processes it to

identify key concepts and intent.

Vector-based knowledge retrieval: The query is converted into a vector representation using

an embedding model (e.g., OpenATI’s text embedding model or sentence-bert). The system

searches for semantically similar documents in a vector database (e.g., FAISS, Pinecone, or

chromaDB).

Contextual Knowledge Augmentation: The retrieved documents are combined with the

query to create a context-aware prompt for ChatGPT.
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3.Vector databases construction

Constructing a high-quality knowledge base is a key step to implement Retrieval enhanced
generation system. The whole process of building a vector database will be described in

detail below

3.1 Document preprocessing

When building vector databases, we need to convert unstructured documents (like PDF,
Word, pictures, etc.) into structured data that can be used for text vectorization. PDF files
may contain text, tables, images, formulas, etc., which are difficult to parse directly. Word
files may have complex formats, embedded objects, and some information will be lost when
read directly. Tables need to be converted to structured text to ensure data integrity. Optical
character recognition technology is used to extract the text information in the image. In order
to construct a high quality vector database, extracting text data efficiently and accurately is

a crucial step.

“Content Extraction Data Cleaning & Structuring
Raw Formatldentification -
PDF Parsing i
Documents(PDF, > (Detecttype:PDFDOCX, image, e ;{Ielnovf no[lse[
Word, Images) etc.) WordParsing ormalize tex ‘
OCR (for images) Table-to-text conversion
= Text Chunking &
Text Formatting
Vector Database (< Vectorization(Usin Split into segments
pmbedding models .
Metadata tagging

Figure 10 Document processing

The whole process seems very complex, but look at Figure 10 to separate each part into

modules.

(1) Raw documents collection and format identification: collect raw documents (PDF, Word,
images) from various sources. Use format identification to detect the type (PDF, DOCX,
image, etc.), then proceed with content extraction, including pdf parsing, word parsing, and
OCR for images. For tables, use table-to-text conversion.

(2) Data cleaning & structuring: clean the extracted content by removing noise, normalizing
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text, and converting tables to text. This ensures consistency and prepares the data for
downstream processing.

(3) Text chunking & formatting and vectorization: split the structured text into segments and
tag with metadata. Then use text vectorization (using embedding models) to convert these
chunks into vector format.

(4) Vector database storage: store the vectorized text in a vector database to support efficient
semantic search and retrieval. Ensure that each step—from extraction to vectorization—is
high quality to maintain data integrity. The following code section is langchain and

paddleocr were used for document preprocessing.

pip install langchain pypdf unstructured paddleocr

from langchain.document_loaders import UnstructuredFileLoader
# read word text

word _loader = UnstructuredFileLoader("sample.docx™)
documents = word_loader.load()

# Extracting plain text

word_text = "\n".join([doc.page content for doc in documents])

print(word_text)

3.2 Document chunking

After document preprocessing is done, the resulting text tends to be long, but large language
models have a limit on the number of input tokens (e.g. GPT-4). If the text is extremely long,

entering it directly into the model can lead to:
Truncation: extremely long text is cropped and information is lost.

High computational cost: when the input is too large, the processing time and computing

resource consumption surge.

To solve this problem, we need to split the document so that it: keep context coherent; avoid

overcutting that affects the semantics; adapt to large language models limitations
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Below is the use of RecursiveCharacterTextSplitter to complete semantic segmentation

function code

from langchain.text_splitter import RecursiveCharacterTextSplitterr
# Let's assume that content is long text after preprocessing

content = "This is the first piece of content. \ nThis is the second paragraph, which contains important

information. \n This is the third paragraph. \n..."

# Initialize the text tokenizer

text_splitter = RecursiveCharacterTextSplitterr(

chunk_size=2000, # maximum 2000 characters per text chunk

chunk_overlap=200, # allows 200 characters of overlap, ensuring context continuity

separators=["\n", ". "] # Split by newline or period first

# do text splitting

chunks = text_splitter.split_text(content)
# print partial segmentation

for i, chunk in enumerate(chunks|:3]):

print(f"Chunk {i+1}:\n{chunk}\n---")

3.3 Vector database construction and document upload interface

Setting up the vector store we first initialize a vector database (e.g., FAISS) to store indexed
knowledge. Here is my code example, the main purpose of which is to create a vector
database, to store the index. Implementing langchain search with the interception of
keywords, extract keywords stored in the system. Next, we implement the search mechanism
to retrieve relevant information based on user queries.as shown in the figure. Enhancing
system responses with retrieved knowledge once the relevant documents are retrieved, we

integrate them into the system prompt for an enriched response.
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Vector Database

Document Upload Semantic Search Documents
Upload File... Document 1
PDF, Word, Image e e Document 2

Search Results Document 3

Cleaning Preview Example search result 1

Example cleaned text content

Chunking Documents
Example chunrked text segments Document 1
Document 2

Figurel1 Document page

This figure shows a complete vector database construction pipeline and its key role in RAG
question answering system. The whole process starts with document uploading, which
supports PDF, word, and image formats. The original content is extracted by OCR or text
parsing tools (e.g., pdf2, docx2txt), and then the text cleaning stage is used to remove noisy
data (e.g., headers, footers, special characters) using tools such as regular expressions and
nltk. And standardized processing to ensure data quality. The cleaned text is processed by
semantic chunking, and sentence-bert or recursive chunking algorithm is used to cut the long
document into semantically coherent short paragraphs for subsequent vectorization.

Next, these text chunks are transformed into high-dimensional vectors by embedding models
(such as OpenAl's text-embedding-3-small or sentence-BERT) and stored into vector
databases (such as fiass, chroma, or weaviate). The inverted file or hierarchical navigable
small world graph index structure of fiass can efficiently perform semantic search to quickly
find the most relevant document fragments to the user's query. In order to improve the
retrieval accuracy, the system may combine keyword interception (such as the BM25
algorithm) and vector similarity (cosine similarity) to achieve hybrid retrieval, ensuring that
the results are both relevant and comprehensive. Retrieved documents (e.g. "document 1",
"document 2") are injected into the generative model's prompt words, for example: "Please

answer this question based on the following context: {retrieved docs} questions: {query}"
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for a large language model (e.g. GPT-4) to generate the final answer, thus avoiding the
"hallucinatory" questions of a pure generative model while maintaining the natural fluency
of the answer.

In addition, the system also supports multi-modal data processing (e.g., images are encoded
as vectors through the CLIP model), so that users can search images not only by text, but
also by images or by text, which greatly expands the application scenarios. In a real-world
deployment, this architecture is particularly suitable for dynamic knowledge base scenarios
(e.g., customer service systems, legal advice, or academic research), as simply updating the
vector database allows the system to acquire the latest knowledge, without retraining the
model. Further optimizations may include query rewriting (extending synonyms of user
questions with LLMS), hierarchical indexing (accelerating retrieval against high-frequency
content caches), or hybrid storage (enhancing logical reasoning capabilities in combination
with graph databases). In summary, this technology stack combines the accuracy of
traditional information retrieval with the powerful generative ability of large language
models, and is currently the core solution for building knowledge-driven Al systems.

This is the document segmentation interface, which is mainly to complete the splitting and
learning of the document you upload. The content in the pdf you upload will be read, and

then traverse and learn, using langchain to learn the content.

3.4 Using faiss vector database (local deployment)

To address the challenge of processing long documents within the input token limitations of
large language models, we implemented a document segmentation strategy using
RecursiveCharacterTextSplitterr. This approach ensures that the text is broken into
semantically coherent chunks that are neither too short to lose meaning nor too long to be
truncated. After preprocessing, each document—such as pdfs, word files, and plain text—is
split into manageable segments while preserving contextual relevance.

Each segmented chunk is then transformed into a high-dimensional semantic vector using a
language embedding model like OpenAl’s text-embedding-3-small or sentencetransformers.
These vectors are indexed and stored using facebook ai similarity search, a high-performance
local vector database. Facebook ai similarity search supports fast similarity searches,
enabling efficient retrieval of the most relevant text segments based on user queries. The

vector database is locally deployed, ensuring both fast performance and data privacy.
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This setup allows for robust document-level semantic search and intelligent question
answering. When a user poses a query, it is converted into an embedding and matched
against the vector database to find the most contextually relevant segments. These segments
are then passed to a large language model for answer generation. The entire pipeline—from
upload, segmentation, vectorization, and search to response—is optimized for local use,
making it ideal for secure and high-speed applications such as enterprise knowledge bases,

legal document retrieval, or academic research assistants.
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4.System design and implementation

This project is built on spring boot for the backend framework and Vaadin for the frontend,
integrated with the OpenAl ChatGPT api to create an interactive web application with user
login, captcha validation, and ChatGPT conversation features. The system architecture
consists of the frontend user interface, service logic layer, and third-party ai api integration.
This chapter provides a detailed explanation of the core modules, from system architecture

to service logic and frontend implementation.

I chose spring boot for my backend development because of its efficiency, easy
configuration, robust ecosystem, and good community support. Spring boot provides
features out of the box that greatly improve development productivity, while reducing
tedious setup efforts through auto-configuration. It seamlessly integrates with various spring
components, making it easy to quickly extend your project's functionality. In addition, spring
boot's simple deployment and stable performance make it a perfect fit for modern

microservice architectures and cloud deployments.

I chose Vaadin because of its ability to develop modern, responsive user interfaces directly
in Java, without having to write a lot of HTML, CSS, or javascript by hand. Vaadin
seamlessly integrates with spring boot, simplifies the front-end interaction process, and
improves development efficiency and system stability. At the same time, Vaadin provides a
rich component library and good user experience support, which is very suitable for quickly

building high-quality enterprise-level application interfaces and better adapting to docking.

4.1 System architecture

The system is developed in java, using spring boot as the backend and Vaadin as the frontend
framework, ensuring excellent integration capabilities and responsive Ul design. The system

interacts with OpenAl's ChatGPT api to enable intelligent conversation.

The system consists of the following modules:
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Figure 12 System flowchart
Service layer: Responsible for interacting with OpenAl's API, processing user inputs, and

retrieving responses from the model.

Frontend interface: Built with Vaadin, this includes the user login and chat interfaces for

interaction.

Security mechanism: Utilizes Vaadinsession for user session management, preventing

unauthorized access, and implements a captcha system for added login security.

Routing and state management: Uses Vaadin's (@Route annotation for page navigation and

session management, ensuring seamless user transitions between pages.

4.2 Core service logic

The ChatGPTservice is the core class responsible for communication with the ChatGPT API.
It handles the construction of requests, sending user inputs, and parsing the model's
responses. This class uses webclient from Spring webflux for asynchronous HTTP requests

and objectmapper for parsing JSON responses.

API key configuration: The OpenAl API key is loaded from the application. Properties file

using the @Value annotation for security.

webclient Initialization: The webclient. Builder is used in the constructor to configure the

base URL and headers for API communication.
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Sending messages and retrieving responses: The get ChatGPT response(String prompt)
method constructs the request body, sends it to ChatGPT, and asynchronously receives the
response using mono<String>. The response is parsed using object mapper to extract the

content of the bot's reply.

This module is designed to be scalable and can be extended in the future to support features

such as conversation context, multi-turn dialogue, and history tracking.

The system uses Vaadin’s @Route annotation to handle page navigation and user state
management. After a successful login, the system navigates to the chatview using UI. The

user login status and captcha information are stored in the Vaadinsession and passed across
pages.

This seamless integration allows for smooth user transitions, improving the overall system

experience.

4.3 User login interface

The loginview class implements the user login functionality, with the following key features:

Input fields: Includes text field for the username, password field for the password, and a

captcha input field.

Captcha mechanism: A random four-digit captcha is generated and stored in the
Vaadinsession. The user must correctly enter the captcha to log in, preventing script-based

attacks.

Validation logic: Upon clicking the "Login" button, the system validates the username,
password, and captcha. If all validations pass, the user is redirected to the chatview chat

interface; otherwise, an appropriate error message is displayed.
This module enhances user authentication security while maintaining a good user experience.

The chatview class is the main interface where users interact with ChatGPT. key features

include:
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Chat history display: A textarea component (called chatarea) is used to display the
conversation history. The user cannot edit this field. Each time a message is sent, the chat

history is updated.

Message input and send: The user types messages in a textfield, and by clicking the "Send"
button, the message is appended to chatarea. The system then calls ChatGPTservice to

retrieve a response, continuing the conversation.

Layout and styling: All components are arranged using verticallayout and horizontallayout,

with width and height properties set to ensure a responsive and device-friendly design.

4.4 Model pre-training

The question answering system developed in this project is built on OpenAl's large language
model (LLM), which has been pre-trained on a diverse and extensive corpus of internet text.
The pre-training process equips the model with a broad understanding of language, grammar,
facts, reasoning patterns, and world knowledge. OpenAI’s models, such as GPT-3.5 and
GPT-4, are based on the Transformer architecture and are trained using causal language
modeling (CLM), which enables the model to predict the next token in a sequence given its

context.

During the pre-training phase, the model i1s exposed to billions of tokens from publicly
available datasets, including books, articles, websites, and dialogue datasets. This
unsupervised learning phase allows the model to acquire general-purpose language
capabilities without task-specific supervision. The objective is to build a model that can
generate coherent, contextually relevant, and informative responses across a wide range of

topics.

In the LangChain framework, the pre-trained OpenAl model is accessed via API, allowing
the system to utilize the model’s generative capabilities for answering user queries. The use
of a pre-trained model significantly reduces the need for domain-specific training while
ensuring high-quality responses, even for open-ended or complex questions. As no fine-
tuning was applied in this system, all question answering relies entirely on the pre-trained

model’s general capabilities.
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4.5 Error handling mechanism

To ensure a smooth and stable user experience, the system implements a comprehensive

error handling mechanism at both the backend and frontend levels.

On the backend, exception handling is managed through spring boot’s @ControllerAdvice
and @Exceptionhandler annotations, allowing centralized capture and management of
unexpected errors. API communication errors, such as timeouts or invalid responses from
the OpenAl ChatGPT service, are properly caught and handled with meaningful error
messages. This prevents unhandled exceptions from crashing the system and provides users

with informative feedback.

On the frontend, Vaadin’s built-in error handling features are utilized to manage Ul-level
issues. Common scenarios such as invalid user input, session timeout, or unauthorized access
are gracefully handled by displaying appropriate notifications or redirecting users to a safe
page. Customized error views ensure that unexpected frontend failures do not break the

application flow.

In addition, logging mechanisms are integrated throughout the system using spring boot’s
logging framework. All critical errors are recorded for future analysis and troubleshooting,

aiding continuous improvement of the system’s reliability.

By combining backend and frontend error handling strategies, the application maintains a

high level of robustness, minimizes downtime, and improves overall user satisfaction.

4.6 Page design and presentation

The following content is about the implementation of the interface, the introduction of
functions, and the picture display is divided into five parts in the following title

4.6.1 Intelligent page
As shown in the figure below, this is the first page of my Q&A system. You can see his
name is intelligent and there are three choices on it: login, register, and contact us. When
you are a new user, you need to click the registration screen to get your username and
password, of course, if you are our regular user, you don't need to do this, you just need to

click the login screen. The last option is help you can contact us, when you have any
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problems, please contact us, we will help you solve the problem. Of course, if you forget

your password, you can click reset password to help you re-qualify.

Intelligent

Figure 13 Intelligent page

4.6.2 Register page
You need to input your name, your email address, your phone number and password. These
are all very important. He can help you log in. These information will be stored in vaddin

database. To ensure that we can store your personal information

Register

Username Email

Confirm Password

> | agree to the terms and conditions

Register

Figure14 Register page

4.6.3 Login page
This seamless integration allows for smooth user transitions, improving the overall system

experience.
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The following picture is the login interface, this part does not have too many requirements,
only need your username and password, the verification code is composed of data,

convenient for you to input, but also to prevent hackers from attacking.

Login

Figure 15 Login page

4.6.4 Chat page
This is the chat interface, in chatbot you can input the questions you want to ask, the system
is connected to the OpenAl API, it can help you answer the questions, as shown in the figure,

I asked what is artificial intelligence, “int” gave me the answer.
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Chat

You: What is Artificial Intelligence &

Int: Artificial Intelligence (Al) refers to the technology that
simulates human intelligence, enabling machines to perform
tasks that typically require human cognition, such as learning,
reasoning, problem-solving, and language understanding. Al
works by designing algorithms and systems that allow
computers to mimic human cognitive processes.

Al can be divided into two categories:

Narrow Al (Weak Al): This type of Al is designed to perform
specific tasks, such as speech recognition, image recognition, or
recommendation systems. Most existing Al systems fall under

this category.

General Al (Strong Al): This type of Al would be ableto handlea w

Your message

Type your message here...

Send

Figure 16 Chat page

4.6.5 Contact us
This is an interface to contact us. When there is any problem in our system that you can't
solve, you can contact me to help you solve it. The information you input will be stored in

the system and fed back to me.
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Contact Us

ChatGPT Interactive Systems
Email: support@chatgpt.com

Phone: +123 456 7890

‘Your Name Your Email

Your Message

Write your message here.. Send Message

Figure 17 Contact us

4.6.6 Reset password page
This is a reset password interface, you just need to enter your email, which is the email you
entered when you registered, you can use this email to reset your password, you need to get
confirmation in the email before you can. Second, you need to enter your password twice to

make sure you entered it correctly.

Reset Password

Email

Enter your email

New Password

Enter new password

Confirm Password

Confirm new password

Reset Password

Figure 18 Reset password
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5.Conclusions

This paper presents a langchain-based question answering system, implemented through a
structured development process that includes planning, execution, experimentation, and
output. By leveraging langchain's capabilities in knowledge retrieval and context-aware
reasoning, the system effectively integrates statement understanding, file analysis, and

image processing to enhance response accuracy.

One of the key contributions of this work is the integration of a knowledge graph as a
reasoning framework. This graph-based structure improves the precision of question
understanding and supports the generation of more accurate and relevant answers.
Furthermore, the system is developed using Java for the frontend, with maven used for
project dependency management and organization, ensuring a modular and scalable

architecture.

The introduction of langchain-based search allows for dynamic information retrieval from
vector databases, thereby addressing the limitations of static pre-trained language models.
By combining semantic embeddings, vector search, and ChatGPT-like generation, the

system provides real-time, contextually rich answers.

In comparison with previous approaches that relied heavily on predefined question templates
or static data sources, this system demonstrates improved flexibility, contextual awareness,
and the potential for continual learning. Its theoretical contribution lies in blending symbolic
knowledge representations (knowledge graphs) with neural retrieval-augmented generation
(RAG) techniques. Practically, it can be applied to various domains such as education,

healthcare, and enterprise-level customer service systems.

However, the research also has limitations. For example, the system's accuracy may degrade
with extremely ambiguous or poorly phrased queries. Additionally, the performance and
reliability of the system are still influenced by the quality of the underlying embeddings and
the coverage of the vector database. Another challenge is integrating real-time updates into

the knowledge graph to ensure the latest information is always available.
In future work, improvements could focus on:
Expanding the multi-modal input capabilities, such as voice and video.

Enriching the knowledge graph with real-time data from APIs and external knowledge bases.
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Applying active learning techniques to fine-tune retrieval based on user feedback.

Exploring multi-agent collaboration using langchain agents to break down complex queries

and coordinate answers.

Overall, this system represents a step forward in the development of intelligent, explainable,
and responsive question answering systems. It provides a foundation for future research into

combining symbolic and neural methods in a user-friendly, scalable architecture.
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Appendix 1. System version and some tools used in this project
Table 1. Related version on KG
Component Implementation Options Key parameters
KG INeo4j, Amazon Neptune Cypher query timeout: 500ms
Vector DB IPinecone (pod-based), FAISS Top-k: 3, Distance metric: cosine
Embedding text-embedding-3-small Dim: 1536 (truncated to 768)
LLM GPT-4-turbo Max tokens: 4000, Stop sequences: ["\n\n"]
Table 2 My PC version and other app versions

Name Version number

Windows 11

Maven 3.9.6

JDK (Temurin) 21.6.0

Vaadin 24.2.0

Neo4j 5.17.0

Langchain 0.1.15

Python 3.1.0

Pip 23.3.1

OpenAl SDK 1.14.2

Spring boot 324

Graphaware 5.0.0.0
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