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Context: Software testing is the key step to ensure software quality but remains labour-
intensive and difficult to scale. Existing automated software testing tools mostly generate
test cases based on rigid rule-based generation, which is difficult to capture the behaviour in
application layer, while current Large Language Model (LLM) approaches often lack
execution-driven validation.

Objective: This study designs and implements a full stack automated software testing
platform based on LLM. The platform can achieve a close loop of software test cases
generation, validation, and fix.

Method: The platform is built on a four-stage multi-agent pipeline. The first stage
summarises each file and groups them into business domain clusters. Then, the planner
translates each cluster into a detailed test plan. The third stage scores each task to guide
model selection. In the final stage, the specialised agents generate, execute, and repair test
code autonomously. Evaluation was conducted on two open-source projects.

Result: On the Flask tutorial application, this pipeline completed in 26 minutes, achieving a
66.7% task success rate and 91% code coverage. A supplementary experiment on Spring
PetClinic showed that task success rate drops to 12.5% in more complex Java environments.
The primary failure causes were framework API version mismatches and dependency
configuration issues rather than deficiencies in the generation mechanism itself.

Conclusion: The result illustrates that adopting staged and multi-agent decomposition with
execution-driven repair is a viable approach to autonomous test generation.
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Abbreviations

CI/CD Continuous Integration and Continuous Delivery
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1 Introduction

1.1 Background

In the context of digital transformation, the modern society is becoming more reliant on
software system. From the online hospital reservation system and financial trading platform
to social media and autonomous vehicles, software nowadays supports every aspect of
human daily life. However, since the software systems scale and complexity continue to
increase, they inevitably contain defects. These defects include but not limited to logic error,
performance bottlenecks, and security vulnerabilities, which can lead to significant

economic loss, data leak, service interrupt, and even threats to human safety.

To reduce impacts from software defects, the software testing has long been recognized as
the key quality assurance activity during the whole software development process
(Alshahwan et al., 2024). Effective software testing is helpful for validating corrections,
improving reliability, and establishing user confidence (Wang et al., 2024). However,
traditional testing methodologies, including manual test and automated test based on rules,
are difficult to meet the requirements of modern software development. The agile framework,
DevOps, and Continuous Integration and Continuous Delivery (CI/CD) pipelines have
strong demands on rapid feedback, frequent regression testing, and constant test maintenance
(Wang et al., 2024). In this context, manual testing will reach bottleneck due to high cost
and limited scalability. In addition, traditional automated testing has similar challenge. As
the system evolves, the testing scripts will failure, assertation will be outdated, and the

maintenance costs will keep increasing (Lee et al., 2012).

To address these challenges, the researchers has paid their attention to the automated test
generation techniques, such as search-based, constraint-based, and random testing methods.
Although these approaches have improved efficiency and scalability a lot, they often struggle

to achieve sufficient test coverage (Lee et al., 2012; Ricca et al., 2025).

In recent year, as the evolvement of Large Language Model (LLM), it has been a
transformative force in software engineering (Fan et al., 2023). Unlike earlier machine

learning approaches that requires specific task data and feature engineering, the LLM,
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leveraging large scale pre-training, can process nature language in a unified framework. This
capability allows LLMs to excel in various software engineering tasks, especially for code
generation, test case generation, and program repairment (Fan et al., 2023). As a result, the
researchers are increasingly exploring how LLMs can be integrated into testing workflows

to reduce manual effort and test cost (Alshahwan et al., 2024; Bergsmann et al., 2024).

1.2 Motivation

Although the increasing adoption of LLMs in software engineering, the traditional software
testing and LL.M-based methods still have significant limitations. Traditional automated test
is difficult to scale in modern CI/CD environments. In addition, the maintain cost is
increasing within the software evolution (Ricca et al., 2025). LLM-based approach has
stronger ability to sematic understanding, but it also leads model to produce plausible-
looking but functionally incorrect test cases, which is called hallucination. (Li et al., 2025;
Liu et al., 2023). At the system level, most existing solutions focus on isolation test such as
unit test and don’t support end-to-end workflow (Layman and Vetter, 2024). Furthermore,
the current system relies on single agent architecture, lacking cross validation and
collaborative reasoning, which leads to unstable in complex test environment (Bergsmann
etal., 2024). The above limitations illustrate the need for a structural multi-agent architecture,

integrating test cases generation, validation, and self-repair into a close loop.

Therefor, this study designs and implemented a LLM-assisted software testing and code
verification platform that supports full-stack automated testing. The system adopts multi-
agent architecture within 5 specialized agents to improve generated test cases quality and
reduce LLM hallucination during generation. The expected outcome is a functional, user-

friendly web platform with Python engine, Java backend, and React-based frontend.
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2 Literature Review

2.1 Software Testing Fundamentals

Software testing serves as the primary mechanism by which practitioners validate that code
changes do not compromise the overall quality of a software product (Contan et al., 2018).
It encompasses a diverse set of methods and procedures executed through both manual effort
and automated tooling, with the latter intended to streamline processes and manage defects
more systematically (Lee et al., 2012). Although within above approach, empirical evidence
consistently reveals a substantial gap between theoretical automation ideals and industrial
practice. Lee et al. (2012) found that approximately 74% of practitioners report overall test
automation rates below 50%, with manual effort remaining dominant, particularly across test

planning and design phases.

In software testing, the test automation pyramid is a widely referenced model within Agile
methodologies, providing a theoretical basis for structuring automated test coverage across
three layers: unit, integration, and user interface (UI) (Contan et al., 2018). The model
advocates for an inverse relationship between test volume and system proximity, with unit
tests forming the largest and most stable base. However, empirical observations demonstrate
that software projects rarely conform to this pyramidal distribution; organisations frequently
over-invest in fragile Ul tests or abandon them entirely due to a poor return on investment,
while unit layers remain inadequately supported (Contan et al., 2018). Furthermore, even
when classical automated testing is applied at the unit level, it frequently stalls at coverage
plateaus, struggling to generate the expected edge-case inputs required to navigate complex
application states (Lemieux et al., 2023). These structural limitations underscore the need
for testing systems capable of bridging the gap between automation theory and practical,

high-coverage industrial applicability.

2.2 Automated Testing Techniques

The evolution from manual testing towards script-based automation constitutes a pivotal

shift in the software engineering lifecycle. Ricca et al. (2025) trace this transition from
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human-executed test cases to programmatic frameworks, which enable repeatable and
deterministic test execution within modern continuous integration and continuous delivery

(CI/CD) pipelines.

Nevertheless, traditional automated testing exhibits well-documented structural limitations
that constrain its long-term viability, central to which is script brittleness. Because traditional
test scripts are deterministic and tightly coupled to specific system identifiers, minor
modifications can produce cascading test failures, creating a maintenance bottleneck (Ricca
et al., 2025). Crucially, traditional automated generation techniques, such as Search-Based
Software Testing (SBST), frequently fail to exercise code in an expected manner, resulting

in a plateau where further search yields no new coverage (Lemieux et al., 2023).

To overcome the limitations of rigid, deterministic scripts, recent literature has explored
hybrid approaches that augment classical techniques with Large Language Models (LLMs).
For example, Lemieux et al. (Lemieux et al., 2023) introduced CODAMOSA, an approach
that escapes SBST coverage plateaus by querying LLMs to generate targeted test cases for
under-covered functions, subsequently using these as seeds for further algorithmic mutation.
Building on this paradigm, frameworks such as ChatUniTest attempt to fully automate unit
test generation by supplying LLMs with adaptive focal context, though they must heavily
rely on post-generation validation to catch syntactic errors (Chen et al., 2024). Further
comparative analyses suggest that fine-tuning LLMs specifically for unit testing tasks can
significantly outperform purely prompt-based state-of-the-art methods in generating correct
tests, indicating a clear trajectory from rigid scripts to adaptive, model-driven generation

(Shang et al., 2025).

2.3 LLM in Software Engineering

Large Language Models (LLMs) have emerged as general-purpose reasoning tools that
represent a paradigm shift from narrowly scoped automation tools to emergent, analytical
systems across the software engineering lifecycle (Fan et al., 2023). Their versatility allows
them to synthesise novel programmatic solutions and interact bidirectionally with natural
language, shifting developer effort from raw code authoring to the review and validation of

generated outputs.
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Despite their generative capabilities, LLMs are fundamentally constrained by the
phenomenon of hallucination. The generation of syntactically plausible yet functionally
erroneous code, such as non-existent library dependencies or invalid assertions (Fan et al.,
2023). Consequently, contemporary research has shifted its focus from merely generating
code to rigorously verifying it. At the industrial level, Alshahwan et al. (2024) demonstrate
this through Meta's TestGen-LLM, an 'Assured LLMSE' tool that guarantees non-regression
by systematically filtering out any LLM-generated test that fails to compile, execute reliably,
or increase coverage before it reaches human review. Similarly, the ChatUniTest framework
enforces a strict generation-validation-repair cycle, utilising both rule-based and LLM-based
repair mechanisms to automatically rectify compilation and runtime errors in generated test

suites (Chen et al., 2024).

While empirical evaluations confirm that fine-tuning models on test-specific corpora yields
substantial improvements in text-based metrics and compilation success, large-scale studies
reveal that LLM-generated tests still exhibit alarmingly high runtime failure rates and poor
bug-detection precision (Shang et al., 2025). This indicates that while LLMs can act as
highly effective heuristic tools for augmenting coverage (Lemieux et al., 2023), their

standalone outputs cannot yet be trusted without robust, automated validation mechanisms.

2.4 Multi-Agent Systems

Multi-agent systems (MAS) consist of autonomous agents that perceive their environment,
make independent decisions, and execute actions towards a shared objective without
requiring direct external control (Maldonado et al., 2024). The integration of LLMs into
MAS has significantly advanced software engineering applications by equipping agents with

cognitive capabilities that approximate human planning (He et al., 2025).

Where individual LLM-based agents frequently fail when confronted with complex, multi-
domain problems, MAS leverage role specialisation to mitigate hallucination risks. By
dividing tasks among distinct roles—such as orchestrator agents that translate requirements,
executor agents that produce code, and verifier agents that evaluate outputs—MAS can
autonomously correct early-stage errors through cross-examination and debate (He et al.,
2025). This collaborative structure has proven highly effective in automated testing; for

instance, Bergsmann et al. (2024) demonstrated that a coordinated network of LLM agents
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can autonomously execute natural-language Gherkin test specifications by dynamically

exploring web applications and generating executable test code on the fly.

Looking toward the future of software quality assurance, Feldt et al. (2023) conceptualise
autonomous testing agents (e.g., SOCRATEST) capable of conversing with developers to
clarify intent while independently interacting with external testing tools. In this
conversational paradigm, the inherent "hallucinations" of an LLM can actually be leveraged
beneficially to uncover unexpected software edge-cases. However, scaling these multi-agent
networks introduces severe coordination complexities. As the number of agents increases,
dynamic routing becomes a significant computational bottleneck; frameworks like
MasRouter attempt to address this by sequentially determining optimal collaboration modes
and routing sub-tasks to the most capable LLM backends (Yue et al., 2025). Despite these
architectural advances, current MAS still struggle with divergent information states and lack

the comprehensive, execution-aware validation required to guarantee functional correctness.

2.5 Research Gap

The literature reveals a convergent set of deficiencies that current automated testing
paradigms have yet to adequately resolve. Traditional automated testing remains constrained
by manual test construction, brittle script maintenance (Ricca et al., 2025), and a well-
documented inability to navigate coverage plateaus algorithmically (Lemieux et al., 2023).
While the integration of generative Al addresses the rigidity of traditional tools, standalone
LLM-based generation introduces severe reliability issues, primarily driven by

hallucination, syntax failures, and an inability to generate accurate oracles (Fan et al., 2023).

Multi-Agent Systems (MAS) attempt to resolve the reasoning bottlenecks of single LLMs
by distributing tasks across specialised roles (He et al., 2025) and have shown early promise
in executing descriptive test scenarios (Bergsmann et al., 2024). However, as agent networks
scale, they suffer from coordination failures, state divergence, and a reliance on open-loop
architectures that evaluate outputs based on superficial metrics rather than verified runtime

execution (Liu et al., 2023; Yue et al., 2025).

The primary gap identified across this body of literature is the lack of closed-loop multi-

agent LLM-based automated testing systems. Existing frameworks fail to unify generation,



16

execution, and self-correction into a single autonomous pipeline capable of detecting
execution failures and triggering coordinated repair without human intervention (Li et al.,
2025; Liu et al., 2023). To provide verifiable confidence in software quality, there is a critical
need for integrated systems intelligence (Layman and Vetter, 2024), an architecture where
specialised agents dynamically orchestrate the full generation—execution—repair lifecycle to

overcome both the oracle problem and the inherent unreliability of generative models.
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3 Methodology

This chapter is about theoretical part of the proposed system, including system overview,
data design rationale, multi-agent system, pipeline architecture, and design decisions. As
identified in the previous chapter, existing automated testing workflow cannot integrate
generation, validation, and self-repair into a close loop, and the deficiency motivates the

architectural decisions proposed here.

Figure 1 shows the research methodology implemented in this thesis. Step 1 is reviewing
literature to identify research gap from existing research, focusing on software testing
evolution, LLM-based engineering paradigm, autonomous agent collaboration theory, and
evidence-based reliability analysis. The next step is system design, designing a multi-agent
system within a 4-stage pipeline. Then, building system according to the design within
Python, Java, React, and DeepSeek API. Finally step 4 and step 5 involve evaluation based

on open-source project and analysing the result to draw conclusions.

Step 1 Step 2

Literature Review System Design g -
2 ) : o Implementation
Identify research gap Multi-agent pipeline Build the platform
in automated testing and architecture : P
Step 4
- . Experiment and evaluation
SOﬂW_ale ctng e React + Spring Flask tutorial + Spring PetClicnic
Evolution 4 stage pipeline Boot
LLM-Based engineering
Paen 5 specialised Python AI
agents engine
Autonomous agent Step 5
llaboration theor
St L Results and conclusion
Evidence-based Self-repair loop . LLM
reliability analysis integration

Figure 1: Research methodology implemented in this thesis
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3.1 System Overview

The thesis proposes an automated software testing platform based on LLM, designed to
analyse full-stack software projects, assess testing risk, and produce executable test code.
The platform transforms the source code repository into a set of validated, framework-
appropriate test files by applying a structured sequence of Al-driven reasoning tasks without

human intervention.

At an architectural level, the system focuses on three tiers. The first one is presentation layer,
which allows users to upload projects and observe progress. Then, a coordination and
persistence layer acts as the system's single source of truth, managing state transitions and
data integrity. Last but not least, the Al reasoning layer encapsulates the intelligence of the
platform, managing a pipeline of specialised agents that reason about code semantics,

formulate test plans, and produce executable tests.

These three tiers operate in a decoupled, asynchronous manner. The Al layer sends its
outputs back to the coordination layer progressively as each pipeline stage completes,
enabling real-time observability without tight coupling between components. The detail
about technologies and communication mechanisms implementing are described in the

System Design chapter.

3.2 Data Design Rationale

The data model aims to capture the complete lifecycle of automated test generation, from
project ingestion to final test validation. The design reflects two guiding principles. Firstly,
intermediate artefacts must be persisted to support stage-level resumability and observability.
Secondly, each entity must correspond to a distinct conceptual phase of the pipeline instead

of being driven purely by implementation convenience.

The root entity represents the submitted software project and holds metadata that governs
the behaviour of all downstream agents. Most importantly, the detected programming
language, which determines which test frameworks, execution environments, and prompt

strategies are applicable throughout the pipeline.
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Intermediate entities record the outputs of the perception and planning stages. The semantic
summaries based on each file capture the inferred role, domain, and functional description
of each source file, forming a structured knowledge base from which later agents derive their
inputs without re-processing raw source code. Cluster groupings record the architectural
segmentation of these files into cohesive business-domain modules, providing the unit of

decomposition for the planning stage.

Task entities represent discrete, planned testing objectives and carry the information
necessary for prioritisation and execution routing. By persisting tasks as structured records
rather than transient in-memory objects, the system enables the frontend to present a

quarriable view of planned test coverage and allows the engine to resume after interruption.

Execution and result entities track the runtime state of each task at fine granularity, including
recording operational phase, retry attempts, and final outcomes. This design choice enables
live progress reporting and provides an auditable record of the system's output that can serve

as a basis for downstream test quality analysis.

3.3 Multi-Agent System Justification

The core reasoning mechanism of the platform is a multi-agent system composed of five
specialised agent types. This section justifies why a multi-agent architecture is the

appropriate design choice and establishes the theoretical basis for agent decomposition.

3.3.1 LLM Constraints as the Primary Driver

The reason for designing multi-agent design is the bounded context window of current large
language models. Even the most advanced models with large context capacities cannot
handle the full source code of a non-trivial codebase together with the instructions required
to produce a complete, deduplicated, and prioritised test suite in a single inference call. As
a result, it’s impossible for a single prompt approach to accept actual scale projects in

architectural design.

In addition to raw token limits, a second and equally significant constraint is cognitive load.

LLMs perform substantially better on narrowly scoped and well-defined tasks than on broad
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and composite ones. The problem of automated test generation includes fundamentally
distinct cognitive modes. They are semantic comprehension, architectural reasoning, test
strategy planning, risk assessment, code synthesis, and diagnostic repair. Addressing all of
these simultaneously with a single prompt forces the model to switch between analytical
registers within a single context, yielding shallower, less consistent outputs across all

dimensions.

3.3.2 Agent Roles and Theoretical Grounding

The system comprises five specialised agent types, each encapsulating a distinct reasoning
responsibility and LLM persona. The agents conform to the formal criteria for agency as
defined by Wooldridge and Jennings (1995), which is all agents exercise autonomy over
their output decisions, several exhibit reactivity to runtime conditions, and no two agents

share the same task domain or prompt persona.

Firstly, the Perception Agent (ClusterAgent) adopts the role of a Senior Software Architect
and is responsible for comprehending the codebase at an architectural level, grouping source
files into cohesive business-domain clusters that provide the structural unit of decomposition

for subsequent stages.

Secondly, the Planning Agent (PlannerAgent) operates as a Senior Full-Stack Test Architect
and translates architectural understanding into a concrete set of test intents, determining what
types of tests are warranted for each component and producing a deduplicated, globally

consistent test plan.

Thirdly, the Risk Assessment Agent (ScorerAgent) functions as a Senior QA Risk
Assessment Expert and enriches each planned task with a numerical risk score that reflects
the complexity and criticality of the associated code. This score subsequently governs both

execution priority and reasoning intensity during code generation.

The Generator Agents have three specialised variants targeting backend, frontend, and
DevOps contexts respectively, producing executable test code as Senior Test Engineers.
Specialisation at this level ensures that generated code uses the appropriate frameworks,

assertion patterns, and mocking strategies for each domain.
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The Repair Agent (RepairAgent) acts as a Senior QA Automation Engineer and performs
diagnostic reasoning on failing tests. Unlike the generation agents, the RepairAgent always
operates at the highest reasoning intensity because it must interpret ambiguous execution
output and determine whether a failure is attributable to a correctable test error, an

environmental issue, or a defect in the production code itself.

Beyond classical agent definitions, it is also important to situate this design within the
context of more recent LLM-based agent paradigms. While the classical agency criteria of
Wooldridge and Jennings (1995) provide a foundational framework for describing the agents
in this system, the architecture also aligns with more recent conceptualisations of LLM-
based agents that have emerged in response to the capabilities of large language models.
Specifically, the design reflects the ReAct paradigm (Yao et al., 2023), in which agents
interleave reasoning traces with actionable outputs. The RepairAgent is the instanced of the
definition, which must first diagnose the cause of a test failure before producing corrected
code. The broader pipeline topology is consistent with the role-specialised decomposition
advocated by Hong et al. (Hong et al., 2023) in MetaGPT, where distinct LLM personas are
assigned narrow, non-overlapping responsibilities to reduce task ambiguity and improve

output consistency.

3.4 Pipeline Architecture Rationale

The multi-agent system consists of a sequential four-stage pipeline. This section justifies

why each stage exists, what problem it solves, and why the chosen ordering is necessary.

3.4.1 The Case for a Multi-Stage Pipeline

The pipeline design aims to dress the context window constraint by distilling information
from each file. Firstly, raw source files are compressed into semantic summaries. Then,
summaries are grouped into clusters. After that, clusters are decomposed into tasks and tasks
are individually dispatched for code generation. At each transition, the information becomes
smaller and denser, ensuring that no individual LLM call receives more context than it can

process effectively.
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In addition, a further benefit of pipeline decomposition is the creation of validation
checkpoints between stages. Each stage produces an intermediate output that is parsed,
validated, and persisted before the next stage begins, the orchestrator can intercept and
correct LLM non-determinism before it propagates downstream. This layered validation is
not achievable in a monolithic single-call design, where all outputs are produced atomically

and there is no opportunity for intermediate correction.

3.4.2 Stage 1: Perception and Clustering

The first stage addresses the primary challenge of comprehending a codebase. The aggregate
size of code base would exceed the context window of any single LLM call. The Stage 1
proceeds in two sequential sub-phases. In the first, each source file is analysed individually
y a lightweight model to produce a semantic summary capturing its role, domain, and key
functionality. These calls are executed concurrently, significantly reducing the latency that
would result from sequential processing. In the second sub-phase, the condensed metadata
from all file summaries is passed to the ClusterAgent, which performs architectural

reasoning to group files into cohesive business-domain clusters.

The rationale for this two-phase structure is that raw source code is an information-dense
but poorly structured input for higher-level reasoning tasks. By first distilling each file into
a structured semantic summary, Stage 1 creates a compressed and semantically rich
representation of the entire codebase that fits within the context of subsequent agents. The
clustering step further reduces dimensionality by grouping the N individual file profiles into

a smaller set of domain modules, providing the unit of decomposition that governs Stage 2.

Before the stage's output persisted, the orchestrator validates all semantic summaries as well-

formed structured data, substituting a safe default for any that fail.

3.4.3 Stage 2: Test Planning

The second stage translates architectural understanding into a concrete and globally
deduplicated testing plan. For each cluster identified in Stage 1, the PlannerAgent

autonomously determines what unit, integration, and UI tests are required for the
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components within that cluster. Multiple clusters are planned concurrently, and two global

post-processing steps are applied before results are committed.

Intent deduplication ensures that functionally equivalent test objectives, which may
independently arise from overlapping clusters, are not generated more than once.
Hallucination interception discards any task whose target refers to a file not actually present
in the repository. Both controls are essential. Without them, the generation stage would
waste inference budget on redundant tests and would fail irrecoverably when processing

references to non-existent files.

The rationale for planning tasks by cluster rather than a single global planning call is two-
fold. The first reason is prevention of cross-file test duplication. For example, when a planner
reasons over the entire codebase simultaneously, it tends to generate tests for file A that
incorporate the behaviour of file B, and then independently generate overlapping tests when
it later reasons about file B in the same context. By decomposing planning into per-cluster
calls, each planner agent reasons only about the files within its assigned domain. The global
deduplication pass using intent fingerprints then provides a final consistency guarantee
across the independently produced cluster plans. A secondary benefit is tractability: per-
cluster decomposition keeps each planning prompt bounded to a manageable context size,
avoiding the infeasible prompt lengths that would arise from reasoning simultaneously about

all files, all domains, and all test categories in a single call.

3.4.4 Stage 3: Risk Assessment and Prioritisation

The third stage enriches the task list by assigning a numerical risk score to each planned
task. The risk score governs reasoning intensity during code generation in Stage 4. Tasks
above a defined risk threshold are routed to a more computationally intensive model,
reflecting the greater care warranted for high-criticality components, while lower-risk tasks

are handled by a faster, lighter model.

The rationale for isolating risk assessment as a dedicated stage rather than embedding it
within the planning stage is specialisation. Risk scoring requires a different cognitive mode
from test planning, which demands comparative judgement about code complexity and

failure impact rather than creative construction of test intents. A dedicated scorer operating
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at a deterministic configuration produces more consistent and calibrated scores than a

planner or generator asked to perform scoring as a secondary task.

3.4.5 Stage 4: Test Generation, Execution, and Self-Repair

Stage 4 is the most operationally complex stage and represents the pipeline's primary output.
For each task, a specialised generator agent is invoked with the task information, including
the content of the target source file and relevant environmental context. Three generator
variants, targeting backend, frontend, and DevOps contexts, ensure that generated code uses
appropriate frameworks, assertion patterns, and mocking strategies for each domain. The

selection of generator variant is determined automatically from task metadata.

Once a test is generated, the orchestrator immediately attempts to execute it within the
project's native environment. This direct execution is essential for detecting real-world
failures that static analysis cannot anticipate, such as incorrect import paths, missing fixtures,

or framework-specific configuration errors.

If execution fails, the system enters an iterative self-repair loop. This loop is architecturally
motivated by a key information asymmetry. The generator cannot have known, at generation
time, what the actual execution output would be. The RepairAgent is supplied with real
execution output, which is the information unavailable to the generator, enabling it to resolve
errors that depend on runtime behaviour rather than static analysis alone. Each iteration
potentially exposes a deeper layer of errors previously masked by earlier failures, allowing

the system to progressively refine the generated code across attempts.

The loop incorporates three independent termination conditions to prevent unbounded
execution including an absolute retry cap, a dead-loop detection mechanism that halts the
cycle if the repaired code is identical to the previous attempt, and the RepairAgent's own
escalation mechanism for failures outside the scope of test-level modification. Tasks that
cannot ultimately be repaired are quarantined with accurate status metadata, preserving

pipeline integrity and providing a structured basis for developer follow-up.



25

3.5 Architectural Trade-offs and Design Decisions

3.5.1 Centralised vs. Decentralised Orchestration

A decentralised multi-agent architecture in which agents autonomously negotiate task
allocation and dynamically re-enter earlier stages in response to downstream failures ,was
explicitly considered and rejected. Such a design offers greater adaptability but introduces
coordination complexity, non-deterministic execution paths, and significantly harder
debugging. For the structured, sequential nature of automated test generation, where each
stage's output is a well-defined precondition for the next, a centralised orchestrator with a
fixed control topology is both simpler to reason about and more amenable to the stage-level

resumability required during development and debugging.

Agents in this system do not communicate with one another directly; all shared state is
mediated through a central coordinator in a pattern consistent with a blackboard architecture.
This design ensures that all state transitions are visible and auditable, and that the system's

behaviour is deterministic given the same inputs.

3.5.2 Intra-Stage Concurrency vs. Sequential Generation

During Stages 1, 2, and 3, each operation is independent and restricted by 10. As a result,
their outputs don’t depend on each other, and the dominant latency is the round-trip to the
LLM API. Concurrent dispatch is therefore appropriate and significantly reduces wall-clock
execution time. However, Stage 4 executes tasks sequentially. Because the system doesn’t
have process-level isolation such as containerisation, all generated test files executed in the
same environment. If two tasks are processed concurrently and one produces a malformed
or failing test file, that file may interfere with the compilation or execution of an otherwise

correct test generated by the other task.

3.5.3 Hallucination Control and Its Limitations

It is important to acknowledge that the hallucination controls applied at the boundary of

Stage 2 address only structural hallucinations, in which the model references target files that
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don’t exist within the file tree. A more subtle and harder to detect category, such as semantic
or logical hallucinations, remains outside the scope of these controls. A semantically
hallucinated task is one that is structurally valid (its target file exists, its intent fingerprint is
syntactically well-formed, and its test category is correctly assigned) yet logically incoherent
with respect to the actual behaviour of the target component. For example, planning an
integration test for a stateless utility function, or asserting transactional behaviour for a read-
only query method. Since they require semantic understanding of the production code
instead of mere structural verification, these kinds of errors cannot be detected through path
validation or fingerprint deduplication. In the current design, these errors propagate silently
into Stage 4 and manifest either as test code that compiles and passes vacuously or as repair
loop failures that exhaust their retry budget without converging. A principled mitigation
would require a post-planning semantic validation step, potentially a dedicated verification
agent that cross-references each planned task against the corresponding file profile to assess

logical coherence, an avenue identified as a meaningful direction for future work.

3.5.4 Known Limitations and Future Directions

The fixed retry budget in the repair loop cannot adapt to error severity. For example, even a
simple import path error or a complex framework misconfiguration both receive the same
maximum number of repair attempts. Additionally, the self-repairing mechanism lacks
shared memory across system, leading to similar error patterns are solved independently for
each task, which may waste much time and effort on the same problem. These are known
limitations in current design, and they provided a pathway for future improvements through

adaptive retry mechanisms.

3.6 Mapping to System Implementation

The conceptual components described in this chapter are realised by corresponding
implementation modules in the System Design chapter. The following Table 1 maps each

architectural abstraction to its concrete counterpart.



Table 1. Mapping of conceptual components to implementation modules

Conceptual Component

Implementation Module

Technology / Class

User Interface Layer
Coordination & Persistence
Layer

Multi-Agent Reasoning Engine

Central Orchestrator
Perception Stage (Stage 1)

Planning Stage (Stage 2)

Risk Assessment Stage (Stage
3)

Generation & Repair Stage
(Stage 4)

Anti-Hallucination Gate

Shared Knowledge Store

Frontend subsystem
Backend API subsystem

Al Testing Engine
(ai_testing_engine/)
TestingPipeline class
run_perception() +
ClusterAgent

run_planning() + PlannerAgent

run_scoring() + ScorerAgent

run_generation() +
GeneratorAgents +
RepairAgent
Hallucination guard +
deduplication pass

Database Layer + shared
filesystem

React 18, TypeScript
(UploadPanel, results viewer)
Spring Boot 3, JPA/Hibernate,
PostgreSQL

Python 3, DeepSeek LLM via
OpenAl SDK

main.py

Semantic summaries via flash
model; clustering via pro model
Per-cluster task arrays with
intent fingerprints
Temperature-0.0 flash model;
score stored on Task entity
Risk-adaptive model routing;
repair_loop with ErrorParser

Path validation &
intent_fingerprint set in
PipelineUtils

PostgreSQL (via REST API) +
shared workspace/ JSON files

27
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4 System Design

This chapter explains the implementation of the platform described in the Methodology
chapter, including technology stack, component structure, data schema, agent design and

execution logic.

4.1 Design Objectives

Four concrete design objectives govern all implementation decisions.

1. Full-pipeline automation. The system must autonomously traverse a codebase,
derive semantic understanding, plan test intents, generate runnable test code, and

validate it without human intervention.

2. Self-healing test generation. Failed generated tests must be automatically diagnosed

and repaired before results are committed.

3. Persistent observability. Every pipeline artefact including file profiles, task plans,
execution attempts, and test results, must be persisted in a relational database and

quarriable through a REST API.

4. Real-time transparency. The pipeline progress from python engine must be

streamed to the user interface in real time via Server-Sent Events (SSE).

4.2 System Overview

The platform has three independently deployable subsystems including Frontend, Backend
API, and AI Testing Engine. As Figure 2 shows, components communicate through a
combination of REST calls and a shared filesystem volume. Table 2 illustrates their

technology stack and primary responsibility of each subsystem.



Table 2. System subsystems and technology stack

29

Subsystem Technology Primary Responsibility
Frontend React 18, TypeScript, Vite Web dashboard: project upload, real-time
progress display, results viewer
Backend API Spring Boot 3, Java 17, REST gateway, persistence, subprocess
JPA/Hibernate, PostgreSQL orchestration
Al Testing Engine Python 3, DeepSeek LLM Multi-agent pipeline including perception,
(OpenAl SDK) planning, risk scoring, generation, repair
Frontend

Presentation

React 18 - TypeScript - Vite
Project Upload - Process View - Result

REST SSE
v

Coordination

Backend API
Spring Boot 3 - Java 17 - JPA/Hibernate - PostgreS QL
REST Gateway - Persistence - Subprocess Orchestration

Intelligence

Y A
Subprocess HTTPREST l JPA/SQL
Al Testing Engine PostgreSQL
Python 3 - DeepSeek LLM 6 JPA Entities
Multi-agent Pipeline Pipeline State Store

Figure 2. Three-tier system architecture

Figure 3 shows the upload page, where user uploads the ZIP archive of the target codebase

through the UploadPanel component. Then, the ProjectController REST endpoint receives

the archive, extracts it into shared workspace/uploads/{project_id}/, creates a Project entity

with status ANALYZING, and delegates execution to PythonEngineService, which launches

the AI engine as an OS subprocess. The engine executes a four-stage pipeline. After

execution, result are saved to both PostgreSQL (via REST) and local JSON files on the

shared filesystem. Meanwhile, the frontend consumes pipeline logs through an SSE stream

and displays structured results upon completion.
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RTest

1

e

Upload Project

Upload a ZIP file to analyze your codebase

Click or drag ZIP file to this area

Figure 3. Fronted-end interface (Upload File)

4.3 System Architecture

4.3.1 Layered Decomposition

The architecture adheres to a strict three-tier separation of concerns. The frontend layer is
only responsible for user interaction and result presentation and doesn’t contain any business
logic. The backend API layer encapsulates project lifecycle management, data persistence,
and subprocess coordination. The Al engine layer is independent Python process that
implements the multi-agent pipeline. It communicates with the backend exclusively through

HTTP, meaning it can also be operated in standalone mode when the backend is unavailable.

4.3.2 Backend API Structure

The backend is a Spring Boot 3 application organised under the package

com.platform.backend api. ProjectController is a single REST controller, exposing all
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endpoints and delegates to ProjectService for business logic. ProjectService handles project
creation, ZIP extraction, metadata persistence, and task management. PythonEngineService
provides the subprocess bridge. The system invokes main.py via ProcessBuilder, passing
stage arguments and environment variables, and returns the result asynchronously via

CompletableFuture<Boolean>.

4.3.3 Al Engine Structure

The Al engine (ai_testing_engine/) is structured into two packages: agents/ and utils/. The
TestingPipeline class in main.py acts as the central orchestrator, initialising all agent
instances and driving the four pipeline stages. Agents are stateless objects that accept
structured inputs and return structured outputs; they do not communicate with each other
directly. All shared state (metadata dictionaries, task lists) flows through the orchestrator,

implementing a centralised blackboard-style coordination model.

4.3.4 Shared Workspace

The shared_workspace/ directory is the inter-process communication medium between the
backend and the engine. It contains uploaded source archives (uploads/) and per-project
pipeline logs (logs/). In Figure 4, the backend's SSE endpoint tracks the log file produced by
the engine's Logger utility at 500ms intervals, achieving real-time log streaming without a

message broker.
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3. Planner Tasks ¥ " ® RunStage2 + 3
ID Category Type Priority Target Risk
FRONTEND-Blog_Content_FullStack-INT Frontend Integration
BACKEND-Authentication_FullStack-VAL Backend Unit
BACKEND-Blog_Content_FullStack-VAL Backend Integration
BACKEND-INFRASTRUCTURE_CORE-VAL Frontend Integration
BACKEND-Blog_Content_FullStack-CORE Backend Integration
FRONTEND-Authentication_FullStack-INT Frontend Integration
BACKEND-INFRASTRUCTURE_CORE-CORE Backend Integration
BACKEND-Authentication_FullStack-CORE Backend Integration

B2 Real-time Logs Connected Il Pause g3 Clear Close

Figure 4. Front-end interface (Log service)

4.3.5 LLM Client and Model Tier Strategy

All LLM interactions are mediated through LLMClient, a thin wrapper over the OpenAl-
compatible DeepSeek API. Two model tiers are configured: deepseek-v4-flash is used for
high-throughput, low-complexity operations (semantic file summaries, risk scoring, low-risk
generation), and deepseek-v4-pro (reasoning mode) is reserved for tasks requiring multi-step
chain-of-thought inference: business-domain clustering, test planning, high-risk code
generation (risk score > 8), and test repair. Temperature is fixed at 0.0 for all deterministic

operations.
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4.4 Data Model

The relational schema is managed by Hibernate with ddl-auto=update against a PostgreSQL
database named Thesis. As shown in Figure 5, six JPA entities located in
com.platform.backend api.model, model the complete lifecycle from project upload through
test result storage. All relationships are represented as unidirectional Many-to-One mappings
from the child entity to the parent (the owning side holds the foreign key). Table 3
summarises explains the entities in details, including Entity, the Java class name, Table, the

corresponding database table, and Purpose, the role of each entity in the system.

Task
has Long  |id PK
Project o
Long |project_id FK
Long  |id PK
Long |cluster_id FK
s S
ring ™ Cluster
Long  |fie_id FK
Integer | taskQuantity Long |id PK
has e}
String | taskidentifier
H—o0< H—
Sting |status Long |project_id FK — categorises
String  |intentFingerprint
String | projectTree Sting | name
String  |testCategory
Sting |language FileProfile
String |testType
Long  |id PK
Timestamj created At
siring  |tesiTag
% Long | project_id K
N\
String | priority
Long uster_id K
groups
has String | description
- sting  |fiiePath
Integer | riskScore
string | role
_ tergets String
¥ String businessDomain -
Sting  |status
String  |interMaduleDep
Timestamj createdAt
sting |infraDep
Stiing | capabiliies
Boolean |isTestable
ns
Timestamj createdAt
TestResult TaskExecution
Long id PK Long id PK
Long task_execution_id FK Long task_id FK
swing  |testCode Sting  |status

Siing  |testFilePath O produces || nteger | attemptCount
Sting | compieStatus Timestam{ stariTime
Boolean |{estPassed Timestam{ endTime
Sting | emorMessage String | currentStep
Timestam{ createdAt String  [1ogs

Figure 5. Entity-relationship diagram (six JPA entities)
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Table 3. Database entity schema

Entity Table Purpose
Project projects Root aggregate. Stores status (ANALYZING / READY / FAILED),
detected language, and full file-tree JSON.
Cluster clusters Business-domain grouping produced by ClusterAgent. Each cluster
belongs to exactly one project.
FileProfile file profiles Al-generated semantic profile per source file: role, business domain,

dependency summary, capabilities, testability flag. Unique constraint
on (project_id, file path).

Task tasks Single test intent produced by PlannerAgent. Carries human-readable
identifier, intent_fingerprint for deduplication, test category (Backend
/ Frontend / DevOps), type (Unit / Integration), priority (P1-P3), and
risk score.

TaskExecution task executions One execution attempt through the generate—test—repair cycle.
Records status (PENDING / RUNNING / SUCCESS / FAILED),
current step (GENERATING / TESTING / REPAIRING), attempt
count, and accumulated logs.

TestResult test_results Leaf entity. Stores generated test source code, file path on disk,
compilation status, pass/fail verdict, and any unresolved error
messages.

Three schema decisions merit elaboration. First, the projectTree field on Project and the
capabilities field on FileProfile are stored as PostgreSQL jsonb columns via
@JdbcTypeCode(SqlTypes.JSON), avoiding a uxiliary tables for semi-structured data.
Second, Task.intentFingerprint enables idempotent task creation across re-analysis runs;
duplicate fingerprints are silently dropped during the planning stage. Third, the status field
on Project, Task, and TaskExecution forms a three-level state machine that allows the
frontend and backend to determine pipeline progress at a glance without querying

downstream entities.

4.5 Multi-Agent Pipeline Design

4.5.1 Agent Responsibilities

The AI engine implements a centralised multi-agent architecture. TestingPipeline is the
single orchestrator, invoking seven specialised agent variants in a fixed sequence. In Table
4, each agent operates with a designated model tier, a defined set of output, and a structured
output contract. Agents are stateless and communicate exclusively through the orchestrator's

shared state. The model tier includes flash (lightweight model used for rapid respond) and
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pro (reasoning-capable model for complex tasks). In addition, the inputs and outputs means

the LLM received information and produced contents.

Table 4. Agent responsibilities, model tiers, inputs and outputs

Agent Model Tier Input Output
ClusterAgent deepseek-v4-pro  Per-file semantic summaries  8—12 named business-domain
(reasoner) + file tree clusters (file-to-cluster
mapping)
PlannerAgent deepseek-v4-pro  Cluster file list + summaries Structured JSON task array
(reasoner) + environment with intent fingerprints
ScorerAgent deepseek-v4-flash Task description + file Integer risk score 1-10 with
profile justification string
BackendGenerator  flash / pro (risk- Task + source code + JUnit 5 or pytest test source
adaptive) environment context code
FrontendGenerator ~ flash / pro (risk- Task + source code + Java: Playwright / HtmlUnit +
adaptive) environment context MockMvc; Python: pytest +
Flask test client
DevOpsGenerator  flash / pro (risk- Task + project structure Bash / Docker smoke test / CI-
adaptive) YAML scripts
RepairAgent deepseek-v4-pro  Failing test code + error log ~ Fixed code object or manual-

(reasoner, always) + source code + file tree intervention verdict

4.5.2 Language-Dispatch Strategy Pattern

Every component that must behave differently for Java versus Python implements an internal
strategy dispatch. There is a public entry method in Al engine service, inspecting the
language field and delegating to a private xxx_java() or _xxx_python() implementation.
This pattern is applied consistently across PipelineUtils (file discovery, test execution, path

resolution), GeneratorAgents, ErrorParser, and EnvironmentAnalyzer.

4.5.3 Adaptive Model Selection

LLMClient exposes two named model tiers. Agents select the appropriate tier based on task
characteristics: deepseek-v4-flash i1s used for parallelisable, lower-complexity work
(semantic summaries, risk scoring, low-risk generation) to maximise throughput, while
deepseek-v4-pro is reserved for tasks requiring extended chain-of-thought reasoning
(clustering, planning, repair, and generation for tasks with risk score > 8). This adaptive
selection balances API cost against output quality without exposing the distinction to the

orchestrator.



36

4.6 Stage-Wise Execution

The pipeline comprises four stages, which is shown in Figure 6, executed in sequence by
TestingPipeline. Before execution begins, the initialisation step detects the project language
using marker files like pom.xml or pyproject.toml, sets up a Python virtual environment if

needed, and initialises all agent instances and the dual-output logger.

Stage 0: Initialisation
Language detection - env setup Agents Init

'
Stage 1: Perception & Clustering
Semantic Summaries (Concurrent)
Cluster -> 8-12 business-domain clusters

|

Stage 2: Task Planning
Planner Agent (Concurrent)
Hallucination Guard - Intent Deduplication

|

Stage 3: Risk Scoring
Scorer Agent (Concurrent)

|

Stage 4: Generation & Repair
BackendGen/FrontendGen/DevOpsGen (risk-adaptive)
Excute - Repair Loop - Sequential

Test Result Records
Test Code - Pass/Fail - Error Messages

Figure 6. End-to-end four-stage pipeline

Stage 0 handles initialisation. The system detects the project language by checking for
marker files like pom.xml or pyproject.toml, falling back to file count if no marker is found.
For Python projects, ProjectPreprocessor.prepare python environment creates an
isolated .venv and installs dependencies. Failures here are logged but do not stop the pipeline.
All agent instances are then constructed and the logger is set up to write to both the terminal

and a log file simultaneously.

Stage 1 (run_perception()) builds a semantic map of the codebase. Each source file is
summarised concurrently by generate semantic summary using deepseek-v4-flash,
producing a JSON profile covering the file's role, business domain, and dependencies. Once
all summaries are collected, ClusterAgent makes a single deepseek-v4-pro call to group them

into 8 to 12 business-domain clusters. Results are saved locally and pushed to the backend,
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where they become FileProfile and Cluster records in PostgreSQL. Malformed responses

fall back to a minimal default profile.

Stage 2 (run_planning()) translates the cluster map into a concrete task list. PlannerAgent is
called concurrently for each cluster using deepseek-v4-pro, returning structured task objects
that specify the target file, test category, type, priority, and an intent fingerprint like
CREATE OWNER VALIDATION ERROR. Before saving, two passes clean the results.
A hallucination guard removes any task referencing a file that does not exist in the
summaries. A deduplication pass then discards tasks whose intent fingerprint has already

been seen, preventing overlapping clusters from generating the same test twice.

Stage 3 (run_scoring()) assigns each task a risk score from 1 to 10. ScorerAgent queries
deepseek-v4-flash at temperature 0.0 across all tasks concurrently. If a response fails to parse,
the score defaults to 5 and the pipeline continues. Scores above 8 trigger deepseek-v4-pro in
the next stage; everything else uses the lighter model. The threshold of 8 was determined
empirically during development. Lower-scored tasks, like simple utility classes, consistently
produced correct tests with the lighter model. Higher-scored ones, like transactional
controllers with multiple dependencies, failed more often under the same conditions. This

cutoff may not generalise to all projects and could be refined through future ablation studies.

Stage 4 (run_generation()) is where tests are actually produced and validated. For each task,
the system reads the target source file, selects the appropriate generator based on test
category, and writes the generated test to the correct directory. The test is then executed
immediately via gradlew test or pytest. Tasks targeting non-executable file types are marked

as passing without execution.

If a test fails, repair loop in Figure 7 begins. ErrorParser extracts structured error
information from the raw build output, and RepairAgent uses this along with the failing test
code and production source to attempt a fix, issuing a deepseek-v4-pro call that returns either
corrected code or a manual escalation signal. This repeats for up to three iterations. A dead-
loop guard exits early if the repaired code is identical to the previous attempt. Tests that

cannot be fixed are renamed to *.failed and removed from the suite.
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Generator Agent
Risk - Adaptive Model

Execute Test
Pytest / Gradlew in native env

Yex SUCCESS

2
s Test Result Saved

No

Error Parser
Raw Logs -> (Type, Mesasge, Location)

Repair Agent
Deepseek-v4-pro - Diagnose & Fix

|
l l l

Max Dead-loop Manual
Retries(3) Guard Escalation

Figure 7. Stage 4 self-repair loop

4.7 Persistence and Execution Tracking

Each task processed in Stage 4 has a corresponding TaskExecution record, which is used for
tracking its current step through GENERATING, TESTING, and REPAIRING. After that,
the result is recorded in the TestResult with the final test code, file path, and outcome

(pass/fail). The Figure 8 is the test result of a tested project.
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' 4. Execution Results

© ® )
6 4 ED

Task Status Compile Status Error
FRONTEND-Blog_Content_FullStack-INT @ PASS SUCCESS

FRONTEND-Blog_Content_FullStack-INT @ FAIL FAILED Test failed after repair attempts
BACKEND-Authentication_FullStack-VAL @ PASS

BACKEND-Blog_Content_FullStack-VAL @ PAsS SUCCESS

BACKEND-INFRASTRUCTURE_CORE-VAL @ pass SUCCESS

BACKEND-Blog_Content_FullStack-CORE @ FaL FAILED Test failed after repair attampts
FRONTEND-Authentication_FullStack-INT @ PASS SUCCESS

BACKEND-INFRASTRUCTURE_CORE-CORE @ FAIL FAILED Test failed after repair attempts
BACKEND-Authentication_FullStack-CORE @ PASS SUCCESS

BACKEND-INFRASTRUCTURE_CORE-INT @ FAIL FAILED Test failed after repair attempts

Figure 8. Test result

4.8 Known Limitations of the Execution and Repair Subsystem

Two limitations are observed during execution and repair subsystem.

The first limitation is about the error parsing. The ErrorParser component currently can only
operates on the raw standard output and standard error streams produced by specific version
of Gradle and pytest. However, both of them cannot provide stable error output. As a result,
when the system facing a project with different Gradle or pytest version, the system ability
for catching errors may degrade. Although the parsing failure doesn’t terminate the repair
loop, the RepairAgent consequently receives less precise diagnostic input, increasing the
likelihood that it exhausts its retry budget on failures it could have resolved given a well-
structured error record. A further direction for fixing the problem would be to use machine
readable format output. Such as Gradles XML test report or pytest’s json report, replacing

heuristics log parsing by deterministic structured data extraction.

The other limitation is about execution. Currently, the test file is executed without isolation.

In this way, the pytest and Gradle inherits the file system permissions, environment, and



40

network access right. No matter the constrain from code itself nor the RepairAgent’s closed
prompt structure constitutes a formal security boundary. The risk is acceptable to running
code in trusted and controlled environment, because the uploaded code is already in local.
However, the system isn’t designed for hostile code submission. Therefore, any deployment
beyond this research context should be isolate through containerisation, such as executing

each test in temporary Docker container.
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5 Evaluation

This chapter evaluates the proposed system through two experiments on real-world open-
source projects including the Flask tutorial application (Python) and Spring PetClinic (Java).
The evaluation includes pipeline execution behaviour, code coverage, test content quality,

and repair loop effectiveness.

5.1 Experimental Setup

5.1.1 Subject Project

The primary subject is the Flask tutorial application
(https://github.com/pallets/flask/tree/main/examples/tutorial), a self-contained Python web
application covering authentication, database access, HTTP routing, and template rendering.

It ships with an official test suite of 22 cases, providing a reference baseline.

A supplementary experiment was conducted on Spring PetClinic (https://github.com/spring-
projects/spring-petclinic), a Java Spring Boot application representing a more complex
dependency environment, selected to validate the system's Java support and expose its

behaviour under increased environmental complexity.

5.1.2 Execution Environment

Both experiments ran on a Windows 11 development machine. The Flask experiment used
Python 3.10.11 with an isolated .venv provisioned automatically by the pipeline. The
PetClinic experiment used Java 17 with Maven, with test dependencies pre-declared in
pom.xml to minimise environment-related failures. The DeepSeek API was used throughout,
with deepseek-v4-flash for lightweight operations and deepseek-v4-pro for clustering,

planning, and repair.
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5.1.3 Evaluation Metrics

The evaluation measures task success rate, repair loop trigger and effectiveness rates, code
coverage (compared against official test suites), and a qualitative analysis of test content.

Coverage was measured using pytest-cov for Python and JaCoCo for Java.

5.2 Flask Tutorial Results (Primary Experiment)

5.2.1 Pipeline Execution Overview

Table 5 shows the full task breakdown. Among them, Repair Iterations indicates the number
of automated repair cycles and Outcome means whether the generated test file ultimately

passed all test cases in three iterations.

Table 5. Flask Tutorial task-level execution summary

# Task Identifier Category Test Repair Outcome
Cases Iterations
1  FRONTEND-Blog Content FullStack- Frontend 5 3 SUCCESS
INT
2 BACKEND-Authentication_FullStack- Backend 7 3 SUCCESS
VAL
3 BACKEND-Blog Content FullStack- Backend 5 3 SUCCESS
VAL
4 BACKEND- Backend 5 1 SUCCESS
INFRASTRUCTURE CORE-VAL
5 BACKEND-Blog Content FullStack- Backend 5 3 FAILED
CORE
6 FRONTEND-Authentication FullStack- Frontend 4 1 SUCCESS
INT
7 BACKEND- Backend 6 3 FAILED
INFRASTRUCTURE_CORE-CORE
8  BACKEND-Authentication FullStack- Backend 5 2 SUCCESS
CORE
9 BACKEND- Backend 9 3 FAILED
INFRASTRUCTURE CORE-INT
Total 51 6 /9 passed

The process completed in 26 minutes, processing 9 tasks and producing 51 test cases. Six
tasks passed and three failed, giving a task-level success rate of 66.7%. Seven of nine tasks
triggered the repair loop (77.8%), of which four were ultimately resolved (57.1% repair

effectiveness).
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Tasks 4 and 6 required only one repair iteration, indicating shallow initial errors. Tasks 1, 2,
and 3 each needed the full three iterations before converging. The three permanently failed
tasks all share a common pattern: their failures required framework-level environmental

knowledge that the RepairAgent's input scope does not cover.
5.2.2 Code Coverage

Figure 9 shows coverage measured by pytest-cov against the flaskr production package.

120%
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flaskr/ _init flaskr/auth.py flaskr/blog.py flaskr/db.py

X

-20%
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Figure 9. Code coverage: Flask Tutorial (system-generated vs. official suite)

As shown in Figure 9, the system achieved 91% overall coverage against the official suite's
99%, having a gap of 8 percentage points. The largest deficit is in blog.py (-14%), which
corresponds directly to the failure of Task 5. The auth.py deficit of only -3% shows that the
five successful authentication tasks collectively covered nearly all of that module's execution
paths. It is worth noting that despite producing 31 test cases versus the official suite's 22, the

system achieved lower coverage.



44

5.2.3 Test Content Quality

A file-level inspection of the generated test suite reveals that the system produced tests
covering several dimensions absent from the official suite, while also missing some that the

official suite covers well. Table 6 summarises the qualitative comparison.

Table 6. Qualitative test content comparison: Flask Tutorial

Test Dimension Official Suite System-Generated Suite
Password hashing Not tested Verifies pbkdf2/scrypt storage in DB
Session content Checks user_id presence Checks full session clearance (len=0) and field
values
load logged in user Not tested directly Tests valid ID, invalid ID, and missing session
hook
Template HTML Not tested Verifies form elements, nav, CSS links, flash
structure containers
DB call isolation Not tested Mocks get db to verify INSERT not called on
validation failure
Information leakage Not tested Verifies session not created on failed login
Full CRUD flow Complete coverage Partial (Task 5 failed, blog CRUD incomplete)
CLI commands Tests init-db command Not covered
Real DB environment Full (via conftest.py) Mixed (some use real DB, some mock)

The most notable additions in the system-generated suite are security-oriented. Password
hash format verification, full session clearance on logout, and information leakage
prevention checks. The load logged in user hook, which governs whether a user is
recognised across all requests, is tested across three scenarios (valid ID, invalid ID, no
session), none of which appear in the official suite. Frontend tests verify HTML structure
including form elements, navigation, and CSS asset links, a category the official suite does

not address at all.

The main gap is in full CRUD flow coverage. The official test blog.py provides end-to-end
tests for create, update, and delete operations with real database assertions, whereas Task 5's
failure left this area partially uncovered. The official suite also tests the init-db CLI command,
which the system did not generate a task for, likely because the database initialisation module

was classified as infrastructure-level code with lower test priority.

5.2.4 Repair Loop Analysis

Table 7 breaks down repair outcomes by root cause.
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Table 7. Repair loop outcomes: Flask Tutorial

Root Cause Tasks Repaired Permanently Failed

Assertion / behavioural 2 2 0
mismatch

DB fixture / schema 3 1 2
mismatch

Framework configuration 1 0 1

error
Shallow structural error 2 2 0

The two permanently failed infrastructure tasks (Tasks 7 and 9) attempted to interact with
the database without invoking Flask's initialisation sequence, producing
sqlite3.Operational Error: no such table errors on every iteration. The RepairAgent correctly
identified the problem class but could not resolve it without restructuring the test fixture's
database setup, a change requiring understanding of Flask's application factory pattern. Task
5 failed because the generated fixture tried to register the blog Blueprint independently,
triggering a naming conflict on every setup call. Both failure modes are consistent and
predictable: the repair loop handles intra-test errors well but cannot resolve failures that

require external environmental knowledge.

5.3 Spring PetClinic Results (Supplementary Experiment)

5.3.1 Pipeline Execution

The PetClinic experiment ran for 100 minutes, processing 16 tasks. Only 2 tasks passed
(12.5% success rate), with 15 of 16 triggering the repair loop. The substantially lower
success rate compared to the Flask experiment reflects the increased complexity of the Java
environment rather than a fundamental failure of the generation mechanism. The dominant
failure causes were Spring Boot 3.2 API changes not reflected in the model's training data
(particularly the migration of @MockBean), missing HtmlUnit dependencies for frontend
tests, and generated tests placing classes in the default package, making them unable to

access package-private production classes.
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5.3.2 Code Coverage

Despite the low task success rate, the two successful tasks produced meaningful coverage.

Table 8 compares JaCoCo coverage against the official PetClinic test suite.

Table 8. Code coverage: Spring PetClinic (system-generated vs. official suite)

Package Official Suite System- Delta Branch Cov.
Generated (Generated)
petclinic (main) 6% 6% 0% n/a
petclinic.owner 94% 96% +2% 83%
petclinic.model 100% 100% 0% 100%
petclinic.vet 97% 97% 0% 100%
petclinic.system 59% 59% 0% n/a
Overall 89% 91% +2% 85%

The system-generated suite achieved 91% overall instruction coverage, marginally
exceeding the official suite's 89%. The owner package, which is the most business-critical
component, handling pet and owner management, reached 96% coverage versus the official
suite's 94%. This result is somewhat surprising given that only 2 of 16 tasks succeeded and
reflects the fact that the two successful tasks targeted the system package's
WelcomeController, which exercises a disproportionately large number of shared

infrastructure paths.

5.4 Cross-Project Comparison

Table 9 places the two experiments side by side. The arrows in the third column means the
direction of change relative to the Flask Tutorial baseline, where 1 denotes increase, | means

decrease, and = means the metric is identical between two projects.

Table 9. Cross-project comparison summary

Metric Flask Spring Observation
Tutorial PetClinic
Language Python Java Cross-language
coverage

Tasks processed 9 16
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Task success rate 66.7% 12.5% l Sensitive to env
complexity
Repair loop trigger 77.8% 93.8% 1 Java env harder to
rate get right first pass
Code coverage 91% 91% = Consistent generation
(generated) quality
Code coverage 99% 89% Generated exceeds
(official) official on Java
Execution time 26 min 100 min 1 Scales with task

count and repair load

The most striking finding is that code coverage is identical across both experiments (91%)
despite radically different task success rates (66.7% vs 12.5%). This suggests that the
system's generation quality is consistent across languages, and that the PetClinic failures are
attributable to environmental factors — dependency configuration, API version mismatches,
package path errors — rather than to weaknesses in the LLM reasoning itself. The repair
loop trigger rate is higher for PetClinic (93.8% vs 77.8%), confirming that Java
environments are harder to get right on the first generation attempt. The 4x difference in
execution time (26 vs 100 minutes) is consistent with the larger task count and higher repair

loop load.

A secondary finding is that the system exceeded the official test suite's coverage on the Java
project (+2%) while falling 8 points short on the Python project. This is partly explained by
the PetClinic official suite's own incomplete coverage (89%), which left more room for the
generated tests to add new paths, whereas the Flask official suite at 99% left very little

uncovered ground.

5.5 Threats to Validity

5.5.1 Internal Validity

One thing worth being notified about is that LLM outputs are not deterministic. Running the
same pipeline twice on the same project will not necessarily produce the same tests or the
same pass rate. The numbers reported here come from single runs, so they should be read as
"this is what happened" rather than "this is what always happens." A more rigorous

evaluation would run the pipeline multiple times and report the average and variance.



48

5.5.2 External Validity

Two projects is a small sample. The Flask tutorial is a teaching project, not a production
codebase, and PetClinic's failures were heavily influenced by a specific Spring Boot version
mismatch rather than the system's general capability on Java projects. Neither project
involves anything particularly exotic like async code, microservices, or deep class
hierarchies. It would be premature to assume these results generalise to arbitrary projects

without testing on a broader range of codebases.

5.5.3 Construct Validity

The task success rate counts every task equally, even though some tasks have more test cases
than others. A task with nine test cases and a task with four both count as one task in the
denominator, which is a bit blunt as a metric. The coverage figures also only account for
tests that actually passed and failed test files were excluded. This means the coverage
numbers reflect what a developer would actually get from the system, which is the practically

relevant figure, but it is worth knowing that is how it was calculated.
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6 Conclusions

6.1 What Was Built

This thesis designed and implemented an automated software testing platform that takes a
project codebase as input and generates a set of validated, executable test files without any
human involvement. The core of the system is a four-stage multi-agent pipeline where
different LLM agents handle perception, planning, risk scoring, and test generation
respectively. Each agent does one job rather than asking a single model to do everything at
once. There is a self-repair loop in the stage 4, which runs generated tests immediately and

tries to fix failures automatically before giving up.

The platform supports both Python and Java projects, communicates through a Spring Boot
backend with a React frontend for real-time progress display, and persists all intermediate

results to a PostgreSQL database so that pipeline state is always recoverable.

6.2 What the Evaluation Showed

The evaluation is ran on two open-source projects. On the Flask tutorial project, the pipeline
processed 9 tasks in 26 minutes, passed 6 of them (66.7%), and achieved 91% code coverage,
within 8 percentage points of the official hand-written test suite. More interestingly, the
generated tests covered several things the official suite did not, including password hash
verification, full session clearance checks, and HTML template structure validation. The

repair loop resolved 4 out of 7 initially failing tasks on its own.

On Spring PetClinic, the success rate dropped significantly to 12.5% across 16 tasks. Most
failures were caused by Spring Boot 3.2 API changes that the model was not trained on,
missing frontend test dependencies, and incorrect package paths in generated files. All
environmental issues rather than problems with the generation logic itself. Despite this, the
two successful tasks still produced 91% code coverage, actually beating the official suite by

2 percentage points.
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6.3 What Did Not Work

The repair loop has a clear boundary. It is good at fixing assertion errors, wrong status codes,
and minor fixture mistakes. It consistently fails when the root problem requires
understanding how the framework initialises. For example, Flask's application factory
pattern or Spring Boot's Blueprint registration. The agent simply does not have enough

context to resolve those kinds of issues, and no amount of retrying helps.

On the Java side, the system also struggled with newer framework API versions. The model
is limited by its knowledge. As a result, projects using recent releases of Spring Boot will
likely meets compatibility issues until the training data catches up. This is a known limitation

of any LLM-based system and not something unique to this design.

6.4 Future Work

One of the bigger architectural improvements would be replacing prompt-based code
delivery with a RAG approach. Currently the full source file gets pasted into every prompt,
which is wasteful and runs into context limits on larger files. A retrieval-augmented setup
would let agents query the codebase on demand, fetching only the relevant classes, methods,
or configuration sections they actually need, which would reduce token usage and likely

improve reasoning quality by cutting down on noise.

On the Java side, running a test compile before Stage 4 begins would save a lot of wasted
effort. Right now, dependency issues and API version mismatches get discovered one task
at a time inside the repair loop. A single pre-flight compile step would surface these problems
upfront and let the pipeline skip or flag affected tasks before burning through the repair
budget on them.

Execution sandboxing is another practical improvement. Generated tests currently run
directly in the host environment, which is fine for a local development setup but becomes a
problem in shared or cloud deployments. Wrapping each test run in an ephemeral Docker
container would give the system a proper security boundary without changing anything

about the pipeline logic itself.
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A more ambitious direction is giving the RepairAgent direct terminal access, similar to how
modern Al coding agents like Claude Code work. Instead of being limited to editing the test
file and hoping the next run passes, the agent could execute commands, read live output,
install missing dependencies, or adjust configuration files on its own. Combined with a richer
context including the application's initialisation lifecycle extracted during Stage 1. This
would let the repair loop resolve the kinds of environment-level failures that currently exceed

its capability.

Finally, two projects are simply not enough to draw strong conclusions. Running the system
across a wider range of codebases, including different languages, frameworks, sizes, and
domains, would give a much clearer picture of where it performs well and where it does not,

and would make the success rate and coverage figures a lot more meaningful.
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