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Supermarket checkout is still a slow and labor-intensive process in many countries. 

Computer vision offers a promising way to automate it. However, most research on 

automatic product detection uses very large datasets that take significant time and resources 

to build, making it difficult to apply in practice. This thesis explores whether a reliable real-

time product detection system can be built using a small, manually collected dataset of 

common everyday grocery items. A custom dataset of 380 images across 10 packaged 

product classes was created and used to train a YOLOv11m deep learning model, also taking 

advantage of transfer learning and this way compensate for the limited amount of training 

data. The training setting and design choices were validated through running several 

experiments. The trained model correctly detected products with a mAP@0.5 of 0.990 and 

ran at 27 frames per second on a GPU, meeting real-time requirements. The augmentation 

experiment showed that training without augmentation led to a significant drop in accuracy 

and clear signs of overfitting, confirming that augmentation is critical when training data is 

limited. The model was integrated into a working web application that uses a live camera 

feed to detect products, build a shopping cart and calculate a total price. The results show 

that accurate real-time retail product detection is achievable with a small custom dataset, 

though a production-ready system would need more training data and further optimization 

to handle more difficult real-world conditions reliably. 
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SYMBOLS AND ABBREVIATIONS  

General Abbreviations 

AI  Artificial Intelligence 

AP  Average Precision 

API Application Programming Interface 

CPU Central Processing Unit  

CV  Computer Vision 

FPN  Feature Pyramid Networks 

FPS  Frames Per Second 

GPU Graphics Processing Unit 

IoU Intersection over Union 

NMS Non-Maximum Suppression 

RGB  Red, Green, Blue (camera sensor type) 

 

Deep learning and object detection  

CNN Convolutional Neural Network 

COCO  Common Objects in Context dataset 

DFL Distribution Focal Loss 

FN False Negative 

FP False Positive 

mAP  Mean Average Precision 

R-CNN  Region-based Convolutional Neural Network 

TP True Positive 

YOLO You Only Look Once 

 

Symbols 

ms   milliseconds (unit of latency) 

mAP@0.5   Mean Average Precision at IoU threshold 0.5 

mAP@0.5:0.95 Mean Average Precision averaged over IoU thresholds from 0.5 

to 0.95 
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1  Introduction 

Supermarket checkout in many countries remains a labor-intensive process despite 

technological advancement. Industry estimates suggest that a typical cashier handles around 

10-30 items per transaction, spending 2–3 seconds per item to locate, scan and verify each 

product, and at the scale of a large supermarket, this creates a significant cumulative time 

and cost burden (Tan et al., 2024). Computer vision offers a potential solution that allows 

real-time product recognition from camera feeds, which could reduce checkout time and 

improve accuracy. However, practical deployment requires solving challenges such as 

achieving real-time performance, handling visually similar products and working with 

limited labeled retail data. 

Recent progress in deep learning has made real-time object detection more practical. In 

particular, YOLO (You Only Look Once) models are widely used due to their balance 

between speed and accuracy and often achieve real-time performance on modern GPUs 

(Joseph, 2021; Xu et al., 2024). These models have already been widely applied in general 

object detection tasks, for example in traffic monitoring and surveillance, where they are 

typically trained on large-scale datasets (Desai et al., 2024). Most existing work on retail 

product detection depends on large-scale datasets that are difficult for small retailers to 

replicate in practice. For example, Goldman et al. (2019) introduced the SKU-110K 

benchmark, which has over 1.73 million annotated bounding boxes across 11,762 shelf 

images. While this dataset has been valuable for research, the level of data collection and 

annotation which is required is far beyond what an individual retailer or small development 

team can gather. The high annotation cost and effort of such datasets have been recognized 

as a key limitation in applying object detection to real retail environments (Chen et al., 2020; 

Salem & Rabia, 2025). There is still limited research on how well YOLO-based models 

perform when trained on smaller, custom-built datasets under realistic deployment 

constraints - a gap that this thesis directly addresses. The difficulty of building sufficient 

large, labeled datasets has led to recent work on automated annotation pipelines specifically 

designed to reduce manual labelling work in real-world scenarios (Salem & Rabia, 2025), 

highlighting that that the lack of suitable data remains an active challenge in applied object 

detection. 
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The thesis addresses this gap by developing an end-to-end retail checkout assistant system 

using a custom dataset of supermarket products. A YOLOv11m model is trained using 

transfer learning and integrated into a web application with live camera input. The study 

evaluates both model performance and practical deployment constraints, including speed, 

accuracy and its usability. The main objective is to see whether modern YOLO models can 

deliver reliable real-time product detection in a realistic retail scenario using limited data, 

and to identify key limitations that affect real-world deployment. 

1.1  Background and Motivation  

Computer vision is one of the branches of artificial intelligence (AI) that gives machines the 

ability to process, analyze and interpret visual inputs like pictures and videos. By using 

machine learning, computer vision systems can extract meaningful information from visual 

data (Voulodimos et al., 2018). Computer vision has been an active research area since the 

early 1960s and have developed decade by decade. Early approaches relied on simple pattern 

recognition techniques and hand-crafted rules to describe what objects look like.  Modern 

deep learning methods changed this by learning visual features from data (Cong et al., 2023; 

Gupta et al., 2022), which is what makes applications like real-time product detection 

possible.  Today, computer vision field involves processes such as information extraction, 

analysis and further processing to handle and complete various tasks that include object 

recognition, tracking and counting objects, tracking movement or scene understanding, and 

actively used in many fields (Srinivas et al., 2024).  

Convolutional neural network (CNN)-based deep object detection models have significantly 

improved the state of the art in identifying and localizing visual categories (Cong et al., 

2023). CNNs work by passing images through a series of layers, where each layer learns to 

recognize more complex visual patterns. At the beginning, the network detects simple 

features like edges and shapes and after several layers, it learns to identify, recognizable and 

labeled objects. This layered structure enables models to learn directly from raw image data 

and reduces the need for researchers to manually define features, which had been a major 

limitation in earlier computer vision work (Cong et al., 2023). CNN-based detection systems 

such as R-CNN (Region-based CNN) and its later variants showed that this approach can 

achieve strong accuracy, but still too slow for real-time use in practice (Desai et al., 2024). 
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Because of this limitation, there was a need for faster detection methods. It eventually 

resulted in the development of architectures such as YOLO. 

YOLO (You Only Look Once) is a neural network architecture that is designed to work with 

images and videos. Its main feature is a quick analysis of the entire scene in one single pass, 

making it suitable for real-time applications (Redmon et al., 2016). YOLO is primarily used 

for object detection, but it can also be used for segmentation, classification, and key point 

labelling (Ultralytics, n.d.). Compared to two-stage methods, YOLO achieves significantly 

higher speed in detections, making it suitable for time-critical applications (Mohammed, 

2025). This led to a paradigm shift from earlier multi-stage detection methods by unifying 

the detection pipeline, which significantly improved real-time performance (Joseph, 2021). 

YOLO's combination of speed and accuracy makes it a natural fit for a checkout assistant, 

where detections need to happen fast enough that the system feels responsive to the user. 

This is the core reason it was chosen for this project. 

1.2  Objectives of the Study 

The primary research problem is to develop an efficient and accurate system that can detect 

and identify multiple retail food products in real time using YOLO object detection models, 

regardless of challenges such as similar packaging, overlapping items, limited labeled 

training data, and varying lighting and camera conditions. This is important because, despite 

barcodes and checkout systems, retail checkout processes still take a long time. Automating 

product recognition could reduce checkout and cut costs. It becomes both practically and 

technically important to evaluate whether YOLO-based models can achieve consistent 

results under these real-world constraints.  

To address this problem, the study focuses on the following specific objectives: 

1. Create and label a custom dataset of selected store products. 

2. Train and optimize a YOLO model for accurate real-time object detection. 

3. Evaluate the trained model’s performance under different conditions, such as 

lighting, occlusion and camera resolution. 

4. Develop a lightweight functional web- or phone-based prototype application capable 

of live detection using a camera feed. 
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5. Analyze the potential of YOLO-based models for real-time retail applications, 

identify their strengths, limitations, and possible directions of future improvement. 

By achieving listed above objectives, the thesis demonstrates and evaluates the possibility 

of applying YOLO-based object detection models in a practical retail environment. 

1.3  Scope and Limitations 

The thesis focuses on developing a system capable of detecting and recognizing packaged 

store products in real-time. The objects considered in the project consist of unit-priced, pre-

packaged items such as dairy products, snacks, grains, canned goods, and similar retail 

products. The goal is to demonstrate the possibility of automatic product recognition in 

everyday retail environment. The project uses the Ultralytics YOLOv11m model – one of 

the latest medium-sized YOLO family models known for its balance between speed and 

accuracy. Recent advancements in YOLO architectures highlight the improvements of 

detection accuracy and the efficiency of inference in newer model versions (Tian et al., 

2024). The custom dataset was created specifically for this project, consisting images of 

selected store products captured in different lighting conditions, backgrounds, and 

orientations. Bounding boxes and class labels were manually applied to all images to ensure 

model’s training quality. The scope includes dataset creation, model training and evaluation, 

and implementation via web or mobile interface with camera access. The complete workflow 

– from data collection and annotation to real-time application – is demonstrated to provide 

an end-to-end view of how a YOLO-based system can be developed. 

The system is limited to pre-packaged, unit-priced items and does not include weight-based 

products such as vegetables and fruits. This limitation helps to avoid over-complicating the 

project, focus on the accuracy of detection, and ease of use, without introducing complex 

weighing systems. The detection speed and accuracy, as well as model training process, 

depend a lot on hardware capabilities, e.g. the Google Colab T4 GPU, used for training and 

the quality of the device camera used during development and testing. Additionally, the 

training dataset was relatively small and limited to a specific set of products, which may 

reduce the model’s ability to generalize for visually similar items or unseen products. 

Finally, the developed application is a prototype-level system designed to showcase the 

concept and functionality rather than work as a fully production-ready solution.  
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2  Theoretical background  

This chapter presents the theoretical foundations relevant to this thesis. It introduces key 

concepts of computer vision and deep learning for object detection, also explains various 

object detection architectures, and provides an overview of the YOLO family of models and 

commonly used evaluation metrics.  

2.1  Computer Vision Fundamentals 

Computer vision allows machines to interpret raw data that was captured by cameras, and 

extract meaningful information that can be used for solving range of problems, for example 

such as object detection, identification, and tracking and counting objects. This topic has 

advanced significantly thanks to deep learning, surpassing traditional methods of creating 

objects manually (Voulodimos et al., 2018). An important but often overlooked aspect of 

computer vision is how it relies on physical image sensors, such as cameras and depth 

sensors, to collect the raw visual data that are needed for these systems to work with. When 

sensor manufacturers publish technical specifications for their devices, they typically do not 

explain how improving one performance measure can negatively affect another, for example, 

by increasing the capture distance it tends to raise image noise levels, which can reduce 

detection quality (Abdelsalam et al., 2024). These hardware constraints are a real 

consideration when building and testing computer vision systems in practical environments. 

Two main tasks in computer vision are object detection and image classification. Object 

detection involves identifying and localizing multiple instances of object classes that were 

predefined within an image by predicting class labels and bounding boxes. Image 

classification main task is to assign a single label to an entire image and determine what is 

in the image without providing information about object locations. 

2.2  Deep Learning for Object Detection 

Deep learning has become the dominant approach for object detection, primarily through the 

use of convolutional neural networks (CNNs). CNNs work by applying a series of filters 
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across the input image, where each filter learns to detect a specific visual pattern. As the 

image passes through deeper layers of the network, these patterns become increasingly 

complex – early layers respond to simple features like edges and corners, while later layers 

recognize more abstract structures like shapes and object parts. These models extract 

hierarchical features from input images, enabling simultaneous prediction of object locations 

and class labels. Because these visual features can be automatically learned by CNNs 

directly from image data, they have significantly improved object detection performance 

compared to older traditional methods. (Gupta et al., 2022) 

These extracted features are then used to predict the bounding box coordinates and the 

probability of each object class. Modern object detectors, such as YOLO, combine 

classification and localization in a single pass which makes them more practical. It allows 

efficient training and fast inference by learning global patterns and features of the whole 

image and also predicting the most likely class. 

2.3  Single-Stage vs Two-Stage Detectors 

Two-stage and single-stage detectors are two main categories of object detection models, 

and each with distinct architectural approaches and performance (Mohammed, 2025). Two-

stage detectors work in a sequential way. In the first stage, the model generates suggestions 

of potential areas that are likely to contain objects. At the second stage, these suggestions 

are analyzed more carefully, classified and their bounding boxes are refined to improve 

accuracy. Well-known examples and typical models include R-CNN (regions with CNN 

features), Fast R-CNN and Faster R-CNN. While these methods often achieve high detection 

accuracy because of their more detailed two-step process, they also require multiple passes 

through the network, which results in slower output times. 

In contrast, single-stage detectors localize and classify objects simultaneously in a single 

forward pass. Instead of first generating possible object regions and then classifying them, 

these models directly predict object class probabilities and their bounding box coordinates 

across the image at once. YOLO (You Only Look Once) is an example of this approach – it 

divides the input image into a grid and with each grid cell directly predicting bounding boxes 

and class probabilities. 
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The main difference and practical result of doing it in just one pass is speed. The image 

enters the network once, passes through convolutional layers that extract visual features at 

multiple scales, and outputs all detections simultaneously at the same time. This way model 

avoids the extra computational cost of generating and processing separate region proposals, 

which makes detection much faster (Fan, 2024; Mohammed, 2025). 

This creates an optimal trade-off between speed and accuracy. Single-stage detectors like 

YOLO can achieve more than 30 FPS on modern GPUs, which makes them ideal for real-

time applications (Mohammed, 2025). Two-stage detectors are generally more accurate, but 

they are usually much slower due to their multi-step pipeline (Mohammed, 2025). This speed 

difference comes from the fact that two-stage detectors process each image in two separate 

steps - first finding candidate regions and only then classifying each one, while single-stage 

detectors do everything in one pass. It is also worth noting that this slowdown is not a simple 

fixed ratio. The actual gap also depends on factors like image resolution, the number of 

objects in the scene and the hardware being used, so the difference can be larger or smaller 

in practice. For retail environment, where customers expect quick speed and instant 

feedback, single-stage detection is the clear choice (Tan et al., 2024). 

Table 1 numerically summarizes the key differences between the two approaches, including 

typical performance figures observed in practice: 

Aspect Two-stage (e.g. Faster R-CNN) Single-stage (e.g. YOLO) 

Speed ~5–10 FPS 30–100+ FPS 

Typical latency ~100–500 ms ~10–50 ms 

Accuracy (mAP) Generally higher Slightly lower 

Real-time suitability Poor Strong 

Pipeline complexity High (two passes) Low (one pass) 

Best suited for High-accuracy offline tasks Real-time applications 

Table 1 Comparison of two-stage and single-stage object detection architectures 

2.4  YOLO Family of Models 

The first YOLO algorithm was introduced in 2016 by Joseph Redmon, Santosh Divwala, 

Ross Girshik and Ali Farhadi (Nelson, 2025). Since its initial release, the models in YOLO 

family have kept improving and changing, with each new version improving detection speed, 
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accuracy and its architectural efficiency. YOLOv1 (2016) divided images into a 7×7 grid, 

with each cell predicting bounding boxes and class probabilities, but it struggled with small 

objects. YOLOv2 (2017) introduced batch normalization and anchor boxes, while YOLOv3 

(2018) added multi-scale predictions using Feature Pyramid Networks (FPN) and the 

Darknet-53 backbone. YOLOv4 (2020) incorporated CSPDarknet53 and training 

improvements like Mosaic augmentation. YOLOv5 (2020), created by Ultralytics, became 

widely adopted because of its PyTorch implementation and, also, introduced model variants 

(nano, small, medium, large, extra-large) for different ratios of speed and accuracy. (Data 

Secrets, 2024; Joseph, 2021) 

Recent versions have continued improving the architecture and detection accuracy. YOLOv8 

(2023) introduced anchor-free detection heads and a unified API for multiple computer 

vision tasks. YOLOv11 (2024) features enhanced backbone architecture with C3k2 and 

C2PSA modules, improved feature fusion, and better computational efficiency. And 

YOLOv12 (2025) incorporates attention mechanisms and transformer components. (Data 

Secrets, 2024; Joseph, 2021)  

The most recent release is YOLO26 (2026), which was designed for edge devices and lower-

power hardware. One of its biggest changes include removing non-maximum suppression 

(NMS), which is normally used as a post-processing step to filter out duplicate detections, 

and introducing MuSGD, a new optimizer that makes training more stable and efficient. 

According to Ultralytics (n.d), these changes result in up to 43% faster CPU inference, 

making YOLO26 one of the most practically deployable versions to date. The evolution of 

YOLO models from 2016 to 2026 is summarized in Figure 1. 
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Figure 1 YOLO Models History Graph (Ultralytics, n.d) 

Nowadays, multiple YOLO versions are actively used in production, including YOLOv5 

and YOLOv8. The new flagship model, YOLOv11 that is supported by Ultralytics, offers 

high precision and convenient tooling. Modern YOLO models integrate advanced 

architectures, transformer-based components, and learning optimization, making them good 

fit for real-time applications.  

2.5  Evaluation Metrics for Object Detection 

Evaluating object detection models requires metrics that access both detection speed, 

accuracy and real-time performance, since in real-time applications, none of the 

measurements can be completely sacrificed to the other. On the speed side Latency (ms) 

measures the time, which is required to process a single frame, in other words – delay. Lower 

latency means faster real-time detection capability. For retail applications, latency under 100 

ms ensures smooth user experience. Frames Per Second (FPS) is model throughput and it 

measures how many images or video frames it can process in a second. In object detection, 

FPS is commonly used to evaluate real-time performance, since higher FPS means smoother 

and faster detection. Real-time applications usually require around 30 FPS for smooth video 

processing 

On the accuracy side, the foundation of most object detection metrics is Intersection over 

Union (IoU), which measures bounding box accuracy: 
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𝐼𝑜𝑈 =  
𝐴𝑟𝑒𝑎 𝑜𝑓 𝑜𝑣𝑒𝑟𝑙𝑎𝑝

𝐴𝑟𝑒𝑎 𝑜𝑓 𝑢𝑛𝑖𝑜𝑛
 

The IoU threshold (usually 0.5) determines whether the prediction is considered correct. 

Predictions with IoU > 0.5 are considered true positives, meaning the detected object 

sufficiently overlaps with the ground truth bounding box. This metric is important because 

object detection requires not only identifying the correct object class, but also accurately 

locating the object within the image. 

Precision is proportion of accurate detections among all predictions, meaning that high 

precision corresponds to few false positive detections. The percentage of actual objects that 

were successfully detected is known as recall. High recall means few missed detections and 

the model finds most products in the scene. These metrics are closely related, since 

increasing the confidence threshold usually improves precision while reducing recall. 

Together, precision and recall provide a balanced view of detection quality. 

The area under the accuracy curve for a single class is known as Average precision (AP). It 

provides a single value that summarizes how model performs across different confidence 

thresholds. Mean Average Precision (mAP) extends AP across all classes and is one of the 

most commonly used metrics in research on object detection. Confidence score is model's 

certainty about each detection. Scores range from 0 to 1, with usual typical production 

systems using thresholds between 0.5-0.7 to filter unreliable detections. 

For this thesis, mAP@0.5:0.95 (averages performance over IoU thresholds from 0.5 to 0.95) 

serves as the primary accuracy metric, as it rewards models that produce tightly fitting 

bounding boxes. Training and validation loss curves are also monitored during training 

process to evaluate model convergence and learning stability. At the same time, precision 

and recall help to identify if the model suffers from false positives or missed detections.   
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3  System Design and Methodology 

This chapter describes how the object detection system was designed and the methods used 

to create, train and evaluate the model. It covers the system architecture, dataset creation and 

preparation, model selection and training, and the evaluation methodology. 

3.1  Overall system architecture 

Building a working detection system involves more than just training a model and the 

complete workflow is demonstrated – from data collection and annotation, through training 

and validation, to real-time application – providing an end-to-end view of how a YOLO-

based system can be developed and deployed. Real-time object detection systems often 

follow this end-to-end pipeline, from dataset creation to deployment, which has been shown 

to improve performance when compared to ad-hoc processes. (Xu, Li, Dong, & Zhang, 

2024). This approach ensures consistency across all stages: data collection, annotation, 

training, validation, app implementation and deployment. 

The system includes model training, performance evaluation, and a real-time application 

implemented via a web interface with camera input, with the possibility of more complex 

future implementations. The overall architecture follows a structured pipeline consisting of 

six main stages: data acquisition, data annotation, data preparation, model training, inference 

deployment, and user interaction. In the data acquisition stage, images are captured manually 

in daily environment, so that they reflect realistic conditions. After that, during annotation, 

bounding boxes and class labels are assigned to each product instance. Once this is done, the 

dataset is then prepared by splitting it into training and validation sets and applying 

augmentation techniques. Then the YOLOv11m model is trained using transfer learning, 

after which it is deployed on a responsible backend service. The frontend application handles 

camera input, displays detection results and allows user interactions such as confirming 

detected items and managing a shopping cart. The system follows a client–server 

architecture in which inference is performed on the backend server, while the frontend is 

responsible for capturing frames and visualizing results. The implemented system follows a 

structured end-to-end architecture for retail use (Figure 2): 
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CAPTURE PHASE: 
 
    Physical Product → Camera → Base64 Image 
           ↓ 
DETECTION PHASE: 
 
    Backend Receives → YOLO Inference → NMS Filtering 
           ↓ 
CONFIRMATION PHASE: 
 
    JSON Results → Frontend (Pending Items) → User Confirms 
           ↓ 
CART UPDATE: 
    Receipt Updated → Price Computed → Checkout Total 
 
 

Figure 2 Overall system architecture and workflow 

In this implementation, model inference is performed on the backend using CPU or GPU 

acceleration (if available), while the frontend is responsible only for frame capture and 

visualization. 

3.2  Dataset creation and annotation 

A custom dataset was created specifically for this retail object detection project, because no 

publicly available dataset matched common Finnish retail products and packaging. Since 

retail products vary by region and store, collecting local data was necessary to ensure reliable 

recognition and testing. Using a small custom dataset was also a deliberate research choice. 

The thesis explores whether YOLO models can achieve reliable performance with limited 

labelled data, reflecting the practical constraints faced by smaller projects. 

Images of retail food products were manually captured. All images were annotated using 

Label Studio, where each image was manually labelled with bounding boxes, each label 

corresponding to a specific product class. The annotations were then exported in YOLO 

format (normalized center coordinates and width/height). Current dataset contains 10 

product classes with a total of 380+ images and ~859 object instances across all images. 
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Figure 3  Instances Distribution across Classes 

The relatively balanced distribution (ranging from 66 to 104 objects per class as shown in 

Figure 3) reflects intentional effort to ensure each product class has enough representation. 

This balance is important for training a “fair” multi-class detector without bias toward 

frequently-appearing products. The selected classes were chosen based on their retail 

relevance, visual diversity. They consist of common grocery items typically found in 

supermarkets, with variation in size, shape, colour and packaging design to better reflect 

real-world conditions. 

Dataset creation and annotation are pretty known bottlenecks in object detection research, 

often requiring significant time and manual effort (Desai et al., 2024). Recent work even 

proposes frameworks that do real-time automated annotation to reduce manual labelling 

work. It demonstrates the importance of efficient annotation and improving workflows for 

real-world deployment. (Salem & Rabia, 2025)  

3.3  Dataset preparation 

3.3.1  Dataset Balancing and Variation 

The dataset was balanced to ensure sufficient variation in viewing angles, lighting 

conditions, and packaging design. Images were captured under different real-world 
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conditions, including changes in background and orientation. This kind of diversity helps 

improve model generalization and makes the system more reliable in practical scenarios 

where lighting and object positioning are not controlled. This approach aligns with 

challenges noted in YOLO evaluations (Desai et al., 2024) and ensures the model is robust 

to real-time conditions. The goal was to make sure the model sees enough variation during 

training that it learns what a product actually looks like, rather than learning what a product 

looks like under the specific lighting. 

3.3.2  Train/Validation Split 

The dataset was randomly mixed and then split with a 90/10 train/validation ratio at image 

level. This training data split is justified by the small dataset size (380+ images total), to 

maximize training examples and help the model learn product features effectively (Mumuni, 

2022). The training set consists of approximately 340 images with around 773 annotated 

objects, while the validation set includes about 40 images with roughly 86 annotations. 

Random selection ensures class balance across splits, though with small datasets, some 

classes may be slightly underrepresented in validation.    

3.3.3  Data Augmentation 

Data augmentation is critical when training deep learning models on small datasets. 

Augmentation expands the effective training set by applying realistic transformations and 

helping the model generalize better (Mumuni, 2022). Following augmentations were 

applied: geometric transformations (rotation, scaling, flipping, translation), photometric 

augmentation (color, brightness, contrast changes), and advanced augmentation (mosaic and 

mixup). Geometric transformations simulate changes in the camera's viewing angle and 

product positioning. Photometric improvements take into account the differences in lighting 

in different spaces. Advanced augmentation such as mosaics and mixup improve the 

detection of small or partially enclosed objects and enhance generalization.  

With only ~773 annotated object instances across 10 classes, the model has limited examples 

of each product. Without augmentation, the model might memorize specific backgrounds, 

lighting, or angles from training images. This could lead to model overfitting. Effectively, 
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by adding augmentation, it increases the usable training diversity to several thousand unique 

variations, and this significant increase in model reliability and improving model’s ability to 

recognize products in new unseen conditions during real-time detection. This is particularly 

important in real-life scenarios where products may be partially occluded, have different 

orientation, or be captured under varying lighting and focus conditions (Shovo et al., 2024). 

To empirically validate the importance of augmentation, an experiment was conducted in 

which a model was trained under identical conditions but without any augmentation. The 

results of this comparison are compared and reported in full in Section 5.3. In summary, the 

augmented model achieved mAP50-95 of 0.954 compared to 0.889 for the non-augmented 

model, which is a significant difference of 0.065. This confirms that augmentation provides 

a substantial and measurable generalization benefit in case of training data being limited. 

3.4  Model selection 

The project uses the Ultralytics YOLOv11m model, a medium-sized variant from the YOLO 

family, known for its balance between speed and accuracy.  This model is also widely used 

in production, well-documented and actively supported. Newer versions such as YOLOv12 

were not selected because they are still less widely adopted, has limited benchmarking and 

less validated in real-world applications compared to YOLOv5, YOLOv8, and YOLOv11 

(Xu et al., 2024). These versions are the most commonly used in both research and industry 

due to their stability, strong documentation and mature deployment support. YOLOv11 was 

chosen as a more reliable and well-tested option while still offering modern performance 

improvements. 

3.4.1  Model Comparison: YOLOv11m, YOLO26m, and YOLO26n 

To validate such model selection decision empirically, three model variants were trained 

under identical conditions: the primary model YOLOv11m, and two YOLO26 variants – 

YOLO26m and YOLO26n. Table 2 presents the final-epoch performance metrics for all 

three models after 50 epochs of training. 
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Metric YOLOv11m YOLO26m YOLO26n 

Precision 0.980 0.986 0.835 

Recall 0.979 0.971 0.888 

mAP@O.5 0.990 0.989 0.951 

mAP@0.5:0.95 0.954 0.976 0.912 

Training time (50 epochs) ~1344 S ~1833 s ~1317 s 

Table 2 Model comparison at epoch 50 

Based on training outcomes, all three models converged, but their behavior and results 

differed. YOLOv11m showed the most stable training, with smooth loss reduction and 

steady improvement in metrics across all epochs. This indicates reliable and well-balanced 

learning. YOLO26m achieved slightly higher localization accuracy (mAP@0.5:0.95), but 

the difference was small in practice, as mAP@0.5 was nearly identical. It also required 

longer training time and showed less stable behavior. YOLO26n performed worse overall, 

with lower accuracy and unstable training, indicating it is less suitable for small custom 

datasets. Based on these results, YOLOv11m was selected as the final model due to its strong 

performance, stability, and efficiency. 

3.4.2  Model Variant Justification 

YOLOv11 comes in multiple sizes (nano to extra-large), trading speed for accuracy. 

YOLOv11m model was selected because it offers competitive detection performance while 

remaining lightweight enough for real-time applications, especially when compared to larger 

model variants. In particular, YOLOv11m offers competitive detection performance (mAP) 

while remaining lightweight enough for real-time applications, achieving estimated real-

time inference speeds of approximately 20–30 FPS on a Tesla T4 GPU with 640×640 input 

resolution. Comparative studies of YOLO versions show that medium and small models 

often achieve the best balance of speed and accuracy for real-time tasks and applications, 

especially in environments with resource-limited. (Joseph, N., 2021)  

YOLOv11 improves on YOLOv8 with new modules, providing 1–2% mAP gain at similar 

speed (Amankwah & Aldrich, 2025). Larger versions (Large/XL) were not selected due to 

their slower inference speeds (around 10-15 FPS), which is unnecessary for scenarios where 

real-time speed is more important.  Smaller versions (Nano/Small) are faster but also less 
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accurate and reduced accuracy becomes critical with small datasets. Two-stage detectors 

(Faster R-CNN) and transformer-based models (DETR) typically offer higher accuracy, but 

are slower and require larger datasets, which makes them unsuitable for retail detection tasks 

(Mohammed, 2025). 

The model uses COCO-pretrained weights, meaning the backbone was initially trained on 

the Microsoft COCO dataset (according to Ultralytics (n.d.), 118,000+ images across 80 

classes including food items). It enables faster convergence, better generalization, and 

effective training even on small datasets (380 images). Training the model further on the 

retail dataset helps it adapt these general features to recognize specific products, while still 

keeping the strong visual understanding learned from a large dataset. Such transfer learning 

ensures YOLOv11m can reliably detect products even with limited data. 

3.5  Model training 

Model training was done in Google Colab using Ultralytics YOLOv11m model pretrained 

on the COCO dataset. The model was trained for 50 epochs at 640×640 resolution, using the 

custom 90/10 dataset split into training and validation sets. Training in Google Colab 

allowed the use of GPU acceleration (Tesla T4, 16GB VRAM), as a result making model 

training faster compared to a personal laptop GPU/CPU. 

Several training runs were performed to adjust parameters, and compare model behaviour 

under different settings, for example number of epochs, size of used model (small versus 

medium), and the use of data augmentation. Effective model training processes often include 

hyperparameter tuning and adding data augmentation to improve its performance and 

convergence, as it is noted in performance survey of YOLO implementations. (Xu, Li, Dong, 

& Zhang, 2024)  

3.6  Evaluation methodology 

During training, model performance was monitored using loss curves together with standard 

object detection evaluation metrics. These included precision, recall, IoU, and mean Average 

Precision (mAP), as defined in the previous section. The purpose of these metrics was to 
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assess detection accuracy, localization quality, and overall model reliability. Results were 

further analyzed using confidence scores, bounding box accuracy, and visual inspection of 

detection outputs. A confidence threshold of 0.5 was selected based on comparison 

experiment, results of which are discussed in Section 5.3, where it produced a solid balance 

between precision and recall. These metrics are widely used in object detection 

benchmarking and provide a consistent and reliable way to evaluate model performance 

across different conditions.  
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4  Implementation 

This chapter describes the practical implementation of the checkout assistant system, which 

integrates trained object detection model with a real-time prototype web application. The 

implementation consists of three main components: model training, real-time detection 

pipeline integration and web application development.   

4.1  Training implementation 

Training infrastructure has following environment and training configuration. Model 

training was done in Google Colaboratory, utilizing an NVIDIA Tesla T4 GPU with 16 GB 

of VRAM using the Ultralytics YOLOv11m model pretrained on the COCO dataset. The 

model was trained on the custom dataset for 50 epochs with an input image size of 640 × 

640 pixels, following standard YOLO practices (Ultralytics, n.d.). Using pretrained 

backbones like COCO during training speeds up convergence and enhances generalization, 

which is commonly done in YOLO studies (Xu, Li, Dong, & Zhang, 2024). Transfer learning 

from such pretraining provides the model with general feature representations (edges, 

textures, object boundaries), which are well suited and beneficial for retail product detection 

tasks. 

4.1.1  Code structure overview  

The code for training was organized into sequential stages that cover data preparation, 

configuration, model training, testing and deployment. First, the dataset is uploaded from 

zip, extracted, and split into training and validation sets using a custom script. A Python 

function is used to automatically generate the data.yaml configuration file by reading class 

labels and defining dataset paths. The following data configuration is partially based on a 

public YOLO training notebook (B0ndo2, 2024). Program Code 1 shows the Python 

function used to generate the YAML configuration file. 
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import yaml 

import os 

 

def create_data_yaml(path_to_classes_txt, path_to_data_yaml): 

    with open(path_to_classes_txt, 'r') as f: 

        classes = [line.strip() for line in f.readlines() if line.strip()] 

     

    data = { 

        'path': '/content/data', 

        'train': 'train/images', 

        'val': 'validation/images', 

        'nc': len(classes), 

        'names': classes 

    } 

     

    with open(path_to_data_yaml, 'w') as f: 

        yaml.dump(data, f, sort_keys=False) 

    return data 

Program Code 1 Data configuration for YOLO training 

The model is then trained using a pretrained YOLOv11m model with specified parameters 

(50 epochs, 640 × 640 resolution). The training was started using the command shown in 

Program Code 2. 

!pip install ultralytics 

 

!yolo detect train data=/content/data.yaml model=yolo11m.pt epochs=50 

imgsz=640 

Program Code 2 Training command in interactive Python notebook  

After training, the model gets evaluated through prediction on validation images, and results 

are visualized within the notebook. Finally, the trained weights (best.pt) and related artifacts 

are exported and compressed for deployment.  

4.2  Real-time detection pipeline 

After training, the model was evaluated using both static media, such as images and videos, 

and real-time webcam input. The purpose of this stage was to assess how well the trained 

model works in conditions similar to the practical implementation in the cashier's assistant 

system. The trained model successfully detects and classifies packaged store products, by 

generating bounding boxes around detected objects and assigning corresponding class labels 
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along with confidence scores. Using live webcam streams for real-time detection is a 

common approach to simulate real-world deployment conditions and it aligns with methods 

demonstrated in recent retail object detection studies (Desai et al., 2024).   

The inference process was implemented using the high-level prediction interface provided 

by the Ultralytics YOLO library. The trained model weights were loaded and applied to the 

validation dataset, enabling automated detection and result visualization. During inference, 

each input frame is processed through a sequence of stages forming the real-time detection 

pipeline, as shown in Program Code 3: 

• In the preprocessing part input images are resized to match the model’s expected 

dimensions and converted into the appropriate tensor format.  

• The preprocessed image is passed through the YOLOv11m model network, where 

feature extraction and object detection are performed.  

• Postprocessing is applied using Non-Maximum Suppression (NMS) is applied to 

eliminate redundant overlapping bounding boxes.  

• Predictions with confidence scores below a predefined confidence threshold (default 

0.5) are filtered out during confidence filtering. 

• Final detections are returned as bounding boxes with associated class labels and 

confidence scores.  

• Detection results are visualized by rendering the bounding boxes on the image for 

qualitative evaluation. 
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results = model.predict(frame, verbose=False) 

dets = results[0].boxes 

preview = frame.copy() 

detections = [] 

 

for d in dets: 

    try: 

        xy = d.xyxy.cpu().numpy().squeeze().astype(int) 

    except Exception: 

        continue 

    xmin, ymin, xmax, ymax = int(xy[0]), int(xy[1]), int(xy[2]), int(xy[3]) 

    cls = int(d.cls.item()) 

    name = labels[cls] if cls in labels else str(cls) 

    conf = float(d.conf.item()) 

     

    if conf < CONF_THRESHOLD: 

        continue 

     

    color = bbox_color_bgr(cls) 

    cv2.rectangle(preview, (xmin, ymin), (xmax, ymax), color, 2) 

    txt = f"{name} {int(conf * 100)}%" 

    tsz, bs = cv2.getTextSize(txt, cv2.FONT_HERSHEY_SIMPLEX, 0.5, 1) 

    ly = max(12, ymin - 6) 

    cv2.rectangle(preview, (xmin, ly - tsz[1] - 6),  

                 (xmin + tsz[0] + 6, ly + bs - 6), color, cv2.FILLED) 

    cv2.putText(preview, txt, (xmin + 3, ly - 6),  

               cv2.FONT_HERSHEY_SIMPLEX, 0.5, (0, 0, 0), 1) 

    detections.append({"name": name, "conf": conf, "bbox": [xmin, ymin, 

xmax, ymax]}) 

Program Code 3 Inference implementation 

This structured pipeline ensures that the system can operate continuously on sequential 

frames, which is essential for real-time applications. 

4.3  Web/Mobile prototype implementation 

To showcase the model’s real-time detection capabilities, prototype-level web application 

was developed using Flask and Next.js (React). The application has live camera feed access, 

runs object detection on incoming frames and displays detection results in an interactive 

interface. This prototype demonstrates how YOLO-based detection can be integrated into an 

interactive application and represents an early version of possible ‘Store Checkout Assistant’ 

system.  
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The system follows a client–server architecture, where computation-intensive tasks are 

handled on the server side, while the client manages user interaction and visualization. The 

backend service, implemented in Python using FastAPI, is responsible for executing the 

trained YOLOv11m model on GPU, processing incoming image frames, and returning 

detection results. It also manages product metadata and detection history. The frontend 

application, developed with Next.js (React), handles camera access through the browser, 

displays the live video stream and presents detection results in real time. It also maintains a 

client-side shopping cart, that allows users to review detected items and calculate pricing 

dynamically. Communication between the frontend and backend is performed via a REST 

API using JSON payloads. Image frames are transmitted as base64-encoded JPEGs, and 

responses include both annotated preview images and structured detection data. 

In the web app the workflow begins when the user grants camera access in the web 

application. The frontend captures image frames at fixed intervals and sends them to the 

backend, as shown in Program Code 4, where preprocessing and YOLOv11m inference are 

performed. The backend returns detection results including bounding boxes and class labels, 

which are displayed in real time, with the endpoint implementation presented in Program 

Code 5. 

const captureFrame = async () => { 

    const canvas = canvasRef.current; 

    const context = canvas.getContext('2d'); 

    const video = videoRef.current; 

     

    if (!video || !context) return; 

     

    context.drawImage(video, 0, 0, canvas.width, canvas.height); 

    const imageData = canvas.toDataURL('image/jpeg'); 

    const response = await fetch('/api/detect', { 

        method: 'POST', 

        headers: { 'Content-Type': 'application/json' }, 

        body: JSON.stringify({ image: imageData }) 

    }); 

 

    const results = await response.json(); 

    setDetections(results.detections); 

}; 

Program Code 4 Frontend camera capture implementation 
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@app.post("/detect") 

async def detect(req: DetectRequest): 

    try: 

        # Decode base64 image from frontend 

        b64 = req.image.split(",", 1)[1] if "," in req.image else req.image 

        pil = Image.open(io.BytesIO(base64.b64decode(b64))) 

        frame = cv2.cvtColor(np.array(pil), cv2.COLOR_RGB2BGR) 

    except Exception as e: 

        raise HTTPException(400, f"Bad image: {e}") 

     

    # Run inference 

    results = model.predict(frame, verbose=False) 

    dets = results[0].boxes 

    detections = [] 

     

    for d in dets: 

        if d.conf.item() < CONF_THRESHOLD: 

            continue 

        xy = d.xyxy.cpu().numpy().squeeze().astype(int) 

        detections.append({ 

            "name": labels[int(d.cls.item())], 

            "conf": float(d.conf.item()), 

            "bbox": xy.tolist() 

        }) 

    return {"detections": detections, "elapsed": time.time() - t0} 

 

Program Code 5 Backend API implementation 

Detected items can then be confirmed and added to a shopping cart, where pricing is updated 

dynamically. Application UI and example use case can be seen in Figures 4, 5, and 6. 

Developing prototype app for live object detection shows how detection models can be used 

outside of controlled lab settings. 
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Figure 4 Desktop UI showing live detection feed, detected items, basket, and total 

 

 

Figure 5 Mobile UI showing live camera feed with 
detections. 

 

 

Figure 6 Mobile UI showing basket with items and total 
price.
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4.4  Performance considerations 

The detection speed and accuracy, as well as model training performance, depend a lot on 

hardware capabilities and network latency. In this project, model training and evaluation 

were performed using Google Colab with an NVIDIA Tesla T4 GPU, while inference 

performance varies considerably across different deployment targets such as CPUs and 

mobile devices. In general, more powerful GPUs and higher-quality cameras result in 

smoother performance and faster, more stable detections. YOLO evaluations often highlight 

the impact of hardware limitations on inference performance, particularly when adapting 

models for deployment on mobile or edge devices (Desai et al., 2024). 

On the NVIDIA Tesla T4 GPU, the model achieved an average processing time of 36.5 ms 

per frame, consisting of 2.5 ms preprocessing, 31.5 ms inference, and 2.5 ms postprocessing, 

corresponding to approximately 27 FPS. In this configuration, inference dominates 

computation time, accounting for about 86% of total processing. These timings come 

directly from YOLO’s built-in validation output, which automatically measures and reports 

the time spent in preprocessing, inference, and postprocessing for each image during 

evaluation. On CPU-only systems, inference latency is significantly higher (approximately 

400–800 ms per frame), resulting in non-real-time performance. On mobile devices with 

hardware acceleration, expected performance ranges from 100–300 ms per frame depending 

on optimization level and device capabilities (Desai et al., 2024) These values are based on 

typical YOLO deployment benchmarks rather than direct measurement in this study. Model 

performance can be improved using quantization (e.g., int8 or float16), smaller YOLO 

variants (YOLOv11s or YOLOv11n) or reduced input resolution (Desai et al., 2024). These 

techniques trade some accuracy for lower latency. Overall, the current implementation 

prioritizes low latency and real-time responsiveness for single-user checkout scenarios.  

Detection speed and accuracy depend also on the inference settings. To measure the effect 

of input resolution on inference speed and detection accuracy, the trained YOLOv11m model 

was tested at three input sizes: 320×320, 480×480 and 640×640 (results in Table 3). 

Inference speed was measured by running 30 predictions on a representative validation 

image after five warmup runs, with the median latency used to reduce the impact of 
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occasional timing variations. Detection accuracy was evaluated on the full validation set for 

each resolution. 

Resolution mAP50 mAP50-95 Median Inference (ms) FPS 

320×320 0.967 0.910 12.1 82.4 

480×480 0.957 0.914 11.7 85.7 

640×640 0.967 0.929 17.9 55.8 

Table 3 Results of testing different input resolutions 

The results show a clear trade-off between speed and localization quality between different 

input resolutions. The 320×320 and 480×480 settings are significantly faster, achieving 

around 82–86 FPS compared to 55.8 FPS at 640×640, giving roughly a 50% speed 

improvement. In terms of detection accuracy, mAP50 similar across all settings. This 

suggests that overall detection ability is not affected strongly by downscaling. The mAP50-

95 metric, which reflects more precise bounding box quality, shows a different pattern. The 

highest score (0.929) is achieved at 640×640, indicating the better localization performance. 

However, other resolutions remain very close, suggesting that it offers a balanced 

compromise between detail and efficiency. 

The improvement at 640×640 is especially important in cases where precise localization 

matters, for example in distinguishing closely packed products or small objects in cluttered 

scenes. Although there is some speed difference, the application prioritizes accuracy over 

latency, since inference is still comfortably real-time even at 55 FPS. For this reason, 

640×640 was selected as the final resolution setting. It provides the best overall balance in 

terms of detection quality.  
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5  Results and evaluation 

This chapter presents the results obtained from training and evaluating the object detection 

model, including both quantitative and qualitative analyses. 

5.1  Training results  

Evaluation curves (loss and mAP) were used to monitor training progress and verify stable 

convergence. The training graphs show that the model’s performance improved steadily over 

time (Figure 7). The results show consistent convergence, which means that loss values 

consistently decreased steadily while evaluation metrics such as precision, recall, and mAP 

increased and stabilize, this indicates that the model is learning effectively without unstable 

fluctuations or divergence. Loss values decreasing means the model improved localization 

and classification accuracy. At the same time, precision, recall, and mAP increase and 

stabilization at high levels demonstrates effective learning of the dataset. 

 

Figure 7 Model Training loss and mAP curves 

The convergence followed three distinct phases: 

• Epochs 1–15: Rapid convergence as the model fine-tuned its COCO-pretrained 

features to the custom retail dataset. The mAP@0.5 improved sharply from 0.687 at 
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epoch 1 to 0.975 by epoch 15, and validation class loss dropped from 1.658 to 0.549. 

This reflects the benefit of transfer learning – the pretrained backbone already 

understood general visual features, requiring only adaptation to the specific product 

classes. 

• Epochs 15–40: Steady improvement as the model learned class-specific 

discriminative features. The convergence rate moderated, with mAP@0.5 reaching 

0.990 and mAP@0.5:0.95 climbing from 0.855 to 0.954. Validation box loss 

continued to decrease consistently, from 0.558 to 0.318. 

• Epochs 40–50: Performance plateaued near asymptotic levels. mAP@0.5 stabilized 

around 0.989–0.990 and mAP@0.5:0.95 around 0.954–0.955. Training and 

validation loss values reached their lowest points, confirming effective convergence 

without signs of overfitting. 

At the final epoch, the model achieved 0.98 in precision, 0.98 in recall, 0.99 in mAP@0.5 

and 0.95 in mAP@0.5–0.95. These results indicate strong detection performance on the 

validation set. The steady improvement and stabilization of metrics suggest effective 

learning without significant overfitting. 

During the training no signs of overfitting were noticed. If overfitting were occurring, 

validation metrics would deteriorate while training metrics continued to improve. In this 

case, both training loss and validation loss decreased together throughout training, and the 

final validation losses remained consistent with earlier validation performance. Evaluation 

curves are widely used in YOLO benchmarking studies to confirm consistent model 

behavior and to compare performance across different configurations or datasets, providing 

a reliable measure of both model fit and expected real-world detection performance (Xu, Li, 

Dong, & Zhang, 2024). 

5.2  Quantitative evaluation  

Model performance was monitored using loss curves, and evaluation metrics including 

precision, recall, and mean Average Precision (mAP). The achieved value mAP@0.5 of 

approximately 0.99 indicates a very high detection accuracy in the validation dataset. High 

accuracy and recall values also demonstrate that the model generates few false positives and 
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successfully detects most objects. These metrics were used to assess detection accuracy and 

overall model effectiveness under different conditions. Quantitative metrics like mAP and 

IoU thresholds are widely used to compare detector effectiveness across datasets and models 

(Lin et al., 2014). The metrics below represent the model's performance on the held-out 

validation set, providing unbiased assessment of generalization to unseen data (Table 4). 

Metric Value Notes 

mAP@IoU0.5 0.990 Primary performance metric 

mAP@IoU0.5:0.95 0.954 Stricter localization accuracy 

Overall Precision 0.980 Across all classes 

Overall Recall 0.979 
Across all classes at 0.5 

confidence 

Val box loss 0.310 Localization loss 

Val class loss 0.230 Classification loss 

Inference speed (T4 GPU) ~36.5 ms/frame ~27 FPS 

Inference speed (CPU) ~400–800 ms/frame Not real-time 

Table 4 Overall model performance at final epoch (epoch 50) 

To better justify the choice of confidence threshold that is used and also understand behaves 

in practice, inference was run across the full validation set at different thresholds of 0.3, 0.4, 

0.5, 0.6 and 0.7. Unlike mAP, which internally evaluates performance across many 

thresholds automatically, this experiment counted true positives, false positives and false 

negatives at each fixed threshold directly. As a result, it provides a realistic picture of 

detection behavior and a compromise between sensitivity and reliability of forecasting at 

different operating points. The evaluation was run on a validation set of 39 images and 87 

instances in total, comparing model performance across different confidence thresholds. 

Confidence 

Threshold 
Precision Recall F1 Score TP FP FN 

0.3 0.989 1.000 0.994 87 1 0 

0.4 1.000 1.000 1.000 87 0 0 

0.5 1.000 0.989 0.994 86 0 1 

0.6 1.000 0.989 0.994 86 0 1 

0.7 1.000 0.977 0.988 85 0 2 

Table 5 Confidence threshold evaluation results 
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The results in Table 5 show that the model produces high-confidence detections. At a 

threshold of 0.4, it achieves perfect performance of 1, correctly detecting all 87 validation 

objects with no false positives or false negatives. After lowering the threshold to 0.3 a single 

false positive appeared. Above 0.5, recall did decrease slightly as a few true detections fall 

below the threshold.  Although 0.4 is slightly more optimal on validation, a threshold of 0.5 

was chosen for prototype app as it produces nearly identical results while also offering a 

more conservative and robust operating point under real-world conditions such as noise, 

blur, and occlusion (Desai et al., 2024). 

To empirically validate the importance of data augmentation to model generalization, a 

second model was trained from the same pretrained weights under identical conditions, with 

all augmentation disabled (no geometric transformations, no photometric changes, and no 

mosaic or mixup). Table 6 summarizes the final-epoch metrics for both models. 

Metric With Augmentation Without Augmentation Difference 

Precision 0.980 0.968 +0.012 

Recall 0.979 0.931 +0.048 

mAP50 0.990 0.959 +0.031 

mAP50-95 0.954 0.889 +0.065 

Val. box loss 0.310 0.336 -0.026 

Val. classific. loss 0.230 0.458 -0.228 

Train box loss 0.263 0.062 - 

Table 6 Final-epoch comparison between augmented and non-augmented training runs under otherwise identical 
conditions 

The results show a clear and consistent advantage for the model that had augmentation across 

all validation metrics. The largest difference is observed in validation classification loss, 

where the non-augmented model reaches 0.458 compared to 0.230 for the augmented model, 

which gives a gap of 0.228. This pattern is indicative of overfitting: while the non-augmented 

model’s training classification loss continues to decrease to 0.073, its much higher validation 

loss suggests that model starts memorizing training examples and not learning features that 

generalize. In contrast, the augmented model shows a smaller gap between training loss 

(0.204) and validation loss (0.230), which shows more stable and better-regularized learning. 

Performance is also notably better with augmentation. The augmented model achieves a 

mAP50-95 of 0.954 versus 0.889, and recall improves by 0.048 (0.979 vs 0.931), which 
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means that fewer detections are missed and there is more accurate localization. Although the 

non-augmented model converges faster early on, this reflects overfitting to limited data 

instead of having better generalization. Overall, the results confirm that augmentation 

significantly improves model's final performance in this setting. 

 

Figure 8 Model Confusion Matrix Normalized 

Figure 8 presents the normalized confusion matrix across all 10 product classes and 

visualizes per-class classification accuracy and common misclassification patterns. The 

normalized confusion matrix shows strong overall performance, with most classes achieving 

a perfect score of 1.00 on the diagonal. This means that eight out of ten product classes were 

correctly classified without errors in the validation set. Two classes show minor issues. 

‘Valio pehmea rahka’ has a score of 0.93, with some missed detections classified as 

background. ‘Philadelphia garlic herbs’ shows false positives, where the model occasionally 

predicts the class in background images, likely due to its distinctive packaging. ‘Chicken 

eggs’ and ‘Mayonnaise’ also show small amounts of false positives. Overall, the model 

rarely confuses products with each other, and most errors come from background false 

detections. This is a good result for a checkout system, and false positives could likely be 

reduced with more background data or hard negative mining. 
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Figure 9 Model Precision-Recall Curve 

Figure 9 shows the precision-recall curve per class, from which we got the mAP@0.5 of 

0.990 indicates very strong overall performance, with precision staying high across most 

recall values and only dropping near the end when the model is forced to detect more 

uncertain cases. 

5.3  Qualitative Results 

The model successfully detects and classifies products in both static images and real-time 

webcam input. Bounding boxes are generally well-aligned with object boundaries, and 

confidence scores reflect detection reliability. Examples of real-time webcam-based input 

object detection demonstrate the model’s practical applicability, as shown in Figure 10. 
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Figure 10 Successful detection examples 

Qualitative visual results are standard to assess detection quality, as noted in applied YOLO 

research for retail and other domains. The qualitative evaluation highlights several important 

strengths. The model shows robustness to variation, reliably detecting products across 

different lighting conditions, viewing angles, and backgrounds. This confirms the 

effectiveness of the dataset design. Localization accuracy is high, with bounding boxes 

closely fitting object boundaries, consistent with the achieved mAP@0.5–0.95 of 0.95. 

Confidence scores are generally well calibrated: high-confidence detections (above 0.85) are 

typically correct, while lower-confidence predictions show higher error rates. This enables 

effective filtering in the application. In addition, the model successfully detects multiple 

products within a single frame, which is essential for practical checkout scenarios. 

Even with such strong overall performance, there were several limitations found. Products 

with visually similar packaging, for example within the Pirkka dairy product line, sometimes 
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get misclassified due to their subtle visual differences. Detection efficiency is also reduced 

with severe occlusion, when more than half of the object is not visible. Extreme lighting 

conditions, such as severe underexposure or excessive exposure, can reduce detection 

accuracy if they happen to exceed the training distribution. Additionally, small or distant 

objects are more likely to be missed, which is a known limitation of YOLO-based detectors. 

Qualitative visual inspection of detection outputs is often used alongside quantitative metrics 

such as IoU to assess object detection performance (Desai et al., 2024). 

5.4  Discussion  

The results show that developed prototype-level app with YOLOv11m-based model, even 

with its limitations, is capable of accurate real-time product detection, achieving an 

mAP@0.5 of 0.990, an overall precision of 0.980 and a recall of 0.979 on the validation set. 

These figures show that the model is able to correctly detect the large majority of products 

with very few false positives or missed products. One important finding was the 

effectiveness of transfer learning. Even though the custom dataset was relatively small, 

consisting of around 380 images, the pretrained COCO weights allowed the model to learn 

quickly and converge efficiently. The rapid improvement during the early epochs shows that 

the model already had strong general visual understanding before being adapted to the retail 

dataset. This significantly reduced the amount of training data required compared to training 

a model completely from scratch. The augmentation experiment also confirms this result. 

Without augmentation, the validation classification loss more than doubled (0.458 vs 0.230), 

and mAP50-95 decreased by 0.065. This shows that with a small dataset of fewer than 400 

images, data augmentation is not just an extra improvement but an important part of training 

a good model. 

Despite the high overall performance, several limitations were identified.  Products with very 

similar packaging occasionally caused misclassification, especially within the same product 

family. Detection accuracy also decreased when products were heavily occluded, very small, 

distant from the camera, or captured under extreme lighting conditions. These limitations 

are common in real-time object detection systems and highlight areas for future 

improvement. Another important observation is that the model performs well mainly for the 

trained product classes. Completely new products would require additional training before 
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reliable detection could be achieved. This means that a production-level retail system would 

need continuous dataset updates as product selections change. 

The web application prototype successfully demonstrated how the trained model can be 

integrated into a real-time checkout assistant system. However, overall latency depends not 

only on model inference but also on network communication, frontend rendering, available 

hardware and user interaction. Therefore, to achieve a fully smooth real-time experience 

would require optimization of the entire system pipeline. Overall, this thesis demonstrates 

that YOLO-based object detection could be effectively used and applied to retail checkout 

assistance. The results show that modern object detection models can provide accurate and 

practical real-time product recognition when combined with transfer learning, balanced 

datasets, and suitable deployment architecture. 
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6  Future improvements and work 

The most important future improvement would be expanding the dataset with more images, 

additional product classes, and more challenging scenarios such as occlusion and difficult 

lighting. A larger and more diverse dataset would likely improve robustness and reduce 

misclassification between visually similar products. Several technical optimizations could 

also improve deployment performance to decrease inference latency and make deployment 

on mobile or edge devices more practical. In addition, implementing temporal tracking 

between frames could improve stability and reduce missed detections during short-term 

occlusion.  

Future versions of the system could also combine object detection with barcode recognition 

or optical character recognition (OCR), acting as a secondary verification channel. When 

detection confidence is low or two products share visually similar packaging, a barcode or 

OCR read could confirm the correct product, this way improving overall system reliability 

beyond what either method achieves independently. A relevant development in this context 

is the ongoing shift from traditional 1D barcodes to 2D QR codes on product packaging. 

Retailers such as Tesco have already started moving parts of their product range to QR codes 

because they can store more information and are easier to scan from different angles 

(Andrea, 2025; Tescoplc.com, 2026). For camera-based checkout systems, this is important 

because the same image could be used both to detect the product and read the QR code at 

the same time, without needing extra hardware. However, if 2D QR codes become standard 

everywhere, image-based detection might become less important for packaged items and 

instead be mainly used for items without packaging, like fresh fruits, or when codes are 

damaged. This makes it interesting to explore how object detection and code scanning can 

work together in the future. 

Longer-term research could investigate few-shot learning approaches that allow the system 

to recognize new products with only a small number of labeled examples. Expanding the 

system to support fresh produce and weight-based products would also significantly increase 

practical usability. Overall, this project shows a strong foundation for future development of 

intelligent retail checkout systems and demonstrates the useful and practical potential of real-

time computer vision in retail environments. 



46 
 

 

7  Conclusions  

This thesis demonstrated that modern YOLO-based object detection models, especially 

when combined with transfer learning, can achieve highly accurate real-time retail product 

recognition even with a relatively small custom dataset. The trained YOLOv11m model 

achieved strong detection performance, reaching an mAP@0.5 of 0.990 together with real-

time inference speed of 27 FPS (36.5 ms per frame) on GPU hardware. Overall, these results 

show that automated checkout assistance using computer vision is not only theoretically 

possible, but also practical enough to work in realistic retail situations. A practical use case 

could be a self-checkout lane with a camera above the conveyor belt that automatically 

detects products in real time. Customers would not need to scan items one by one, as the 

system would recognize the products and add them to the basket automatically. Staff would 

only need to check cases where the system is unsure or does not recognize an item. This can 

make checkout faster while still keeping human control when needed. 

At the same time, the project also revealed several important limitations and practical 

challenges. Detection performance became less reliable in situations involving visually 

similar packaging, partial occlusion, difficult lighting conditions, or products placed farther 

from the camera. In addition, hardware requirements turned out to play a major role in 

overall usability. While GPU acceleration provided smooth real-time performance, CPU-

only testing achieved only around 1.25–2.5 FPS, which would not be fast enough for actual 

supermarket deployment. This highlights that successful retail detection systems depend not 

only on model accuracy, but also on infrastructure, optimization, and overall system design. 

Compared to many previous studies that mainly focus on benchmark datasets or general 

object detection tasks, this thesis explored a more practical retail-focused scenario using a 

small custom-built dataset and a working prototype application. One of the main 

contributions of this work is the complete end-to-end process, including dataset collection 

and labeling, model training, evaluation, and deployment into a real-time web-based 

checkout assistant. 

There are still several areas that could be improved in future work. For example, a larger and 

more diverse dataset could improve the model’s ability to generalize to unseen products and 

more difficult environments. It is important especially given that real supermarket products 
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involve tens of thousands of distinct SKUs, including locally sourced and weighted products 

that can vary in looks even within the same category. Maintaining reliable detections at that 

scale would likely require continuous model retraining or more flexible approaches such as 

few-shot detection or hybrid model. Future development could also focus on reducing false 

detections, improving robustness under real supermarket conditions, and optimizing the 

system to run more efficiently on lower-cost hardware. 
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