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This thesis examines how software engineering has developed strategic decision-making in
Formula One. Strategic choices such as pit stop timing, tyre selection, and fuel management
must be made within seconds under conditions of incomplete information. The thesis fills
gaps in existing studies by focusing specifically on software engineering tools.

The study is divided into two parts. The literature review covers the historical development
of software and key technologies, including telemetry, simulation, digital twins, and machine
learning. The second part presents a data-driven study using a self-built XGBoost model
trained on race data from 1994 to 2011 and tested on data from 2012 to 2024.

Results show that the most dominant variables affecting point gain were grid position and
strategy variance. The tool demonstrates how the impact of strategic error declined relative
to car and driver quality across different software eras. Finally, a championship simulation
compares historical results against a "perfect strategy" scenario to illustrate the evolution of
strategic decision-making over the last 30 years
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Témi opinndytetyd tutkii, miten ohjelmistotekniikka on kehittdnyt strategista
paitoksentekoa Formula 1:ssd. Strategiset valinnat, kuten varikkopysdhdysten ajoitus,
rengasvalinta ja polttoaineenhallinta, tiytyy tehdd sekunneissa epétdydellisen tiedon
olosuhteissa. Ty0 tdyttdd aukkoja olemassa olevissa tutkimuksissa keskittymalld
nimenomaisesti ohjelmistotekniikan tyokaluihin.

Tutkimus koostuu kahdesta osasta. Kirjallisuuskatsaus kisittelee ohjelmiston historiallista
kehitysté sekd keskeisid teknologioita, kuten telemetriaa, simulaatiota, digitaalisia kaksosia
ja koneoppimista. Toisessa osassa esitelldéin datapohjainen tutkimus, jossa hyddynnetdén
itse rakennettua XGBoost-mallia, joka on koulutettu kilpailudatalla vuosilta 1994-2011 ja
testattu vuosien 2012-2024 datalla.

Tulokset osoittavat, ettd pisteiden kerddmiseen eniten vaikuttavat muuttujat olivat 1dhtoruutu
ja strategiavaihtelu. Tyokalu havainnollistaa, miten strategisten virheiden merkitys on
vihentynyt suhteessa auton ja kuljettajan laatuun eri ohjelmistokausien aikana. Lopuksi
mestaruussimulaatio vertaa historiallisia tuloksia "tdydellisen strategian" skenaarioon ja
kuvaa strategisen paédtoksenteon kehittymistd viimeisten 30 vuoden aikana.
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SYMBOLS AND ABBREVIATIONS

Symbols

D(p): Tyre degradation cost function (seconds)
d: Era-specific tyre degradation rate (s/lap)

L: Total race lap count

n: Number of pit stops

p: Pit stop lap number

po: Race start lap (= 0)

pi: Lap number of the i-th pit stop

Abbreviations

Al: Artificial Intelligence

CFD: Computational Fluid Dynamics

ECU: Engine Control Unit

FIA: Fédération Internationale de I'Automobile
IoT: Internet of Things

ML: Machine Learning

UDP: User Datagram Protocol

XGBoost: Extreme Gradient Boosting
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1 Introduction

Formula One is a globally recognised motorsport where around 20 single—seat cars compete
across a variety of circuits. It represents the peak of engineering advancements and
technology, not only in motorsports but also across other industries. Engineers, drivers, and
pit crew all work toward the same goal: make the car cross the finish line as fast as possible.
The cars go through the track at hundreds of kilometres an hour and yet are controllable in
every corner thanks to precise engineering. The pressure is high, the stakes are through the
roof, and all eyes are watching. Everything comes down to precise planning, and every
millisecond counts in winning the race. Perfecting the cars involves several types of

engineering practices.

This thesis focuses on one discipline that has grown increasingly important throughout the
years: the impact of software engineering on strategic decision-making in Formula One, one
of the most data-driven and software-heavy industries in the world. The data collected on
and off the racing track provides the engineers with a huge amount of information they can
use. The data is used for strategic decision-making, covering areas such as car development,
performing pit stops, minimising tyre wear, managing fuel usage, and reducing energy
consumption. During races and qualifying, decisions need to be made within seconds or even
milliseconds. They are influenced not only by what the driver experiences on track, but also
by rapidly changing weather, track conditions, and competitor performance. Software helps
team principals and engineers by enhancing their decision-making capabilities. As software
technology and tools like Artificial Intelligence (Al), real-time analytics, and simulation
tools continue to develop rapidly, understanding them, their use, and impact is more

important than ever.

Previous research has already shown how new technologies and innovations have shaped
Formula One and other motorsports. New innovations have enhanced the data gathering and
analysis, enabling real-time collection and telemetry that can be processed through Al and
Machine Learning (ML) models to predict race outcomes and optimise strategy. Studies have
highlighted that digital twins, sensor networks, and simulation environments allow teams to

test a huge number of scenarios before a race without having to drive the car. These
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developments highlight the movement from intuition to data-driven decision-making. [1],

[2], [3], [4]

Despite the research already conducted and the growing attention to technology-enhancing
strategy in Formula One, limited research has focused specifically on how software
engineering practices have been shaping and will continue to shape strategic decision-
making in Formula One. Most previous studies discuss the technological evolution of the
sport from an engineering or management perspective but lack giving insight and analysing
how software tools directly influence race strategies, pit stops, and real-time tactical choices.

The study aims to address these gaps.

To examine and address these questions, this thesis will combine two different parts. The
first part is an extensive literature review, which is a combination of academic articles,
technical reports, and industry publications to examine and answer the main question at hand
“How have software engineering tools affected and continue to affect strategic decision-
making in Formula One.” The concrete goal is to analyse in-depth how software engineering
practices and technologies influence strategy. This includes tools introduced to Formula One
across different eras, ranging from basic telemetry software to advanced solutions such as
Al and ML. The research aims to understand how these tools contribute to improved race
strategies and competitive advantage. The study examines the differences between early,
low-software era, where first computers were introduced, to modern, highly software
intensive racing. The outcome is to see how software engineering really relates to strategic

choices made by the teams such as pit stop timing, tyre selection, and energy management.
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2 Background

Formula one is a global motorsport known for its extreme speeds and high-pressure
scenarios. It is extremely advanced in technological innovation and software solutions.
Formula One has one driver per car but each driver is supported by a huge team. The team
tries to get the best cars on track and decide the best strategy with the driver. To examine
how software engineering has affected the industry we need to examine Formula One deeper,
its history and the key strategic factors that affect the outcome of races. This chapter provides
the important background knowledge to have an overview understanding of the core

concepts we are going to cover.

2.1 The history of software in Formula One

2.1.1 Beginning of F1

Back when Formula One first started (1950) [5] it heavily relied on intuition and experience
of the driver and the rest of the team. Through an engineering lens, it relied almost solely on
mechanical engineering to make the best out of aerodynamics and downforce. Like McLaren
[1] mentions, that the early years of Formula 1 weren’t heavily influenced by computer
technology and remained completely as mechanical devices through the 1960s. The first
programmable computer was invented a year before the first Formula One season began and
it took floor space equivalent to two McLarens 2016 Formula One seasons cars. The driver
was the key instrument in analysing and understanding car performance. A simple mistake
by a driver, or a failure in his understanding on what the car was ‘saying’ to him, could easily

result in retirement.

2.1.2 F1 developing to become the peak of technology

Formula One started to quickly pick up on new technologies also related to computers and
software. In 1975, McLaren first deployed telemetry, which gathers data about the car. This

system had yet to appear in Formula One, it was being run in IndyCar, a separate motorsport
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series. The telemetry captured 14 different pieces of information about the car that could be
downloaded back at the garage. This was a significant development at the time, but the data
gathered was limited compared to modern cars. This is about the same amount of data a
smartphone can capture about its environment. In the 1980s, when on-car electronic became
lighter, smaller and more powerful, Formula One started to become the technologically
advanced sport we see today. The data had to be downloaded always at the garage, which
was a limitation, but it still handled important engine management data and basic telemetry.
As the engine management system advanced, the teams got more control over important
aspects. Fuel injection, ignition, power delivery, and fuel efficiency are things the team got
more data and information about through the advancements. By the mid-1980s, the telemetry
got a huge step forward. Cockpit displays electronic diagnostics that drivers could use, and
the first burst-telemetry systems allowed teams to access real-time data for strategic
decisions. These innovations were huge not only in the motorsport world, but across the
software field. They marked the beginning of Formula Ones data driven age. It laid the
foundation for future improvements and for the highly advanced, software-driven
environment that defines modern Formula One. Another big step happened in the 1990s as
computing power expanded rapidly both in cars and within teams. By the year 1993, Formula
One cars were upgraded with various advanced electronic systems, such as active
suspension, traction control, power steering, and power braking. These may seem normal
today, but they were big steps in the sport to bring it to modern standards. These all rely on
software-driven control units. This means that the technological leap required has never seen
volumes of data to be collected and analysed at much higher frequencies. This, of course,
pushed the teams to adopt to more powerful computers in the garage and factories. Even as
the governing agencies like FIA (Fédération Internationale de 1'Automobile) began to cut
down on driver aids, the trust and reliance on different kinds of computation tools continued
to grow inside the teams and the sport itself. This decade was the beginning of Formula

One’s transition into a fully data-intensive and software-dependent environment. [1]

Jenkins [3] examined how technological discontinuities, mainly forced by rule changes, have
shifted the competition balance between teams. This shows aspects of how both hardware
and software have changed the field. The study shows how rule changes often destroy
existing advantages and create new ones, and only a small group of teams such as Ferrari
and McLaren have been able to sustain their performance across several shifts. This clarifies

the view that Formula One is a unique field where technological advancements are the key
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to success. Continuous innovation is the link to a competitive advantage in areas like

hardware, data and software.

2.1.3 Modern era of F1

According to McLaren [1], modern Formula One teams use thousands of different cutting-
edge computers to measure, control, analyse and simulate every aspect of a grand prix car.
In modern Formula One cars, thousands of data parameters are measured every second, so
engineers at the track, the garage and headquarters can analyse issues the car without them

even needing to come to the pits.

Inani et al. [4] further explored the role of Industry 4.0 technologies in motorsport. The text
shows that different software concepts have improved the way teams gather data and analyse
it. These concepts like the Internet of Things (IoT), cyber-physical systems, and digital twins
are highly advanced and are used in multiple disciplinaries, as well as in motorsports. These
technologies enable real-time data collection from sensors and telemetry systems, which is
the core of data-driven motorsports. The data gathered then can be processed through Al and
machine learning models to predict race outcomes and optimise strategy across different
types of scenarios. The research made in the text demonstrates that modern motorsports,
including also Formula One are dependent on software that are integrated to strategy and
decision making. These decision systems are used both off the track in car development and

testing and on the track during practising, racing, and qualification.

Technical reports published by legendary teams like Mercedes-AMG [4] or McLaren [1],
show that software has taken a central role in the sport. They highlight that simulation
environments and telemetry systems are tools used and are increasingly more important in
car design, testing, and live race strategy. Together with the examples of previous research,
we can see a trend that software engineering has come an essential part of strategy and

getting that competitive advantage in Formula One.

Insight from Preosti’s interview with senior staff at Scuderia AlphaTauri [6] shows how
modern Formula One teams rely on advanced software technology. Racing technology like
simulation, data frameworks, and predictive models are used to optimize the performance of

the racer, pits, and the car to the absolute maximum. The interview highlights how teams run
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things like complex live telemetry systems, simulations that are, for example, Monte-Carlo-
based, tyre-performance models, and aerodynamic prediction tools throughout a race
weekend. The engineers highlight that even small, but important decisions are guided by
software tools. Things like tyre management, car balance, or reacting to changing wind
conditions are not decided on only intuition anymore but guided by software. These
interviews are important practical insight that strengthen the argument that modern Formula

One is dependent on data analysis and software engineering.

1950 1960 1970 1980 1990 2000 2010 2020

Alfa Remeo 158 Cooper T53 Lotus 72 Willlams FWoTE Mclarea MP4/SE Ferrarl Fi-2000 RedBull REOE Mercedes W11

Figure 1. The evolution of Formula One car design from the 1950s to the modern era [7]

This progression summarizes the huge differences the first Formula One car had, compared
to the modern design, from a purely mechanical device driven by intuition to a device with

advanced software-aided tools.

2.2 Strategic decisions in Formula One

A huge number of factors influence the decision making of Formula One teams. The team
must take into consideration and decide when to pit their drivers, which tires do they use,
and how to manage fuel consumption. Formula One strategy is a game of incomplete
information with n-players. The concept of perfect and imperfect information games refers

to what information the other players have about their opponents. Imperfect information
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refers to situations where players act without prior knowledge of the choices made by their
opponents [8]. A formula one team must decide and execute a strategy without knowledge
on the opponents’ decisions of what they are going to do, when, and why. This is because
the teams have a lot of private information that they do not share to others, like tyre
degradation, fuel targets, or energy deployment. This places the sport in the field of imperfect

information games.

2.2.1 Aspects of race strategy

Pit stops are a crucial part of the race strategy in Formula One. Teams must consider when
to make a pit stop where they can change tires, adjust the car, and even repair minor
damage. The timing and execution of pit stops can influence a race’s outcome, making them
an integral factor in any team’s strategy. Deciding when to make a pitstop depends on
multiple factors such as tyre condition, track position, and the actions of other teams.
Strategists must constantly monitor the race and adapt the strategy accordingly. The
decisions are often made in split-second reactions to changing scenarios to maximise the
opportunities or minimise risks. Factors like traffic, safety cars, and changing weather
conditions can all impact a team’s pit stop strategy, making it a dynamic and constantly
evolving part of Formula One racing. Through well-made strategic pit stops, teams can gain
a lead over a rival. Undercutting means making a pitstop earlier and setting faster lap times
with fresh and high grip tires. By pitting earlier, a driver may use fresher tyres to set faster
lap times and move ahead when the rival eventually stops. The overcut works in the opposite
way. The driver stays out longer on older tyres and pushes hard, hoping to gain enough time

to come out ahead when the competitor completes their pit stop. [9]

Tire selection is another critical part of race strategy. Each tire compound has different trade-
offs between grip and durability. In modern day Formula One, each team must use two
compounds per race making them pitstop at least once in a race. The different compounds
are soft, medium, hard, intermediate, and wet. Before a race, teams must analyse data on tyre
degradation, pit stop time loss, weather, and competitor performance to form the initial plan.
During the race, similar things like, tyre wear, weather changes like rain and temperature,

and carload must be monitored so the teams can adjust strategies in split seconds. Sudden



16

changes, such as weather shifts or safety-car periods, may require rapid decisions on which

tyre compound to choose and maintain competitiveness. [9]

Refuelling has not been part of Formula One since 2010, but fuel management remains an
important part of race strategy [10]. Teams must calculate fuel loads to balance between
performance of the car and with the need to finish the race. Strategists rely on data such as
track characteristics, expected race pace, and fuel-consumption models to determine the
optimal starting fuel level. Throughout the race, fuel usage is monitored continuously,
allowing teams to adjust their approach as conditions change. For example, a safety-car
period may prompt a team to conserve fuel, while an intense battle for position may require

using more fuel to maintain competitiveness. [9]

2.2.2 How are the decisions made

Strategic decision-making in Formula One relies on multiple aspects and continuous
evaluation of dynamic factors during and before the race. Conditions often change rapidly
due to weather, track evolution, traffic and different incidents occurring on the track. This
forces teams to adapt and adjust their plans instantly. Modern strategic decision making is
heavily driven by data analytics. Before each race, teams analyse variables such as pit stop
duration, safety-car likelihood, tyre degradation profiles, and expected competitor
performance to form a baseline strategy [9]. This plan is then refined during practice sessions
using live telemetry and real-time models that evaluate tyre wear, fuel consumption, power
unit behaviour, and driver performance [6]. During the race, strategists continuously monitor
the team’s car relative to competitors, using advanced software tools to support real-time
decision-making [1]. Communication is the final critical element of the decision process.
Strategy decisions rely on constant, clear interaction between engineers on the pit wall,
analysts, and the driver. Team radio is used to relay updates about pit stop windows, tyre
management, or sudden changes in conditions. At the same time, the driver provides
immediate feedback about grip levels, balance, and tyre behaviour, allowing strategists to
adjust their decisions accordingly. This coordinated communication network ensures that
strategy can be adapted instantly as the race unfolds [9]. In systems involving multiple self-
interested agents, an agent’s optimal action is influenced by the actions chosen by the others

[11]. In Formula 1, this means that a team’s strategic, such as pit stop timing, tyre choice, or
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race pace depend heavily on how rival teams act on track. This is what makes the decision-

making process highly complex and impossible to predict perfectly.

2.2.3 Why the shift to software engineering

With software engineering practices teams can do a huge number of tests from different
scenarios without even driving the car, making testing and strategy development easier,
cheaper, safer, and more efficient. Software engineering became a central role in Formula
One, because the complexity, volume, and speed of required analysis became impossible to
handle manually. As McLaren explains, real-time telemetry now streams thousands of
parameters from the car to engineers across the world within seconds, enabling rapid
collaboration and immediate strategic adjustments [1]. Teams have a limited track time for
testing and running the car which makes fast digital analysis essential. High-performance
computing clusters are used to run simulations, Computational Fluid Dynamics (CFD)
models, and predictive strategy tools at a scale that simply cannot be replicated manually.
Cloud computing further allows teams to scale computational resources on demand and
analyse massive datasets [1]. McLaren also highlights that modern teams rely on fully
custom software platforms. These integrate telemetry, simulator data, wind-tunnel output,
and component tests into unified analysis tools [1]. These systems illustrate how software
engineering has become important part for scenario testing, performance optimisation, and

real-time strategic decision-making.

2.2.4 Real world examples

We have many examples from the years of racing of how software engineering, decision-
support systems, and data-driven tools directly influence race strategy and competitive
outcomes. One of the most widely analysed cases is Ferrari’s strategic failure at the 2010
Abu Dhabi Grand Prix, documented by Aversa et al. [12]. In the example Ferrari relied
heavily on its decision-support system. Research shows that limitations in the model’s
assumptions, combined with pressure and organizational constraints, contributed to a critical
pit stop error that ultimately cost the championship. This illustrates how even advanced tools

can fail when real-time conditions don’t align with model expectations.
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Modern races highlight the opposite trend: teams now openly rely on predictive simulations,
tyre-life models, and scenario-based strategy tools. For example, current F1 strategy reports,
such as the 2025 Abu Dhabi pre-race analysis [13], show how teams use software-generated
optimal pit windows, undercut predictions, and tyre degradation simulations to guide
decisions. Strategy is no longer built only on intuition, but it is heavily driven by continuous

modelling and data analysis.

Together, these cases show why software engineering plays a central role in F1 strategy
today and why understanding these tools is essential for analysing competitive performance.

While these tools help the teams, they still have limitations and can’t be trusted on blindly.

2.2.5 The future

As Formula One becomes increasingly software driven, technologies influencing aspects
like simulation will continue to develop, and future advancements in race strategy are likely
to follow developments already emerging in other high-stakes domains. One of the most
interesting and promising directions is the use of imperfect-information strategy models.
These are Al systems capable of making optimal decisions when the true state of the situation
is uncertain. This is highly relevant to Formula One where teams never have full information

about competitors’ tyre conditions, fuel levels, performance potential, or strategic intentions.

In defence and security fields, companies such as Strategy Robot [14] have developed game-
theoretic Al tools that generate superhuman strategies in environments with incomplete
information, deception, and rapidly changing conditions. These systems can plan, predict,
and re-plan in real time and have already demonstrated superior performance in military
simulations, wargaming, and even complex multiplayer environments like poker [14].
Importantly, these models compute optimal strategies for all actors simultaneously,

considering how one side’s best decision depends on the opponent’s behaviour.

Today, teams rely heavily on Monte-Carlo simulations and predictive analytics, but these
tools typically assume simplified or partially known scenarios. Imperfect-information Al
could allow teams to model opponents’ likely strategies, compute robust counterstrategies,
and update predictions continuously as new telemetry is received. These algorithms reach

only peak capabilities already known to man, but imperfect-information models can reach
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superhuman performance. These models don’t rely on historical training data, which allows
the solutions to become superhuman. These superhuman strategies have already been shown

possible in poker [15].

Given that these systems are already deployed in military operations, autonomous planning,
and high stakes multiagent environments, it is reasonable to expect that F1 teams will begin
adopting similar approaches. As computational power increases and software become more
central to competitive success, imperfect-information game-theoretic AI may represent the

next major evolution in Formula One strategy.



20

3 Research method

This chapter explains the structure of the thesis. The work consists of two parts: a theoretical
part with an extensive literature review examining existing research on software engineering
and other relevant studies in Formula One, and a practical part, which analyses historical
Formula One data and quantifies the importance of strategy errors across all Formula One

s€asons.

3.1 Theoretical part

The literature review provides the main foundation for the thesis by examining software
engineering practices and tools and how they have impacted the strategic decision-making
in Formula One. Earlier research shows and describes the evolution of the sport from a
mechanical and intuition-driven field to a highly digital one where decisions are not only
made with experience and intuition, but also rely heavily on data, simulation, and advanced
computing. Studies such as Jenkins [3] show how technological changes and new regulations
have repeatedly reshaped competition, while other work e.g., Inani et al. [8] highlight the
impact of Industry 4.0 technologies like 10T systems, digital twins, and real-time telemetry.
Several texts highlight the growing importance of Al and ML in decision-making. These
tools can be used to predict many important aspects of the race, like tyre behaviour, pit stop
optimization, modelling several different race scenarios, and even forecasting race outcomes
under different conditions [16], [17] . Technical reports from well-known Formula One
teams like McLaren [1] and Mercedes [2] further show how different software solutions like
cloud computing, simulation, and large-scale data processing help car development off and

live race strategy on the track.

However, the existing research and publications have clear research gaps. The existing
studies focus on the technological advancements, like aerodynamics, power units, or the
advancements, but do not specifically focus on software engineering and how these tools
have shaped and still are consistently changing the crucial strategy decisions made in
Formula One. While some literature does highlight the progress in different software

solutions like data collection, telemetry, and different kinds of digital modelling, they rarely
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examine the big changes in decision-making and how teams have advanced their ways of
working during and out of the race. Earlier studies also lack the focus on how modern
software-driven racing decisions compare with earlier eras that relied far less on digital

systems.

3.2 Practical part

The practical part of this thesis aims to quantify how much strategy variance influenced race
outcomes across different eras of Formula One. A Python ML pipeline was built, that trains
a model on historical race data, identifying the importance metrics affecting race outcomes
and simulating each season under two strategies: drivers' actual tactics and a theoretically
ideal pit-stop plan. For each season (1994-2024), the simulation tests whether the champion
would change if every driver used a theoretically optimal pit-stop strategy. This software
tool provides the researcher with measurable and data-driven answers to the central research
question and backs up the existing research. The feature importance metrics derived from
the model further reveal which variables most significantly influenced race outcomes across
different software eras, providing a data-driven basis for comparing the relative impact of
strategy versus car and driver performance over time. The model has its own limitations and
especially the results of championship simulation should be read as illustrative estimates

only.
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4 Literature review

This chapter is the literature review part of the thesis. It reviews existing literature and other
relevant research related to software-supported decision-making in Formula One, focusing
on the essential tools used in current Formula One strategy on and off the track. This part
focuses on software tools like telemetry data, simulation, digital twins, algorithms, and the
use of Al methods, and how these tools are affecting decision-making in every modern
Formula One event. The literature review bridges the gaps in existing research and brings
these perspectives together as a whole. It also provides the foundation for the practical part
of the thesis, where historical data is analysed with a self-made software tool, and the impact

of software development on strategy is researched.

The reviewed literature examines many types of papers. It is conducted using peer-reviewed
articles, conference papers, and selected industry and practice-related publications to cover
both the theoretical and practical sides of the topic. These sources offer an overview of how
data-driven software tools are used to support strategic decisions in modern-day Formula
One racing. The sources have been gathered using academic literature websites such as LUT
Primo, Google Scholar, and IEEE Xplore, as well as industry reports and relevant websites

found by Google searches.

4.1 Software tools in Formula One

4.1.1 Telemetry/data

Telemetry has been and remains a continuously growing part of Formula One racing and its
decision-making. The usage of telemetry was as early as 1975 when the McLaren team

started using telemetry data [1].
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Figure 2. ATLAS software showing Formula One car's telemetry data GUI [18]

Telemetry helps to collect and transfer crucial data from the race car to the engineering crew
present at the pit wall and the car factory in near real time [19]. Telemetry includes collecting
data on metrics like the speed of the car, temperatures of the engine and brakes, different
pressures, aerodynamic forces, consumption of fuel, and the performance of tyres [19]. The
data is sent wirelessly while the car is driving on the track [15]. Telemetry gives insights to
the engineering crew about the condition of the car and is a vital source of data for their
decision-making process [17]. The data is transmitted using a combination of infrared
signals, radio-frequency communication, and fibre-optic networks, which allows near-

instant communication from the track to the engineers [20].

During a race weekend, a Formula One car can have more than 250 sensors. These sensors
can be divided into three different categories, which include control sensors, instrumentation
sensors, and monitoring sensors. The sensors are found in all key components of the car,
measuring parameters such as pressure, temperature, inertial forces, and displacement of the
components [21]. These sensors produce huge amounts of data with millions of data points
per second. The data is transmitted back to engineers during practice, qualifying, and races
[22]. In addition to real-time monitoring, telemetry data is stored and reused as input for
different technologies, like simulation and predictive models. With the data gathered, teams

can evaluate alternative strategies and support software-based decision-making both during
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and after race sessions [19]. Telemetry data streams provide engineers and strategists with
information for strategic decisions such as tyre strategy, fuel management, and pit stop

timing [23].

Telemetry analysis in Formula One takes place at different levels. At a local level, where car
performance is studied through each turn, looking into parameters like car balance and wheel
loading, during corners, and how things like balance evolve through different phases in the
corner. At a broader level, over a series of laps, telemetry helps in determining the evolution
of car performance by taking into account various parameters like tyre temperatures and
pressures, and also studying the effect of environmental factors like wind on the

aerodynamic balance and downforce of the car [6].

The telemetry data is also compared against past performance data and simulations to
determine if the performance witnessed is within expected ranges or falls into the range of
outliers. Even though each racetrack offers a set of distinct features, there exist similarities
that can be utilized to analyse whether the car’s performance is within expected boundaries.
In addition, telemetry also helps in setting up the car according to changing track conditions.
Instead of adjusting the car according to the changes in the track environment, the team uses

simulations and predictions to adjust the car setup in advance [6].

The loss of telemetry data can cause huge problems affecting decision-making. The lack of
telemetry data can limit the knowledge of engineers regarding the actual condition of the car
and its performance. It makes it challenging for them to effectively calculate fuel usage, tyre
wear, and pit stop timing based on the limited insight. This can result in bad strategic

decisions, potentially affecting race results. [20]

Telemetry also plays an important role in ensuring the drivers safety. Telemetry helps detect
the initial symptoms of possible mechanical problems, like brake overheating or reduced oil
pressure. Without telemetry, such symptoms might go unnoticed, which can lead to a higher
probability of mechanical failures, which can be critical incidents in the process of intense

racing. [20]

Telemetry data is also watched closely by the FIA. The organization checks the data
transmission during races to spot any irregularities and violations of technical regulations.
In case of a telemetry blackout, the organization will carry out an investigation to establish

if the problem is due to technical faults or if it was done intentionally. There is no indication
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or evidence that there has ever been an intentional manipulation of telemetry data in modern-
day Formula One races, however, given the current use and the increasing reliance on digital
communication channels, this aspect cannot be ignored and is an important part of modern

Formula One racing operations. [20]

4.1.2 Algorithms

Race strategy in Formula One can be understood as a decision-making problem under
uncertainty. In Formula One teams must choose actions without complete knowledge of
future events or competitor behaviour. Uncertainty includes types of events such as, tyre
degradation, weather conditions, safety car deployments, and the strategic responses of rival
teams. As a result, algorithmic approaches designed for these kinds of environments and
incomplete information are particularly relevant and play a big part for supporting strategic
decisions in Formula One. Existing literature highlights the use of probabilistic and game-
theoretic algorithms, particularly Monte Carlo—based simulations and incomplete game

models, to support strategic decisions under uncertainty.

Monte Carlo simulation is mentioned frequently in literature about software aided strategy
decision-making. Monte Carlo simulation methods are widely used in motorsport to evaluate
race strategies under uncertainty. Heilmeir et al. [24] propose a race simulation framework
in which probabilistic effects such as accidents, mechanical failures, safety car and virtual
safety car phases, lap time variability, and pit stop duration variability are explicitly
modelled using statistical distributions. By performing thousands of simulations runs, Monte
Carlo methods generate distributions of race outcomes rather than single-point predictions,
enabling the evaluation of strategy robustness under uncertain conditions. Deterministic
optimisation techniques are poorly suited for this problem domain due to the non-linear and
discontinuous nature of race dynamics. Race strategies cannot be optimised using classical
methods because strategies must be adaptable during the race and must account for random
events that significantly influence outcomes. Monte Carlo simulation addresses these
challenges by allowing probabilistic influences to be evaluated repeatedly, providing

strategists with insight into both expected performance and risk. [25]

Industry implementations reflect similar principles. Strategy tools such as Catapult’s

RaceWatch platform use Monte Carlo and quasi-Monte Carlo simulations to evaluate



26

alternative strategies by varying parameters including tyre behaviour, pit stop losses,
competitor strategies, overtaking difficulty, and the probability of safety car interventions.
These simulations are updated as new telemetry and timing data becomes available, allowing
teams to reassess strategy options in near real time. Importantly, such tools are used as
decision-support systems rather than the system making autonomous decisions, with final

decisions remaining under human control. [23]

This view is further supported by publications from Formula One teams. According to the
Aston Martin Aramco Formula One Team, race strategy formulation begins with a Monte
Carlo-based baseline strategy that estimates the fastest race plan under given tyre and circuit
conditions. This baseline is also refined by incorporating additional variables such as
weather evolution, safety car probability, overtaking thresholds, and competitor pace
models. They also highlight that the probabilistic simulations serve only as a support system,

rather than replacing human strategic judgement and experience. [26]

Studies on race strategy modelling note that discrete-event and lap-by-lap simulations
simplify real race conditions, whereas Monte Carlo sampling allows probabilistic events
such as safety cars, accidents, and performance variability to be represented in a
computationally efficient way. This balance makes Monte Carlo approaches suitable for both
pre-race planning and in-race strategy evaluation, where strategy updates must be computed

rapidly as new information becomes available. [27]

Game-theoretic models with incomplete information are used to represent strategic
situations in which at least one participant lacks full knowledge about the payoffs, intentions,
or constraints of other players. A game of incomplete information arises when players are
uncertain about key characteristics of their opponents, such as their preferences, costs, or

strategic objectives, even though they may observe their actions during the game. 8]

This is highly relevant to Formula One. Game-theoretic approaches have been applied to
Formula One to analyse strategic interactions between competing cars. Fieni et al. model
racing scenarios as multi-agent systems using Nash and Stackelberg game formulations,
capturing both competitive and leader-follower dynamics between vehicles. Competitive
dynamics describe teams fighting for the same position, while leader-follower dynamics

describe situations where one team's decision, such as an early pit stop, forces rivals to
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respond. These models demonstrate that race strategy can be framed as a strategic interaction

problem in which the decisions of one agent influence the outcomes of others. [28]

4.1.3 Simulation

Simulation is one of the most important and fundamental aspects of strategy in Formula One.
It allows teams to evaluate car performance and race strategy in an environment where on-
track testing is limited. By combining telemetry data, physics-based models, and statistical
methods, simulations allow teams to explore alternative configurations and strategic

scenarios before and during race weekends. [2]

When building a car and maximising its performance, simulations are widely used in aspects
like modelling aerodynamics, vehicle dynamics, and component behaviour. CFD plays a
central role in analysing airflow, downforce, and drag characteristics, allowing teams to
assess aerodynamic concepts and trade-offs without relying solely on wind tunnel testing.
Industry case studies show that CFD-based simulations are used to evaluate aerodynamic
interactions and support car development and setup optimisation across multiple motorsports
[29]. This is particularly important for Formula One, since the teams are under strict
regulatory constraints set by the FIA, which restrict things like on-track or wind tunnel
testing times [30]. In addition to aerodynamic modelling, simulation is used in the design of
other components, such as the engine control unit (ECU). Studies on engine and ECU
development demonstrate how physics-based and control-oriented simulation models are
employed to analyse sensor-driven control logic, closed-loop and open-loop operation, and
system responses under varying operating conditions. Such simulations enable engineers to
test control strategies, evaluate fault tolerance, and validate system behaviour in a virtual
environment before deployment on physical hardware, reducing development time and risk

[31].

Simulation is also essential for race strategy planning. Lap-by-lap and event-based race
simulations are used to predict race evolution under varying conditions, including tyre
degradation, fuel consumption, pit stop timing, traffic effects, and safety car scenarios.
Industry sources describe how these simulations integrate telemetry data from practice

sessions with predictive performance models to compare alternative strategies, such as
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different pit stop sequences or tyre compound choices [32]. This enables teams to assess not

only expected outcomes but also the sensitivity of strategies to changing race conditions.

Team-level simulation infrastructures further illustrate the depth of simulation use in
Formula One. Mercedes-AMG Petronas Formula One Team describes a multi-layered
simulation approach that combines driver-in-the-loop simulators, vehicle performance
models, and strategic simulation tools. These systems are used to evaluate car setups,
rehearse race scenarios, and support decision-making across the entire race weekend,

allowing engineers to test configurations virtually before committing to them on track. [2]

Similarly, industrial case studies show that leading teams such as Red Bull Racing rely on
advanced simulation environments developed in collaboration with engineering software
providers. These platforms integrate aerodynamic simulation, structural analysis, and
performance modelling to support rapid design iteration and strategic evaluation, enabling
teams to explore a wide solution space while remaining within cost and development limits

imposed by regulations. [33]

Literature emphasises that simulations necessarily simplify reality and depend on model
assumptions and data quality. Simulation results are therefore used as decision-support
inputs and are interpreted alongside real-time telemetry, engineer expertise, and driver
feedback. This reinforces the role of simulation as a complementary tool that enhances,

rather than replaces, human decision-making in Formula One strategy. [2], [32]

4.1.4 Digital twins

Digital twins refer to virtual representations of physical systems that are continuously
updated using data from their real-world counterparts. Unlike traditional simulations, which
are typically executed offline and rely on static inputs, digital twins integrate real-time or
near real-time data to maintain synchronisation between the physical and virtual systems.

This enables monitoring, prediction, and decision support throughout system operation. [34]
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Figure 3. Monolith Al enables Formula One Teams to monetize their CAD, simulation,
and test data, using it to predict the behaviour of designs without performing new

simulations or physical tests. [35]

A commonly accepted architectural definition describes a digital twin as consisting of three
core components: data, models, and services. Data includes historical, real-time, and
contextual information collected from sensors and operational systems. Models represent the
physical, behavioural, or performance characteristics of the system, while services provide
functionality such as simulation, analysis, and optimisation based on the integrated data and
models. Continuous communication between the physical asset and the digital twin ensures

that the virtual representation accurately reflects the current system state. [34]

Digital twins are increasingly used in environments like Formula One. In Formula One,
digital twins are data-driven systems that combine telemetry, simulation, and cloud-based
computing to mirror the behaviour of the physical car in near real time. Industry accounts
highlight that sensor data collected from the car is continuously fed into virtual models
hosted on scalable computing infrastructures, allowing the digital representation to evolve
alongside the physical vehicle throughout a race weekend. By synchronising telemetry with
performance and system models, digital twins enable teams to explore short-term predictive
scenarios, such as changes in tyre degradation, fuel usage, or race strategy outcomes, based

on the current operational state rather than static pre-race models. [36]
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Recent research explicitly proposes digital twin—based decision support systems for Formula
One strategy. Frameworks have been presented in which live race data, including telemetry,
timing information, weather conditions, and competitor states, is fed into fast-forward
simulation environments that function as digital twins of the race. These systems combine
simulation with ML and optimisation techniques to evaluate potential race evolutions over
the next laps and provide probabilistic assessments of strategic options such as pit stop

timing. [37]

4.1.5 AI/ML

Al and ML techniques are increasingly applied in Formula One to support data-driven
analysis and decision-making in an environment with large data volumes, complex system
interactions, and strict time constraints. Rather than replacing physics-based simulation or
human expertise, Al and ML methods are primarily used to enhance predictive accuracy,
extract patterns from historical and operational data, and improve the efficiency of existing

analytical workflows. [38], [39]

Industry sources highlight that Formula One teams employ ML to analyse telemetry,
simulation outputs, and historical race data to identify performance trends, support setup
optimisation, and assist strategic planning. These applications include lap-time prediction,
tyre degradation modelling, reliability analysis, and the rapid evaluation of alternative
strategic options, allowing strategists to focus on higher-level decisions under time pressure
[38]. Commercial analytics platforms further demonstrate the use of ML to model tyre wear,
fuel consumption, and competitor behaviour, providing fast approximations that

complement more computationally intensive simulation methods [39].

Academic research supports these practices by demonstrating the effectiveness of machine
learning for offline performance analysis and race outcome prediction. Kumar and Preethi
apply supervised ML techniques to historical Formula One data and show that ensemble-
based models can achieve high predictive accuracy for driver and constructor performance.
[40]. Similar studies like Bansal et al. [41] confirm that advanced ensemble and gradient-
based methods are effective at capturing nonlinear relationships between race variables and
performance outcomes, supporting long-term strategic analysis rather than real-time

decision-making. Studies based on large historical datasets show that gradient boosting and
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ensemble learning methods are particularly effective at capturing nonlinear relationships
between race variables, track characteristics, and performance outcomes. These models
provide accurate predictions of race results and championship points, supporting long-term

strategic analysis and comparative performance evaluation across seasons [42].

More recent research integrates machine learning within broader decision support system
frameworks. In digital twin—based approaches to Formula One strategy, ML models are
combined with simulation and optimisation to enable adaptive strategy evaluation. In such
systems, machine learning is used to estimate uncertain parameters, refine simulation inputs
based on incoming data, or replace computationally expensive components of physics-based
models. This hybrid approach allows fast-forward simulation of race scenarios and supports
near real-time evaluation of strategic options, while maintaining human oversight in

decision-making. [37]

Despite their growing importance, AI/ML in Formula One function as decision-support tools
rather than autonomous decision-makers. Model predictions remain sensitive to data quality,
modelling assumptions, and changes in race conditions that may not be fully represented in
training data. Consequently, human strategists remain responsible for interpreting model
outputs, assessing risk, and making final strategic decisions. Al and ML therefore enhance
situational awareness, predictive capability, and analytical efficiency, but do not replace

expert judgement in Formula One strategy.

4.2 Summary of decision-making supported by software

Decision making in Formula One is widely influenced by software technologies like
telemetry, simulation, algorithmic modelling, and data-driven predictions. Teams use
extensive sensor data for situational awareness of car performance, component health, and
race conditions in near real time[21], [22]. The data forms the foundation for software-based
analysis and feeds directly into higher-level decision-support tools used by engineers and

strategists [1], [6].

Simulation plays a central role in modern Formula One. It transforms telemetry into strategic
insights. Vehicle testing and performance simulations, lap-time models, and race evolution

simulations allow teams to evaluate different strategies in various situations, helping the
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team optimise both car performance and strategy [2], [32]. Because on-track testing is
limited by the FIA regulations, simulation-based decision support is essential for both pre-

race preparation and in-race strategy updates [1], [30].

Algorithmic approaches such as Monte Carlo simulation and incomplete-information game-
theoretic models are particularly well suited to Formula One’s decision-making
environment. These models are well suited for uncertainty, nonlinearity, and strong
interaction between competitors. Monte Carlo methods enable teams to evaluate strategy
robustness by generating distributions of possible outcomes rather than relying on single
deterministic predictions [24], [25]. Game-theoretic models further capture the interactive
nature of racing, where strategic decisions depend not only on a team’s own actions but also

on the anticipated responses of rivals [28].

Developments such as digital twins and machine learning enhance these capabilities by
enabling continuous model updating and faster evaluation of strategic scenarios [36], [37] .
Digital twin frameworks combine live telemetry with simulation and predictive models to
mirror the current state of the car and race, allowing teams to assess short-term future
scenarios based on real-time conditions. Machine learning techniques complement physics-
based models by estimating uncertain parameters, accelerating simulations, and identifying

nonlinear patterns in large datasets [38], [39].

With all these tools, software serves as a decision-support system for the teams, while final
decisions remain under human control, with engineers and strategists interpreting model
outputs, assessing uncertainty, and balancing performance objectives against risk [2], [26],

[37].

4.3 Gaps in existing studies

Despite extensive research on Formula One and its decision-making, several gaps remain in
the current literature. While many studies examine individual tools such as telemetry
analysis, race simulation, or predictive modelling, fewer works consider how these elements
come together into a structured system to support decision-making during both the race

weekend and car development.
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Another gap in the existing research is the lack of an assessment on how the quality of
strategic decision-making has changed across different software eras. Although the
development of software tools is well documented, their real effect on reducing strategic
errors over time has not been empirically tested using historical race data. This thesis
addresses that gap through its practical section, where an XGBoost model is applied to

measure strategy variance across five software eras from 1994 to 2024.
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5 Practical part

The practical part of this thesis aims to quantify how much strategy variance influenced race

outcomes across different eras of Formula One.

Pipeline
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(CSV 1950-2024) (orchestrator) (model) (simulator) outputs/

pitstop records +
race results

Cleans and merges data.
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feature dataset +
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Raw Data analyser.py xgb.py fl.py outputs/
(C5V 1950-2024) (orchestrator) (model) (simulator)

Figure 4. The system pipeline. Made in PlantUML [43]

A software pipeline was developed that trains an ML model on historical race data and uses
it to simulate championship outcomes under two scenarios: the actual strategy each driver
executed, and a theoretically perfect pit stop strategy. For each season from 1994 to 2024,
the simulation asks whether the championship winner would have changed had every driver
made optimal strategic decisions. The model provides a measurable, data-driven answer to

the central research question. [44]
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5.1 Data collection and sources

The analysis software draws the relevant data from five different data sources. These sources

with relevant information about them can be seen in Table 1.

Table 1. Data sources used in the pipeline, covering the years, record counts, formats, and

references for each dataset.

Data Years Count Format Source
Pit stop timing 1994-2010 9,520 records CSV [45]
Pit stop timing + | 1950-2024 10,264 pit stop | CSV [46]
race results records

Grid positions 1994-2024 12,150 entries API [47]
Race conditions 2018-2024 7 seasons API [48]
Race conditions 19942017 Static lookup Hardcoded [49]

These together cover pit stop timing, race results, starting grid positions, and race conditions

across the full 1994 to 2024 period.

5.1.1 Pit stop timing (1994-2010)

Historical pit stop data for the period 1994 to 2010 was sourced from a dedicated pit stop
CSV dataset containing 9,520 records [45]. Each record captures a pitstop event with the
race year, circuit name, driver name, lap number on which the stop occurred, stop duration
in seconds, and cumulative total stop time. This dataset is important as it is the primary
source for the historic pitstop data. It forms the primary basis for variance metric
computation in the earlier part of the analysis period, covering the Pre-software, Simulation

tools, and Full analytics eras.

5.1.2 Pit stop timing and race results (1950-2024)

Dataset containing pit stop timings and race results from 1950 to 2024 [46] serves a dual
purpose in the software pipeline. First, it provides race results for all seasons, which includes

finishing position, constructor, laps completed, and total pit stop count per driver per race.
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From this data the championship points are calculated using the points system applicable to
each season. Second, for the period 2011 onwards, the dataset supplies individual pit stop
timing data extracted from a structured JSON column within the dataset, contributing an
additional 10,264 pit stop records. Together, these two datasets cover different periods and

are combined into a single unified dataset of 19,784 pit stop records spanning 1994 to 2024.

5.1.3 Grid position

Since starting grid positions were not available in either of the CSV sources, they were
fetched from the Jolpica Ergast API [47]. It provides structured and easily accessible
historical Formula One race data. A total of 12,150 grid position entries were retrieved across
the 31 seasons and cached locally to avoid repeated API calls on subsequent pipeline runs.
Grid position is used in the model as the primary metric for car and driver quality, as it
reflects qualifying pace, which is the clearest single-race indicator of the underlying

performance level of the car and the driver.

5.1.4 Race conditions (2018-2024)

For the 2018-2024 period, race conditions were retrieved from the FastF1 Python library
[48]. It provides session-level data derived from official FIA timing feeds. For each race,
two variables were extracted: a binary wet race indicator, determined from the session
weather data stream based on whether rainfall was recorded at any point during the race, and
a safety car lap count, derived from lap status codes in the lap-by-lap timing data. Both
variables were cached locally after the first fetch to avoid repeated API calls on subsequent
pipeline runs. The safety car lap count is included as a feature in the model because safety
car periods affect the strategic decision of pit stops. If a safety car is deployed during a lap,
it creates a low-cost window for pitting that compresses the field and can render an earlier
or later planned stop suboptimal. Although safety car lap count was collected for the 2018—
2024 period, the feature carries no variance in the training data (1994-2011) and
consequently receives zero importance from the model. It is retained in the feature set for

completeness but does not contribute to the model's predictions. Future implementations of



37

the software could utilize safety car data from earlier seasons to improve the feature's

contribution to the model.

5.1.5 Race conditions (1994-2017)

For the period 1994 to 2017, no structured data source provides reliable lap-by-lap weather
or safety car data, so a static lookup table was hardcoded into the pipeline. Wet race
classifications for 1994 to 2013 were sourced from [49], who compiled a comprehensive
historical record of wet Formula One races consistent with the wet race definition used in
this thesis. A race is classified as wet if there was a wet surface at any point during the race,
including the start. Races from 2014 to 2017 were added by the author using the same
definition. For this entire pre-2018 period, safety car lap counts are set to zero, as no
structured historical source exists from which reliable lap-by-lap status data can be extracted.
This means that the safety car feature carries no variance in the training data, which covers
1994 to 2011. This is acknowledged as a limitation of the dataset rather than an indication

that safety car periods have no strategic relevance.

5.2 Variance metrics

The central analytical contribution of this thesis is the computation of three strategy variance
metrics for each driver-race observation. These metrics quantify how far each driver deviated
from theoretically optimal pit stop behaviour, and at what cost. All three are grounded in the

tyre degradation model of [50], which forms the mathematical foundation of the pipeline.

5.2.1 Tyre degradation

The cost of running a tyre beyond its optimal window is modelled as a quadratic function of
lap number, following [50]. For a given stint beginning at lap 0 and ending at lap p in a race

of L total laps, the degradation cost is:

D(p) = 8 X p?/L (1)
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where 0 is the era-specific degradation penalty in seconds per lap and L is the typical race
length for that season. The quadratic form reflects the observation that tyre degradation
accelerates as a stint lengthens. This means that early laps on a fresh tyre have a relatively

low time cost, while the final laps of a long stint carry a disproportionately high time cost.

The degradation rate J is not constant across the analysis period. Tyre compounds,
construction, and regulations changed substantially between 1994 and 2024, and the per-lap
time cost of degradation decreased as compounds became more durable, and drivers
developed better management techniques. No academic source provides empirically derived
degradation rates across the full 1994-2024 period, as such data requires access to
proprietary team telemetry [51]. The era-specific values of 6 used in this thesis are therefore
approximations, informed by known regulatory milestones and directionally consistent with

the observed trends in the literature.

Era-specific values of ¢ were assigned based on the quadratic degradation [50] and adjusted

for known regulatory transitions. The specific tyre degradation rates can be seen in Table 2.

Table 2. Era-specific tyre degradation rate values (8) used in the variance metric

calculations, adjusted for known regulatory transitions between 1994 and 2022.

Period o (s/lap)
1994 0.45
2000 0.42
2005 0.38
2007 0.35
2010 0.30
2011 0.28
2014 0.25
2017 0.22
2022 0.20

The highest value, 6 = 0.45 s/lap, is assigned to the 1994-1999 period. This era featured a
tyre war between Goodyear and Bridgestone producing compounds optimised for peak
performance over durability [52], [53]. Grooved tyres were introduced in 1998 by the FIA

to reduce mechanical grip [54], which paradoxically increased degradation costs as the



39

reduced contact patch placed higher thermal stress on the remaining rubber. Goodyear

stopped producing tires for Formula One in 1998.

The value decreases to 6 = 0.42-0.38 s/lap for 2000-2005. Michelin started as a tyre
manufacturer in 2001, and the era reflects the Bridgestone-Michelin tyre war [55] in which
durability remained secondary to outright pace, offset slightly by improvements in tyre

construction across the period.

A further reduction to & = 0.35-0.30 s/lap covers 2007-2009. Bridgestone became sole
supplier in 2007 [56], removing competitive pressure to sacrifice durability. The return to
slick tyres in 2009 increased the contact patch, distributing thermal load more evenly and

reducing the per-lap degradation penalty [55].

The value drops to 6 = 0.28 s/lap from 2011 when Pirelli replaced Bridgestone [55]. Pirelli
were contracted by the FIA to produce compounds designed to degrade at a target rate, with
a soft compound to become approximately two seconds per lap slower over ten percent of

race distance [57].

The values continue declining to 6 = 0.25-0.22 s/lap for 20142021, reflecting Pirelli's
compound development towards greater consistency following driver complaints in 2013.
The lowest value, & = 0.20 s/lap, applies from 2022 with the introduction of 18-inch low-
profile tyres [58], which fundamentally changed thermal behaviour and reduced degradation

sensitivity.

Actual race lap counts are extracted per race directly from the Kaggle dataset [46], which
contains the scheduled lap count for each Grand Prix. These are passed into the pit window
calculation so that each driver-race observation uses the correct race length for its specific
circuit rather than a seasonal approximation. The FIA Sporting Regulations specify a target
race distance of approximately 305 km [30], from which lap counts follow based on circuit
length. This results in significant variation within a single season, from 44 laps at Circuit de
Spa-Francorchamps to 78 laps at Circuit de Monaco in a typical modern calendar [59].
Where the Kaggle dataset does not contain a valid lap count for a given race, a seasonal
fallback value is used which represents the average estimation for a race length, ranging

from 62 laps in the 1994-2008 period to 57 laps from 2017 onwards.



40

5.2.2 Optimal pit window

Given n planned pit stops in a race of L laps, the optimal pit lap sequence is defined as the
set of laps {p1, p2, ..., pn} that minimises the total accumulated degradation cost across all

stints:
minX;D(p; — pi-1) 2

where po = 0 and the final stint runs to lap L. This follows the pit stop decision framework
formalised by [24] and [60], who establish that a pit stop is beneficial when the cumulative
lap time saved by fresh tyres outweighs the time lost in the pit lane. For races with four or
fewer stops, this minimisation is solved by exhaustive search over all valid lap combinations.
For races with more than four stops, which rarely happens in Formula One, an equally spaced

approximation is used:

pi = floor(L X i/(n + 1)) 3)
5.2.3 Pit Window Error
For each driver, the actual pit laps are compared to the computed optimal pit laps. The
average absolute deviation across all stops is:
avg error laps = (1/n) X Z;|actual lap; — optimal lap;| 4)

where n is the number of pit stops, actual lap; is the lap on which the driver pitted, and

optimal lap; is the computed optimal lap for that stop.

This is converted into a time penalty using the era-specific degradation rate:
window penalty sec = avg window error laps X § %)

This penalty represents the time cost of timing pit stops poorly relative to the theoretically
optimal window. A driver who pitted two laps later than optimal in an era where 6 = 0.30

s/lap would incur a window penalty of 0.60 seconds per stop on average.
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5.2.4 Execution penalty

The execution penalty, measured in seconds, captures crew performance independently of
strategic timing. For each race, the fastest pit stop duration recorded among all drivers is
taken as the baseline. Each driver's execution penalty is the difference between their average

stop duration and this baseline:

exec penalty = max(0, mean(driver stop durations) — min(all stop duration race))

(6)

The max (0, ...) floor ensures no driver receives a negative penalty, which could otherwise
occur due to measurement noise in the raw timing data. This metric captures inefficiency in
the physical execution of the pit stop, such as slow tyre changes, jack failures, or unsafe

release delays, rather than the strategic decision of when to stop.

5.2.5 Missed undercut

The missed undercut metric captures a failed undercut as a strategic failure. As described by
[60] , an undercut occurs when a driver pits earlier than a competitor to gain track position
through fresh tyre pace. If a driver's pit window error exceeds two laps, meaning they
stopped at least two laps later than optimal, they are considered to have missed a potential

undercut opportunity. In such cases, a flat penalty is applied:

missed undercut sec = 0.5 X n, if avg window error laps > 2, else 0

(7

where 7 is the number of pit stops made by the driver in that race. The 0.5 seconds per stop
is a simplified heuristic and represents an acknowledged limitation of this metric. The actual
cost of a missed undercut depends on the specific competitive situation, tyre delta, and track
characteristics of each race, none of which are captured at this level of abstraction. This
metric is therefore treated as a binary indicator of strategic conservatism rather than a precise

time loss estimate.
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5.2.6 Combination

The three-component metrics are summed into a total variance_s variable which is saved in
the dataset for reference. However, it is not used as a model feature. This is because it is a
linear sum of the three components. Including it alongside them would introduce
multicollinearity, inflating the apparent importance of variance and making individual
feature importances unreliable [61]. The three components are therefore used as separate

independent features.

5.3 XGBoost

After testing with different ML models like Random Forest, XGBoost (eXtreme Gradient
Boosting) was selected, since it performed the best with the data gathered. Traditional
models like random forest are easy to interpret but may lack accuracy on complex data.
XGBoost is an optimized gradient boosting algorithm that uses decision trees as base
learners, constructing them one after another sequentially. Each tree is trained to correct the
mistakes made by its predecessor. This technique is commonly known as boosting. XGBoost
supports parallel processing to accelerate training on large datasets. It also offers flexible
parameter customization that enables users to fine-tune the model for optimal performance
on specific problems. XGBoost combines multiple weaker models making them into a

stronger one. [62]
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XGBoost

Training Data Final Model

Train on original data

_ Predictions + Residual errors

-

Tree 1 makes initial AN
predictions. Errors
are calculated.

Train on residual errors from Tree 1

_ Corrected predictions + new residuals

-

Tree 2 learns to
correct mistakes
made by Tree 1.

Train on residual errors from Tree 2

_ Further corrected predictions

-

Tree 3 corrects hN

remaining mistakes
from Tree 2.

Weighted prediction

Weighted prediction

Weighted prediction

>

I

Final prediction =
Sum of all tree
predictions x learning rate

__ Final output: points scored prediction

Training Data Final Model

Figure 5. XGBoost sequential tree building process. Made in PlantUML [43]

In the system, the model was configured with several key settings to make it perform as well
as possible on historical Formula One data. This was not easy, since Formula One data is
very complex with many aspects affecting it. The model was set to build 400 decision trees,
each one learning from the errors of the previous. Learning rate (0.05) was set to be low,
meaning that each tree makes only small corrections rather than large adjustments. While a
higher learning rate would make the training quicker, the lower rate lets the model train and
adapt [63]. To further prevent the model from memorising the training data rather than
learning general patterns, regularisation penalties were applied, and each tree was trained on

a random 80% sample of the data rather than the full dataset.
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The data was split into two sections. The first section with seasons from 1994 to 2011 was
selected to train the model and the second section with seasons from 2012 to 2024 was used
for testing. A temporal split was chosen deliberately over random splitting, as random
splitting would include data from future seasons, it would essentially already know the
answer it is tested on, making the results appear better than they are and would not reflect
how the model performs on genuinely unseen data. The split ensures that the model is
evaluated on data it has never seen. 2011 was chosen as the cutoff because it marks the end
of the Full Analytics era and the introduction of Pirelli tyres, representing a natural structural

break in the data. The results of this evaluation are discussed in the findings section.

XGBoost was selected over simpler alternatives after testing different models. Linear
regression assumes a linear relationship between the features and the target variable. This is
not an appropriate solution here, since the relationship between grid position, strategy
variance, and points scored is nonlinear and varies significantly across eras and rule changes.
Random Forest was also tested before XGBoost but produced significantly weaker results
on the data used. XGBoost proved to be the most suitable solution because of its sequential
boosting approach. It works relatively well with complex data characterized by nonlinear
interactions across many seasons and rule environments. It also provides reliable feature
importance scores through its gain-based method, which is central to the era-by-era analysis

in this thesis.
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6 Findings and discussion

Findings and results from the practical part are discussed and explained, what they mean in
relation to the literature review part and to the central question of the thesis: has software

engineering reduced the impact of strategy variance on Formula One?

6.1 Results

6.1.1 Model performance

The XGBoost model was trained on 5,278 lines of driver-race data from the 1994 to 2011
seasons and tested on 4,976 lines of data from 2012 to 2024. The model achieved a training
R? 0f 0.701 and a test R? of 0.383. These are standard measures of model performance that
indicate how well the model explains the variance in the target variable. In this case the
target variable is simply: points scored per race. A value of 1 would mean a perfect prediction
and 0 would mean that it is no better than simply predicting the average points score for
every driver. A training R? of 0.701 therefore indicates that the model explained 70.1% of
the variation in points scored across the training seasons. A test R? of 0.383 indicates it

retained moderate predictive power on seasons it had never seen. [64]

Feature importances were calculated using XGBoost's gain-based method. This measures
how much each feature contributed to the model’s predictions. A feature with high gain
importance means that whenever the model used that feature to decide, it resulted in a
meaningful improvement in accuracy. This is more reliable than simpler importance
measures that only count how often a feature is used, regardless of whether it actually helped.

[63].

The full feature rankings are shown in Table 3 presenting each feature with its predicted

importance score.
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Table 3. XGBoost feature importance rankings using the gain-based method.

Feature Importance
Grid position 0.344
Era code 0.297
Execution penalty (s) 0.113
Wet race 0.106
Avg window error (laps) 0.074
Window penalty (s) 0.066
Safety car laps 0.000

6.1.2 Era-by-Era Feature Importance

Separate XGBoost models were trained for each software era. The software eras defined
here are based on known software development milestones in Formula One, supported by
the historical overview of computing in the sport provided by McLaren [1]. Eras are
compared based on the relative importance of strategy variance features against grid position
importance across time. The key metric is the variance-to-grid ratio, calculated as the sum
of the three strategy variance feature importances divided by grid position importance. The

importance results are presented and compared in Table 4.

Table 4. Era-by-era comparison of variance importance, grid position importance, and the

variance-to-grid ratio across the five software eras from 1994 to 2024.

Era Years Variance Grid importance | Ratio
importance

Pre-software 1994-1999 0.414 0.573 0.723

Early tools 2000-2005 0.302 0.414 0.728

Full analytics 2006-2011 0.372 0.624 0.596

Predictive models | 2012-2017 0.302 0.698 0.433

Al / Monte Carlo 2018-2024 0.181 0.740 0.244

The ratio declined from 0.723 in the pre-software era to 0.244 in the Al and Monte Carlo
era, a reduction of 66% over 30 seasons. Grid position importance simultaneously rose from

0.573 to 0.740 across the same period.
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6.1.3 Strategy variance

Average strategy variance results summarise the average strategy variance produced per
each driver per race. From this, the model estimates how many championship points could
have been gained on average with perfect strategy. Both metrics are averages across all

driver-race observations within each software era.

Table 5. Average strategy variance metrics and estimated points gain from perfect strategy,

summarised by software era alongside the number of simulated championship changes.

Era Years Avg variance | Avg Avg exec | Avg points | Champion

(s) window penalty (s) gain changes
penalty (s)

Pre-software | 1994-1999 | 10.34 3.12 6.71 2.49 3/6

Early tools 2000-2005 | 10.77 2.86 7.39 2.06 5/6

Full 2006-2011 | 9.09 2.15 6.33 2.73 2/6

analytics

Predictive 2012-2017 | 5.97 1.67 3.69 1.43 2/6

models

Al / Monte | 2018-2024 | 4.35 1.64 2.24 0.62 2/7

Carlo

The average total strategy variance per driver-race fell from 10.34 seconds in the pre-
software era to 4.35 seconds in the Al and Monte Carlo era, a reduction of 58% over 30
seasons. The execution penalty component fell from 6.71 seconds to 2.24 seconds and the
window penalty from 3.12 seconds to 1.64 seconds across the same period. The estimated
points gained from perfect strategy declined from 2.49 points per race in the pre-software
era to 0.62 points per race in the Al and Monte Carlo era, a reduction of 75%. The results
mentioned including average strategy variance metrics and estimated points gain from
perfect strategy, summarised by software era alongside the number of simulated
championship changes are presented in Table 5. These declining findings suggest that
software engineering has reduced the strategic errors of race outcomes, which supports the

central hypothesis of the thesis.
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6.1.4 Championship Simulation

The software also asks whether the season’s champion would have changed if they had used
hypothetically perfect pit strategy throughout the season. Across all 31 seasons from 1994
to 2024, the model identified 14 seasons where a different driver would have won the
championship under perfect strategy. This is a hypothetical simulation. The model zeroes
out variance for all drivers simultaneously while keeping grid positions and race conditions
fixed. This is a simplification of real-world conditions. In practice, optimal strategy by one
team would provoke strategic responses from others, creating a different race dynamic
entirely. This is noted as a limitation of the research but still is a valuable contribution to
simplify the actual importance of strategy. The results should be read as illustrative estimates
only, and real outcomes would differ due to competitor reactions. The championship

simulation changes can be seen in Table 6.

Table 6. Championship simulation results showing the seasons where the model predicted

a different driver would have won under a theoretically perfect pit stop strategy.

Year Era Real champion Perfect strategy
champion

1997 Pre-software Jacques Villeneuve Heinz-Harald Frentzen

1998 Pre-software Mika Hakkinen David Coulthard

1999 Pre-software Mika Hakkinen Ralf Schumacher

2000 Early tools Michael Schumacher David Coulthard

2001 Early tools Michael Schumacher Rubens Barrichello

2003 Early tools Michael Schumacher David Coulthard

2004 Early tools Michael Schumacher Rubens Barrichello

2005 Early tools Fernando Alonso Mark Webber

2006 Full analytics Fernando Alonso Felipe Massa

2007 Full analytics Kimi Rédikkonen Fernando Alonso

2012 Predictive models Sebastian Vettel Lewis Hamilton

2016 Predictive models Nico Rosberg Lewis Hamilton

2020 Al / Monte Carlo Lewis Hamilton Valtteri Bottas

2022 Al / Monte Carlo Max Verstappen Charles Leclerc
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6.2 Discussion

This section covers the results that are presented in the section 6.1 and go over what they
mean and how are they connected to the research question. The relevant results are also
connected to findings from literature. This section assesses whether the practical part of the

thesis supports or contradicts existing research.

6.2.1 Model performance

A training rate R* = (0.701 means that the model learned meaningful patterns from the
training data (1994-2011), explaining the variation of 70.1% in points across those seasons.
The test score R? = 0.383 implies that the model had a moderate predictive power for seasons
that it had never seen (2012-2024). This explains the 38.3% variation of the points in the
seasons it was tested on. With the characteristics of the data, the gap between the testing and
the training performance is expected. This shows how different the data across 31 seasons
really are. Factors such as different refuelling rules, tyre compounds, points systems, and car
performance all affect the data and the model. Model trained on one period and seasons will
naturally perform less accurately on another. Consequently, the test R? is the primary
measure that indicates the reliability of the model. It preserves the order of the data and does

not allow future seasons to inform predictions about past ones.

On the other hand, the 0.014 cross validation score indicates that the model explained only
1.4% of points variation on average. This was the score when it was tested across random
subsets of training data. The score 0.300 for standard deviation indicated that the score was
unstable between subsets. This is because standard cross-validation randomly shuffles data
before splitting it. This method assumes that all observations are from the same environment,
which Formula One seasons are clearly not. Formula One in 1994 is a completely different
sport because of the advancements and the rule changes. Several alternative cross-validation
approaches were tested but none produced a meaningfully better result. This confirms that
the data is not well suited for a high score and a known model limitation. Safety car data was

only available from 2018 onwards, meaning the feature had no variance in the training data.
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6.2.2 Era ratio trend

The variance-to-grid ratio declining from 0.723 in the pre-software era to 0.244 in the Al
and Monte Carlo era is a central finding of this thesis and it aligns with existing literature.
This means that strategy errors became less costly and car and driver quality became

increasingly important as software tools advanced across the sport.

The ratio remained almost the same between the eras: pre-software and early tools. This
suggests that tools like basic simulation had little real effect on strategic error rates. This is
consistent with McLaren's mention of data systems in this period still being relatively

primitive and strategy decisions remaining heavily reliant on human judgement [1].

Later, the declines became more meaningful as software solutions became the norm and
developed the skills and knowledge to use them effectively. The sharpest decline occurred
between the predictive models and Al and Monte Carlo eras, which aligns with the adoption
of complex Monte Carlo simulation tools. These tools enable teams to evaluate thousands of
possible race scenarios rather than relying on single predictions [24]. Aston Martin [26] also
confirms Monte Carlo to be a big part of their strategy. These findings indicate that when

these tools became part of the decision-making process, strategic errors declined.

6.2.3 Other influences

Software is not the only factor influencing the declining variance-to-grid ratio. Contributing
factors include major changes in the sport, such as the refuelling ban in 2010 or introduction
to Pirelli being the only tyre manufacturer in 2011 [30], [55]. These factors made the sport
more uniform and levelled up the playing field by removing variables that contribute to
strategy variance. Rule changes in Formula One repeatedly reshape competitive advantages.
This means that the era boundaries in this analysis reflect shifts rather than software
development alone. The results should be seen as consistent with the software hypothesis

rather than as proof that software was the sole reason for the results.
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6.2.4 Championship Simulation

The software simulation predicted a champion change in 14 out of 31 seasons with perfect
strategy. 10 of these changes were in the pre-software and early tools eras covering 1994 to
2005. This is consistent with the variance-to-grid ratio trend, showing that strategy errors
were more frequent and more consequential before software tools advanced, indicating that
strategic errors had greater impact on championship outcomes in the early days of Formula

One, and caused more drivers to lose because of bad strategy.

6.2.5 Limitations

Several limitations were found and they should be acknowledged. Firstly, the missed
undercut metric has limitations, with a flat 0.5 second penalty per stop, which is a
simplification. This does not capture the actual cost of a missed undercut in a specific race
situation. Second, grid position as car/driver quality, which misses cases such as drivers
starting from the pit lane due to penalties or some cars/drivers being better during race and
not during qualification. Third, the era-specific tyre degradation, which has approximations
connected to literature and milestones related to tyres. Real-world tyre data is not publicly
available. And lastly, the simulation assumes that everything in the race would have
happened the same way even if strategy had been perfect. This of course is not the case.
Changing strategy changes how other teams/drivers react. The results should therefore be
seen as an estimate of how much strategy mattered rather than an exact prediction of what

would have happened.
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7 Conclusion

This thesis examined the impact of software engineering on strategy development in
Formula One. The main question was: How have software engineering tools affected and
continue to affect strategic decision-making in Formula One? This thesis combined both a

literature review and a practical part to assess this question.

The literature review found that Formula One has undergone major technological shifts. It
has transformed from an intuition-based sport to one where decision-making is supported by
software. Telemetry systems, simulation environments, Monte Carlo models, and machine
learning continue to develop at a rapid pace [1], [4]. The reviewed literature consistently
shows that modern teams rely on software as a decision-support system [1], [2], [6].
Decisions made under time pressure and uncertainty are increasingly guided by software

tools rather than intuition alone [9], [25].

The practical part presented a software solution developed by the author and provided
evidence to answer the central research question. The variance-to-grid ratio fell from 0.723
in the pre-software era to 0.244 in the Al and Monte Carlo era, a reduction of 66% over 30
seasons. The counterfactual championship simulation identified 14 seasons where a
different driver would have won under perfect strategy, with 10 of these concentrated before
2006. These findings are consistent with the hypothesis that software engineering reduced
the impact of strategy variance on race outcomes over time. These however cannot be taken
as direct proof, since many factors outside of software, such as regulatory shifts, have shaped
Formula One over the years [3]. Software tools are not perfect and cannot make completely

autonomous decisions, human judgement remains crucial [12].

The study has several limitations including approximated tyre degradation rates, a simplified
missed undercut heuristic, and the absence of reliable safety car data before 2018. These

aspects could be improved in future implementations.
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With these limitations in mind, this thesis demonstrates that software engineering has
contributed significantly to strategy development in Formula One. As software tools
continue to advance, the intersection of software engineering and motorsport is an

increasingly relevant area of study.
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