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Unmanned Aerial Vehicles (UAVs) commonly rely on GNSS for absolute positioning, but
GNSS signals may be unreliable in low-altitude urban, campus, or interference-prone
environments. This thesis studies vision-based UAV self-positioning using UAV-satellite
cross-view geo-localization. The task is formulated as image retrieval, which means a
UAV-view image is matched with satellite-view or reference images. And a method named
DinoUAV-Loc is proposed based on DINOv2 method. It uses a shared Siamese structure,
combines CLS token global features with patch-level local features, and applies cosine
similarity for matching. Experiments are conducted on DenseUAV, DenseUAV-Hui, and a
self-built field dataset. The method achieves 90.00% R@]1 on DenseUAV, 87.95% R@1
on DenseUAV-Hui, and 96.35% R@]1 on the self-built dataset. The results indicate that the

method can support retrieval-based UAV positioning in low-altitude environments.
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SYMBOLS AND ABBREVIATIONS

Roman characters

1, UAV-view image

I Satellite-view or reference image

z, Feature embedding of the UAV-view image
zg Feature embedding of the satellite-view image

Sd,,lL) Similarity score between UAV-view and satellite-view images

Jeis Global semantic feature from the CLS token
Seap Local spatial feature obtained by global average pooling over patch tokens
f Fused global-local feature representation

N Number of image patches or patch tokens

K Number of top retrieved candidates

®; Ranking weight of the i-th retrieved result

L Total loss function

L Classification loss

Letric Metric learning loss

Lajign Distribution alignment loss

R@K Recall at K

SDM@K  Spatial Distance Metric at K
SDK@1 Spatial Distance Kernel at 1

AP Average Precision

Greek characters

o Scale factor used in the spatial-distance-based metric



A Weighting coefficient for loss terms
M Weighting coefficient for metric learning loss

A Weighting coefficient for distribution alignment loss

Dimensionless quantities

Sd,, L) Cosine similarity score

; Ranking weight

R@K Retrieval recall within the top K candidates
SDM@K  Spatial-distance-aware retrieval metric

SDK@1 Spatial distance kernel metric at the top-1 result

AP Average Precision

Subscripts

u UAV-view image or UAV-view feature

s Satellite-view image or satellite-view feature
cls CLS token feature

gap Global average pooling feature

i Index of a retrieved candidate

metric Metric learning term

align Distribution alignment term

Superscripts

L Output of the final Transformer layer



Index of a patch token or retrieved candidate, when used as an index

Abbreviations

UAV Unmanned Aerial Vehicle

GNSS Global Navigation Satellite System

IMU Inertial Measurement Unit

CVGL Cross-View Geo-Localization

CNN Convolutional Neural Network

ViT Vision Transformer

AP Average Precision

DINOv2 Self-supervised Vision Transformer representation model
GPS Global Positioning System

INS Inertial Navigation System

CLS Classification token

GAP Global Average Pooling

RGB Red, Green, and Blue colour image format
R@K Recall at K

SDM@K  Spatial Distance Metric at K

SDK@1 Spatial Distance Kernel at 1

SLAM Simultaneous Localization and Mapping

VO Visual Odometry

SIFT Scale-Invariant Feature Transform

MAVLink Micro Air Vehicle Link communication protocol
UART Universal Asynchronous Receiver-Transmitter



GPU Graphics Processing Unit
NPU Neural Processing Unit

ESC Electronic Speed Controller
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1 Introduction

In cross-view geolocalization, target localization is achieved using images taken from
various perspectives. In UAV-related scenarios, this usually means matching a UAV-view
image with a satellite-view image which contains geographic reference information. The
importance of such technologies has significantly increased in recent years for UAVs
navigation, intelligent surveillance, disaster relief, and low-altitude flights. The
fundamental requirement of UAV autonomy operation is accurate and reliable positioning,
especially when Global Navigation Satellite System (GNSS) signals are unavailable,

unstable, or intentionally interfered.

This thesis focuses on vision-based UAV self-positioning in low-altitude environments [1].
In other words, the core of this approach involves using an image of the UAV view as a
query image and matching it with the pre-created database of satellite images. When the
image taken by UAV is matched correctly with the image in the satellite view, UAV could
determine its exact position on the ground. In this way, UAV positioning can be

transformed into a UAV-satellite cross-view image retrieval problem.

Considering the disadvantages of existing UAV positioning algorithms, a UAV-satellite
cross-view geolocalization algorithm called DinoUAV-Loc [2], based on DINOvV2, is
presented in this thesis. In this model, the Siamese network architecture is leveraged to
represent both drone-view and satellite-view images in a common feature space. In order to
improve robustness under viewpoint changes, scale differences, illumination variation, and
local appearance inconsistency, this method combines the global semantic representation
from the CLS token with local spatial information from patch-level features. Cosine
similarity and the use of prediction heads are later exploited for retrieving the most similar
satellite image and estimating the drone’s position. This design referenced the cross-view
matching idea of DenseUAV. But it improves the feature representation ability by

introducing a visual foundation model and global-local feature fusion.

This chapter first introduces the research background and significance of UAV visual
positioning. Then, the main challenges and research content of this thesis are presented.

Finally, the structure of the thesis is introduced.



1.1 Research Background and Significance

Unmanned Aerial Vehicles (UAVs) have been widely used in aerial photography,
agricultural monitoring, infrastructure inspection, disaster response, campus monitoring,
and urban low-altitude applications. With the development of onboard cameras,
lightweight computing devices, and deep learning algorithms, UAVs are gradually
becoming autonomous platforms that can perceive the environment, estimate their own

position, and support decision-making tasks such as route planning and autonomous return.

Accurate positioning plays a significant role in achieving these purposes. Majority of the
existing UAVs rely on GNSS to calculate the accurate geographic positions of the object.
Nevertheless, GNSS is sensitive to signal blocking, multipath propagation, electromagnetic
interference, and spoofing. In urban canyons, dense campuses, forests, industrial areas, as
well as outdoor—indoor boundary zones, GNSS can be compromised. In this situation, the
UAV will be deprived of the ability to estimate its absolute position. Even though
INS/IMU can offer accurate relative motion measurement, its errors keep accumulating

and result in navigation drift.

A visual navigation approach presents a good alternative. Through the use of cameras
fitted on board the UAVs, images of the ground from the current location can be taken and
compared with the existing maps to determine their location. Visual navigation is highly
useful in areas where there is no access to or degradation of GNSS signals. Visual

navigation has been previously mentioned as another option besides GNSS.

In recent years, there has been an extraordinary increase in visual localization accuracy due
to deep learning. However, deep neural networks can extract better representations from
image data without resorting to hand-crafted local features. Deep learning approaches
applied in cross-view geo-localization tasks aim at closing the gap between different
viewing domains, including UAV view images and satellite view images. However, this
task remains difficult because the two views may differ greatly in viewpoint, scale,

illumination, occlusion, and spatial layout.

The basic principle of this method is to give the UAV a visual anchoring ability. The UAV
takes a downward view or a low-level aerial image, while the system finds the similar

satellite view image using a database reference. In case the retrieved satellite image



corresponds to the same area, then the UAV can estimate its position by using the position

of the satellite image. This mechanism provides a theoretical foundation for autonomous

navigation under GNSS-denied conditions.

Cross-
perspective
geographic

Drone photography

Muhti-frame sontinuous

images

matching
algerithm

Query

¥

Matching
images

Geographic locatign
information

L

Visual mavigation

algorithm

Trajectery Input

Figure 1.1. An overview of UAV-satellite cross-view self-positioning, adapted from the

Central the drene to fly te the
designated lecation

DenseUAYV self-positioning pipeline [1]

Although UAV-satellite matching has strong potential, it also faces several practical

challenges. The first challenge is the geometric and viewpoint gap. UAV images are

captured from low altitude, while satellite images are captured from a much higher

viewpoint. For this reason, the same object on the ground can be represented by images

with different scales and different geometrical structures. The second challenge is the

difference between temporal and environmental conditions. Usually, images acquired by

satellites are static reference images taken during some specified periods. Images acquired

by UAVs, however, will be taken under dynamic real-life conditions, with seasonal change
different illumination conditions, shadows, traffic, and even temporary objects. The last

challenge is the difference between sensors and color. The camera used by UAVs and

imaging devices used by satellites may operate differently.

b



Traditional local feature methods and lightweight convolutional neural networks often rely
heavily on shallow texture information [7]. They may fail when the viewpoint, scale, or
illumination changes significantly. Therefore, a stronger feature extraction model is needed
to capture global scene structure, local spatial details, and cross-view invariant information.
This motivates the use of DINOv2, a self-supervised visual foundation model based on
Vision Transformer architecture, as the backbone of the proposed cross-view matching

method [2].

1.2 Existing Challenges

Based on the above review, the main challenges of UAV-satellite cross-view geo-

localization can be summarized as follows.

First, there is a large viewpoint and scale gap between UAV-view and satellite-view
images. The UAV image is captured from low altitude, while the satellite image is
captured from a much higher viewpoint. The same building, road, playground, or

vegetation area may appear at different scales and with different spatial coverage.

Second, there is a temporal and environmental gap. UAV-view images and satellite-view
images are often captured at different times. Changes in weather, lighting, shadows,
seasonal vegetation, vehicles, and temporary objects may lead to large appearance

differences.

Third, the densely positioned UAV self-localization involves high spatial resolution. This
is due to the fact that two close positions may have common regions in their images and

therefore the model needs to differentiate very similar satellite patches.

Fourth, the feature representation is critical. Traditional CNN-based models can extract
useful local features, but they may not fully capture global spatial layout and long-range
dependencies. For this reason, this thesis introduces DINOv2 as the shared feature
extraction backbone [2]. DINOV2 is based on Vision Transformer representation learning
and can provide stronger global context modeling and more robust semantic representation

for UAV-satellite matching [3].

Fifth, practical dataset adaptation is also necessary. Public datasets such as DenseUAV

provide important benchmarks, but a campus-scale UAV positioning task still needs a



scene-specific dataset. Therefore, this thesis constructs a self-built Hebei University of

Technology UAV-satellite cross-view dataset and uses it to validate the proposed method.

1.3 Research Content

To address the above problems, this thesis proposes a DINOv2-based UAV-satellite cross-
view geo-localization method and validates it using a self-built Hebei University of

Technology dataset. The research content is organized into the following four parts.

First, this thesis constructs a self-built UAV-satellite cross-view dataset based on the Hebei
University of Technology campus scene. A complete satellite reference map is collected
and divided into satellite-view reference regions. Corresponding UAV-view images are
prepared from low-altitude aerial scenes. The final self-built dataset contains 225 images
and covers typical campus scenes such as buildings, roads, sports fields, vegetation areas,
open spaces, and water regions. This dataset provides the data basis for evaluating UAV

self-positioning in a realistic campus-scale environment.

Second, this thesis reproduces and analyzes the DenseUAV framework. DenseUAYV is
used as the main reference because it defines UAV self-positioning as a cross-view
retrieval task and provides a benchmark for low-altitude UAV localization. Through the
analysis of DenseUAV, this thesis identifies several remaining limitations, including cross-
view domain gap, insufficient global-local feature integration, and the difficulty of

adapting public benchmark methods to a specific campus-scale environment.

Third, based on the above limitations, this thesis develops the proposed DinoUAV-Loc
method. The method uses a shared Siamese DINOv2 backbone to extract features from
UAV-view and satellite-view images. The two branches share parameters, ensuring that
heterogeneous images are mapped into the same embedding space. In order to enhance the
robustness of feature representation, the model combines the CLS token, which captures
global semantic information, with patch-level aggregated features, which preserve local
spatial structure. A prediction head is then used to generate compact embedding vectors,

and cosine similarity is used for cross-view matching.

Fourth, this thesis applies the proposed method to the self-built Hebei University of

Technology dataset and evaluates its cross-view localization ability. During testing, a



UAV-view image is used as the query image, and satellite-view images are used as the
gallery. The model calculates feature similarity between the UAV image and candidate
satellite images and retrieves the most similar satellite image as the predicted location. The
experimental analysis focuses on whether the proposed DINOv2-based method can

effectively support UAV self-positioning in a realistic campus environment.

The main contribution of this thesis is therefore not only reproducing an existing
benchmark, but also improving DenseUAV-style UAV self-positioning through a
DINOv2-based global-local feature representation method and validating it on a self-built

campus dataset.

1.4 Research Questions

Based on the research gaps identified in previous studies on UAV self-positioning and

cross-view geo-localization, this thesis focuses on the following research questions:

Question 1: How can UAV self-positioning in low-altitude environments be formulated as

a UAV-satellite cross-view image retrieval problem?

Question 2: To what extent can the proposed DINOv2-based DinoUAV-Loc method
improve retrieval-based UAV positioning performance on DenseUAV, DenseUAV-Hui,

and the self-built field dataset?

1.5 Structure of Thesis

The structure of this thesis is organized as follows.

Chapter 1 provides the research background and significance of vision-based UAV self-
positioning. It elaborates on the rationale behind the use of cross-view geo-localization
between UAV and satellites in GNSS-denied or GNSS-degraded conditions, highlights the
major difficulties, states the research content and research questions, and outlines the

organization of this thesis.

Chapter 2 reviews the related work of UAV-satellite cross-view geo-localization. It

introduces the basic concept of cross-view geo-localization, discusses representative



datasets such as DenseUAV and other existing benchmarks, and reviews feature

representation methods based on CNNs, Transformers, and DINOv?2.

Chapter 3 presents the methodology of the proposed DinoUAV-Loc method. It describes
the overall model architecture, the DINOv2-based shared Siamese backbone, the CLS
Token and Patch GAP feature fusion strategy, the feature embedding head, and the cosine
similarity matching mechanism. It also introduces the dataset construction process,

hardware design, and multimodal navigation framework.

Chapter 4 presents the experiments and results. It introduces the evaluation metrics,
experimental settings, and datasets used in the experiments. The proposed method is
evaluated on the standard DenseUAV benchmark, the reconstructed grayscale DenseUAV-
Hui dataset, and the self-built field dataset. Finally, the results are analysed to evaluate the

effectiveness and limitations of the proposed method.

2 Related Work

This chapter reviews the related work of UAV-satellite cross-view geo-localization.
Section 2.1 introduces the definition, development, and main challenges of cross-view geo-
localization. Section 2.2 reviews representative datasets and benchmarks, including
DenseUAV and other existing cross-view datasets. Section 2.3 discusses deep feature
representation methods, including CNN-based models, Transformer-based models, and
DINOV2. Section 2.4 summarizes the research gaps and explains the motivation of this

thesis.

2.1 Cross-View Geo-Localization

2.1.1 Definition and Development

Cross-view geo-localization is an attempt to localize the geographic position of the input
image through cross-view image matching, using the image taken from other viewpoints.
Early research in this area usually used the ground-view or street view panorama as the

query image and satellite imagery as the reference image [6]. With the development of



UAV technology, drone-view images have also become important in cross-view geo-

localization.

The primary issue involved with cross-view localization is the domain gap among different
views [16]. The appearance of a geographic position varies when seen from a ground-
based image, an unmanned aerial vehicle image, or even a satellite image. These
differences include viewpoint, scale, orientation, illumination, occlusion, and image
resolution [16] [18]. Therefore, cross-view geo-localization requires models that can learn

view-invariant and location-discriminative features.

The conventional approach for cross-view retrieval involved the use of hand-crafted
features like SIFT for detecting and matching local key-points [7]. However, handcrafted
features are sensitive to large viewpoint changes and cannot fully handle the appearance
gap between UAV and satellite images. With the development of deep learning, CNN-
based and Transformer-based methods have become dominant [10]. Deep models can learn
more abstract and robust image representations and map heterogeneous views into a shared

feature space.

2.1.2 UAV-Satellite Cross-View Retrieval

UAV-Satellite cross-view retrieval can be considered a special case of cross-view geo-
localization. Here, the image obtained from UAV view acts as the query image and
satellite-view images act as the gallery. The model retrieves the satellite image that best
matches the UAV image. In case the satellite image retrieved matches the right geographic
area, then the UAV would be able to determine its own location using the reference details

provided by the satellite image.

This task is different from direct coordinate regression. The model does not directly output
latitude and longitude. Instead, it solves a ranking problem in feature space[14]. UAV-
view and satellite-view images are first mapped into a shared embedding space. Then, the
similarity between the UAV feature and each satellite feature is calculated. The gallery
images are sorted according to similarity scores, and the top-ranked image is regarded as

the predicted location.



This retrieval formulation is suitable for UAV self-positioning because it can use a pre-
built satellite reference database [17]. It is also much easier to evaluate using metrics like
Recall at K and Average Precision. However, it still faces strong challenges. UAV-view
and satellite-view images may differ in scale, spatial coverage, lighting, and temporal
condition. In dense urban or campus environments, adjacent locations may also look very

similar, which increases the difficulty of accurate retrieval.

2.2 Datasets and Benchmarks for UAV Geo-Localization

2.2.1 DenseUAV Dataset

The DenseUAV benchmark is among the most appropriate benchmarks used in this thesis
due to its application in UAV positioning through vision in urban low altitude
environments [1]. Different from other datasets where tasks mainly concern with the
location of objects or landmarks, DenseUAV's definition of task is to locate the UAV itself,
which is much closer to reality and more practical for GNSS-denied or degraded

conditions.

DenseUAV has several important characteristics. First, it uses real-scene UAV images
instead of only synthetic or simulated data [1]. This helps reduce the gap between dataset
experiments and practical UAV applications. Second, it uses dense sampling. Images taken
by adjacent UAVs might share some overlap, thus making the task even harder. Third,
different heights are involved when capturing UAV images; therefore, it is possible to
study how changes in altitude affect task. Fourth, the satellite images used in DenseUAV

are multiple in time and scale.

Dense sampling is especially important for UAV self-positioning [1]. In real flight, UAV
does not teleport from point to point but travels continuously. For that reason, nearby
points might appear very alike to each other, and the model needs to discern the subtle
nuances of their spatial relationship. This makes UAV positioning considerably harder than

general image retrieval.



2.2.2 Existing Cross-View Geo-Localization Datasets

Datasets are essential for training and evaluating cross-view geo-localization models.
Earlier datasets such as CVUSA and CVACT mainly focus on ground-to-satellite image
matching [13]. The above datasets contain panoramic views from the ground and
respective satellite pictures.They are useful for studying large-scale cross-view localization,

but they are not specifically designed for UAV self-positioning.

University-1652 utilizes drone view images for cross-view geo-localization. The database
consists of drone-view images, satellite view images, and street-view images and facilitates
applications like drone-view target localization and navigation [4]. This dataset is
important because it connects UAV imagery with cross-view geo-localization. However, it
mainly focuses on identifying and localizing prominent buildings or landmarks. The task is
therefore different from UAV self-positioning [4], where the goal is to estimate the UAV’s

own location.

Other UAV-related datasets further consider altitude variation, viewpoint differences, and
multi-view matching. These datasets have promoted the development of drone-based geo-
localization, but many of them still focus on discrete landmarks or object-centered retrieval.
For continuous UAV navigation, a dataset should also reflect dense spatial sampling and

realistic low-altitude flight conditions.

2.2.3 Limitations of Existing Benchmarks

Although DenseUAV provides an important benchmark, public datasets may not fully
represent all real application environments [17]. For example, a campus-scale UAV
positioning scenario has its own visual characteristics, including specific building layouts,
sports fields, roads, lakes, vegetation, and open spaces. A model trained or evaluated only
on public datasets may not fully reflect the actual requirements of a specific campus

environment.

In addition, existing datasets may not fully cover the sensor conditions used in engineering
scenarios. For example, a UAV platform may use a grayscale camera, while the satellite

reference image is usually in RGB format. This sensor difference creates an additional



domain gap. Therefore, self-built datasets are useful for evaluating whether a method can

work in a specific deployment environment.

For this reason, this thesis constructs a self-built Hebei University of Technology UAV-
satellite cross-view dataset. The dataset contains 225 images and includes typical campus
scenes. It is used to support the evaluation of the proposed DINOv2-based method in a
realistic campus-scale environment. The dataset construction process and examples are

introduced in detail in Chapter 3.

2.3 Deep Feature Representation for Cross-View Matching

2.3.1 CNN-Based Feature Representation

Convolutional Neural Networks (CNNs) have been extensively used to extract visual
features from data. CNNs can learn hierarchical representations of image features. Lower
levels learn edge-like and texture-based features, whereas higher levels learn semantically
structured features. ResNet is one of the most influential CNN architectures because

residual connections make it easier to train deep networks [9].

In cross-view geo-localization, CNNs are often used to extract features from query and
gallery images [14]. These features will then be compared using the same embedding space.
Although CNN models are robust and computationally effective, they also suffer from
shortcomings. For instance, because most convolutional functions work on local receptive
fields, such models may not fully understand long range spatial relationships and overall

image layout.

For UAV-satellite matching, global layout is very important. The model needs to
understand the relationship between roads, buildings, sports fields, vegetation, and water
areas. If the model only concentrates on local texture, it may misinterpret visual

similarities in adjacent areas. Thus, better feature representations are required.



2.3.2 Transformer-Based Cross-View Localization

Transformer-based models have become increasingly important in computer vision. The
Vision Transformer (ViT) leverages the self-attention mechanism in image patches and is
capable of learning long-term dependencies across various parts of an image [7].
Compared with CNNs, Transformer-based models are better at capturing global context

and spatial relationships [3].

In cross-view geo-localization, Transformer-based methods have shown strong potential
[15]. For example, TransGeo introduces Transformer architecture into cross-view image
geo-localization and demonstrates that global attention can improve matching performance
[5]. DenseUAV also adopts a Transformer-based baseline and analyzes the influence of
backbone design, feature representation, and loss functions on UAV self-positioning

performance.

The advantage of Transformer-based models is especially relevant to UAV-satellite
matching. The same location may have different local appearance across views, but the
global spatial layout may remain relatively stable. For example, the relative arrangement of
buildings, roads, playgrounds, and vegetation can provide useful location -cues.
Transformer-based models can capture these long-range relationships more effectively

than traditional CNNs [3] [5] [15].

2.3.3 DINOV2 as a Visual Foundation Model

DINOV2 is a self-supervised visual foundation model that learns robust visual features
from large-scale image data [2]. It is based on Vision Transformer architecture and can
produce strong semantic and spatial representations without relying on manually labelled
data. Because of its strong generalization ability, DINOv2 has become useful for

downstream tasks such as image retrieval, segmentation, and visual matching [2].

For UAV-satellite cross-view geo-localization, DINOv2 has several advantages. First, its
Transformer backbone can capture global spatial relationships, which is important for
understanding scene layout. Second, its patch-level representation can preserve local

spatial information, which is useful for distinguishing similar locations. Third, its self-



supervised pretraining gives it strong generalization ability, which can help reduce the gap

between UAV-view and satellite-view images.

In this thesis, DINOv2 is used as the shared backbone of the proposed method [2]. The
UAV-view images and satellite-view images are treated with the same feature extractor,
and both views are embedded in a common embedding space. This shared Siamese
structure helps the model learn cross-view alignment between heterogeneous image

sources.

2.4 Research Gap and Summary

Existing studies have shown that cross-view geo-localization can provide an effective
solution for UAV self-positioning in GNSS-denied or GNSS-degraded environments [16].

However, several research gaps remain.

First, UAV self-positioning is more difficult than ordinary object localization. The model
needs to estimate the UAV’s own position rather than identify a prominent building or

landmark. This requires stronger spatial understanding and fine-grained discrimination.

Second, the domain difference between UAV-view and satellite-view data is still
significant. Many factors, like viewpoint, scale, illumination, time, weather, and sensor
differences can all reduce matching accuracy. Traditional local features and simple CNN-

based representations may not be sufficient for this task.

Third, dense sampling creates additional difficulty. Adjacent locations may look similar
and may contain overlapping regions. Therefore, the model must distinguish subtle spatial

differences between nearby positions.

Fourth, existing public datasets may not fully represent specific application scenarios.
Campus-scale UAV localization requires scene-specific data. Therefore, constructing a

self-built dataset is necessary for evaluating the proposed method in a realistic environment.

Fifth, stronger feature representation is needed. Transformer-based models and visual
foundation models provide better global context modeling than traditional CNNs. DINOv2
is especially suitable because it offers robust self-supervised visual features, global

semantic representation, and patch-level local information.



Based on these gaps, this thesis proposes DinoUAV-Loc, a DINOv2-based UAV-satellite
cross-view geo-localization method. The method uses a shared Siamese backbone, global-
local feature fusion, feature embedding, and cosine similarity matching. It is designed to
improve cross-view robustness and support UAV self-positioning on the self-built Hebei

University of Technology dataset.

3 Methodology

3.1 Experimental Research Design

This thesis adopts a controlled computational experiment as its main research method.
Controlled experiments are suitable when the researcher has active control over the study
setting and aims to examine whether one or more independent variables influence
measured dependent variables. In software engineering research, experiments are often
used to compare methods, tools, techniques, or procedures under defined conditions [22].
In this thesis, the experiment investigates whether the proposed DINOv2-based DinoUAV-
Loc method can improve retrieval-based UAV self-positioning performance compared

with existing UAV-satellite cross-view localization approaches.

The main effect investigated in this thesis is the influence of the proposed feature
representation method on UAV-satellite and reference image matching. The independent
variable is the visual matching method used for feature extraction and retrieval. In the main
benchmark experiment, the proposed DinoUAV-Loc method is compared with existing
methods reported on the DenseUAV dataset, including FSRA, DenseUAV Baseline,
DINOV2 Yang, and MCCG [1] [3][19] [20] [21]. In the additional validation experiments,
the proposed method is evaluated on the reconstructed DenseUAV-Hui grayscale dataset
and the self-built field dataset to examine whether it can still support retrieval-based

positioning under different data conditions.

The dependent variables are the quantitative evaluation metrics used to measure retrieval
and positioning performance. These include Recall@1, Recall@5, Recall@10, Average
Precision, and positioning-aware metrics such as SDK@1 or SDM@K. Recall@K is
widely used in image retrieval tasks, while DenseUAV further introduces SDM@K to



evaluate both retrieval accuracy and spatial positioning relevance [1]. Recall@]1 is the most
critical evaluation measure for this thesis since the first-ranked reference image will be

utilized for prediction in practice.

There are no human participants in this experiment. The experimental units are UAV-view
query images and satellite-view or reference-view gallery images. Therefore, participant
selection and random assignment are not applicable in the same way as in human-subject
software experiments. Instead, this thesis uses dataset-based experimental units. For the
DenseUAV benchmark, the standard dataset setting and published comparison results are
used [1]. For DenseUAV-Hui, the original DenseUAV images are reconstructed into
grayscale format to evaluate performance under single-channel image input. For the self-
built field dataset, UAV-view images and proxy reference images are organized into query

and gallery sets for local field-test validation.

The materials and instruments used in the experiment include the DenseUAV dataset, the
reconstructed DenseUAV-Hui grayscale dataset, and the self-built field dataset. The
software materials include the DinoUAV-Loc model, the DINOv2 backbone, image
preprocessing modules, feature extraction scripts, similarity calculation procedures, and
evaluation scripts. DINOv2 is used because it provides strong self-supervised visual
representation and has been shown to be effective for visual matching and retrieval-related
tasks [2]. The hardware and computing environment include a GPU-based training and
testing environment. For the self-built field dataset, image acquisition materials include
UAV-view images and reference images collected with the support of the project group.
The hardware platform and field data collection were completed with the assistance and
guidance of the senior project member, while this thesis focuses on the organization,

analysis, and evaluation of the visual positioning method.

The experiment was conducted in several steps. First, the datasets were prepared and
organized into query and gallery sets. For the standard DenseUAV benchmark, the original
benchmark setting was followed [1]. For DenseUAV-Hui, RGB images were converted
into grayscale images to test whether the model can still learn useful structural and spatial
information without colour cues. For the self-built dataset, UAV-view images were used as

query images, and proxy reference images were used as gallery images.



Second, all images were preprocessed before being input into the model. The
preprocessing included resizing, normalization, and padding. During training, data
augmentation methods such as random cropping, colour jittering, flipping or rotation, and
random erasing were used to improve robustness to viewpoint, scale, lighting, and local
appearance variation. Similar data augmentation strategies have also been discussed in
DenseUAV to improve robustness under UAV flight direction changes, satellite-view

variation, lighting changes, and spatial differences [1].

Third, the UAV-view and satellite/reference-view images were input into the shared
Siamese DINOv2 backbone. The two branches shared the same parameters so that
heterogeneous images could be mapped into a unified embedding space. This follows the
common cross-view retrieval setting where query and gallery images are represented in the
same feature space before similarity calculation [14] [17]. The model combined CLS token
global features with Patch GAP local features to form a global-local descriptor. A feature

embedding head then produced compact feature vectors for similarity calculation.

Fourth, during testing, the feature vector of each UAV-view query image was compared
with the feature vectors of all candidate satellite/reference images in the gallery. Cosine
similarity was used to calculate the matching score, which is commonly used in feature-
based image retrieval [1]. The gallery images were ranked according to similarity scores,

and the top-ranked image was treated as the predicted location.

Finally, the results were analysed using retrieval and positioning metrics. The performance
of DinoUAV-Loc on DenseUAV was compared with existing benchmark results to
examine whether the proposed method improved retrieval-based localization performance
[1]. The results on DenseUAV-Hui were used to analyse the influence of grayscale input
and the removal of colour information. The results on the self-built field dataset were used
to evaluate whether the method could support local field-test UAV-reference image

matching.

Several possible confounding factors may influence the experimental results. These
include differences in dataset scale, image modality, image resolution, lighting conditions,
UAV flight altitude, camera viewpoint, reference gallery size, and the complexity of the

testing environment. To reduce their influence, the same evaluation metrics and similar



preprocessing procedures were used across experiments. The standard DenseUAV
benchmark setting was followed for the main comparison, and the additional datasets were
interpreted as validation experiments rather than fully equivalent benchmark comparisons.

Nevertheless, these factors still limit the generalization of the results.

The strength of this experimental design is that it provides quantitative evidence for
evaluating the proposed method under different dataset conditions. It allows the effect of
the DINOv2-based global-local feature representation to be assessed using clear retrieval
metrics. However, the design also has limitations. The experiment mainly evaluates image
retrieval performance and does not fully validate a real-time onboard closed-loop UAV
navigation system. The self-built dataset is relatively small and controlled, and the results
may not generalize to all real-world environments. Therefore, the experiment should be
understood as a validation of the visual positioning module rather than a complete

validation of autonomous UAV navigation.

3.2 Overall Architecture

3.2.1 Overall model architecture

In order to solve the problems of differences in perspectives, variations in scales, and
inconsistency in space between UAV images and satellite remote sensing images, this
paper presents a cross-perspective matching model using the backbone of DINOv2 and a
dual-branch twin architecture. Overall architecture of the proposed approach is
demonstrated in Figure 3. It adopts an end-to-end design approach of "input preprocessing
- shared backbone feature extraction - multi-layer feature fusion - joint loss optimization"
to achieve highly robust representation learning of UAV images and satellite images in a

unified embedding space.
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Figure 3.1. Overall architecture of the proposed DinoUAV-Loc framework, which extends
the DenseUAV-style UAV-satellite retrieval pipeline with a DINOv2-based shared
backbone and global-local feature fusion [1]

As shown in Figure 3.1, the proposed model consists of a dual-input twin branch, a shared
feature extraction backbone network, a feature enhancement and stitching module, a task
prediction head, and a multi-loss joint optimization module. UAV images and satellite
images are input into the network as two separate branches, sharing parameters to ensure
that the two types of heterogeneous images are mapped to a unified feature space, thus

achieving cross-view matching learning.

The input receives images from both UAV and satellite perspectives. UAV images often
contain oblique observations, large-scale deformations, and locally salient targets, while
satellite images exhibit top-down imaging, a wide scene range, and a large target scale
span. In order to bridge the gap that arises from the domain difference in the two methods,
we first pass the input images through a common processing stage that involves image
resizing, normalizing, and padding to meet the feature extraction criteria of the backbone

network.

Regarding the training procedure, one could also use other augmentation methods such as
random cropping, color jittering, flips/rotations, and random erasing for increasing

robustness to scale changes and rotations, as well as object occlusion.

The preprocessed dual-path images are simultaneously fed into the shared backbone
network DINOv2 to extract high-level visual features. Through Siamese structure

constraints, the model learns to project cross-view images corresponding to the same



geographical location into a neighboring feature space, while simultaneously increasing the
distance between samples from different geographical locations, achieving cross-view

visual alignment.

The model output consists of a task prediction head and a joint optimization module. The
training phase employs multi-task joint loss for supervision, including metric learning loss,
classification supervision loss, and distribution alignment constraint loss; the testing phase
uses cosine similarity to complete feature matching scoring and outputs the final retrieval

results.

Overall, this model, through a shared backbone, adaptive feature fusion, and joint
optimization mechanism, achieves multi-level cross-view feature representation from local

structure to global semantics.

3.2.2 DINOvV2 shared Siamese backbone

As shown in Figure 3.1, this thesis selects DINOv2 as the shared backbone network of the
dual-branch twin structure for deep semantic feature extraction of UAV images and
satellite images. DINOV?2 is a self-supervised visual representation model based on Vision
Transformer (ViT). Its core advantage lies in its ability to effectively model long-range
dependencies through self-attention mechanisms, extracting high-quality feature
representations that combine global contextual information with local structural details.
Compared with traditional convolutional backbone networks, DINOv2 has significant
advantages in cross-scale target representation, complex scene understanding, and transfer
generalization capabilities, and is especially suitable for UAV-satellite image matching

tasks with significant perspective differences. Given the input image:

X X

DINOV2 first divides the input into fixed-size 14x14 image patches and maps them to
Patch Tokens. Simultaneously, it adds a global classification token (CLS Token) to the

beginning of the sequence.



Among them, X is the global semantic token; x; is the i-th patch token; and N is the total

number of patches.

Then the input passes through multiple layers of Transformer Blocks:

( _1), :1,2,...,

Wherein, represents the total number of backbone layers.

To balance pre-training knowledge retention and task adaptability, this thesis employs a
partial parameter fine-tuning strategy. First, the entire DINOv2 pre-training backbone
parameters are frozen. Then, only the last four Transformer Blocks and the final

normalization layer are unfrozen for training. If there are a total of L Blocks, only the

{BlockH,BlockL_z,BlockL_1 ,BlockL} and normalization layer parameters are optimized.

The rationale behind this design is that the earlier Transformers extract more general visual
structural features, and freezing them preserves large-scale self-supervised pre-training
knowledge; the higher Transformers focus more on task-related semantic modeling, and
unfreezing them enhances the model's adaptability to cross-view matching tasks; fine-
tuning only the last four layers significantly reduces the size of training parameters and
memory overhead. Furthermore, gradient-free forward propagation is used for the frozen

layers.

= no_ ( ()

Gradient updates are performed only in the thawing layer, effectively improving training
efficiency. In the shared twin architecture, the images captured by UAVs and satellite

images are extracted from the same backbone.
(., )= ()
(., )= ()

Among them, F, and F are spatial feature maps, f, and f, represent image-level embedding

features.



The shared parameter design enables the two-branch learning to unify the cross-
perspective semantic representation space, which is the core foundation of the entire model

structure.

3.2.3 CLS Token and Patch GAP fusion

Traditional Transformer retrieval methods typically use only the CLS Token as the global

description vector:

However, relying solely on a single global token is insufficient to fully represent the fine-
grained spatial structure information in complex remote sensing scenes. Therefore, as
shown in Figure 3.1, this thesis designs a global-local feature splicing enhancement
module at the DINOv2 output end to fuse global semantic features with local regional

statistical features.

After Transformer encoding:

Extract all Patch Tokens:

:[ 1y 250 ]

And perform global average pooling on Patch Tokens:

Among them, f,

«ap Tepresents the local region aggregation feature.

Subsequently, the CLS global semantic features and the Patch average pooling features are

concatenated by channel:

= (. )

The final output dimension is expanded. In this concatenation approach, the architecture is
able to preserve both the global semantical representation of the CLS tokens and the local

structural information of Patch tokens. Compared to a single global descriptive vector,



concatenated features are more suitable for handling complex spatial patterns such as
building layouts, road textures, and regional topological structures in cross-view remote

sensing matching.

Furthermore, Patch tokens are further restored into spatial feature maps:

R X XqaXis

This feature map retains spatial topological information at the patch level, thus forming a
basis for further local modeling in the Head component. Such a design allows the model to
acquire the ability to discriminate at an image level and the ability to represent structurally

at a region level, greatly enhancing viewpoint robustness.
3.2.4 Feature embedding head

As shown in Figure 3, the concatenated and enhanced features are further fed into the task
prediction head for embedding mapping. The head module is used to complete high-
dimensional feature adaptation and discrimination enhancement.The architecture of this
network involves a linear mapping layer, normalization layer, and feature projection layer

and can be described by: = +

Among them, f is the concatenated feature; z represents the final embedded feature;

W, b and is a learnable parameter.

To improve the stability of retrieval matching, the output embedding is further normalized:

1,

The final feature vectors used for metric learning and similarity calculation are obtained.
This module ensures that the backbone features are better suited to perform downstream

cross-view retrieval, increasing class separability and class compactness.



3.2.5 Cosine similarity matching

During the testing phase, as shown in Figure 3.1 , the UAV images and candidate satellite
images are processed using a shared backbone and prediction head to generate embedded

features:

The matching score is calculated using cosine similarity.

S (Iu > Is) ST TITRTY
(I
Here, s represents the matching score; the higher of s, the higher the probability that the

two images belong to the same geographical location.

In summary, this thesis's model design employs a shared-parameter DINOvV2 twin
backbone structure and performs task-adaptive fine-tuning by only unfreezing the last four
Transformer layers, enhancing cross-view feature representation capabilities while
preserving pre-trained knowledge. Furthermore, by concatenating CLS Tokens and Patch
GAP features, a fusion representation of global semantic information and local spatial
structure information is achieved. Combined with an embedded prediction head and cosine
similarity matching strategy, a cross-view matching model that balances discriminativity
and robustness is constructed, providing effective support for accurate UAV-satellite

image localization.

3.3 Dataset construction

3.3.1 DenseUAV-Hui grayscale dataset

The grayscale dataset in this thesis is based on reference. We reconstructed the color
DenseUAYV dataset into a grayscale dataset, DenseUAV-Hui. When the dataset was created,
three main factors in capturing UAV images was mentioned. At first, the effect of the
UAYV flight altitude on scale was taken into account; for this reason, UAV images were

captured at three altitudes, namely 80 meters, 90 meters, and 100 meters above ground



level. This was achieved through waypoint operations in DJI Pilot, with the error
controlled within 1 meter. Second, to cope with the effects of weather conditions and light
level influences on picture quality, the technique of randomly selecting the weather
conditions and randomly selecting the time period between 6 am and 6 pm was used. Third,
to minimize perspective distortion due to varying directions of the UAV cameras, the
approach of adopting standardized settings that allow the camera to take pictures with a
downward direction was used. Moreover, a sampling distance of 20 meters was chosen.
This not only helps to create a dataset with uniform spacing but also enhances the model's

ability to learn subtle differences between categories. The image acquisition method is

shown in Figure3.2.

1 (m)

100

Drones Satellites

Figure 3.2 An overview of the DenseUAV-style dataset construction process, adapted from

the DenseUAV dataset creation scheme [1]

As shown in Figure 3.2, the upper part of the figure displays images taken at adjacent
sampling points (T-1, T, and T+1), providing a time-series image.In contrast, the top right
corner displays the flight path from above for the UAV during data acquisition. The
bottom left corner explains the dataset generation process. Red circles are sampling
locations, spaced 20 meters apart, sampled at altitudes of 80 meters, 90 meters, and 100
meters. Green arrows indicate the camera's orientation. T refers to the present sampling

point, while T-1 and T+1 are the previous and subsequent sampling points, respectively.



Orange dashed lines represent overlapping areas. The upper right corner shows the

overhead route, with black arrows indicating the flight direction.

Satellite imagery uses 20 levels of Google Maps images. The inclusion of satellite imagery
from both 2020 and 2022 in the data set increases the diversity of geographic information
and hence allows for flexibility in adapting to changes in geography. Additionally, to
ensure that the model becomes flexible enough to deal with changes in the scale of satellite
images, satellite imagery at three scales is included. The right side of Figure 3.2 shows the

visualization results at different scales.

The final composition of the reconstructed grayscale dataset DenseUAV-Hui is shown in
Table 1. The training set includes 6,768 UAV-view images with 2,256 sampling points and
13,536 satellite-view images. The test set includes 2,331 UAV-view images with 777
sampling points from the query set, and 4,662 satellite-view images. The image library

contains a total of 27,297 images and 3,033 sampling points.
Table 1 Composition of the reconstructed grayscale DenseUAV-Hui dataset.

Source: Reconstructed by the author based on DenseUAV [1]

Number of images Number of
Subset )
Drone perspective Satellite view categories
Training set 6768 13536 2256
Test set 2331 4662 777
Total dataset 9099 18198 3033

3.3.2 Self-built dataset

Due to privacy and site information protection requirements, this thesis does not disclose
the absolute geographic location of the test area, including the specific site name and GPS
coordinates. Instead, a local relative Cartesian coordinate system is used as the positional
reference. Instead, a local relative Cartesian coordinate system is constructed to provide a

positional reference. Three typical target reconnaissance points were planned within the



simulated area: point A, with a backpack as the target; point B, with a packaging box as the

target; and point C, with a remote controller as the target. Their relative positions are

shown in Figure 3.3.

Figure 3.3 Relative positions of three target points in the self-built field dataset.
Source: Project material, adapted by the author.

For data acquisition, this system employs a strategy combining real-world air-to-ground
data collection with a simulated benchmark database. Data acquisition for the UAV query
terminal utilizes a flight platform equipped with a SmartSens SC132GS global shutter
image sensor, combined with the Flylink A1l edge computing development kit for edge-



side image acquisition. Sixty-four real-world flight images from multiple angles of the
UAV's perspective are acquired for each of the three target points A, B, and C. For the
reference benchmark data, limited by physical testing conditions, this experiment utilizes
high-light conditions and multi-angle shooting from mobile devices to construct a proxy
reference images that approximate top-down satellite-style views. For each target point, 43
reference images are acquired. This dataset provides a reliable prior test foundation for
validating cross-view matching algorithms under GNSS-denied or GNSS-degraded

environments. Partial data comparisons are shown in Figure 3.4.

Drone images

Satellite images

Figure 3.4 Examples of UAV-view query images and proxy reference images in the self-

built field dataset.

Source: Self-built field dataset, organized by the author based on project material.

3.4 Hardware Design and Connection

3.4.1 Overall hardware system composition

The UAV visual positioning hardware framework considered in this thesis mainly includes

includes image acquisition module, edge computing module, flight control module, power



execution module, ground debugging module, and remote control takeover module, as
indicated in Figure 3.5. This system makes use of the Feiling Micro Al Vision Pi edge
computing platform, thus forming a possible hardware framework for future deployment of
visual positioning and UAV

navigation.
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Figure 3.5 Hardware connection framework for the UAV visual positioning system.
Source: Project material, adapted by the author.

The system employs the SmartSens SC132GS grayscale image sensor to serve as the
source for acquiring UAV ground view images in real time. This sensor is equipped with a
global shutter technology which will help avoid any blurring issues associated with the
UAV flights. The camera is installed on the underside of the UAV chassis to ensure it

captures images from an upright position.

The Feilingwei A1 Vision Pi is used as the edge computing core of the system, which takes
care of receiving camera images and processing of the images with regard to image
preprocessing, inference, matching of features, and determination of positions. The
geolocation model running on the A1 machine compares the current image taken by the

UAYV against the stored reference images and outputs the current visual positioning result.



At the same time, the A1 machine is able to receive the attitude, acceleration, and angular

velocities of the UAV through IMU or flight controller.

Other components of the drone, besides the vision and computer modules, consist of the
flight controller (Pixhawk type), ESCs, brushless motors, the ground laptop, and a remote
controller. The flight controller takes care of attitude calculations, controlling flight modes,
and controlling the motors; the ESCs and brushless motors form the power execution
mechanism; the ground laptop helps burn programs, deploy models, debug parameters, and
analyze the flight log; and finally, the remote controller assists in taking off, landing,

changing flight modes, and safely taking control of the system in abnormal conditions.

3.4.2 Hardware connection and data transmission

With regard to hardware connection, the camera will firstly connect to A1 Vision Pi, which
can pass through the acquired real-time grayscale image to the edge computing system.
Following visual feature detection and image comparison, the Al system is able to detect
either the location of the UAV or the difference in positions between the UAV and the
target point. In order to enhance navigational stability, the A1 system will read the status of

the IMU/Flight Controller at the same time, merging visual positioning with the IMU.

The A1 Vision Pi is connected to the flight controller through a UART serial connection
and communicates through MAVLink protocol. When making the connection, the UART
TX/RX pins of the Al board are interlinked with the TELEM3 ports of the flight controller,
with both using a common GND to guarantee constant communication levels. The Al
encodes the fusion position estimates, target deviation estimates, or speed control into
MAVLink message format and forwards them to the flight controller. On receipt of high-
level navigation instructions from the flight controller that incorporates its attitude estimate
and control algorithm, the output command for the ESC, whose function is to alter the

brushless motor speed and hence change the attitude of the UAV, is issued.

Ground-based laptop: Its main function is for system development and debugging through
experiments. It is capable of connecting to the A1 Vision Pi in order to upload models,

check the status of running programs, test serial communications, and download log



information. The remote control will serve as the safety control link and is intended for the

manual control of the aircraft during tests.

3.4.3 Hardware system workflow

When performing the task of navigation, the image acquisition unit captures live ground
images under the UAV and forwards them to the Al Vision Pi. Then, Al Vision Pi pre-
processes the input data using a pre-trained cross-view matching model to acquire the
image features. Next, similarity computations are conducted by comparing the collected
features with the pre-existing reference images in the library, resulting in the outcome of
the visual-based positioning. At the same time, the system obtains motion state information

from either IMU or flight control, achieving the fusion of the two.

After completion of the fusion process, the A1 computes the deviation of the UAV from its
destination by analyzing the coordinates of the destination point and gives navigation data
to the flight controller using MAVLink. The flight controller then uses this data to control

the ESCs and motors in order to move the UAV closer to the destination point.

In summary, this thesis's hardware system uses the Al Vision Pi as the core computing
platform, the SC132GS image sensor as visual input, IMU/flight controller status
information as motion feedback, and the flight controller, ESC, and motors as actuators.
Combined with a laptop debugging terminal and a remote control safety takeover terminal,
a complete hardware platform suitable for cross-view positioning and autonomous

navigation of UAVs in GNSS-denied or GNSS-degraded environments is constructed.

3.5 Autonomous navigation based on multimodal information

To achieve continuous autonomous navigation for UAVs in GNSS-denied or GNSS-
degraded environments, this thesis introduces IMU inertial information on top of cross-
view visual positioning, constructing a multimodal fusion framework combining visual
positioning and inertial navigation. This method fully utilizes the global absolute position

constraints of visual positioning results and the high-frequency continuous motion



estimation capabilities of IMU data, achieving temporal and spatial complementarity

between the two types of sensor information.

During system operation, the UAV first acquires ground images in real time using an
onboard SmartSens SC132GS grayscale image sensor and inputs these images into a cross-
view matching model deployed on the Feiling Micro A1 Vision Pi platform. The model
extracts features from the current UAV view image and calculates similarity with features
in a pre-stored reference image library, selecting the reference image with the highest
similarity as the matching result. Since the reference image is pre-bound with geographic
coordinates or local relative coordinates, the system can obtain the UAV's current visual

positioning coordinates based on the matching result.

However, single-view positioning is affected by image acquisition frequency, model
inference latency, richness of ground texture, and lighting conditions, making it difficult to
provide stable and continuous position output at every moment. Therefore, this thesis
utilizes the acceleration, angular velocity, and attitude information output by the IMU
(Inertial Measurement Unit) for short-term dead reckoning, providing high-frequency
position prediction between two adjacent visual positioning results. Even though the
update rate of IMU data is very fast, the integral calculation of the sensor involves some

drift, causing an increasing positional error if solely relied upon for long periods.

In order to solve the problem, the "visual correction—inertial prediction" fusion navigation
model is established in this paper, wherein the visual positioning results are used as the
absolute position observation data, while the IMU dead reckoning results are employed as
the continuous motion estimation. When the visual matching is accurate, the visual
position information is utilized to modify the IMU position estimation data, eliminating the
influence of the accumulative error during inertial navigation. Otherwise, when the visual
matching confidence score is low or there is no successful matching for the moment, the

IMU position estimation will be adopted.

The system makes it possible to choose a confidence level depending on the similarity of
visual matching. In cases where the highest similarity of visual matching exceeds a certain
confidence level, the current visual positioning is taken to be trustworthy and employed in

the correction of the IMU calculations in the fusion step. On the other hand, when the level



is lower than the chosen threshold, the current positioning information is assumed to be

unreliable, with only IMU calculation being used for state updates.

4 Experiments and Results

4.1 Evaluation Metrics for Retrieval-Based Localization

4.1.1 Recall@K

Because UAV localization is an image retrieval problem, one of the frequently adopted
performance metrics is Recall@K. Recall@K refers to the accuracy of retrieving the
correct satellite image out of the top-K retrieval results. Recall@]1 is used to verify whether
the correct satellite image is ranked first, whereas Recall@5 verifies whether it can be

found among the top five results.

For UAV positioning, Recall@]1 is especially important because the top-ranked satellite
image is usually used as the predicted location. A higher Recall@]1 indicates that the model

is more likely to localize the UAV correctly using the first retrieval result.

4.1.2 Average Precision

The Average Precision (AP) metric measures how well the ranking process works for
retrieving information. Where Recall@K simply verifies if the relevant item is included
within a specific range, K, AP ranks all relevant items in the entire list. A higher AP means

that relevant or correct images tend to appear earlier in the retrieval results.

AP is useful because UAV-satellite matching is not only about the first result. In some
cases, several nearby satellite patches may be visually similar. A good model should place

the correct and highly related candidates near the top of the ranking list.



4.1.3 Positioning-Aware Evaluation

Although Recall@K and AP are useful retrieval metrics, they do not directly measure
spatial positioning error. In UAV self-positioning, a retrieval result that is geographically
close to the ground truth may still be useful even if it is not the exact correct image.
DenseUAYV therefore proposes SDM@K, which combines retrieval accuracy with spatial

distance measurement.

This thesis mainly uses retrieval-based evaluation because the proposed method is
formulated as UAV-satellite image retrieval. However, positioning-aware metrics such as
SDM@K are important for future work, especially when the method is extended to

continuous UAV navigation or real flight experiments.

4.2 Experimental Setup

This study conducts experimental verification of image cross-view localization and UAV
navigation tasks based on the DenseUAV dataset. Regarding data deployment, the training
and test sets are constructed in separate directories to ensure data isolation. In terms of
hardware and computing resource configuration, this experiment relies on a single RTX
5080 for model training and runs eight multi-threaded concurrent processes to ensure

efficient reading of large-scale image data.

In terms of network architecture design, this thesis selects the DINOv2 model, which has
strong self-supervised feature extraction capabilities, as the backbone network. To preserve
the generalization ability of pre-trained weights and effectively prevent overfitting, a
partial fine-tuning strategy is adopted, only unfreezing and updating the weights of the last
four Transformer Blocks in the backbone network without loading additional intermediate
pre-trained weights. The network head is simplified to a single-branch structure, and the
output features are projected onto a 512-dimensional bottleneck layer through a global
average pooling layer, thereby extracting a compact and high-dimensional global

descriptor.

Regarding training parameter settings, the input images are uniformly scaled and cropped

to 224x224 pixels. The initial learning rate for model training was set to 0.0005, the batch



size to 16, and a single cross-sampling strategy was adopted, with a total of 120 epochs of
iteration optimization. To construct a highly robust feature metric space, this experiment
employed a composite loss function to drive the joint optimization of the network. Cross-
entropy loss guided basic representation learning to accelerate network convergence;
weighted soft triplet loss was used to strictly impose distance penalties in the feature space,
bringing similar viewpoint samples closer together and pushing away dissimilar samples;
KL divergence loss was also introduced to promote the alignment of multimodal feature
distributions. Furthermore, to overcome the domain gap in real-world rejection
environments, the experiment applied asymmetric customized data augmentation strategies
to different modalities. Specifically, random affine transformations were applied to satellite
images to simulate small shifts in high-altitude perspectives; color jitter and random
rotation were introduced to UAV images to cope with complex lighting changes and yaw
angle disturbances during actual flight; and random erasure was jointly applied to both
satellite and UAV images to simulate real physical occlusion caused by clouds, trees, and

building

4.3 Dataset used in the experiment

4.3.1 Cross-view benchmark dataset DenseUAV-Hui

To adapt to the lightweight model on the edge and the input characteristics of the single-
channel vision sensor, this thesis reconstructs the open-source color DenseUAV dataset,
constructing a large-scale single-channel grayscale dataset, DenseUAV-Hui, covering 3033
independent geographic coordinate sampling points. During the query-side data acquisition
phase, UAV images are randomly sampled at three altitude levels (80m, 90m, and 100m)
and throughout the day (6:00 AM to 6:00 PM) using high-precision waypoint planning.
Simultaneously, the gimbal is strictly locked to a vertical downward view with a fixed
sampling interval of 20 meters. This effectively eliminates perspective distortion and
forces the network to learn finer-grained terrain features. On the reference side, a 20-level
high-resolution Google orthophoto is used as the base map, fusing terrain data from 2020
and 2022. Three images with different cropping scales are generated for the same

coordinate point to improve the model's adaptability to spatiotemporal and scale



differences. Ultimately, the training set of this dataset contains 2256 sampling points,
including 6768 UAV images and 13536 satellite images, while the test set contains 777
sampling points, including 2331 UAV images and 4662 satellite images, forming a
challenging benchmark for evaluating UAV-satellite cross-view matching under grayscale

input.

4.3.2 Dedicated Dataset for Flight in GNSS-denied or GNSS-degraded

environments

To verify the algorithm's performance on the edge in local GNSS-denied or GNSS-
unavailable scenario, this thesis specifically constructs a miniature physical verification
dataset for the competition environment, stripping away global absolute coordinate priors
and based on a high-precision local relative Cartesian coordinate system. This flight
dataset sets three representative ground targets: point A (backpack), point B (packing box),
and point C (remote controller) as reconnaissance anchor points. The data is acquired
jointly by a heterogeneous dual-source acquisition system. On the airborne query end, the
hardware architecture of the SmartSens SC132GS global shutter sensor + Flylink A1 edge
computing platform, consistent with the competition deployment, was adopted. During
field data collection, 64 grayscale UAV-view images were collected for each target point
from different viewing angles and flight attitudes, making the test data closer to the
expected deployment condition. On the reference end, limited by the physical constraints
of obtaining real satellite images of the target area in advance, the experiment used mobile
optical equipment to construct 43 proxy satellite base maps for each target point by
simulating high-altitude orthogonal view. This combination of real airborne query and
simulated prior base maps accurately replicated the practical field-test scenario of lacking
standard training data under extreme denial conditions, providing the most convincing

engineering testing environment for cross-view matching and local navigation systems.

4.4 Experimental Metrics

This thesis uses Recall@K (R@K) and Spatial Distance (SDM@K) metrics to evaluate the

effectiveness of the model.



44.1 R@K

R@K is the simplest performance assessment measure in image retrieval, used to assess
whether the algorithm can locate the right match within the top few results obtained from
the retrieval process. In geolocation tasks, R@K typically fails to reflect the magnitude of

the geographic deviation of the retrieved results.
4.4.2 SDM@K

SDM@K measures the spatial proximity between the top K retrieved results and the actual
geographic location of the query image. It requires not only that the model finds the correct
image, but also that the retrieved image closely approximates the ground truth in physical
coordinates. SDM@K is usually calculated by weighted aggregation of the spatial distance

scores of the top K results.

SDM@K = =1(( — 41/~ )/ ( — +1)

Where d, is the Euclidean distance between the geographic coordinates of the & search

result and the ground truth coordinates of the query image, and s is the scaling factor.
4.5 Experimental Performance Test Data

To comprehensively and objectively evaluate the effectiveness of the proposed cross-view
geolocation and navigation framework, this section presents comparative experiments and
performance verifications on the publicly available color DenseUAV dataset and the
single-channel grayscale dataset DenseUAV-Hui, which was recreated in this thesis. The
performance measurements involve the use of the recall rates R@1 and R@5, which have
been extensively applied in cross-view matching, and also involve the use of the spatial

distance kernel measurement SDK@1.



4.5.1 Comparative Experiments on the Benchmark DenseUAV Dataset

Table 2 shows the quantitative comparison results between the proposed method and
several advanced methods in recent years on the standard DenseUAV dataset. The methods
included in the comparison are FSRA, DenseUAV Baseline [1], an improved method

based on DINOv2 [20], and MCCG [20].

Table 2. Comparison results of our method with state-of-the-art methods on the

DenseUAYV dataset
Drone—Satellite
Method Publication
R@1 R@5 SDK@1
FSRA [19] TCSVT’ 22 81.21 94.55 85.11
DenseUAV Baseline [1] TIP* 23 83.01 95.58 86.50
DINOV2 Yang. [20] RAJ 25 86.27 96.83 88.87
MCCG [21] TCSVT’ 23 89.19 96.87 90.99
Ours - 90.00 97.64 91.85

As shown in Table 2, the proposed method achieves competitive performance across the
evaluated metrics. Specifically, our method achieves R@1 of 90.00%, R@5 of 97.64%,
and SDK@]1 of 91.85%. Compared with the DenseUAV Baseline, the proposed method
improves R@]1 by 6.99 percentage points; even when facing the high-performing state-of-
the-art model MCCG, our method maintains a leading advantage of 0.81% in R@]1 and
0.86% in SDK@]1. This result fully demonstrates that, thanks to the lightweight network
architecture design, weighted soft triplet loss, and generative data augmentation strategy
introduced in this thesis, our framework can extract more discriminative and robust global

feature descriptors in complex cross-perspective scenarios.




4.5.2 Performance Validation on the Single-Channel Grayscale Dataset

DenseUAV-Hui

Considering the practical deployment requirements of edge computing platforms such as
the Feiling Micro Al and the hardware characteristics of single-channel vision sensors, this
thesis further tests the model's performance under extreme conditions on the DenseUAV-
Hui grayscale dataset, which has had its color information removed. Table 3 shows the

performance of the proposed method on this grayscale dataset.

Table 3. Evaluation results of the proposed method on the DenseUAV-Hui dataset

Drone—Satellite
Method Publication
R@1 R@5 SDK@1
Ours - 87.95 97.47 90.40

Experimental results show that our proposed method achieves R@1 of 87.95%, R@5 of
97.47%, and SDK@]1 of 90.40% on the DenseUAV-Hui dataset. Compared to the R@1 on
the color DenseUAV dataset, the model's R@1 index shows a slight decrease of 2.05% due
to the loss of numerous color cues helpful for feature matching caused by image

compression from three-channel RGB to single-channel grayscale.

However, this degree of accuracy loss is a physical phenomenon expected in visual
matching. More importantly, even without color dependence, our method maintains a very
high R@5 of 97.47% and an SDK@1 of 90.40%, indicating that the model has not
experienced generalization collapse but has successfully learned to utilize the geometric
contours, texture structure, and spatial topology of buildings for localization. This data
strongly validates that our single-channel lightweight model is fully capable of performing
highly reliable autonomous navigation in extremely restrictive environments with limited

resources and lack of color information.




4.6 Performance Test Data for Dedicated Dataset

To meet the strict confidentiality requirements of the competition regarding test site
information, namely the prohibition of disclosing specific school names and actual
physical addresses, this thesis completely abandoned the reliance on global GPS
coordinates during the flight verification phase. Instead, a local relative Cartesian
coordinate system was established within the test area, as shown in Figure 4.1.This local

coordinate system provides a relative position reference for evaluating UAV-view and

reference-image matching in the test area.

Figure 4.1 Local relative Cartesian coordinate system

Based on the dedicated flight dataset constructed above, this thesis rigorously verifies the

cross-view geolocation capability of the lightweight model on the edge platform.
The specific quantitative test results are shown in Table 4.

Table 4 Evaluation results of the proposed method on the self-built field dataset.

Drone—Satellite
Method Publication

R@]1 R@5 R@10

Ours - 96.35 98.44 98.44




Experimental data show that our proposed method exhibits exceptional matching
performance on this specific dataset. Specifically, the model achieves a top-ranking recall
(R@1) of 96.35%, while the top-five (R@5) and top-ten (R@10) recalls both reach
98.44%.

Analysis of these results reveals that even under the extreme condition of not having any
prior images of the actual drone flying area of the target, the high R@]1 recall of 96.35%
demonstrates that, this result suggests that the DINOv2-based feature extractor and global-
local feature fusion can learn discriminative grayscale features for the local field dataset,
accurately extracting highly distinctive grayscale single-channel features even in unknown

real-world flight scenarios.

The identical R@5 and R@10 values indicate that most correct matches already appear
within the top five retrieved candidates, and increasing the candidate range to ten does not
further improve the recall. This indicates that the network's metric learning space is
extremely compact and has clear boundaries, This suggests that the learned embedding
space can separate the three target regions effectively under the current dataset setting. The
experimental results on the dedicated dataset further verify the feasibility of the proposed
cross-view positioning method in a local field-test setting. They indicate that the method
can provide reliable retrieval-based visual positioning support under limited-resource
conditions. However, complete real-time onboard deployment and closed-loop autonomous

navigation still require further engineering validation.

5 Conclusions

5.1 Discussion

The findings of this thesis are generally consistent with previous studies on UAV-satellite
cross-view geo-localization. DenseUAV formulates UAV self-positioning as a retrieval
task, where a UAV-view image is matched with satellite-view images to estimate the UAV’
s position [1]. This thesis follows the same research stream and confirms that retrieval-
based visual matching is a feasible way to support UAV self-positioning in low-altitude

environments.



The results on the DenseUAV benchmark are in line with previous literature showing that
stronger feature representation improves cross-view localization performance. Earlier
CNN-based methods can extract useful local texture features, but they are often limited in
modelling global spatial relationships. Previous studies have shown that Transformer-
based models are more effective than CNN-based models for UAV self-positioning
because self-attention can capture long-range spatial context and spatial distribution
information [1] [3]. The results of this thesis support this view. DinoUAV-Loc achieves
90.00% R@]1 on DenseUAV, which is higher than the DenseUAV baseline result of
83.01% [1]. This indicates that the DINOv2-based shared backbone and global-local

feature fusion can improve UAV-satellite matching performance.

The use of DINOV2 is also consistent with the recent trend of applying visual foundation
models to image retrieval and visual matching tasks. DINOv2 provides strong semantic
and spatial representations through self-supervised pretraining and Vision Transformer
architecture [2]. In this thesis, the CLS token is used to capture global scene-level
information, while Patch GAP is used to preserve local spatial structure. This design
responds to a challenge identified in previous cross-view localization literature: the model
needs both global layout understanding and local detail discrimination to distinguish

visually similar locations [1] [5] [15].

The results on DenseUAV-Hui provide a slightly different but still compatible finding.
After converting the dataset into grayscale, the R@]1 value decreases from 90.00% on
DenseUAV to 87.95% on DenseUAV-Hui. This is expected because colour information
can help distinguish vegetation, buildings, roads, and open areas. However, the decrease is
not large, which suggests that the proposed method does not rely only on colour cues.
Instead, it can still use structure, texture, road layout, building outlines, and spatial
topology for matching. This supports the argument in previous studies that spatial structure

and dense spatial information are important for UAV self-positioning [1].

The result on the self-built field dataset is higher than the benchmark results, reaching
96.35% R@]1. This result supports the practical motivation of using visual retrieval for
UAYV positioning in local field-test environments. However, it should not be interpreted as
evidence that the method is generally better in all real-world scenarios. DenseUAV
emphasizes that realistic UAV self-positioning is difficult because of dense sampling,

multi-height UAV images, multi-temporal satellite images, and environmental variation [1].



Compared with that benchmark setting, the self-built field dataset is smaller and more
controlled, with fewer target regions and less environmental variation. Therefore, the result
is best understood as local feasibility validation rather than large-scale benchmark-level

proof.

Overall, the results support previous literature that treats UAV self-positioning as a cross-
view retrieval problem and show that Transformer-based or foundation-model-based
features are useful for this task [1] [2] [3] [5]. At the same time, the results also show that
performance depends strongly on dataset scale, image modality, and evaluation setting.
Compared with previous benchmark studies, this thesis adds validation on a grayscale
reconstructed dataset and a self-built field dataset, but further work is still needed to
compare more baseline methods under the same conditions and to validate the method in

larger and more diverse real flight scenarios.

5.2 Contributions

The present thesis contributes to vision-based UAV self-localization at low altitudes in

three main ways:

The first contribution is the formulation of low-altitude UAV self-positioning as a UAV-
satellite cross-view image retrieval problem. Rather than trying to predict geographic
coordinates from the UAV image, the thesis considers the UAV image as the query while
considering other views as the gallery. The UAV position is then estimated by retrieving
the most similar reference image. This formulation is suitable for GNSS-denied or GNSS-
degraded environments because it provides a visual alternative when satellite positioning
signals are unreliable. It also follows the retrieval-based research direction of DenseUAYV,

while adapting it to the specific experimental setting of this thesis.

The second contribution is the design and evaluation of the DinoUAV-Loc method. The
method uses a shared Siamese structure, where UAV-view and satellite/reference-view
images are processed by the same DINOv2-based backbone. This shared structure maps
heterogeneous images into a unified embedding space, making feature comparison possible

across different viewpoints. Compared with traditional CNN-based feature extraction,



DINOV2 provides stronger global semantic and spatial representation, which is useful for

cross-view matching under viewpoint, scale, and appearance differences.

The third contribution is the use of global-local feature fusion for UAV-satellite/reference
image matching. In the proposed method, the CLS token is used to represent global scene-
level information, while Patch GAP is used to preserve local spatial structure from patch-
level features. By combining these two types of features, the final descriptor contains both
overall scene layout and local region details. This is important for UAV self-positioning
because nearby locations may have similar textures and overlapping visual regions, and the

model needs to distinguish small spatial differences between candidate locations.

5.3 Limitations

Although the experimental results show that the proposed DinoUAV-Loc method can

support retrieval-based UAV positioning, several limitations still remain.

First, the self-built field dataset is relatively small and controlled. It contains only a limited
number of target points and test scenes. Therefore, the result on this dataset should be
interpreted as a feasibility evaluation in a local field-test environment rather than proof of
general performance in all real-world scenarios. Larger-scale datasets with more buildings,
roads, vegetation types, weather conditions, and flight altitudes are still needed to further

verify the robustness of the proposed method.

Second, the current research will primarily test the visual matching and retrieval capability
of the suggested approach. The tests will be carried out on whether an image taken by a
UAYV can successfully find its counterpart from satellite images. However, the thesis does
not fully validate a complete real-time onboard closed-loop UAV navigation system. The
hardware connection and multimodal navigation framework are discussed as an
engineering extension, but real-time deployment, continuous flight control, and long-term

autonomous navigation still require further experimental validation.

Third, the DenseUAV-Hui grayscale dataset is reconstructed from the original DenseUAV
dataset. Although it is useful for testing the method under single-channel image input, it

still cannot fully represent all sensor conditions in practical UAV systems. In real



applications, camera quality, motion blur, exposure change, vibration, altitude variation,

and low-light conditions may further affect image quality and matching accuracy.

Fourth, the comparison on DenseUAV-Hui and the self-built field dataset is limited. Since
these datasets are not standard public benchmarks with widely reported results from
existing methods, this thesis mainly reports the performance of the proposed method on
them. More complete comparison experiments should be conducted in the future by

running baseline methods under the same dataset settings.

Finally, this thesis focuses on image-based cross-view matching. Other navigation
information, such as IMU, optical flow, or LiDAR, is not fully integrated and
experimentally evaluated in the current work. Future research can combine visual retrieval
results with inertial navigation and other sensor data to improve positioning continuity,

stability, and reliability in practical UAV flight scenarios.

5.4 Summary

This chapter discussed the main findings, contributions, limitations, and future directions
of this thesis. The results show that DinoUAV-Loc can support retrieval-based UAV visual
positioning in the evaluated low-altitude scenarios. By using a DINOv2-based shared
backbone and global-local feature fusion, the method can extract useful cross-view features

from UAV-view and satellite/reference-view images.

The primary contribution of this thesis is the development and testing of a DINOv2-based
approach to visual localization using cross-view images from UAVs and satellites. The
method was evaluated on the DenseUAV benchmark, the reconstructed DenseUAV-Hui
grayscale dataset, and a self-built field dataset. From the results of experiments, it is clear

that the proposed algorithm can provide an effective level of retrieval performance.

However, this work also has limitations. The self-built dataset is relatively small and
controlled, the comparison on DenseUAV-Hui and the self-built dataset is limited, and the
current experiment mainly validates image retrieval performance rather than a complete
real-time onboard autonomous navigation system. Therefore, the proposed method should
be regarded as a feasible visual positioning module rather than a fully completed UAV

navigation system.



Future work should expand the self-built dataset, include more baseline methods under the
same experimental settings, and validate the method in larger and more diverse real flight
environments. Further integration with IMU and other sensor information is also needed to

improve the stability and practical applicability of UAV visual positioning.
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