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Printed circuit boards (PCBs) are widely used in the electronics industry, typically for 
connecting electronic circuits. In electronics manufacturing, PCB quality control is crucial 
for product reliability. Traditional manual inspection methods are inefficient, costly, and 
prone to errors. Traditional machine vision technologies rely on manually designed 
features, resulting in poor robustness. With the development of deep learning networks, the 
YOLO series has become mainstream, but it still is not perfect in PCB and inductor defect 
detection. This thesis proposes an efficient and lightweight defect detection algorithm 
based on YOLOv8n. To optimize the network architecture, FasterNet is used to replace the 
original YOLO network in the backbone, significantly reducing the number of parameters. 
Simultaneously, an AFPN is used in the head, and the number of output channels is 
compressed from 256 to 128. Finally, experiments show that the improved model performs 
excellently, reducing the number of parameters from 3.01 million in YOLOv8n to 2.43 
million. In PCB defect detection, the Precision reaches 97.6%. In inductor defect detection, 
the model's inference time for a single image is only 2.45 milliseconds.  
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SYMBOLS AND ABBREVIATIONS  

Roman characters 

c total number of channels in the feature map 

h spatial height of the input feature map 

k convolution kernel size 

N total number of classes / defect types 

P Precision 

R Recall 

w spatial width of the input feature map 

x feature image received by the network 

y weighted fusion feature 

 

Greek characters 

α          weight coefficient for feature x₁ 

β          weight coefficient for feature x₂ 

γ          weight coefficient for feature x₃ 

 

Subscripts 

i            index of defect type 

PConv        Partial Convolution 

Standard     standard convolution 

 

Abbreviations 

AFPN         Asymptotic Feature Pyramid Network 

AOI          Automatic Optical Inspection 

AP           Average Precision 

ASFF         Adaptively Spatial Feature Fusion 

BiFPN        Bidirectional Feature Point Network 

CART         Classification and Regression Tree 



CBAM         Convolutional Block Attention Module 

CNN          Convolutional Neural Network 

CS-ResNet    Cost-Sensitive Residual Convolutional Neural Network 

ECGM         Euclidean Clustering based on Gaussian Mapping 

FC           Fully Connected 

FCN          Fully Convolutional Neural Network 

FLOPs        Floating-Point Operations 

FN           False Negative 

FP           False Positive 

HOG          Histogram of Oriented Gradients 

IoU          Intersection over Union 

k-NN         k-Nearest Neighbors 

LBP          Local Binary Pattern 

LMS          Least Median Squared 

LSKNet       Large Selective Kernel Network 

mAP          mean Average Precision 

PCB          Printed Circuit Board 

PCBA         Printed Circuit Board Assembly 

PConv        Partial Convolution 

RF           Random Forest 

SMD          Surface Mount Device 

SURF         Speeded Up Robust Features 

SVM          Support Vector Machine 

TP           True Positive 

WIoU         Wise Intersection over Union 

WRGMSFA      Weighted Parameterized Ghost Multi-scale Feature Aggregation 

YOLO         You Only Look Once 
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1 !Introduction 
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The printed circuit board assemblies (PCBAs) serve as the fundamental substrates of the 

electronics to house and link circuit components together. Such items are now regarded as 

indispensable for the manufacture of modern electronics. However, in the complicated 

process of PCB manufacturing and PCBA assembly, process defects such as etching 

deviations, soldering variability and positioning errors may result in quality issues such as 

missing hole, short, mouse bite, spur, open circuit, spurious copper. As a result of this, the 

reliability of data transfer between the components and operational stability are significantly 

hampered. The failure to detect these defects in real-time means that such defects may be 

transferred to the next process step, which leads to the malfunction of the overall system and 

potentially even production accidents. Therefore, thorough quality checking for PCBA 

substrates and their associated electronics components is a critical technological bottleneck 

that guarantees safe and reliable operation of the electronics systems, an area where image 

processing, machine learning, and deep learning methods have been extensively surveyed 

(Ling and Isa, 2023). Figure 1 presents the most common computer vision devices. 
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During PCB production, errors like mouse bites, open circuits, and short circuits appear quite 

often. These defects are all very small in size. The human eye simply finds them hard to 

identify clearly. So, traditional manual inspection methods are inefficient as well as costly. 

They also come with high missed detection and false alarm rates. On the production line, 

operators usually look through microscopes. They then make subjective judgments with their 

own eyes. This kind of judgment can easily vary from person to person, which makes it 

difficult to maintain a consistent inspection standard. In the long run, visual fatigue caused 

by physiological limits will inevitably lead to false alarms, which are unavoidable errors for 

humans. At the same time, the lack of relevant standards in enterprises greatly increases the 

weight of human subjective judgment, leading to more scrap rate. Since the main material 

of inductors is copper, the resulting specular reflection causes background noise interference. 

Due to its small size, complex structure, and similar color to the background, the accuracy 

of traditional automatic optical inspection (AOI) in industry still remains challenges. 

Traditional machine vision technology relies on hand-crafted features and has poor 

robustness. It may also lead to misjudgment, requiring human re-inspection and further 

increasing the labor cost of enterprises. Feature matching is sometimes not intelligent enough. 

Besides the micro-damage mentioned earlier, there are other types of rare damage that can 

be identified manually but at a high cost, and traditional algorithms are largely unable to 

identify them. The challenges of automated PCB inspection have been recognised since the 

foundational survey by Moganti et al. (1996); therefore, more intelligent algorithms are 

needed. With the development of deep learning networks, the new model YOLO (You Only 

Look Once) was born. Compared to the two methods mentioned earlier, the YOLO series 

has greatly improved accuracy and robustness, but it still has shortcomings for micro-feature 

detection on PCBs, including insufficient accuracy, the need for large training parameters, 

and a poor balance between efficiency and accuracy. Figure 2 presents some defect examples 

on PCB. 
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The characteristic of PCB defects is their complexity. As mentioned earlier, PCB defects are 

caused by various factors, such as human error. However, with the evolution of PCBs 

towards higher density and miniaturization, micro-defects are becoming smaller, more 

complex in shape, and more densely distributed. Furthermore, defects can appear in different 

areas of the PCBA, such as the board surface and circuits, and their shapes are not uniform, 

further increasing the difficulty of detection. Commonly used methods include manual 

quality inspection and methods based on traditional image processing. As mentioned earlier, 

the development trend of PCBAs is towards high density and miniaturization. Manual 

quality inspection using the human eye is less efficient and has a high error and false positive 

rate in such situations. Research has moved forward, and more advanced traditional image 

processing inspection methods have appeared than manual inspection. In order to reduce 

noises in images, some image processing techniques like image filtering become widely used 

and play a significant role in improving the importance of features in the image. Besides, 

methods like the Canny edge detection, image segmentation, and template matching become 

popular. But there is one thing that these approaches have in common; namely, their ability 



to generalize is poor. When it comes to inspecting products under special circumstances 

during the process of industrial production – metal reflection and electromagnetic 

disturbance, for example – mistakes are likely to happen due to higher false alarm rates. 
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In industry today, commonly used methods include traditional machine vision and deep 

learning. Traditional machine vision has a disadvantage: it does not perform well in scenes 

with reflections and complex textures. Its advantage is high efficiency in simple situations. 

Smith et al. (2021) pointed out in their review that advancements in camera and lighting 

technologies, and the use of industrial-grade micro-cameras and microprocessors, have 

produced good results in early parts inspection, but they are structurally lagging behind 

current deep learning technologies. A drawback of deep learning is the very high cost of 

deploying a model for enterprises, and so a balance between lightweight design and high 

accuracy becomes necessary. Another major disadvantage is that datasets may be 

insufficient, and this makes it impossible to train the network from scratch. Smith et al. (2021) 

suggest that reliable methods currently include transfer learning and data augmentation. 

Yuan et al. (2024) developed the YOLO-HMC network on top of the improved YOLOv5 

framework, aiming to accurately and efficiently identify tiny defects on PCBs with fewer 

model parameters. The results show that the new model has significant advantages. The 

mean average precision (mAP) can reach 98.6%. Zhang et al. (2023) designed an efficient 

lightweight convolutional neural network (CNN) based on deep learning image processing 

techniques model for surface defect detection of industrial products. Their CNN reaches 

accuracy on par with state-of-the-art (SOTA) models, while using fewer parameters and 

lower computation. Yan et al. (2024) extended YOLOv8s to gain both better detection 

performance and a lighter architecture. They added the Nexus attention module together with 

the WaveletUnPool module, and swapped the standard C2f for a C2f-GDConv variant. 

These changes trim parameter count and computational cost without weakening feature 

extraction. On the PCB defect benchmark their improved model reaches a mean average 

precision (mAP) of 97.3%, 3.0% above the original. Luo et al. (2025) refined the lightweight 

single-stage YOLO architecture into a model named "LIDD-YOLO", and lifted the mAP on 

the NEU-DET steel defect dataset by 3.2% to 79.5%. Mia and Li (2024) introduced a steel 

surface defect detector that adopts the Swin Transformer as the backbone of Faster R-CNN 



and incorporates the Path Aggregation Feature Pyramid Network (PAFPN). The standard 

Intersection over Union (IoU) loss is also replaced with the Complete IoU (CIoU) loss. On 

printed circuit boards (PCB), their method achieves an mAP as high as 99.00%. 

 

As machine learning has developed, more advanced traditional machine vision methods have 

appeared than traditional image processing methods. As the name suggests, these methods 

use computers to take the place of human eyes and brains, so they are a good fit for daily 

production and life. These techniques are distinguished by the use of handcrafted features 

and classifiers. Feature extraction involves Local Binary Pattern (LBP), and classifiers 

involve algorithms like k-Nearest Neighbor (k-NN), Support Vector Machine (SVM), and 

Random Forests. The main benefit is related to automation, which helps reduce costs 

associated with labor. However, disadvantages may relate to low computational efficiency 

for feature extraction and relatively high expenses for implementation. There are two types 

of object detection approaches, namely, two-stage and one-stage systems. Two-stage 

approaches like RPN utilize convolutions during both region proposals and classification, 

allowing for practically free generation of regions and, therefore, sacrificing computational 

efficiency in favor of better localization (Ren et al., 2015). One-stage SSD networks, on the 

other hand, combine all processes in one convolutional network, predicting objects within 

default boxes defined on different scales and aspect ratios (Liu et al., 2016). This method is 

a one-stage representative. The one-stage approach is faster and more suitable for real-time 

scenarios. Also, the YOLO series discussed in this thesis also falls into the one-stage 

category. Now, the most mainstream method is the object detection method represented by 

the YOLO series. It directly outlines and labels defective locations in PCBA production. 

Compared with the methods mentioned earlier, it is highly efficient and accurate. But it also 

has drawbacks. For example, it requires lots of parameters for training, often needs data 

augmentation, and has high computational costs and long inference times. This is 

unacceptable for some resource-constrained enterprises. Lightweight models have become 

one research direction for improving YOLO. They aim to keep accuracy and time optimized 

or within an acceptable range. This thesis aims to enable enterprises to ensure product yield 

rates with less data and lower costs through inspection. 
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This thesis uses two datasets: an open-source PCB dataset from Peking University (Huang 

and Wei, 2019), and an inductor dataset independently collected by Hebei University of 

Technology. The merged dataset contains approximately 1700 images, covering six common 

PCB defects: missing hole, mouse bite, open circuit, short circuit, spur, and spurious copper. 

The inductor dataset includes coil damage. To address the limited dataset and improve the 

model's generalization ability, data augmentation techniques are employed, including but 

not limited to rotation and contrast adjustment. This thesis plans to use a lightweight network 

structure to reduce the model's training cost while balancing its ability to extract minute 

features with time costs. 
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In recent years, remarkable progress has been made in the use of lightweight YOLO 

variants for PCB defect detection, but there is still some room for improvement in the high 

robustness requirements of industrial scenarios. At the same time, there is still room for 

further lightweighting. Traditional manual inspection is prone to staff fatigue, which will 

lead to a high missed inspection rate and false inspection rate; while the traditional 

machine vision process relies on the hand-crafted defect features and has poor ability to 

generalise new defects. In the deep learning method, YOLO-HMC (Yuan et al., 2024) 

achieved up to 98.6% of mAP in PCB defect detection, while Yan et al. (2024) improved 

YOLOv8s and achieved 97.3% mAP by introducing attention mechanism and frequency 

domain modules. In contrast, lightweight detectors that focus on reducing the number of 

parameters, such as LIDD-YOLO (Luo et al., 2025), have a significantly lower mAP on 

the NEU-DET data set (79.5% mAP, steel dataset). Therefore, in small-scale defect 

detection, the balance between the number of parameters and the detection accuracy can 

reduce the cost of small and medium-sized enterprises (SMEs) to a certain extent. In 

addition, there is a relative lack of research on chip-wound inductor defects at present, and 

the visual characteristics of such defects are even more difficult to locate than those of bare 



PCBs, which further exacerbates this gap. Therefore, this thesis focusses on the following 

core research issues: 

RQ: To what extent can the parameter count of YOLOv8n be reduced at most without 

causing a significant decrease in the detection accuracy of small and difficult-to-detect 

defects? 

Two sub-questions are derived from this: 

RQ1: How does replacing the YOLOv8n backbone with a FasterNet-based design and the 

neck with an Asymptotic Feature Pyramid Network (AFPN) module affect the trade-off 

between parameter count and detection performance (Precision, Recall, mAP@50, 

mAP@50–95) on the Peking University PCB defect dataset? 

RQ2: To what extent does the proposed lightweight model generalise to the chip-wound 

inductor defect dataset independently collected by HEBUT? 
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This section describes the thesis's structure, which includes background research on the topic, 

the authors' proposed improvements to YOLO, and experimental results. The introduction 

explains the importance and significance of inductors in the field of electronics, and states 

that improved detection techniques make it possible for companies to save money. The 

literature review section provides an analysis on how image processing moved from classical 

mechanisms to deep learning. The algorithm design section plans to modify YOLOv8n using 

a lightweight module to reduce the number of parameters required for training, achieving a 

balance between speed and accuracy. The experimental environment in this thesis is based 

on a Linux environment deployed on an NVIDIA vGPU-32GB, using mAP, Params etc. as 

a benchmark. This study focuses on the YOLOv8 model; therefore, optimizations may not 

be applicable to subsequent new models, presenting limitations. 

  



2 !Literature Review 

2"!#!G08(.1/)8<.0#

As mentioned earlier, PCBAs play a vital role in daily life. But they can be easily damaged 

in ways that are hard to detect, and the consequences can lead to the breakdown of entire 

electronic systems. The market demand for PCBAs is increasing, but current defect detection 

technology still needs a lot of improvement. Over time, defect detection technology has 

moved from being entirely manual to semi-automatic, and then to fully automated. From 

manual quality inspection to deep learning, each method has its own advantages and 

disadvantages. But at present, deep learning-based defect detection is still the most advanced 

method. If we want to improve product yield and reduce costs, high-precision and low-cost 

inspection methods are essential. This literature review section looks into how things have 

evolved from early traditional image processing methods for bare PCBs and chip-wound 

inductors to current deep learning methods. Traditional methods and current deep learning 

approaches may be confusing. So, this review aims to clarify the research and technological 

development of machine learning in bare printed circuit boards and inductor defect detection. 

It also provides a solid theoretical foundation for future research. 
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This thesis selects many papers from Google Scholar, CNKI, and other mainstream 

academic databases. They include both Chinese and English papers from the last twenty 

years. This is because the study involves early traditional image processing techniques, and 

early papers and literature reviews usually give detailed and scientific descriptions. This 

thesis also chooses Chinese papers because China is a major manufacturing country with 

plenty of industry-academia collaboration research and data, and this helps make the 

articles more persuasive. This thesis typically uses highly cited papers, and leaves out 

those that are very repetitive or lack new ideas. This thesis also prefers papers that can be 

cross-validated to make the study more reliable. 
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2.3.1 !Image Preprocessing Techniques 

Due to lighting problems and electromagnetic interference in production workshops, as well 

as limitations in camera optical component technology, noise is unavoidable in the original 

images of PCBAs. Early methods used image preprocessing to get better defect detection 

results. Zang (2025), in a review of PCB defect detection research based on an improved 

YOLOv8 network, pointed out that common methods include denoising, grayscale 

conversion, binarization, and enhancement. These make the image clearer and easier to 

identify. Vaidya (2023) points out that image defects are unavoidable because of uneven 

lighting and camera sensor malfunctions. Preprocessing methods involve turning color and 

3D images into grayscale formats or 2D matrices. At the same time, contrast adjustment 

makes sure the image intensity is uniform. Vaidya (2023) uses this preprocessing method to 

set apart PCB background and foreground pixels, and this improves the quality of later 

binarization, removes noise well, and highlights circuit features. In production, filtering 

algorithms are often used for noise reduction. For example, median averaging filtering does 

a good job of getting rid of salt-and-pepper noise. Wang et al. (2010) proposed a novel 

median filtering algorithm that uses a detector to classify image pixels accurately and then 

applies matching filtering strategies to different types of noise. When compared with 

traditional median filtering, it gives much better accuracy under severe noise pollution while 

still keeping image details, and so it raises the quality of work that follows. Many other 

filtering algorithms also keep details while making images more usable, and this lays a solid 

foundation for later edge detection and feature extraction.  

2.3.2 !Edge Detection and Feature Extraction Algorithms  

In PCB inspection, edge detection isolates copper traces and defect regions through contour 

lines, commonly via Canny or Sobel operators. Early machine-vision pipelines used 

preprocessing-enhanced gradient-based detection with Sobel-type operators (Cai and Li, 

2022); template-based geometric methods that relied on centroid–edge distance sequence 

matching were subsequently shown to be undermined by centroid drift caused by contour-



point interference, motivating Deng et al. (2023) to propose an edge-guided energy-map 

approach (EEDD) that bypasses centroid reliance and reduces localization errors; yet, the 

latter strategy was undermined by centroid drift due to contour point interference, which 

introduced considerable localization errors. To overcome this, Deng et al. developed an 

edge-guided template energy map algorithm that bypasses centroid reliance, thereby 

reducing deviation and strengthening the robustness of PCBA defect detection. Traditional 

image-processing workflows remain intrinsically vulnerable to noise and exhibit limited 

generalizability, so the ascendancy of machine learning approaches for raising defect 

inspection efficiency has become an inevitable shift. 

2.3.3 !Morphological Processing and Template Matching  

The accuracy of edge detection results for industrial PCBs is not 100%, and there is a 

possibility of false edges. Researchers have introduced mathematical morphology to make 

image features smoother. Specific operations include dilation and erosion, applied to 

enhance the original unclear image and reduce small white noise, respectively. The 

disadvantages are that they thicken and thin the copper lines in the PCB image, respectively. 

The key requirement of industrial production is to ensure precision; therefore, using only 

one of the above methods in industrial production will reduce the product yield. With further 

research, researchers proposed opening operations, which involve erosion followed by 

dilation, and closing operations, which involve the reverse steps. Template matching, a 

conventional inspection step that subtracts a reference image to locate defects, has been 

advanced along two complementary directions: one achieving invariance to alignment and 

PCB type through SURF-based morphological operations (Hassanin et al., 2019), and 

another shifting from local Fourier analysis to a global spectral reconstruction that retains 

anomalous frequencies, markedly improving micro-defect detection in aperiodic patterns 

(Tsai and Huang, 2018). Despite these refinements, handcrafted pipelines remain susceptible 

to illumination fluctuations and related nuisances, driving a necessary transition toward 

machine learning and deep learning paradigms. Also, in early chip-wound inductor defect 

detection, researchers used template matching and edge extraction to find defects. But they 

faced the same challenges as in bare PCB defect detection. Changes in lighting conditions 

and other factors in the industrial production environment caused traditional methods to have 

high false positive and false negative rates. 
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2.4.1 !Feature Extraction 

Feature extraction is a method researchers use to improve the quality of machine learning by 

attempting to reduce the complexity of data. This process involves structuring raw data. 

Researchers have laid the foundation for computer-learned features by converting PCB 

image datasets into vectors and manually summarizing defect patterns. In industrial 

production, feature extraction methods are generally divided into two types: geometric and 

statistical feature extraction based on mathematical methods and advanced feature extraction 

based on local texture. Feature extraction for PCB defect inspection has been addressed 

along two complementary lines: geometric point-cloud processing (Li et al., 2021) and 

texture-descriptor fusion under variable illumination (Lu et al., 2018). The point-cloud 

pipeline preprocesses raw PCB scans, converts folded edges into boundary points via robust 

statistical fitting and Gaussian-mapped clustering, and regularizes contour features through 

angular criteria—yielding clearer, more salient feature points and accurate line extraction. 

Complementarily, fusing HOG and LBP descriptors with SVM classifiers and Bayesian 

model combination improves classification accuracy beyond that of any single descriptor, 

demonstrating practical robustness to the lighting fluctuations inherent in production 

environments. However, their drawback is that they rely on workers to design defect features 

during deployment, and they perform poorly when dealing with new and complex defects. 

2.4.2 !Classification Algorithms 

Traditional machine learning classifiers have been deployed for PCB defect categorization 

by assigning defect patterns to discrete labels through learned decision boundaries. An SVM-

centered system integrated partial Hausdorff distance for defect localization with block-

probability distribution analysis to characterize irregular regions (Liao et al., 2012), whereas 

a Random Forest framework partitioned surface-mount device sub-regions, derived 

geometric and texture features, and adopted classification and regression trees as base 

learners, striking a speed–accuracy balance that yielded average per-class detection rates of 

97.7% for pin defects, 97.0% for resistors, and 96.7% for capacitors (Zhang et al., 2025). 



Despite these gains, hand-engineered features and conventional classifiers cannot satisfy the 

tightening precision demands of modern inspection; accordingly, deep learning—capable of 

extracting discriminative representations directly from data—has become the prevailing 

strategy in industrial defect detection. 
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2.5.1 !Convolutional Neural Networks 

The heavy reliance on manually engineered features has long constrained traditional 

machine learning pipelines for PCB defect inspection. This limitation has been overcome by 

the shift to convolutional neural networks, which, through stacked convolution, pooling, and 

fully connected layers, autonomously learn discriminative representations. To tackle the 

severe class imbalance inherent in real PCB defect datasets, a cost-sensitive ResNet variant 

(CS-ResNet) was introduced, assigning greater loss penalties to minority defect classes via 

a weighted cross-entropy objective and thereby outperforming competing methods on 

genuine appearance defects (Zhang et al., 2021). While plain deep networks such as VGG16 

suffer from degradation as depth increases, ResNet alleviates this through residual 

connections that enable cross-layer information propagation, markedly elevating the 

capacity of deep learning paradigms. 

 

2.5.2 !Object Detection Framework 

The landscape of object detection for PCB inspection is split between two-stage frameworks, 

which first generate candidate regions and then classify them, and single-stage architectures 

that bypass region proposals to analyze the entire image in one forward pass. Two-stage 

detectors, represented by Faster R-CNN, excel in accuracy and are favored in precision-

critical domains such as medical imaging; however, their heavyweight design imposes high 

deployment costs and slow inference, limiting their industrial uptake. To mitigate this while 

preserving localization fidelity, a Faster R-CNN variant introduced genetic-algorithm-

guided anchor optimization, replaced standard ResNet50 convolutions with depthwise 



separable layers for multi-level feature extraction, and fed the resulting representations into 

an improved feature pyramid, effectively combining low-level geometric cues with high-

level semantic contours to boost micro-defect detection (Niu et al., 2022). Conversely, 

single-stage detectors, epitomized by the YOLO family, trade a degree of detection accuracy 

for substantially greater speed and lower hardware requirements, making them the de facto 

industrial standard. An enhanced YOLO11-derived pipeline strengthened this advantage by 

incorporating a weighted multi-scale feature aggregation module that amplifies defect-

relevant channels while suppressing noise, integrating a bidirectional feature pyramid into 

the neck to deepen feature interaction, and adopting a robust localization loss to maintain 

stability under background interference (Zhao and Jiang, 2025). Despite their dominance, 

the resource constraints of edge-device deployments in small and medium-sized enterprises 

continue to drive the demand for further lightweight YOLO variants. 

2.5.3 !Image Segmentation  

In industrial inspection, image segmentation—the partitioning of an image into pixel 

groups—enables faster, more advanced processing such as precise area measurement of 

irregular defects. Among the two dominant paradigms, semantic segmentation assigns a per-

pixel class label without instance differentiation, whereas instance segmentation delineates 

the boundary of each distinct object, yielding higher fidelity. While canonical semantic 

architectures include FCNs and U-Net, Ling et al. (2022) introduced a deep Siamese network 

tailored to PCB solder defect detection: twin weight-sharing encoders supply a decoder 

equipped with correlation modules that fuse depth features with cross-stream feature 

differences through skip connections, restoring multi-scale spatial detail while focusing 

attention on semantic gaps and thereby mitigating overfitting from scarce defect samples. 

Mask R-CNN, as a representative instance segmentation model, achieves more accurate 

detection by isolating individual object instances. 

2.5.4 !Deep Learning-Based Inductor Defect Detection  

Apart from PCB testing alone, DL-based systems have been advanced further to support the 

manufacturing process of inductor elements. Specifically, a detection-semantics 



segmentation framework was introduced for chip-wound inductors that show highly diverse 

defects (Wang et al., 2025). The system utilizes YOLOv8 augmented with a large selective 

kernel backbone network in combination with a U-Net model with attention-based feature 

extraction for efficient detection of complex inductor defects, after which defect pattern 

recognition is performed based on the detected segmentation results. Such an 

implementation has made it possible to significantly improve detection efficiency, delivering 

99.60% accuracy in defect recognition and 90.95% mAP of the detector, an increment of 

3.12% over YOLOv8. 
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In terms of traditional image analysis, manual interference was predominant in the past and 

the process exhibited sensitiveness to lighting conditions as well as lacking robustness. On 

the other hand, traditional machine learning, such as Random Forest, showed much 

improvement over traditional image processing techniques, but this approach relied heavily 

on manually created defect features and showed weak performance against new types of 

defects. The deep learning process can be classified into single-stage and two-stage systems. 

For instance, two-stage networks tend to exhibit higher accuracy levels but suffer from 

slower speeds and require high-performance hardware. On the contrary, single-stage 

networks, such as YOLO, show fast performance speed, are able to self-learn defect features, 

and are highly robust. However, limited resources may prevent SMEs from acquiring high-

performance hardware. Therefore, it is necessary to modify the YOLO product line to suit 

industrial applications. 
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This chapter covers the move from traditional image processing methods to machine 

learning and then to the currently mainstream deep learning methods, and it analyzes the 

advantages and disadvantages of each method. In summary, deep learning, especially the 

YOLO series, has made great progress in anti-interference ability, accuracy, and automatic 

feature extraction. But because it has a large number of parameters, it is hard to deploy on 

devices with weak performance. 



3 !Methodology 
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The research approach about this study is a positivistic comparative experiment. The 

network architecture is a change that is manipulated. Researchers test the performance of the 

model on fixed PCB data sets and inductor defect dataset by controlling the network 

architecture. This study mainly replaces the original module of YOLOv8 with FasterNet and 

AFPN. At the same time, this study compares the baseline model of YOLO, the improved 

model, and the variant model involved in the ablation experiment. At the same time, we 

adopted two data sets, one is the PCB data set of Peking University and the inductor defect 

dataset of HEBUT. IV1 — Network architecture, with four levels for the comparative 

experiment (YOLOv5n, YOLOv8n, YOLOv10n, and the proposed YOLOv8n-FasterNet-

AFPN), together with two intermediate ablation variants (FasterNet-only and AFPN-only). 

IV2 — Dataset, with two levels: the PKU PCB defect dataset (six defect classes) and the 

chip-wound inductor defect dataset independently collected at HEBUT. The compression of 

the AFPN output channels from 256 to 128 is treated as an integral part of the AFPN 

modification rather than as a separate independent variable. Six dependent variables are 

measured: Precision (%), Recall (%), mAP@50 (%), mAP@50–95 (%), parameter count 

(millions), and inference time per image (milliseconds). All dependent variables are 

deterministic outputs of the trained models on the held-out test set under fixed inference 

settings. 

 

This study uses two data sets. The PKU PCB defect data set contains the six types of defects 

listed above. The chip-wound inductor defect dataset is collected and sorted out by the 

HEBUT Laboratory to capture the damage defects of the coil. Its visual characteristics are 

weaker and more irregular than the defects on the bare PCB. Following the protocol agreed 

with the supervisor, before the data enhancement, the original data set is divided into training, 

validation set and testing subsets at a ratio of about 8:1:1 (PCB: 554 / 69 / 70 images; chip-

wound inductor: 800 / 100 / 101 images), and then through standard augmentation methods 

(random rotation, horizontal and vertical flipping, brightness and contrast adjustment, 



Gaussian blur and random cropping), the training part is expanded to a total of about 8,100 

samples (3,324 PCBs + 4,800 inductors). All experiments were carried out on a cloud server 

running Ubuntu 22.04 and equipped with NVIDIA vGPU-32GB. The model is based on the 

Ultralytics YOLO code base provided by the supervisor, which is realised and trained using 

PyTorch 2.8.0+cu128; no modifications have been made to the standard mAP evaluation 

process. In order not to affect the experimental result model, the server is only used for this 

study during all training operations. 

 

The experiment is carried out in the following order: The global random seeds of NumPy, 

PyTorch and CUDA are all fixed at 42, while PyTorch cuDNN is configured as a 

deterministic mode (cudnn.deterministic = True, cudnn.benchmark = False). All 

configurations use a unified small batch size 16 to ensure that the observed differences are 

due to architectural changes, not random initialisation, data ordering, or the impact of batch 

size. All twelve models are trained with the same optimisation hyperparameters - using SGD 

as the optimiser, the input image size is 640 × 640, and initialising from the corresponding 

COCO pre-training weight (for example, the YOLOv5n baseline uses yolov5nu.pt, 

YOLOv8n and YOLOv10n baselines use the corresponding.pt file), the maximum number 

of training rounds is 300. The early stop mechanism is enabled with a patience of 100 epoch. 

After following the above methods for preparing the dataset, a total of 12 models have been 

trained: three baseline architectures (YOLOv5n, YOLOv8n, YOLOv10n) and three variants 

(FasterNet only, AFPN only, and the complete FasterNet + AFPN model), each architecture 

was trained on both the PCB and the inductor dataset, a total of 6 × 2 = 12 trained models 

were obtained. After the training is completed, each model is evaluated on its corresponding 

held-out test set through the standard Ultralytics process to obtain six dependent variables. 

The comparative experiment summarised and compared the performance of the proposed 

model with the three baseline models on two datasets. The ablation study also further 

compared variants containing only FasterNet and only AFPN with the YOLOv8n baseline 

and the complete proposed model. 

 

The biggest limitation of this experiment is the small dataset and the fact that it does not 

come from a real production environment. At the same time, each model only trained once. 
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In the current study, YOLOv8 is regarded as the baseline method. The rationale behind 

selecting YOLOv8 over YOLOv5 is that YOLOv8 has better accuracy and engineering 

performance. In terms of architecture, YOLOv8 consists of the Backbone–Neck–Head 

framework. First, the Backbone implements hierarchical feature extraction using 

convolutional blocks with residual connections and bottleneck architecture that help cut 

down on the number of parameters and increase the representational power of the network, 

and the core backbone component, namely, the C2f block built on CSP-style bottlenecks, 

together with the SPPF module at the end of the backbone, makes feature extraction more 

efficient. Finally, Neck fuses multiple scales of features generated from different layers of 

the Backbone network before the Head makes predictions. Figure 3 illustrates the network 

architecture of YOLOv8. 
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YOLOv8 is currently a representative model in the field of defect detection in industrial 

production environments. However, traditional bare printed circuit boards and chip-wound 

inductor defect detection tasks heavily rely on large-scale conventional spatial convolution 

operations, resulting in the model extracting too much useless background information and 

increasing the computational burden. Simultaneously, conventional convolutions typically 

extract features from all channels of the input feature map, causing severe feature duplication 



and wasted computational power, significantly reducing inference efficiency. To address this 

efficiency bottleneck, Chen et al. (2023) proposed a feature extraction method called Partial 

Convolution (PConv). Based on PConv, Chen et al. (2023) further constructed a novel 

lightweight neural network, FasterNet, aiming to improve computational speed while 

maintaining detection accuracy. Its core mechanism is to extract spatial features from only 

1/4 of the channels in the input feature map, thereby greatly reducing the computational load. 

When introducing the FasterNet core module into the YOLOv8 architecture, this thesis uses 

the pointwise convolution mechanism, that is, two 1×1 regular convolutional layers are 

connected after PConv to ensure the fusion of information between feature channels. 

Traditional convolution: 
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PConv computational cost: 
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In the above formula for calculating floating-point operations (FLOPs), h and w represent 
the spatial height and width of the input feature map, respectively, and c is the total number 
of channels in the feature map. Traditional convolution requires extremely dense traversal 
and computation of every single channel; however, the partial convolution (PConv) strategy 
cleverly selects only 1/4 of the channels for spatial feature extraction. Based on the formula 
derivation (i.e., the squared percentage of the number of channels), this mechanism directly 
and drastically reduces the computational cost of this step to 1/16 of that of traditional 
convolution, thus achieving a significant improvement in computational efficiency. 
Meanwhile, the remaining 3/4 of channel data that did not participate in feature extraction 
were not blocked, but continued to flow normally through identity mapping. Traditional 
convolutions, due to extremely dense repetitive computations across all channels, lead to 
severe device performance and memory consumption; while PConv's local channel 
extraction mechanism effectively avoids a large amount of ineffective memory movement, 
significantly reducing computation time. 
Furthermore, to address the information gaps that may result from partial channel processing, 
this thesis introduces a pointwise convolution mechanism. That is, two 1×1 conventional 
convolutional layers are cascaded very compactly after the PConv information flow. This 
crucial design significantly promotes the cross-channel information fusion between the 
processed 1/4 of local features and the unprocessed 3/4 of the original features, achieving 
highly thorough feature mixing while ensuring the normal operation of the network 
architecture. 
Zhong et al. (2025) proposed PS-YOLO based on a lightweight backbone. The final 
experimental results demonstrated that, compared with the benchmark model YOLOv11-s, 
PS-YOLO reduced the parameter count by 41.3% and GFLOPs by 6.1%, increased FPS by 
26.73%, and improved mAP50 by 1.3% and mAP50–95 by 0.6%. 



Finally, after replacing the traditional convolutional modules of YOLOv8 with a FasterNet 
structure based on the PConv operator, the number of parameters in this model was 
significantly reduced (reaching an extremely lightweight size of 2.4M on the PCB dataset). 
This improvement, with extremely limited computational overhead, not only greatly 
improved inference efficiency but also maintained an exceptionally high level of accuracy 
in detecting small defects. Figure 4 illustrates the architecture of FasterNet.  
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The original PAN-FPN module in YOLOv8 is not sensitive enough to small targets and has 
a relatively redundant structure, limiting its performance in tasks such as detecting micro-
defects such as bare printed circuit boards and inductors. To address this, this thesis 
introduces the Asymptotic Feature Pyramid Network (AFPN) of Yang et al. (2023), which 
lets non-adjacent feature levels exchange information directly and therefore lifts detection 
accuracy while still keeping inference fast. Inside AFPN an adaptive spatial feature fusion 
(ASFF) module decides, per location, how much weight each input level should receive; 
channels that carry stronger defect cues are amplified, and less informative ones are damped. 
As the weighting formula indicates, when one feature is treated as highly important ASFF 
raises its coefficient and lowers the coefficients of the others, so that the detector 
concentrates its capacity on the most discriminative cues and the local accuracy of the model 
improves. This is the key to maintaining high accuracy despite the lightweight modifications 
made to the model in this thesis. Furthermore, to further promote lightweighting, the number 
of output channels of the introduced AFPN is compressed from 256 to 128. This 
modification significantly maintains the balance between speed and accuracy. 

Weighted fusion formula: 
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Weight normalization constraint: 
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In the above formula, each x represents a different feature image received by the network, 
and !  is used as a coefficient to represent the weight of that feature " !  in the network. Figure 
5 presents the architecture of AFPN. 
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4 !Experimental Results and Comparative Analysis 
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The research initially adopted two open-source datasets: the PCB dataset from Peking 
University (Huang and Wei, 2019) and an independent dataset collected by HEBUT. The 
combined dataset contained approximately 1700 images, covering six common PCB defects: 
missing hole, mouse bite, open circuit, short circuit, spur, and spurious copper. 

Given the relatively small data volume and the need to strengthen the model's generalization, 
several augmentation operations were applied to the training subset, including random 
rotation, horizontal and vertical flipping, brightness and contrast jitter, Gaussian blur, and 
random cropping. After augmentation the effective training set became markedly larger and 
offered more visual variety to the detector. Figure 6 presents visualization of preprocessing 
and data augmentation on the PCB Defect Dataset. Figure 7 presents visualization of 
preprocessing and data augmentation on the Inductor Defect Dataset. Figure 8 presents label 
distribution and ground truth bounding box statistics for the PCB defect dataset. After 
augmentation, the training set was expanded to approximately 8100 samples in total. 

Ubuntu 22.04, NVIDIA vGPU-32GB, PyTorch 2.8.0+cu128 
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In the evaluation metrics, P and R represent Precision and Recall, respectively. TP stands 
for True Positive, indicating that the model classifies the image is defective, and the image 
is indeed defective. FP stands for False Positive, meaning the model predicts a normal image 
as defective; in production, this means a false positive. FN stands for False Negative, 
indicating that the model classifies the image is defect-free when it is actually defective. 

AP (Average Precision): 
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mAP (mean Average Precision): 
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This thesis adopts average precision (AP) together with its class-averaged form, mean 
average precision (mAP), as the two main accuracy indicators. AP corresponds to the area 
integrated under the precision–recall curve for one class, and mAP averages AP across every 
defect category so that the score reflects overall behaviour rather than per-class behaviour. 
Two additional indicators describe model compactness: parameter count, which stands for 
the storage cost of the trained weights, and per-image inference time, which captures the 
processing delay during deployment. In the following experiments mAP is reported in two 
forms: mAP50 fixes the IoU threshold at 0.5, while AP50-95 averages mAP across IoU 
thresholds from 0.5 to 0.95 in steps of 0.05. 
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This thesis selected three official baseline models as baseline models: YOLO series v5, v8, 

and v10. In terms of size, YOLOv5n, v8n, and v10n are already miniaturized models. The 

proposed model based on YOLOv8n has further reduced the number of parameters, reaching 

2.43M, far lower than the official model's 2.51M-3.01M. 

For the PCB dataset, AP50-95 (%) and Recall have decreased, but the Precision has been 

greatly improved, far exceeding the official baseline models and reaching 97.6%, 

demonstrating its application value in real-world industrial production. 

Furthermore, in inductor defect detection, the proposed model achieves the highest mAP50-

95 at 46.2%, and the inference time is only 2.45ms, significantly lower than the official 

baseline models, representing a substantial improvement in both accuracy and speed. The 

below tables Table 1 and Table 2 present the results of the Comparative Experiment. 
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Method Precision 
(%) 

Recall 
(%) 

mAP50 
(%) 

mAP50-95 
(%) 

Params 
(M) 

Inference time 
(ms) 

YOLOv5 94.8 90.1 93.0 49.6 2.51 4.05 

YOLOv8 94.4 90.1 93.3 48.7 3.01 3.76 

YOLOv10 92.4 86.2 90.2 48.3 2.71 6.94 

Proposed 97.6 83.2 90.9 47.4 2.43 2.48 
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Method Precision 
(%) 

Recall 
(%) 

mAP50 
(%) 

mAP50-95 
(%) 

Params 
(M) 

Inference time 
(ms) 

YOLOv5 90.1 81.9 90.5 44.3 2.51 4.34 

YOLOv8 90.0 87.4 91.0 46.1 3.01 3.76 

YOLOv10 92.8 84.8 91.6 45.7 2.71 6.16 

Proposed 86.7 86.2 90.7 46.2 2.43 2.45 
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FasterNet AFPN Precision 
(%) 

Recall 
(%) 

mAP50 
(%) 

Params 
(M) 

Inference 
time (ms) 

  
94.4 90.1 93.3 3.01 3.76 

!  
 

91.0 88.4 89.7 2.58 3.31 
 

!  92.9 90.7 92.7 2.86 3.01 

!  !  97.6 83.2 90.9 2.43 2.48 

!
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FasterNet AFPN Precision 
(%) 

Recall 
(%) 

mAP50 
(%) 

Params 
(M) 

Inference time 
(ms) 

  
90.0 87.4 91.0 3.01 3.76 

!  
 

86.2 86.0 91.2 2.58 3.34 
 

!  92.6 83.3 91.5 2.86 3.16 

!  !  86.7 86.2 90.7 2.43 2.45 
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This ablation study was conducted on the held-out test set containing 70 PCB images, aiming 

to verify that each modification improved the model. The authors chose YOLOv8n with a 

3.01M parameter count as the baseline. Adding only the FasterNet module reduced the 

model's parameter count from 3.01M to 2.58M. This demonstrates that incorporating the 



FasterNet module significantly improved the model's lightweight design. Adding only the 

AFPN module reduced the parameter count from 3.01M to 2.86M, while the accuracy 

decrease was smaller than with FasterNet alone. Incorporating both FasterNet and AFPN 

modules resulted in a significant reduction in parameter count to 2.43M, while precision was 

greatly improved to 97.6%, indicating that the optimized model has an extremely low false 

positive rate, making it suitable for industrial applications. The improved model exhibited a 

lower recall rate, which implies a potential increase in false negatives in industrial settings, 

but reduces the manual review costs associated with false positives. The ablation outcomes 

for the PCB and inductor datasets are detailed in Tables 3 and 4, respectively, while the 

corresponding Precision-Recall (P-R) trajectories are depicted in Figure 9. Additionally, 

Figure 10 presents the training loss and performance metrics of the proposed model.  
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Figure 11 shows a comparison of detection results on the test set among four models—

YOLOv5, YOLOv8, YOLOv10, and the lightweight model proposed in this thesis. The first 

row displays samples from the PCB defect dataset containing multiple defect instances, 

while the second row shows samples from the inductor defect dataset with weakly featured 

defects. Predicted bounding boxes are drawn in orange, with class names and confidence 

scores labeled above each box. 
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5 !Discussions 

This section provides insights about the experimental results obtained during the research 

regarding the previously stated studies from Chapter 1. It is essential to mention that the 

recent literature demonstrates excellent performance of YOLO-based algorithms in 

identifying the defects of the PCB. Thus, Yuan et al. (2024) proposed the algorithm called 

YOLO-HMC and reached the mAP up to 98.6%. Moreover, Yan et al. (2024) upgraded the 

YOLOv8s model and achieved the mAP of 97.3% on the problem of PCB defect recognition. 

This study shows that YOLOv8n model, named YOLOv8n-FasterNet-AFPN, achieved the 

precision equal to 97.6% and mAP@50 of 90.9% when working with the PKU PCB dataset. 

 

In addition, these findings cannot be ranked directly since they depend on various conditions 

such as dataset choice, data preprocessing stage, and a baseline model selected for testing. 

For example, in the studies by Yuan et al. and Yan et al., the authors measured the overall 

accuracy (mAP). In contrast, this study considers two different indicators, mAP@50 and 

mAP@50-95. Given these differences, only descriptive comparisons can be made between 

these studies only taking into account these conditions. Within the comparative experiment 

conducted in this study, the proposed model reduced the parameter count to 2.43M while 

maintaining a high Precision on the PCB dataset. At the same time, Recall and mAP@50–

95 decreased relative to the official YOLOv8n baseline. This pattern indicates a trade-off 

between false-positive control and overall recall-based performance on the PCB test set. 

With respect to the research questions: 

RQ1: The FasterNet and AFPN modifications reduced the parameter count of YOLOv8n 

from 3.01M to 2.43M. On the PKU PCB dataset, the modification produced a trade-off in 

which Precision increased to 97.6%, while Recall, mAP@50, and mAP@50–95 decreased 

relative to the baseline. The mAP@50 decreased from 93.3% to 90.9%. 

RQ2: On the inductor dataset, the proposed model achieved an mAP@50 of 90.7%, 

compared with 91.0% for the YOLOv8n baseline, and reported the lowest inference time 

among the compared models.  



The following are some of the limitations that impact the generalization of the current 

research and comparisons with other studies. First, despite the fact that only two datasets are 

used in the analysis and the comparisons are done using one random seed, thus making it 

harder for replication and more prone to randomness, no formal statistical test was conducted 

to check whether the observed differences are statistically significant. Moreover, while many 

previous studies have considered the use of the mAP score for evaluating their results, this 

study considers more detailed metrics like mAP@50 and mAP@50–95 scores, thus limiting 

comparability with other researchers' results. 

In addition, the developed model has a decrease in Recall compared to the baseline in the 

case of PCB dataset; hence, it cannot be concluded that the proposed method improves the 

baseline model across all metrics. Indeed, the above result suggests that any minor changes 

in the model lead to the trade-off between Precision and Recall along with an increase in 

parameter efficiency but not necessarily improvement in all metrics. Thus, the limitations 

mentioned above show that the results depend on the experimental settings and cannot be 

easily compared with other research unless additional research steps are undertaken. 

6 !Conclusions 

Defect inspection on bare printed circuit boards and on chip-wound inductors has continued 

to evolve alongside advances in imaging and learning techniques, yet two recurring obstacles 

remain in production settings: cluttered visual backgrounds and defects that are too small to 

be identified reliably. To handle these obstacles, this thesis builds an efficient and 

lightweight detector around YOLOv8n. In the backbone the original feature extraction stack 

of YOLO was substituted by a FasterNet-based design, which sharply lowers the parameter 

count. Simultaneously, an AFPN network was used in the neck part, and the output channels 

were compressed from 256 to 128, further improving the lightweight nature while 

maintaining the model's sensitivity in detecting various defects. Finally, comparative and 

ablation studies show that the improved model has excellent performance, reducing the 

number of parameters from 3.01M in YOLOv8n to 2.43M. In PCB defect detection, the 

accuracy P reaches 97.6%. In inductor defect detection, the model's inference time for a 

single image is only 2.45ms. It has high application value in industrial production. Although 

the proposed method reduces the number of parameters to achieve lightweighting and 



improves performance in some areas, the recall value does decrease, which may increase the 

false negative rate. 

Despite these contributions, this thesis has several limitations that bound the generalisability 

of its findings. Only two datasets were used, and each model was trained under a single 

random seed, which limits reproducibility and increases reliance on chance; no formal 

statistical test was performed to assess the significance of the observed differences. 

Moreover, while many previous studies report a single overall mAP, this thesis adopts the 

more granular mAP@50 and mAP@50–95 metrics, which inevitably restricts direct 

numerical comparison with prior work. In addition, although the proposed method reduces 

the parameter count and improves Precision on the PCB dataset, the Recall value decreases, 

indicating that lightweight modifications produce a trade-off between Precision and Recall 

together with parameter efficiency, rather than uniform improvement across every metric. 

The results therefore depend on the experimental settings of this thesis and should not be 

directly transferred to other contexts without further work, such as expanded datasets, 

multiple random seeds, statistical significance testing, and standardisation of evaluation 

metrics across studies. 

Future work could therefore proceed in several directions. First, strategies for recovering 

Recall without re-introducing parameter growth could be explored, including targeted loss-

function redesign or carefully placed attention modules. Second, the evaluation could be 

extended to multiple random seeds and additional public defect datasets to confirm the 

robustness of the findings. Third, since the proposed modifications are specifically designed 

for detecting small and subtle defects, future work could focus on testing the model's 

generalisation ability to other types of small-defect detection tasks encountered in industrial 

production, to determine whether the gains observed in this thesis reflect the broader 

advantages of the FasterNet-AFPN combination in small-object detection, or are limited to 

the two datasets used here. Such tasks could include, for example, other precision 

components commonly found in industrial settings.  
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