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This thesis studies how generative Al (GAI) tools such as GitHub Copilot and ChatGPT
can improve software development. These tools are becoming popular, but their real
impact on developers is still not fully clear. The goal of this research is to measure how
GALI tools affect coding speed, code correctness, and maintainability.

An experimental method was used in this study. Participants, including software
engineering students and beginner developers, were asked to complete programming tasks
under two conditions: with and without Al assistance. The tasks varied in difficulty. Data
was collected on task completion time, code correctness, maintainability, debugging effort,
and user experience.

The results show that GAI tools can significantly improve coding speed and reduce
development time. Participants completed tasks faster when using Al tools. However, the
number of logical errors in code slightly increased in some cases, especially for more
complex tasks. Maintainability of Al-generated code was acceptable but sometimes
required additional refinement.

Overall, GAI tools are useful for increasing productivity, but developers still need to
review and understand the generated code. The findings suggest that GAI tools should be
used as support tools rather than full replacements for developers.
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Téssd kandidaatintyOssa tutkitaan, miten generatiiviset tekodlytyokalut (GAI), kuten
GitHub Copilot ja ChatGPT, voivat parantaa ohjelmistokehitystd. Ndmai tyokalut ovat
Tutkimuksen tavoitteena on mitata, miten GAI-tydkalut vaikuttavat
ohjelmointinopeuteen, koodin oikeellisuuteen ja ylldpidettivyyteen.

Tutkimuksessa kéytettiin kokeellista menetelmai. Osallistujia, mukaan lukien
ohjelmistotekniikan opiskelijoita ja aloittelevia kehittdjid, pyydettiin suorittamaan
ohjelmointitehtévid kahdessa eri tilanteessa: tekodlyn avustuksella ja ilman sité.
Tehtavit vaihtelivat vaikeustasoltaan. Aineistoa kerittiin tehtdvien suoritusajasta,
koodin oikeellisuudesta, ylldpidettdvyydestd, virheenkorjaukseen kdytetysti ajasta seké
kayttdjakokemuksesta.

Tulokset osoittavat, ettd GAI-tyokalut voivat merkittdvésti parantaa ohjelmointinopeutta
ja lyhentdi kehitysaikaa. Osallistujat suorittivat tehtdvit nopeammin kdyttaessdan
tekodlytyokaluja. Kuitenkin loogisten virheiden miéré kasvoi hieman joissakin
tapauksissa, erityisesti monimutkaisemmissa tehtévissd. Tekodlyn tuottaman koodin
ylldpidettidvyys oli hyvéksyttivilli tasolla, mutta vaati toisinaan lisamuokkausta.

Yhteenvetona voidaan todeta, ettd GAI-tyokalut ovat hyodyllisid tuottavuuden
lisddmisessd, mutta kehittdjien on edelleen tarkistettava ja ymmarrettdvé tuotettu koodi.
Tulokset viittaavat siihen, ettd GAl-tyokaluja tulisi kdyttdd tukivilineind eika
ohjelmistokehittdjien tdydellisind korvaajina.
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Introduction

In recent years, generative artificial intelligence has become an important part of many
fields, especially in software development. Tools such as GitHub Copilot and ChatGPT are
now widely used by developers to help them write code, solve problems, and understand
programming concepts. These tools are designed to generate code automatically based on
user input, which makes them very useful for both beginners and experienced programmers.
(Brown et al., 2020; Allamanis et al., 2018) Because of this, many people believe that
generative Al can significantly change how software is developed in the future.

Software development today is becoming more complex than ever before. Developers are
expected to build applications faster, fix problems quickly, and maintain high-quality code.
At the same time, they often need to learn new programming languages, frameworks, and
tools. This can be difficult and time-consuming, especially for students and beginner
developers. Generative Al tools promise to make this process easier by providing instant
suggestions, generating code, and helping with debugging. (Allamanis et al., 2018) As a
result, developers can spend less time on repetitive tasks and more time on solving important
problems.

Another reason why this topic is important is the increasing popularity of Al tools in
everyday development work. Many companies and educational institutions are already
encouraging the use of tools like GitHub Copilot and ChatGPT. Students use them to
complete assignments, and professional developers use them to speed up their work.
However, even though these tools are widely used, their real impact is still not fully
understood. Some people believe that Al tools improve productivity and make programming
easier, while others worry that they may reduce learning, introduce errors, or create
dependency on technology. (Bender et al., 2021)

Previous research shows mixed results. On one hand, some studies suggest that developers
can complete tasks much faster when using Al tools. They also report that these tools help
reduce effort and improve workflow. On the other hand, there are concerns about the quality
of Al-generated code. In some cases, the code may look correct but contain hidden logical
mistakes. (Pearce et al., 2022) This can be dangerous, especially in more complex
programming tasks. In addition, developers may rely too much on AI without fully

understanding how the code works. (Bender et al., 2021)



Another problem with existing research is that many studies are based on surveys or opinions
rather than real experiments. Developers are often asked how they feel about Al tools instead
of measuring actual performance. This means that the results may not always be accurate or
reliable. There is a need for more structured studies that compare development with and
without Al tools in a controlled environment. This can help provide clearer answers about
how these tools affect coding speed, correctness, and overall development quality.

The main goal of this thesis is to study how generative Al tools affect software development
performance. In particular, the research focuses on three important aspects: how fast
developers can complete tasks, how correct their code is, and how easy the code is to
understand and maintain. These factors are important because they directly influence the
quality of software and the efficiency of developers. The main research question of this study
is: do generative Al tools improve developer performance?

To answer this question, an experimental approach is used. Participants are asked to
complete programming tasks under two different conditions: first without using any Al tools,
and then with the help of generative Al. By comparing the results, it is possible to see how
Al tools affect performance. The study also collects feedback from participants to understand
their experience when using these tools.

This thesis is organized into several chapters. The next chapter discusses the background of
generative Al and reviews existing research related to Al-assisted programming. After that,
the methodology chapter explains how the experiment was designed and conducted. The
results chapter presents the findings of the study, followed by a discussion of what these
results mean. Finally, the conclusion summarizes the main points and suggests possible

directions for future research.
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1 Background and Related Work

This chapter explains the main ideas behind generative artificial intelligence and how it is
used in software development. It also reviews previous studies on this topic, including both
the advantages and disadvantages of using Al tools. Understanding this background is
important because it helps explain why this research is needed and what problems it tries to
solve. By looking at existing knowledge, it becomes easier to identify what is already known
and what still needs to be studied.

Generative artificial intelligence is a type of Al that can create new content instead of only
analysing existing data. These systems are trained on large datasets and learn patterns from
that data. Based on these patterns, they can generate new outputs such as text, images, and
code. (Vaswani et al., 2017; Brown et al., 2020) In software development, generative Al
tools are used to help developers write code, solve problems, and improve their work. This
makes programming faster and sometimes easier, especially for beginners.

Today, generative Al is becoming more popular in programming because software
development is becoming more complex. Developers are expected to work faster and
produce high-quality code. Al tools can support them by reducing manual work and helping
with difficult tasks. (Allamanis et al., 2018) However, even though these tools are widely
used, their real impact is still not completely clear. Some people believe they are very
helpful, while others think they can cause problems. This is why it is important to study them

carefully.

1.1 Generative Al in Software Development

Generative Al refers to artificial intelligence systems that can create new content such as
text, images, or code. In software development, generative Al tools are used to assist
developers by generating code, suggesting improvements, and helping with debugging. Two
of the most widely used tools in this area are GitHub Copilot and ChatGPT.

GitHub Copilot is integrated directly into development environments such as Visual Studio

Code. It provides real-time code suggestions as developers type. These suggestions can
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range from simple lines of code to entire functions. The tool is trained on large datasets of
publicly available code, which allows it to recognize common programming patterns.
ChatGPT, on the other hand, is a conversational Al tool that can generate code based on
natural language prompts. Developers can describe a problem in plain language, and the tool
produces a possible solution. It can also explain code, fix bugs, and suggest optimizations.
The use of generative Al in programming is part of a broader trend toward automation in
software engineering. As systems become more complex, developers need tools that can

help them manage complexity and improve productivity.

1.2 Benefits of Generative Al tools

There are several important benefits of using generative Al tools in software development.
One of the main advantages is increased coding speed. Al tools can generate code much
faster than humans, especially for simple or repetitive tasks. Studies have shown that
developers using Al tools can complete programming tasks significantly faster (GitHub
Research, 2022; Noy & Zhang, 2023). This allows developers to complete their work more
quickly and focus on more complex problems. As a result, overall productivity can improve.
Another important benefit is that these tools make programming more accessible, especially
for beginners. Students and junior developers often struggle with syntax and problem-
solving. Generative Al tools can provide examples and explanations that help them
understand programming better. (Allamanis et al., 2018). For example, a beginner can ask
ChatGPT how to solve a problem and receive a clear answer with code. This can make
learning easier and less frustrating.

Generative Al tools also help reduce cognitive load. Developers do not need to remember
every detail or search for information as often. Instead, they can rely on Al suggestions. This
allows them to focus more on important tasks such as designing systems and solving
complex problems. (Noy & Zhang, 2023). As a result, development becomes more efficient.
Another benefit is improved debugging. Al tools can help find errors and suggest fixes. This
can save a lot of time, especially when working on difficult problems. Instead of spending
hours trying to find a mistake, developers can use Al to quickly identify and correct it.

(GitHub Research, 2022).
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Overall, these benefits show that generative Al tools have strong potential to improve

software development. They can make coding faster, easier, and more accessible.

1.3 Challenges and Limitations

Despite the many advantages, generative Al tools also have several important limitations.
One of the biggest problems is the correctness of the generated code. Al tools sometimes
produce code that looks correct but contains hidden logical errors. (Pearce et al., 2022). This
can be dangerous, especially in complex tasks where mistakes are harder to detect.

Another challenge is over-reliance on Al. According to Bender et al. (2021), language
models generate outputs based on patterns rather than true understanding. This can lead
developers to trust incorrect solutions without proper validation. Security is also a concern.
Al-generated code may include unsafe practices or vulnerabilities. Since the code is created
automatically, developers must carefully review it before using it in real applications. Failing
to do so can lead to serious problems.

Security is also a concern. Research shows that Al-generated code can include insecure
practices or vulnerabilities, especially when developers do not carefully review it (Pearce et
al., 2022).

Maintainability is another issue. Al-generated code is not always well-structured or easy to
understand. It may lack comments or use unclear variable names. This makes it harder for
other developers to read and modify the code in the future. (Allamanis et al., 2018). Good
maintainability is very important in software development, so this is a significant limitation.
Finally, there are ethical and legal concerns. Al tools are trained on large datasets that may
include copyrighted code. This raises questions about ownership and whether it is always
acceptable to use generated code. These issues are still being discussed and do not yet have

clear answers.

1.4 Previous Research

Several studies have examined the impact of Al tools on software development. Many of

these studies rely on surveys or interviews.
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For example, GitHub Research (2022) found that developers using GitHub Copilot
completed tasks significantly faster and reported higher satisfaction. Similarly, Noy and
Zhang (2023) showed that Al tools can improve productivity and reduce effort.

However, other studies highlight important risks. Pearce et al. (2022) found that Al-
generated code may introduce security vulnerabilities. In addition, Bender et al. (2021) argue
that Al systems may produce outputs that appear correct but lack true understanding.

A key limitation of existing research is that many studies rely on self-reported data rather
than controlled experiments. This reduces the reliability of conclusions and highlights the

need for experimental studies.

1.5 Research Gap

Although there is a growing body of research on generative Al tools, there are still important
gaps. One major gap is the lack of controlled experiments that compare development
performance with and without Al tools.

Most existing studies focus on opinions, surveys, or case studies. While these methods
provide useful insights, they do not clearly measure the actual impact of Al tools on
performance.

Another gap is the lack of focus on multiple performance factors. Many studies only examine
coding speed or user satisfaction. However, software development involves multiple aspects,
including correctness and maintainability.

This thesis addresses these gaps by conducting a controlled experiment that measures coding
speed, code correctness, and maintainability. By using both quantitative and qualitative data,

the study provides a more comprehensive understanding of the impact of generative Al tools.
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2 Methodology

This chapter explains how the research in this thesis was carried out. It describes the
research approach, experimental design, participants, programming tasks, tools, procedure,
data collection methods, and data analysis process. The purpose of this chapter is to
provide a clear and structured explanation of the research process so that the results

presented in the following chapter can be properly understood and evaluated.

The structure of this methodology chapter is informed by the reporting guidance for
controlled experiments in software engineering proposed by Jedlitschka, Ciolkowski and
Pfahl (2008). They explain that empirical software engineering experiments should be
reported with enough detail to allow readers to understand the experimental context,
evaluate the reliability of the results, and repeat the study if necessary. Therefore, this
methodology includes details about the study context, participants, tasks, materials,

procedure, measurements, analysis method, ethical issues, and methodological limitations.

2.1 Research Approach

This study uses a quantitative experimental approach supported by qualitative data. The
main aim of the research is to measure how generative Al tools affect software
development performance. A quantitative approach was chosen because it allows
measurable data to be collected, such as task completion time, number of passed test cases,
debugging time, maintainability scores, and user experience ratings. These measures make
it possible to compare performance under different development conditions in a clear and

objective way.

At the same time, qualitative data was also included to better understand the participants’
experiences when using Al tools. This was important because software development is not
only a technical activity but also involves human judgment, confidence, understanding, and
decision-making. Participant feedback helped explain why certain performance differences

occurred and how users perceived tools such as GitHub Copilot and ChatGPT.
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The use of both quantitative and qualitative data follows the broader principles of
empirical software engineering research, where measurable results and participant
experience can be combined to provide a more complete understanding of software
development practices. This mixed approach was suitable for this study because it allowed
the research to examine both the performance impact and the user experience of generative

Al tools.

2.2 Experimental Design

The study was designed as a within-subject experiment. This means that each participant
completed programming tasks under two conditions: first without Al assistance and then
with Al assistance. This design was selected because it allows each participant to act as
their own control. As a result, differences between individuals, such as programming

ability, confidence, or speed, have less influence on the comparison.

The experiment consisted of two main phases. In the first phase, participants completed
programming tasks without using Al tools. This phase provided a baseline measurement of
their normal development performance. In the second phase, participants completed similar
tasks while using generative Al tools such as GitHub Copilot and ChatGPT. This made it
possible to observe how Al assistance influenced speed, correctness, debugging effort,

maintainability, and user experience.

The experimental design was structured according to reporting principles for software
engineering experiments, which recommend that the experimental context, design, tasks,
materials, and procedure should be clearly described (Jedlitschka, Ciolkowski and Pfahl,
2008). Therefore, the tasks, tools, measurements, and procedure were kept consistent

across participants to support a fair comparison between the two conditions.
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2.3 Participants

A total of ten participants took part in this study. Most of them were software engineering
students or beginner-level developers. They had basic knowledge of programming languages
such as Python or JavaScript, which made them suitable for the experiment. These
participants were chosen because they represent typical users of generative Al tools.

Many students and junior developers actively use Al tools in their learning process.
Therefore, studying this group provides useful insights into how these tools are used in real
situations. Although the number of participants is relatively small, it is sufficient for an
experimental study at the bachelor level and allows meaningful comparisons to be made.
Before the experiment began, all participants were informed about the purpose of the study.
They were also told how the data would be collected and used. This ensured that participation

was voluntary and that ethical guidelines were followed.
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2.4 Tasks

Participants completed three programming tasks with different levels of difficulty. The
tasks were designed to represent common software development activities and to test

different programming skills.

The first task was simple and focused on basic programming logic. For example,
participants were asked to write a function that calculates the sum of numbers in a list. This

task was intended to measure performance in a straightforward coding situation.

The second task was medium difficulty and involved working with data. Participants were
required to read data from a file, process it, and return filtered results. This task tested

logical thinking, data handling, and the ability to follow structured requirements.

The third task was the most complex and required participants to implement a small
software feature, such as user authentication or an API request. This task involved
problem-solving, code organization, and understanding more advanced programming

concepts.

The tasks used in the Al-assisted and non-Al conditions were designed to be equivalent in
difficulty. This was important to ensure that performance differences could be linked to the
use of Al tools rather than differences in task complexity. Following the reporting
guidance of Jedlitschka, Ciolkowski and Pfahl (2008), the tasks were described clearly so

that the experiment could be understood and potentially repeated by other researchers.

2.5 Tools and Environment

The experiment was conducted using a consistent development environment to ensure
fairness. Participants used Visual Studio Code as their main programming tool. During the
Al-assisted phase, they also used tools such as GitHub Copilot and ChatGPT.

All participants worked under similar conditions to reduce the influence of external factors.
Some participants used their own computers, while others used a provided setup. However,
the software environment was kept as similar as possible for everyone.

Internet access was restricted during the first phase to ensure that participants completed

tasks without external assistance. During the second phase, internet access was allowed
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because Al tools require it to function properly. This setup ensured that the comparison

between conditions was fair and consistent.

2.6 Procedure

The experiment followed a structured procedure to ensure consistency. At the beginning,
participants received instructions and an explanation of the tasks. They were given time to
understand the requirements before starting.

In the first phase, participants completed all tasks without using Al tools. Their time was
recorded, and their performance was observed. After completing this phase, participants
were given a short break to reduce fatigue.

In the second phase, participants completed similar tasks using Al tools. Again, their time
and performance were recorded. During this phase, the researcher also observed how
participants interacted with the Al tools.

After completing both phases, participants were asked to fill out a questionnaire. This
questionnaire included questions about their experience, such as whether they found the Al
tools helpful, whether they trusted the generated code, and whether they understood the
solutions provided by the tools.

The entire experiment took approximately one and a half to two hours for each participant.

2.7 Data Collection

Data for this study was collected in both quantitative and qualitative forms to evaluate the
impact of generative Al tools on software development performance.

Quantitative data included measurable indicators such as task completion time (coding
speed), percentage of passed test cases (code correctness), debugging time (debugging
effort), maintainability scores, and user experience ratings. These metrics directly
correspond to the performance areas analysed in Chapter 3 and provided objective evidence
of differences between Al-assisted and non-Al conditions.

Qualitative data was gathered through participant feedback and observations during the
experiment. Participants shared their experiences using Al tools such as GitHub

Copilot and ChatGPT, including perceived benefits, challenges, and usability issues.
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Observations also helped identify how participants interacted with Al tools across different
task complexities.

The combination of quantitative and qualitative data enabled a comprehensive evaluation,
where quantitative results demonstrated performance differences, and qualitative insights

explained user experience and behaviour.

2.8 Data Analysis

The collected data was analysed using descriptive statistical methods to compare
performance between Al-assisted and non-Al conditions.

Average values were calculated for key metrics, including coding speed, code correctness,
debugging effort, maintainability, and user experience. These averages formed the basis of
the comparisons presented in Chapter 3.

The analysis also examined how Al tools influenced performance across different levels of
task complexity (simple, medium, and complex). This allowed for a more detailed
understanding of where Al tools provide the greatest benefits. For example, particular
attention was given to differences in speed and correctness across task types, as well as the
trade-off between efficiency and maintainability.

Qualitative data was analysed by grouping participant feedback into common themes, such
as positive experiences (e.g., faster development and reduced effort), negative experiences
(e.g., difficulty understanding generated code), and recurring issues. This thematic analysis

supported the interpretation of the quantitative findings.

2.9 Detailed Comparative Experiments Across Development Stages

To provide a comprehensive and realistic evaluation of generative Al tools in software
development, the experimental design was structured to reflect multiple stages of the
development process. Instead of focusing solely on final task outcomes, the experiment was
divided into three key stages: coding, debugging, and testing. This structure allows for a

detailed examination of how Al tools influence different phases of software development.
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In the coding stage, participants were required to implement solutions based on given task
descriptions. This stage focused on the process of translating requirements into functional
code. Coding speed was measured as the total time required to complete each task, and
additional observations were made regarding how participants approached problem-solving
and utilized available tools. The coding stage represents the initial and often most time-
intensive phase of development, where decisions about structure and logic are established.
In the debugging stage, participants were asked to identify, analyse, and correct errors in
their code. Debugging effort was measured as the time required to resolve these issues. This
stage reflects an essential part of real-world software development, where identifying and
fixing errors is necessary to ensure correct program behaviour. Observations were also made
regarding the types of errors encountered and the strategies participants used to resolve them.
In the testing stage, participants evaluated their solutions using test cases. This stage focused
on verifying the functional correctness and completeness of the implemented code. Code
correctness was measured based on the percentage of successfully passed test cases.
Participants were also observed in terms of how they approached validation, including
whether they relied on predefined test cases or created additional tests to verify their
solutions.

By structuring the experiment into these three stages, the study captures a more complete
picture of the software development process. This multi-stage approach enables the analysis
of performance across different development activities, ensuring that the evaluation is not
limited to final outputs but also considers the processes involved in creating, refining, and

validating code.

2.10 Multi-Dimensional Quantitative Metrics

To ensure a comprehensive evaluation of performance, the study employed a set of multi-
dimensional quantitative metrics designed to capture both productivity and code quality.
These metrics were selected to reflect key aspects of software development and to allow for
meaningful comparison between different experimental conditions.

Time-based metrics were used to measure efficiency during different stages of development.
Coding speed was defined as the total time required to complete each programming task,

while debugging effort was measured as the time spent identifying and resolving errors.
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These metrics provide direct insight into how efficiently participants were able to complete
development activities.

Code correctness was evaluated based on the percentage of test cases successfully passed by
each solution. This metric reflects the functional accuracy of the implemented code and
serves as an indicator of whether the solution meets the specified requirements. It provides
an objective measure of program reliability.

Maintainability was assessed using a scoring system that considered factors such as code
readability, structure, and ease of modification. This metric is important for evaluating the
long-term quality of code, as maintainable code is easier to understand, update, and reuse.
The assessment focused on aspects such as consistency, clarity, and complexity.

User experience was measured through participant ratings using a numerical scale. This
metric captures subjective perceptions related to usability, ease of use, and overall
satisfaction with the development process. Including user experience as a quantitative
measure allows for the integration of human factors into the evaluation.

In addition to individual metrics, the study considered multiple dimensions of performance
simultaneously. This approach ensures that both short-term productivity and long-term code
quality are taken into account. It also allows for a more balanced evaluation by recognizing
that improvements in one area may be associated with trade-offs in another.

By combining these quantitative metrics, the study provides a structured and multi-faceted
framework for evaluating software development performance. This approach supports a
more comprehensive analysis and ensures that different aspects of development are assessed

in a consistent and measurable way.

2.11 Statistical Analysis Procedure

The collected data was analyzed using descriptive statistical methods and visual
comparison. For each measured metric, including coding speed, code correctness,
debugging effort, maintainability, and user experience, average values were calculated for
both experimental conditions: without Al assistance and with Al assistance.

The analysis was performed at two levels. First, overall mean values were calculated to
compare general performance between the two conditions. Second, mean values were
calculated separately for tasks of different difficulty levels, including easy, medium, and
hard tasks. This made it possible to examine how performance changed not only between
conditions but also across levels of complexity.
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The processed data was presented using bar charts to provide a clear visual comparison of
the measured metrics. Separate charts were created for overall comparisons and for task-
level comparisons. In addition, a combined chart with normalized values was used to
summarize all metrics in a single visual representation. This normalization made it easier
to compare metrics that were originally measured on different scales.

This approach provided a clear and structured way to identify patterns in the data and
compare the two experimental conditions across multiple dimensions of software
development performance.

2.11 Ethical Considerations

Ethical considerations were an important part of this study. Participation was voluntary, and
all participants were informed about the purpose of the research. They were also told that
they could stop participating at any time without any negative consequences.

No personal or sensitive data was collected during the study. All results were anonymized
to protect the identity of participants. This ensured that the research followed basic ethical

guidelines and respected participant privacy.

2.12 Limitations of Methodology

Although the study was carefully designed, there are some limitations that should be
considered. One limitation is the small number of participants. With only ten participants,
the results may not fully represent all developers.

Another limitation is that most participants were beginners or students. This means that the
results may be different for experienced developers. In addition, the tasks used in the
experiment were relatively simple compared to real-world software projects.

Despite these limitations, the study still provides useful insights into how generative Al tools

affect software development. The results can be used as a starting point for further research.
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3 Results

This chapter presents the results of the experiment conducted in this study. The purpose of
this chapter is to show how generative Al tools affected software development performance
based on the collected data. The results are based on the comparison between two conditions,
where participants completed programming tasks without Al tools and with Al tools such
as GitHub Copilot and ChatGPT. The findings are organized into several main areas,
including coding speed, code correctness, debugging effort, maintainability, and user

experience.

3.1 Coding Speed

Coding speed was measured as the total time required by participants to complete each
programming task, expressed in minutes. In this context, lower values indicate better
performance, as they reflect increased efficiency in task completion. This metric is
particularly important in software development, where reducing development time without
compromising quality is a key objective.

As illustrated in Figure 1, there is a clear and consistent difference between the two
experimental conditions. Participants completed tasks significantly faster when using
generative Al tools compared to working without assistance. The reduction in development
time suggests that Al tools effectively support the coding process by providing ready-to-use
code suggestions, reducing the need for manual implementation, and minimizing time spent
searching for solutions.

This improvement is observed across all levels of task complexity, as shown in Figure 2. For
simple tasks, the reduction in time is especially pronounced. This can be explained by the
fact that simple problems often follow well-known programming patterns, which Al systems
can generate quickly and accurately. As a result, participants were able to complete these
tasks with minimal effort.

In medium-complexity tasks, the improvement remains substantial. Al-generated
suggestions helped participants structure their solutions more efficiently, reducing the time

required for planning and implementation. Instead of starting from scratch, participants
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could build upon the generated code, which significantly accelerated the development
process.

For complex tasks, the improvement in speed is still present but less pronounced compared
to simpler tasks. This is likely due to the increased need for careful review and modification
of Al-generated code. Complex problems require deeper logical understanding, and
participants often needed additional time to verify correctness and adjust the generated
solutions. Despite this, Al tools still provided a noticeable advantage in overall development
speed.

Overall, these results demonstrate that generative Al tools have a strong positive impact on
coding speed. They are particularly effective in reducing development time for tasks that
involve repetitive or well-structured patterns, while still providing benefits in more complex
scenarios.

Speed Comparison
(Minutes, | Lower is better)
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Figure 1: Speed Comparison
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Speed by Task Difficulty
(! Lower is better)
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Figure 2: Speed by task difficulty

3.2 Code Correctness

Code correctness was evaluated based on the percentage of successfully passed test cases
for each task. This metric reflects the functional accuracy of the implemented solution, with
higher values indicating better performance. Ensuring correctness is a fundamental
requirement in software development, as even small logical errors can lead to incorrect
program behaviour.

As shown in Figure 3, the use of generative Al tools resulted in an overall improvement in
code correctness compared to the non-Al condition. Participants using Al assistance were
able to produce solutions that passed a higher percentage of test cases, indicating that Al-
generated suggestions contributed positively to the functional quality of the code.

The improvement in correctness is particularly evident in simple tasks. In these cases, Al
tools were able to generate highly reliable solutions based on common programming
patterns. Participants benefited from these suggestions, which helped them avoid basic
logical and syntactical errors.

In medium-complexity tasks, correctness also improved, although the difference between

the two conditions is slightly smaller. This suggests that while Al tools remain helpful,
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participants still needed to apply their own reasoning and understanding to ensure that the
generated code met all task requirements.

In complex tasks, the improvement in correctness is less significant. Although Al-assisted
solutions still performed slightly better overall, the difference is relatively small. This
indicates that Al-generated code for complex problems may not always be fully accurate and
often requires additional validation. Participants needed to carefully review the generated
solutions to ensure correctness, especially in cases involving more advanced logic.

These findings suggest that generative Al tools are particularly effective in improving
correctness for simple and moderately complex problems. However, their reliability

decreases as task complexity increases, highlighting the importance of human oversight in

verifying Al-generated code.

Correctness Comparison
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Figure 3: Correctness Comparison
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Correctness by Task Difficulty
(T Higher is better)
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Figure 4: Correctness by task difficulty

3.3 Debugging Effort

Debugging effort was measured as the time required to identify, analyze, and fix errors in
the code, expressed in minutes. Lower values indicate better performance, as they reflect
reduced effort in resolving issues. Debugging is a critical phase of software development,
often requiring significant time and cognitive effort.

As presented in Figure 5, participants using Al tools spent considerably less time on
debugging compared to those working without assistance. This reduction in debugging effort
suggests that Al-generated code either contained fewer initial errors or provided a clearer
structure that made errors easier to detect and correct.

The difference is especially noticeable in simple tasks, where debugging time is significantly
reduced. In these cases, Al-generated solutions were often correct or required only minor
adjustments, allowing participants to complete the debugging phase quickly.

In medium-complexity tasks, debugging effort is also reduced in the Al-assisted condition.
Participants benefited from more structured code and clearer logic, which made it easier to
identify and fix errors. Al tools also helped guide participants toward correct solutions,

reducing the trial-and-error process.
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For complex tasks, debugging still required a substantial amount of effort in both conditions.
However, participants using Al tools still spent less time debugging overall. This suggests
that even when errors are present, Al-generated code can provide a useful starting point that
simplifies the debugging process.

Overall, the results indicate that generative Al tools contribute to a significant reduction in
debugging effort. This is an important advantage, as debugging is often one of the most time-
consuming aspects of software development.

Debugging Comparison
(Minutes, | Lower is better)

60.57

60 -

50 A

40.77

[%Y) B
o o
1 1

Debugging (Minutes)

N
o
I

10 -

No Al

Figure 5: Debugging Comparison



30

Debugging by Task Difficulty
(4 Lower is better)
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Figure 6: Debugging by task difficulty

3.4 Maintainability

Maintainability was assessed using a scoring system ranging from 1 to 10, where higher
values indicate better code quality in terms of readability, structure, and ease of modification.
Maintainability is a key aspect of software engineering, as code is often updated, extended,
and reused over time.

As shown in Figure 7, code written without Al assistance achieved slightly higher
maintainability scores compared to Al-assisted code. This indicates that although Al tools
help improve efficiency, they may negatively impact certain aspects of code quality.

One possible explanation for this result is that manually written code tends to reflect the
developer’s own reasoning process. Participants often wrote code in a way that was easier
for them to understand, using familiar structures and naming conventions. This resulted in
more consistent and readable code.

In contrast, Al-generated code was sometimes less consistent in style and structure. While
the code was often functionally correct, it occasionally lacked clarity, used less descriptive
variable names, or included unnecessary complexity. These factors can reduce

maintainability, especially when the code needs to be modified or understood by others.
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The difference in maintainability becomes more noticeable in complex tasks, where Al-
generated solutions tend to include more abstraction and less transparent logic. This makes
it more difficult for participants to fully understand the code, which can affect long-term
usability.

These results suggest that while Al tools are effective in generating working solutions, they
do not always produce code that follows best practices for maintainability. Developers still

need to review and refine Al-generated code to ensure it meets quality standards.

Maintainability Comparison
(/10, T Higher is better)
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Figure 7: Maintainability Comparison
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Maintainability by Task Difficulty
(1 Higher is better)
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Figure 8: Maintainability by task difficulty

3.5 User Experience

User experience was evaluated based on participant feedback using a scale from 1 to 10,
where higher values indicate a more positive experience. This metric reflects how
participants perceived the usability, usefulness, and overall effectiveness of Al tools during
the development process.

As illustrated in Figure 9, user experience scores were consistently higher in the Al-assisted
condition. Participants reported that Al tools made the development process easier, faster,
and less mentally demanding. This indicates that Al tools not only improve objective
performance metrics but also enhance subjective satisfaction.

Many participants noted that Al tools helped them get started more quickly, especially when
they were unsure how to approach a problem. The ability to generate initial solutions reduced
hesitation and increased confidence, particularly for less experienced developers.

However, some participants also reported challenges. In certain cases, Al-generated code
was not immediately understandable, which required additional effort to interpret and verify.
This suggests that while Al tools improve efficiency, they may also introduce a learning

curve.
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Despite these challenges, the overall user experience remains highly positive. The benefits
of faster development, reduced effort, and increased support outweigh the limitations,

making Al tools a valuable addition to the software development process.

UX Comparison
(/10, 1T Higher is better)
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Figure 9: UX Comparison
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Figure 10: UX by task difficulty
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3.6 Summary of Results

Figure 11 presents a combined comparison of all measured metrics using normalized values.
This visualization provides an overall summary of performance differences between the two
conditions.

The results show that Al-assisted development outperforms the non-Al condition in most
areas, including coding speed, correctness, debugging effort, and user experience. This
confirms that generative Al tools provide a broad range of benefits across different aspects
of software development.

However, maintainability follows a different trend, with slightly better performance
observed in the non-Al condition. This highlights an important trade-off between
development efficiency and code quality.

It is important to note that the normalization method used in this figure is based on a limited
number of values per metric, which results in simplified scaling. Therefore, the figure should
be interpreted as a general comparison of trends rather than a precise quantitative analysis.
Overall, the combined results demonstrate that generative Al tools significantly enhance
developer performance, particularly in terms of speed and ease of use, while still requiring
human oversight to ensure high-quality, maintainable code.

Combined Comparison of All Metrics
(higher normalized score = better overall performance)

B No Al
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Speed Correctness Debugging Maintainability UX
(Min, 1) (%, 1) (Min, 1) (/10, 1) (/10, 1)

Figure 11: Combine Comparison by all metrics

4 Discussion

This chapter discusses the results of the study and explains what they mean in the context of

software development. The goal of this section is not only to describe the results but also to
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interpret them and connect them with existing knowledge. It also explores why certain
patterns appeared in the results and what they suggest about the use of generative Al tools

in real-world programming.

4.1 Impact on Coding Speed

One of the clearest findings of this study is that generative Al tools significantly improve
coding speed. Participants were able to complete all tasks faster when using Al tools
compared to working without them. This improvement was visible across all levels of task
difficulty, although the effect was stronger for simple and medium tasks.

There are several reasons why coding speed increased when Al tools were used. First, these
tools reduce the need to write code manually. Instead of starting from scratch, developers
can rely on suggestions generated by Al systems such as GitHub Copilot and ChatGPT. This
allows them to skip repetitive work and focus on adjusting or improving the generated code.
As a result, the overall development process becomes faster and more efficient.

Another important reason is the reduction of cognitive effort. When developers work without
Al tools, they often need to remember syntax, search for solutions, or think carefully about
how to structure their code. This takes time and mental energy. Al tools reduce this burden
by providing immediate suggestions and solutions. This allows developers to move forward
more quickly without getting stuck on small details.

The results also show that the improvement in speed was slightly lower for complex tasks.
This can be explained by the fact that more complex problems require deeper understanding
and careful thinking. While Al tools can still help generate initial solutions, developers often
need to review and modify the code more carefully. This reduces the overall time advantage
compared to simpler tasks.

Even though coding speed improved, it is important to understand that faster development
does not always mean better quality. Some participants needed additional time to review and
correct Al-generated code. This suggests that while Al tools help speed up the initial coding

process, they do not eliminate the need for careful evaluation.
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4.2 Impact on Code Correctness

The results related to code correctness are more complex and show both positive and
negative effects of Al tools. For simple tasks, the use of Al tools helped reduce the number
of errors. This is likely because simple problems often have standard solutions, which Al
systems can generate accurately based on learned patterns.

For medium-level tasks, the improvement in correctness was smaller but still present. Al
tools helped participants avoid some common mistakes, especially related to syntax and
basic logic. However, participants still needed to review the generated code to ensure that it
worked correctly.

In complex tasks, the situation was different. The number of errors increased slightly when
participants used Al tools. This suggests that Al-generated code is less reliable in situations
that require deeper understanding or more advanced logic. One possible explanation is that
Al models do not truly understand the problem they are solving. Instead, they generate code
based on patterns from training data. This means that the generated solution may look correct
but still contain hidden mistakes.

Another important factor is user behaviour. Some participants relied too much on Al-
generated code and did not fully check or understand it. This led to situations where incorrect
code was accepted without proper validation. This highlights a key risk of using Al tools,
especially for less experienced developers.

These findings suggest that Al tools are helpful for improving correctness in simple
situations but may introduce risks in more complex tasks. Developers must remain careful

and always review the generated code instead of trusting it completely.

4.3 Maintainability of Code

Maintainability is a very important aspect of software development because code is rarely
written only once. It is often modified, extended, and reused by different developers over
time. The results of this study show that Al-generated code is generally functional but not
always easy to maintain.

One of the main issues observed was the lack of clear structure in Al-generated code. In

many cases, the code worked correctly but was not well organized. This made it harder to
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read and understand, especially for someone who did not write it. In addition, the code often
lacked comments, which are important for explaining how the code works.

Another problem was the use of unclear or inconsistent variable names. Good naming is
important for readability, but Al-generated code sometimes used generic or confusing
names. This made it more difficult to understand the purpose of different parts of the code.
In comparison, code written without Al assistance was often simpler and easier to follow.
Participants tended to write code in a way that made sense to them, which improved
readability. However, this code was sometimes less optimized and took more time to
produce.

These results suggest that while Al tools can generate working solutions, they do not always
follow best practices for clean and maintainable code. Developers still need to review and
improve the generated code to make it suitable for long-term use. This is especially important

in professional environments where code quality and maintainability are critical.

4.4 User Experience and Perception

The overall user experience reported by participants was mostly positive. Many participants
said that Al tools made coding easier and faster. They appreciated the ability to quickly
generate solutions and reduce effort. For beginners, the tools were especially helpful because
they provided guidance and examples.

Participants also reported that Al tools helped them get started when they did not know how
to approach a problem. This reduced frustration and made the development process
smoother. In this sense, Al tools can be seen as useful assistants that support learning and
productivity.

However, there were also some negative experiences. One of the most common issues was
the lack of trust in Al-generated code. Some participants mentioned that the code looked
correct but did not always work as expected. This forced them to double-check everything,
which sometimes reduced the time-saving benefits.

Another issue was understanding the generated code. Some participants found it difficult to
understand how the solution worked. This can be a problem, especially for students, because
understanding is important for learning. If developers rely too much on Al without

understanding the code, their skills may not improve over time.
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These findings show that while Al tools improve efficiency, they also change how
developers interact with code. They shift the focus from writing code to reviewing and

understanding it. This can be both an advantage and a challenge.

4.5 Comparison with Previous Studies

The results of this study are generally consistent with existing research. Many studies report
that Al tools improve coding speed and user satisfaction. This study confirms those findings
through experimental data.

At the same time, the study also supports concerns raised in previous research. Issues such
as incorrect code, lack of understanding, and over-reliance on Al were observed in this
experiment.

One important contribution of this study is that it combines multiple performance factors,
including speed, correctness, and maintainability. This provides a more complete picture of

how Al tools affect software development.

4.6 Practical Implications

The findings of this study have several practical implications for developers, students, and
companies. First, developers can use Al tools to improve productivity and reduce
development time. These tools are especially useful for simple and repetitive tasks, where
they can provide quick and reliable solutions.

However, developers should not rely on Al tools completely. It is important to review and
test all generated code carefully. Al tools should be used as assistants, not as replacements
for human thinking and decision-making.

For students, Al tools can be helpful for learning programming. They can provide
explanations and examples that make it easier to understand concepts. However, students
should make sure they understand the code instead of simply copying it. Otherwise, their

learning may be limited.



39

For companies, Al tools can increase efficiency and reduce development time. However,
proper code review processes are still necessary to ensure quality and security. Using Al

tools responsibly is key to getting the best results.

5 Conclusions

This thesis explored how generative artificial intelligence tools influence software
development performance. The main goal of the study was to understand whether tools such
as GitHub Copilot and ChatGPT can improve coding speed, code -correctness, and
maintainability. To answer this question, an experimental study was conducted where
participants completed programming tasks both with and without Al assistance. The results
of this study provide useful insights into how these tools affect developers, especially
beginners and students.

One of the most important findings of this research is that generative Al tools significantly
improve coding speed. Participants were able to complete tasks faster when using Al tools
compared to working without them. This improvement was observed across all levels of task
difficulty, although it was more noticeable in simple and medium tasks. This suggests that
Al tools are particularly effective for repetitive work and common programming patterns.
By reducing the time needed to write code manually, these tools allow developers to focus
more on solving problems and designing solutions.

However, the results related to code correctness were more complex. While Al tools helped
reduce errors in simple tasks and slightly improved performance in medium tasks, they also
introduced more errors in complex tasks. This shows that Al-generated code is not always
reliable, especially when dealing with more advanced logic. Developers may trust the
generated solutions too quickly without fully checking them, which can lead to mistakes.
This highlights the importance of reviewing and testing Al-generated code before using it.
The study also examined maintainability, which refers to how easy it is to understand and
modify code. The results showed that Al-generated code was usually functional but not
always well-structured or easy to read. In many cases, the code lacked comments and used

unclear variable names. This can make it difficult for other developers to work with the code
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later. In comparison, code written without Al assistance was often simpler and easier to
understand, even if it was less optimized. This suggests that developers still need to improve
Al-generated code to make it suitable for long-term use.

Another important finding of this study is related to user experience. Most participants
reported that Al tools were helpful and made coding easier. They appreciated the ability to
generate solutions quickly and reduce effort. However, they also mentioned some
challenges, such as incorrect suggestions and difficulty understanding the generated code.
Some participants felt that they needed to double-check everything, which reduced their trust
in the tools. This shows that while Al tools are useful, they are not perfect and require careful
use.

Overall, the results of this study show that generative Al tools are valuable for supporting
software development. They can improve productivity and make programming more
efficient. However, they should not replace human developers. Instead, they should be used
as support tools that assist developers while still requiring human understanding and

decision-making. Developers need to remain critical and responsible when using these tools.

5.1 Contribution of the Study

This study contributes to the understanding of how generative Al tools influence software
development by providing experimental evidence instead of relying only on opinions or
surveys. Many previous studies focus mainly on user perceptions, which can sometimes be
subjective. In contrast, this research measures actual performance using data such as task
completion time, number of errors, and debugging effort. This makes the findings more
reliable and useful for evaluating the real impact of Al tools.

Another important contribution of this study is that it examines multiple aspects of
development at the same time. Instead of focusing only on speed or user satisfaction, this
research also considers correctness and maintainability. This provides a more complete
understanding of how Al tools affect software development as a whole. By combining
quantitative results with user feedback, the study offers both measurable insights and

explanations of user behavior.
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In addition, the study focuses on beginner developers and students, who are one of the main
groups using generative Al tools. Understanding how these tools affect learning and early
development practices is important for both education and industry. The findings can help
educators design better learning strategies and help developers understand how to use Al

tools more effectively.

5.2 Future Work

Future research can build on this study in several ways. One possible direction is to include
a larger and more diverse group of participants. This would help improve the reliability of
the results and provide a better understanding of how different types of developers use Al
tools.

Another important direction is to include more complex and realistic programming tasks.
This would allow researchers to study how Al tools perform in situations that are closer to
real software development. It would also help identify whether the limitations observed in
this study become more significant in larger and more complex projects.

Long-term studies could also provide valuable insights. Instead of measuring performance
in a single experiment, researchers could observe how developers use Al tools over a longer
period of time. This would help understand how these tools affect learning, productivity, and
coding habits.

Finally, future research could explore how Al tools affect teamwork and collaboration.
Modern software development often involves multiple developers working together.
Understanding how Al tools influence communication, collaboration, and project

management would be an important area of study.
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Appendix

Survey questions
Basic Level Tasks
The basic tasks focused on fundamental programming concepts such as control structures,

loops, and simple data manipulation.

e Task 1: Sum of List Elements
Participants were asked to write a function that takes a list of numbers as input and
returns the sum of all elements. This task evaluated understanding of iteration and basic
arithmetic operations.

e Task 2: Find Maximum Value
Participants were required to implement a function that finds and returns the largest
number in a given list. This task assessed basic problem-solving skills and familiarity
with conditional statements.

def sum_list(numbers):
total = 0
for num in numbers:

total += num
return total

Figure 12: Basic first task without Al
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def sum_list(numbers):
if not isinstance(numbers, list):
raise TypeError("Input must be a list")

total = 0

for index, value in enumerate(numbers):
try:
total += float(value)
except (TypeError, ValueError):
raise ValueError(f"Invalid value at index {index}")

return totaq

Figure 13: Basic first task with Al

def find_max(numbers):
max_val = numbers[0]
for n in numbers:
if n > max_val:
max_val = n
return max_val

Figure 14: Basic second task without Al

def find_max(numbers):
if not isinstance(numbers, list):
raise TypeError("Input must be a list")

if len(numbers) == 0:
raise ValueError("List cannot be empty")

max_val = numbers[0]

for index, value in enumerate(numbers):
try:

if value > max_val:
max_val = value
except TypeError:
raise TypeError(f"Invalid comparison at index {index}")

return max_val

Figure 15: Basic second task with Al
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Intermediate Level Tasks

The intermediate tasks required participants to work with structured data and perform
multi-step operations.

o Task 3: File Data Processing
Participants were asked to read data from a file (e.g., a CSV or text file), process the
contents, and return filtered results based on given criteria (such as selecting values
above a threshold). This task tested file handling and data processing skills.

e Task 4: Data Transformation
Participants needed to transform a dataset (e.g., converting a list of dictionaries into a
new structure or aggregating values by category). This task evaluated logical reasoning
and the ability to manipulate structured data.

def filter_values(filename, threshold):
result = []
with open(filename, "r") as file:
for line in file:

value = int(line.strip())
if value > threshold:
result.append(value)
return resulﬂ

Figure 16: Intermediate first Task without Al

def filter_values(filename, threshold):
if not isinstance(filename, str)
raise TypeError("Filename must be a string")

filtered_values = []

try:
with open(filename, "r") as file:
for line_number, line in enumerate(file):
try:

value = float(line.strip())
if value > threshold:
filtered_values.append(value)
except ValueError:
raise ValueError(f"Invalid number on line {line_number}")
except FileNotFoundError:
raise FileNotFoundError("File not found")

return filtered_values

Figure 17: Intermediate first task with Al
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def group_by_category(data):
result = {}
for item in data:
category = item["category"]

if category not in result:
result[category] = 0
result[category] += item["value"]
return result

Figure 18: Intermediate second task without Al

def group_by_category(data):
if not isinstance(data, list):
raise TypeError("Data must be a list")

result = {}
for index, item in enumerate(data):
if not isinstance(item, dict):

raise TypeError(f"Invalid item at index {index}")

if "category" not in item or "value" not in item:
raise KeyError(f"Missing keys in item at index {index}")

category = item["category"]
value = item["value"]

if not isinstance(value, (int, float)):
raise ValueError(f"Invalid value type at index {index}")

if category not in result:
result[category]l = 0

result[category] += value

return result

Figure 19: Intermediate second task with Al

Advanced Level Tasks

The advanced tasks involved more complex programming concepts, requiring problem-
solving, modular design, and interaction with external systems or more sophisticated logic.

o Task 5: API Request and Data Handling
Participants were required to make a request to a public API, parse the response, and



display or return specific information. This task tested knowledge of networking
concepts, JSON handling, and error management.

Task 6: User Authentication Simulation

Participants were asked to implement a simple authentication system, including
validating user credentials and handling login attempts. This task assessed
understanding of program structure, conditional logic, and basic security
considerations.

def login(username, password, users):
for user in users:
if user["username"] == username and user["password"] == password:

return True
return False

Figure 20: Advanced first task without Al

def login(username, password, users):
if not isinstance(users, list):
raise TypeError("Users must be a list")

if not isinstance(username, str) or not isinstance(password, str):
raise TypeError("Username and password must be strings")

index, user in enumerate(users):
if not isinstance(user, dict):
raise TypeError(f"Invalid user object at index {index}")

if "username" not in user or "password" not in user:
raise KeyError(f'Missing credentials in user at index {index}")

stored_username = user.get("username")
stored_password = user.get("password")

if stored_username == username:
if stored_password == password:

return True

return False

Figure 21: Advanced first task with Al
importinequests

def get_data():
response = requests.get("https://api.example.com/data")

if response.status_code == 200:
data = response.json()
return data["results"]

return Muu4

Figure 22: Advanced second task without Al
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import requests

def get_data(url="https://api.example.com/data", timeout=5):
if not isinstance(url, str):
raise TypeError("URL must be a string")

response = requests.get(url, timeout=timeout)
response.raise_for_status()

try:
data = response.json()
except ValueError:
raise ValueError("Response is not valid JSON")

if "results" not in data:
raise KeyError("Missing 'results' field in response")

return data.get("results", [])

except requests.exceptions.Timeout:
raise TimeoutError("Request timed out")
except requests.exceptions.RequestException as e:
raise ConnectionErrorK'"Request failed: {e}"ﬂ

Figure 23: Advanced second task with Al



