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An intelligent after-sales dialogue agent has been designed to enhance both the service 

quality and operational efficiency. The system uses the ReAct (Reason + Act) cognitive 

model to integrate the reasoning ability of the large language model (LLM) with actual 

work. In this procedure, a constraint generation method based on function calls is applied, 

which can improve the precision of the relevant maintenance policies and service location 

data. 

To deal with the redundancy and large amount of computation in multi-turn conversations, 

a dynamic dual-track memory management module (MemoryManager) has been set up, 

employing an information entropy algorithm for effective memory compression. 

Experimental data indicate that the agent can attain a tool-routing accuracy of 93.33%. The 

average total response time is maintained at 2.66 seconds, which satisfies the industrial 

standards. Additionally, the dynamic compression method can decrease the token usage by 

60%-70% in long discussions in comparison with the conventional basic structures. By 

showing the tool invoking process, the system greatly improves the transparency and the 

users' trust.  
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1  Introduction 

As the opening chapter of this thesis, this section will provide an in-depth analysis of the 

current pain points in the mobile phone after-sales service industry, as well as the challenges 

that may arise when large language models are introduced into this sector. Following a 

discussion of the latest research advancements in related fields—including task-oriented 

intelligent dialogue systems, Retrieval-Augmented Generation (RAG), and agent 

architectures—both domestically and internationally, this chapter will outline the core 

research content, key innovative contributions, and organizational structure of this thesis  

1.1  Research Background and Current Challenges 

With the widespread adoption of mobile devices and the internet, the number of smartphones 

in circulation continues to rise. As a critical component of brand services, mobile phone 

after-sales service is characterized by high frequency and complexity. Traditional intelligent 

after-sales service systems (i.e., early task-oriented dialogue systems) are often built on 

keyword matching models, regular expression parsing, or decision tree architectures based 

on finite state machines (FSMs). These systems struggle to understand complex, long, and 

difficult sentences; they incur high maintenance costs for rule databases when business logic 

changes; and they lack the ability to track context, all of which severely impact the user’s 

service experience. An empirical study by Qin et al. (2021) profoundly revealed the 

limitation of traditional systems in maintaining contextual logic and business state within 

complex, task-oriented dialogue scenarios: even existing dialogue models that have 

undergone deep optimization can only achieve a consistency recognition accuracy of 51.3% 

in task-oriented dialogues, far behind the 93.2% performance level of human customer 

service representatives. However, while human customer service agents offer high-quality 

interactions and strong empathy, they are prone to queueing bottlenecks during peak periods. 

Additionally, they require lengthy training cycles, suffer from high turnover rates, and incur 

high operational costs. 

 In recent years, breakthroughs in Natural Language Understanding (NLU) and Natural 

Language Generation (NLG) achieved through Large Language Models (LLMs) have 
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provided new technical support for the reconstruction of intelligent customer service systems. 

However, directly deploying general-purpose native LLMs in the mobile after-sales 

vertical—a domain with extremely low tolerance for errors—still faces numerous severe 

academic and engineering challenges: 

 First is the risk of factual hallucinations and knowledge fabrication. Hallucinations are one 

of the fundamental challenges facing large language models and autonomous agents, as 

models are highly prone to generating false information with high confidence. (Wang et al. 

2024) Hallucinations—where large models appear factually correct but are actually 

baseless—are also the greatest obstacle to everyday use (Tonmoy et al. 2024). In the context 

of mobile phone after-sales service, hallucinations may result in entirely fabricated content, 

leading to user complaints. Therefore, incorporating external real-world data into the 

iterative process of human-machine interaction is a viable approach to mitigating this issue 

(Wang et al. 2024). 

 Regarding the issue of static lag in knowledge bases, as pointed out by Lewis et al. (2020) 

in their research, purely parametric pre-trained models cannot easily expand or modify their 

internal memory, whereas architectures that incorporate non-parametric (i.e., retrieval-based) 

memory can effectively address this problem. Information such as smartphone brand after-

sales policies and service center operating hours is updated frequently, requiring retrieval-

based memory architectures to ensure timeliness and accuracy. 

A study by Huang et al. (2023) indicates that in handling long sequences or multi-turn 

interactions, autoregressive models might encounter the "Snowballing Hallucination" 

dilemma. This implies that errors or omissions in earlier dialogues may worsen through 

successive interactions with autoregressive models. Moreover, due to the absence of state in 

Language Models (LLMs), merely storing the conversation history could result in a rapid 

increase in token usage. The mobile customer service scenario is often one of the main issues 

in multi-turn dialogues, possibly leading to a change in user's intention and excessive token 

consumption.  

Although large language models show great potential in many decision-making tasks, their 

dependence on simple procedures limits their ability to perform systematic interactive tasks. 

Hence, a new mechanism combining reasoning, action and planning is required (Zhou et al. 

2024). As Schick also pointed out, large language models frequently fail in simple tasks like 
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accurate fact retrieval; giving them the ability to use external tools (such as calculators or 

search engines) via simple APIs is an effective way to overcome these inherent limitations 

(Schick et al. 2023). 

1.2  Current State of Research at Home and Abroad 

To give a thorough overview of the advancements in underlying technologies for intelligent 

dialogue, this part firstly introduces the growth and engineering obstacles of traditional task-

oriented dialogue systems; then discusses the advantages and disadvantages of Retrieval-

Augmented Generation (RAG) technology in fact checking; and finally, introduces the 

currently widely discussed agent architectural paradigm. 

1.2.1  Evolution of Task-Oriented Dialogue and Retrieval-Augmented Technologies 

In the field of Natural Language Processing (NLP), Task-Oriented Dialogue Systems (TOD) 

have always been an important research topic in the application of artificial intelligence. At 

first, most TOD systems employed a modular architecture based on a pipeline, dividing the 

system into four independent modules: Natural Language Understanding (NLU), Dialogue 

State Tracking (DST), Dialogue Policy Learning (DPL) and Natural Language Generation 

(NLG). This complex modular structure needs a large quantity of fully annotated data for 

model training, which leads to high costs for customized businesses and low accuracy in 

unfamiliar fields. These two difficulties in development cost and system stability have made 

both academic communities and industries seek completely new architectural solutions. (Xu 

et al. 2024) 

With the evolution of deep learning technology, end-to-end neural network models have 

gradually become the mainstream in research. These models use a sequence-to-sequence 

(Seq2Seq) architecture to directly map inputs to outputs, significantly improving the 

naturalness and semantic coverage of responses. However, the uncontrollability and lack of 

interpretability of the internal generation process in end-to-end models remain major 

technical bottlenecks in their deployment in serious business scenarios (such as after-sales 

maintenance and financial consulting). When generating responses, these models are highly 

prone to falling into a triple contradiction trap: inconsistency with the dialogue history 
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(Dialogue History Inconsistency), inconsistency with the user’s initial query (User Query 

Inconsistency), and inconsistency with the underlying business knowledge base (Knowledge 

Base Inconsistency) (Qin et al. 2024). This multidimensional tendency toward "self-

contradiction" compels the engineering community to seek a new architecture capable of 

deeply decoupling model reasoning from external deterministic tools. 

To alleviate the factual accuracy dilemma of generative models, Retrieval-Augmented 

Generation (RAG) technology has emerged as a research hotspot in both academia and 

industry in recent years. The general architecture of the RAG concept was first 

systematically proposed by Lewis et al. (2020). By treating pre-trained sequence-to-

sequence (seq2seq) models as parametric memory and combining them with non-parametric 

memory based on dense vector indices, they significantly improved the model’s factual 

accuracy and specificity in knowledge-intensive NLP tasks (Lewis et al. 2020).  

 Although RAG technology effectively mitigates model hallucinations, it essentially remains 

a “passive” form of knowledge injection. Under complex business logic, systems often lack 

the self- planning capabilities to actively determine “when to trigger retrieval” and “how to 

invoke structured fields.” Tonmoy et al. (2024) summarized frameworks such as 

“Decompose and Query (D&Q)” in their classification framework. These methods allow 

models to proactively use external tools to query reliable Q&A repositories during the 

prediction phase, thereby tightly constraining reasoning to the scope of reliable information 

and significantly reducing the risk of hallucination. Building on this, the Function Calling-

based Agent architecture proposed in this paper aims to further explore the paradigm shift 

of large models from “passive retrieval” to “active task planning.” 

1.2.2  Exploration of LLM-Based Agent Architectures 

Now, the system architectures are changing from the single-prompt engineering or Retrieval-

Augmented Generation (RAG) to an agent-based architecture. These agent architectures 

make the large language models (LLMs) more autonomous, allowing them to carry out 

logical reasoning and execute external actions concurrently in an alternating way, thus 

flexibly constructing, monitoring and modifying the execution plans and overcoming the 

restrictions of fixed weights (Yao et al., 2023; Zhou et al., 2024).  
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Within a unified agent framework, the LLMs transform into a "central processing unit" with 

cognitive and decision-making functions, whose working process mainly depends on the 

close cooperation of some main modules such as memory and action (Wang et al., 2024). 

On the one hand, memory mechanisms endow the agent with the ability to “self-evolve” by 

continuously optimizing behavioural logic through long-term interactions (Zhang et al., 

2023); on the other hand, the action module, by integrating standardized external API 

descriptions, enables the model to highly automate task scheduling under zero-shot 

conditions, even effectively replacing cumbersome modules such as state tracking (DST) in 

traditional dialogue systems (Xu et al., 2024). 

Furthermore, studies such as Toolformer have demonstrated that LLMs can autonomously 

determine the timing of external tool invocation and parameter passing through self-

supervised learning without significantly sacrificing their general language modeling 

capabilities (Schick et al., 2023). This paradigm, in which large models autonomously parse 

intentions and schedule external tool libraries, serves as the core theoretical foundation for 

the design of the underlying Proxy Routing mechanism in this paper. 

1.3  Main Research Content and Innovative Contributions 

Based on the aforementioned theoretical background and current state of the art, this paper 

designs and implements an end-to-end intelligent mobile phone after-sales service agent 

system with the goal of enhancing the after-sales service experience and efficiency. The 

system’s overall engineering architecture deeply integrates prompt constraint engineering, a 

function call proxy routing mechanism, and a long-term context tracking strategy. The core 

research content and key innovations of this paper are primarily reflected in the following 

four aspects: 

Developed a core Agent framework based on rule-based constraints and proxy routing. This 

paper outlines the core scheduling logic of the Agent, which assigns the model the role of a 

"professional after-sales service representative" through prompt words. It also introduces a 

mandatory tool-based query mechanism, defines the response generation process for branch 

location queries and maintenance policies, and helps maintain the professionalism of service 

content and the accuracy of data sources. 
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Design and realization of a dynamic compression method for short-term and long-term 

memory (MemoryManager). To solve the problem of token redundancy in multi-turn 

conversations, a threshold-based short-term and long-term memory pool method has been 

designed and implemented in this paper. By applying the text summarization capability of 

the large language model, the management of 'recent conversation history' and 'abstract long-

term summaries generated by the large model' has been separated, which can help to reduce 

the computational cost and token usage while ensuring the accuracy of the conversation.  

Implementation of function calls and flexible data retrieval for local structured data 

(Function Calling Toolkits). In this research, a light-weighted search engine based on the 

pandas library has been developed, consisting of two major components: location query 

(LocationSearchTool) and warranty rule retrieval (WarrantySearchTool). The system's 

compatibility in various deployment environments and non-standard situations has been 

improved by adopting cross-platform coding techniques and fuzzy matching methods. The 

key information extraction is constrained by JSON Schema to achieve a more precise 

mapping from natural language to standard function parameters. 

Building a front-end platform for transparent state interactions. To address the lack of clarity 

in the thought processes of large language models and the ambiguity surrounding the sources 

of relevant information, I employ tool proxies and front-end design to visualize tool 

invocations. Before generating the final response, the system displays the underlying tool 

invocations and the information retrieved. This tracing mechanism is critical for meeting 

strict acceptance criteria (Susnjak et al., 2025) and significantly enhances user trust in the 

AI decision-making process (Cui et al., 2023). 

1.4  Organization of This Paper 

To give a detailed explanation of the design and development of the concerned system, this 

paper is divided into six chapters as follows: 

Chapter 1, Introduction: In this chapter, the background of the research, the disadvantages 

of the existing methods, the significance of the study and the objectives are introduced. The 

main research contents and the new contributions are summarized and the general outline of 

the paper is described.  
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Chapter 2, Related Technologies and Theoretical Foundation: A thorough analysis of the 

basic technologies on which the system depends, including the development of large 

language models, the principles of agent cognitive structures, the mathematical and logical 

operations of function calls and the practical use of relevant lightweight data processing 

frameworks, is discussed in this chapter.  

Chapter 3, System Requirement Analysis: From the viewpoint of software engineering, this 

chapter specifies the interaction interfaces and fundamental business processes of the system 

and puts forward definite quantitative requirements for both functional and non-functional 

requirements (for example, performance and compatibility).  

Chapter 4, System Architecture Design and Core Module Implementation: This chapter 

introduces the three-tier software architecture employed in the system, expounds the related 

design ideas and algorithmic mechanisms and illustrates the logical relationships among the 

core modules.  

Chapter 5, System Testing and Performance Assessment: This chapter formulate evaluation 

criteria for batch functional verification and performance evaluation. By utilizing a test set 

(test_cases.csv) derived from actual post-sales situations, a comprehensive quantitative and 

qualitative examination of the system's ability to understand intentions, retrieval precision 

and memory retention is carried out.  

Chapter 6, Summary and Future Prospects: This chapter comprehensively summarizes the 

research findings and results of this paper, objectively evaluates the present limitations of 

the system architecture and suggests theoretical directions for the future improvement of the 

system towards a fast microservices architecture and multi-modal interaction. 

2  Related Technologies and Theoretical Foundations 

This chapter aims to lay the core theoretical foundation for the system’s architectural design. 

Unlike the modular development paradigm based on deterministic logic in traditional 

software engineering, building systems based on large language models (LLMs) requires an 

in-depth analysis of the cognitive mechanisms and probabilistic output characteristics of 

generative AI. This chapter will focus on the ReAct cognitive framework for agents and, 

from the perspective of constrained decoding, provide an in-depth analysis of the underlying 
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mathematical and logical mechanisms of function calling technology in large language 

models. 

2.1  The Cognitive Paradigm of Agents and the ReAct Framework 

In traditional natural language processing tasks, large language models are treated as static 

mapping functions. Their internally fixed, static knowledge networks struggle to handle real-

world business scenarios that demand high timeliness, high accuracy, and high complexity. 

To overcome this challenge, the academic community has introduced the Agent cognitive 

paradigm. 

One of the core theoretical cornerstones of the Agent paradigm is the ReAct (Reason + Act) 

framework proposed by Yao et al. (2023). This framework draws inspiration from a unique 

feature of human intelligence: the ability to seamlessly integrate task-oriented actions with 

internal linguistic reasoning (inner speech), thereby enabling efficient self-regulation and 

strategy formulation when facing unknown environments or information uncertainty (Yao 

et al. 2023). While traditional prompt engineering methods, such as Chain of Thought (CoT), 

have significantly enhanced the model’s internal logical reasoning capabilities, as a static 

black box, they lack pathways for interacting with the external world, making them highly 

prone to factual hallucinations and error cascades (Yao et al. 2023). The ReAct framework 

puts forward a novel integration and dynamic combination of the "internal reasoning" and 

"external acting" of a large language model, allowing the model to use reasoning to monitor 

and modify its action plans at the same time as acquiring information from the external 

environment through actions to assist further reasoning (Yao et al., 2023). However, 

according to Zhou et al. (2024), the basic prompting methods like simple CoT or traditional 

ReAct usually do not have clear global planning and path selection when dealing with 

complicated nested intentions.  

To solve this problem, the intelligent after-sales system I have developed does not focus on 

the simple "trigger-response" logic, but instead forms an independent entity with a complete 

cognitive process including three parts: Reason, Act and Observation. Firstly, the system 

analyzes the user's natural language input and, together with a memory module, judges the 

real business intention of the user. Then, based on this inferred intention, it independently 

formulates appropriate actions, such as whether to activate certain tools. Lastly, it combines 
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the returned data with the stored text to make a second logical inference and produces the 

final output. In this project, I use large language models as the main reasoning device for the 

above-mentioned ReAct cognitive process. By utilizing the logical and semantic expression 

abilities obtained from the model's pre-training, it realizes the system's environmental 

perception, decision-making and execution in a closed loop. 

2.2  Theoretical Mechanism of Function Calling 

As the main method for agents to carry out "Actions" in this project, Function Calling 

technology is not only about the string matching with API interfaces, but it is described as a 

Constrained Decoding and Generation mechanism. By imposing strict formal language 

restrictions (such as JSON syntax), constrained decoding strongly ensures that the text 

generated by large language models meets the specified format requirements of the 

subsequent tasks (Beurer-Kellner et al., 2024). 

2.2.1  Mapping Continuous Probability Distributions to a Discrete Action Space 

The main way for a large language model to generate text is to sample from a vocabulary by 

an autoregressive probabilistic method. During the process, at each decoding step, the model 

calculates the probability distribution and then selects one from the whole natural language 

vocabulary. This multi-directional generating mechanism is one of the fundamental causes 

of model's “hallucinations”. Applying Function Calling technology can be considered as 

adding a strong regularizing constraint to the model's output.  

The system incorporates the tool's metadata description into the model through JSON 

Schema. The basic idea is to guide the model's attention mechanism so that it can establish 

a correspondence: converting the unclear needs of users in the infinite and continuous 

'natural language semantic space' into the finite and discrete 'API action space'. However, 

the correct implementation of these constraints is very important. Research by Beurer-

Kellner et al. (2024) indicates that if the constrained decoding mechanism fails to correctly 

match the sub-word vocabulary of the underlying language model with the external 

constraint rules, it may easily result in token misalignments. Such strict restrictions not only 

increase the computational cost during the generation process but may also affect the output 
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of the model, thereby seriously impacting its reasoning accuracy. Therefore, the system 

design should balance the format constraints and the internal consistency of the model.  

For instance, when a user types "I live in Chaoyang District and my phone is broken; I want 

to find a place to get it repaired," the model, based on the constrained generation mechanism, 

selects the appropriate probability distribution and provides the required data according to 

the defined interface structure (like {"city": "Beijing", "district": "Chaoyang District"}). In 

this transformation, the large model not only extracts the constrained elements but also fully 

utilizes the knowledge acquired during its pre-training to perform implicit reasoning and 

information completion (for example, automatically inferring and filling in the parent city 

"Beijing" based on "Chaoyang District"). This function effectively overcomes the rigid 

matching restrictions of the traditional regular expressions, greatly enhancing the system's 

ability to deal with unstructured, highly elliptical and colloquial inputs.  

2.2.2  Schema-Based Finite State Machine Inference 

According to automata theory, the text generation method using function calls can be 

represented as a non-deterministic finite automaton (NFA). If the model believes that the 

present situation does not need external information, the state machine stays in the 'Free 

Generation State'; otherwise, if the model estimates that the semantic similarity between the 

input vector and the framework of a tool is greater than a certain implicit threshold, the state 

machine will directly enter the 'Constrained Extraction State'.  

Within this limitation of the 'constrained extraction state', the decoder of the model is 

compelled to follow a predetermined syntax tree structure to produce a token sequence that 

satisfies the JSON standard. This process highly ensures that the downstream business logic 

(such as native Python retrieval functions) can receive input parameters with definite data 

types and hierarchical structures, thus assisting in the transformation from unstructured 

natural language to structured machine instructions at the system's core. For the semantic 

differences among multi-lingual user intentions and a single-lingual (pure Chinese) database, 

proper declarations have been made to ensure that the complex cross-language instructions 

can be properly matched to the corresponding entries in the local dictionary. 
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2.3  Theoretical Limits and Computational Constraints of Context Memory 

Management 

In multi-turn dialogue scenarios, an agent must possess the ability to maintain temporal state 

across turns. However, due to the inherent O(n²) computational complexity of the self-

attention mechanism in the Transformer architecture, the context window of large language 

models faces strict physical and computational limits.  

According to a review by Wang et al. (2024), to bypass this physical limitation, the research 

community has widely adopted hybrid memory architectures. In this architecture, short-term 

memory is treated as context information directly embedded in the prompt, analogous to 

human momentary perception; long-term memory, on the other hand, is implemented via 

external storage (such as vector databases or structured summaries), enabling the agent to 

quickly retrieve and access information when needed.  

To achieve long-term memory for the agent within given theoretical computational 

constraints, the system must introduce a dynamic memory lifecycle management mechanism. 

The memory management theory adopted by this system draws heavily on the short- and 

long-term memory model (Atkinson-Shiffrin Model) from human cognitive psychology, 

mapping it to a two-layer architecture comprising working memory (short-term memory) 

and semantic memory (long-term memory). 

The short-term memory component preserves the complete contextual content of recent 

interaction rounds, maintaining high coherence in short-term conversations. Long-term 

memory is based on the Summarization-Overwrite pattern, leveraging the large language 

model’s inherent text abstraction capabilities to distill the core content of long-term 

conversations. This pattern enables the Agent to control the token volume of the large 

model’s long-term operation at a relative stable level while ensuring that core character 

objectives are not lost, thereby guaranteeing system availability and cost-effectiveness. 
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2.4  Abstraction and Mapping Mechanisms in System Engineering 

Implementation 

Transforming the aforementioned abstract cognitive models and constrained generation 

theory into a feasible software system needs some engineering approaches for state 

management and data mapping. In our study, the main framework of the system mainly 

applies two basic techniques: a state-dependent display technique and a lightweight 

structured search engine based on DataFrame. Given the processing delays in the ReAct 

framework’s multi-stage iterative process and the decline in user trust caused by the system’s 

black-box nature, the system’s front end implements a progressive rendering mechanism 

based on Streamlit session state. This mechanism displays background tool calls and 

intermediate search results step-by-step on the user interface, enhancing the transparency 

and credibility of the execution logic. 

As the implementer of the constrained generation mechanism, the local data retrieval module 

should possess fast speed and fuzzy fault tolerance capabilities. This system constructs static 

business data sets as in-memory structured data dictionaries by using a DataFrame structure. 

With the help of an underlying string vectorization matching engine, it can effectively carry 

out the fuzzy retrieval of single instructions (Function Arguments). At the physical level, 

this architecture transforms the single action instructions into precise business data, finally 

completing the whole cycle of the agent's actions and state changes. 

3  System Requirements Analysis 

In the software engineering process, requirements analysis plays a vital role in linking the 

business objectives with the technical design. By considering the problems of inflexible 

interactions and low efficiency in the present mobile phone after-sales service systems, as 

well as the "factually hallucinating" issue in the native large language models (LLMs), this 

chapter will carry out a detailed requirements analysis and system modeling for the LLM-

based intelligent after-sales agent system. It will be achieved by incorporating real after-

sales business situations and analyzing four aspects: the division of system roles, the 

business workflow mechanisms, the functional requirements and the important quantifiable 

non-functional indicators.  
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3.1  Defining System Roles and Business Processes 

In the requirements analysis stage of software engineering, it is essential to specify the 

scopes of responsibilities of the system roles and the routes of business logic to build an 

efficient architecture. This section adopts a holistic perspective on system interactions. It 

begins by identifying and defining the core roles that collaborate within the after-sales 

service ecosystem, clarifying the functional roles of each entity in the processes of 

information perception, logical reasoning, and physical execution. Subsequently, through 

business process modeling, this section will conduct a detailed comparison of the 

differentiated closed-loop paths between this system and native large language models when 

handling complex business scenarios. The aim is to demonstrate, from a business logic 

perspective, the necessity of introducing intent interception and proxy routing mechanisms. 

3.1.1  Core System Roles 

Within the intelligent interaction ecosystem established by this project, the system is divided 

into the following three core roles: 

The first role is end users. The system’s direct service recipient, responsible for submitting 

natural language queries regarding mobile phone troubleshooting, repair locations, or after-

sales policies. 

The second role is agent brain. Composed of the PhoneCSAgent core control flow and the 

underlying large language model. Its primary responsibilities include receiving user input, 

performing deep semantic intent analysis, and, when necessary, formulating task execution 

plans (i.e., dynamically evaluating and dispatching required external tools). 

And the last role is local tools and data execution layer. Serving as the physical extension of 

the Agent architecture, this layer includes an execution environment for encapsulated Python 

functions and a local business database persisted in CSV format. Its core value lies in 

bypassing the "probabilistic generation" mechanism of large language models to return 

structured business data with high factual accuracy to the system. 

This type of architecture which separates large language models from external physical 

devices is appropriate for the present advanced ideas on complex decision-making systems. 
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For instance, Cui et al. (2023) suggested that in the design of autonomous driving agents, 

large language models should act as the "brain" for decision-making, whereas other parts 

can be considered as the "eyes" for environmental perception and the "hands" for execution. 

In this system, the roles of "Agent Brain" and "Tools & Data Center" implement the 

aforementioned concepts in the field of after-sales service. 

3.2  Functional Requirements 

To solve the main problems in mobile phone after-sales service, the system must perform 

the following three basic tasks below.  

3.2.1  Multi-turn Human-like Interaction and Intent Guidance 

When customers complain about the malfunction of their devices, they usually feel upset. 

The system should not only function as a retrieval machine but also provide clear system 

instructions, like those given by experienced service staff in a polite and calm manner, to 

help customers describe the problem properly, deal with casual conversations and provide 

good service. 

3.2.2  Precise Branch Location Search Based on Entity Extraction 

In order to meet the users' need for nearby repair shops, the system should be able to extract 

geographical entities from the unstructured natural language which may lack certain 

background information and carry out the search. It also should be able to make 

appointments through the use of the `search_nearest_center` tool. If the input contains city 

and district information, the system should load the relevant local data automatically and 

provide detailed business information such as store names and contact numbers. If the local 

database cannot supply the necessary information, an alternative prompt should be activated 

to minimize the risk of returning wrong data. 
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3.2.3  Integrated Query for Maintenance Policies and Quotes 

For the important issues requiring accurate answers, such as the damaged parts and repair 

costs, the system must provide clear and safe standard responses. The system should use the 

search_warranty_policy tool which can identify and link to the relevant faulty components 

during user communication, so as to search and give proper responses with the help of the 

tool. If the database information is not consistent or the faulty component cannot be found, 

the system limits the model's behavior by using prompt words to prevent the generation of 

wrong information and informs the user to consult the staff in the physical store. 

3.3  Non-Functional Requirements and Quantitative Metrics 

For the non-functional requirements and quantitative indicators to ensure the reliability, 

performance and economy of the system in practical operation and as the basis for the 

subsequent automatic system testing, the following strict quantitative standards have been 

established at the non-functional level. 

3.3.1  Context Memory Boundaries and Token Consumption Control 

First of all, the memory boundaries and token consumption in multi-turn troubleshooting 

conversations should be controlled. An unrestrained accumulation of context may cause an 

increase in token usage linearly (O (n)), which may result in exceeding the rate limit or the 

maximum context size, leading to system failure. Therefore, a dynamic memory 

compression mechanism should be applied in the system. Regarding the triggering 

conditions of the memory abstraction and summarization mechanism, it should only be 

activated when the conversation strictly reaches the preset round threshold (e.g., 

summarize_threshold=5), converting the short-term dialogue into long-term summaries 

without interfering with the main thread's interactive responses. 

Under extreme stress testing with long sequences exceeding 20 rounds, the context 

estimation consumption of the baseline model typically increases linearly to over 3,000 

tokens; This system requires a dynamic compression mechanism to constrain the token size 

of long dialogues, forcing the payload of a single request after 20 rounds to remain within a 
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core safety range of 1,000 tokens, thereby achieving a token redundancy reduction rate of at 

least 60%–70%. 

3.3.2  System Response Latency and Routing Accuracy 

Due to the introduction of multi-step “chained reasoning” (i.e., large-model evaluation -> 

local lookup -> secondary summary by the large model), its system response time (latency) 

is inevitably longer than that of traditional single-question-and-answer NLP systems. 

However, in consumer-facing commercial applications, excessive waiting times severely 

impact user experience. To address this, this project will evaluate the system based on three 

aspects: average response time, worst-case time limit, and tool proxy routing accuracy. 

Under normal network conditions, the system’s end-to-end average response time (Average 

Latency) for a single tool invocation must be kept within 3.0 seconds. Even in the worst 

situations, like network disturbances or the use of a long-term memory summarization 

(which needs another large-model API summary request), the longest time for the system to 

respond, i.e., the maximum time, should not be more than 10.0 seconds. For large-scale 

experiments involving unclear descriptions, typing errors and conflicts of intentions, the 

autonomous decision-making ability of the Agent system to activate the appropriate tools 

should have an overall accuracy of at least 90% (including the correct activation of branch 

tools, maintenance tools or the right decision that no tool is needed) to satisfy the fault 

tolerance requirement for a commercial system. This practice of setting explicit accuracy 

thresholds for specific business domains is consistent with the "Maximum Hallucination 

Standards" theory put forward by Lu (2025). This theory suggests that the best level of 

hallucination should be decided based on the harm caused by misleading information and 

the related engineering costs to reduce hallucination in a particular area. 

3.3.3  Interaction Transparency and State Tracking 

If the front-end interface is in a "black-box blocked" state due to the system's delay in 

processing the underlying data, it may lead to the stopping of user interactions and problems 

such as double-clicking. Thus, the system should show the order of tool invocations at the 

user interface level. Whenever the underlying Agent engine executes the Python retrieval 
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codes, the front-end should use state components (such as Streamlit's `st.info`) to record and 

display the real-time phase logs to the users. These logs should contain: the name of the 

activated function (`func_name`), the parsed retrieval parameters (`func_args`) and the raw 

database return value (tool_result). Recent studies by Susnjak et al. (2025) have also shown 

the necessity of this design; in the complicated specific text generating tasks, the system 

should keep and show the information retrieval process to the users to effectively control the 

model generation and strongly promote a high degree of factual accuracy. By making the 

underlying execution status available to the users, I can improve the credibility of the system, 

turning it into a "white-box service" instead of a "black-box model". 

4  System Architecture Design and Core Module Implementation 

After defining the quantitative requirements and the boundaries of the business workflow, 

this chapter will describe the overall three-tier architectural plan from the viewpoint of 

system abstraction in software engineering using a top-down approach. At the same time, it 

will give a detailed study on the intent interception mechanism of the Agent Brain, the 

dynamic compression techniques for the short- and long-term memory pools, and the design 

and implementation of strongly typed contracts for the underlying data interfaces. 

4.1   Overview of the Overall System Architecture and Three-Tier Model 

In order to maintain high cohesion and low coupling within the system and to ensure the 

independent development and testability of each functional module, this project follows the 

standard three-tier architecture for system-level separation. By dividing the functions of the 

large language model, the business control center and the front-end interaction modules, a 

scalable agent architecture has been established. The overall system model is illustrated in 

Figure 1. 
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 Figure 1. Overall Three-Tier System Architecture 

The framework of this system comprises a three-level structure. The top layer is the 

Presentation Layer which serves as the interface between humans and computers, based on 

the lightweight data application platform Streamlit. Its main functions are to manage full-

duplex session states and perform two-layer rendering in a progressive manner. Using the 

stateless Web protocol, the Presentation Layer utilizes the ̀ st.session_state` function to store 

the multi-turn dialogue context and the user's Agent instances; it also applies a method to 

show the content generated by the model in the final text by means of a tool-call visualization 

technique.  

The next layer is the Core Logic Layer. This is the essential part of the system's thought 

process and control mechanism. It includes modules like the large language model 

communication gateway (LLMClient), dynamic memory manager (MemoryManager) and 

the core agent scheduling hub (PhoneCSAgent). Its functions include choosing appropriate 

routes, understanding the natural language inputs from the presentation layer, allocating the 
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inference resources from external large language models and, if required, interrupting the 

conversation to give structured function call instructions to the lower level system.  

The lowest layer is the Data & Tools Layer. As the basis of the system, this layer contains 

the communication channels with external large language models (LLM APIs) and a simple 

local structured search engine using the Pandas library. Its aim is to generate in-memory 

structured representations of the business data in CSV format. It receives structured 

execution commands from logical core layer, performs fast dimensionality reduction 

retrieval and supplies objective and factual information to the upper layers. Distributing the 

parametric knowledge of the large language models from the external databases can be 

regarded as an extension of hybrid memory systems. According to the RAG architecture, by 

integrating a pre-trained sequence-to-sequence model as "parametric memory" with an 

external dense vector index as "non-parametric memory", I achieve a flexible and precise 

approach to deal with knowledge-intensive tasks (Lewis et al., 2020). The design of our 

system's data layer is based on this idea of externalizing non-parametric memory. 

4.2  Communication Gateway and Presentation Layer State Rendering 

Mechanism 

In this capture I will explain how the LLM communicate with the Agent and the mechanism 

of presentation layer states. 

4.2.1  LLM Communication Gateway and Fault Tolerance (LLMClient) 

The LLMClient module serves as the core component of the system and the only abstract 

interface for interacting with external large language models, accomplishing crucial tasks 

like protocol conversion, proxy routing and maintaining the stability of the system. In 

practical engineering, the gateway layer facilitates the proper functioning of the agent's 

decision-making process by concealing the differences among various network 

environments. Figure 2 shows the whole procedure from the initiation of a request to the 

receipt of the result. 
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 Figure 2. Timing Diagram of the LLM Communication Gateway’s Proxy Forwarding and 

Fault Tolerance Mechanism 

From the perspective of the interaction and fault tolerance logic in the distributed system, 

the main characteristics of this module are reflected in four aspects: proxy and endpoint 

redirection mechanisms (Endpoint Redirection), protocol transfer for limited generation 

(Protocol Pass-through), exception monitoring and non-intrusive circuit breaking logic 

(Circuit Breaking) and separation of response normalization from the business logic 

(Business Logic Separation).  

To meet the network restrictions in the multi-region deployment environment, the gateway 

layer implements an endpoint redirection strategy at the beginning. By changing the base_url 

parameter, the system dynamically redirects the original API requests to an Alibaba Cloud 

DashScope compatible node, achieving transparent application-layer proxy mapping and 

effectively minimizing the impact of network fluctuations on the system's availability.  
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When forwarding the inference requests generated by the agent, the gateway strictly adheres 

to the OpenAI compatible protocol, ensuring the integrity of the tool metadata and 

system_prompt constraints during transmission. This accurate protocol transfer mechanism 

provides reliable context information for the lower level model to perform 'restricted 

decoding' and generate structured tool_call instructions.  

At the gateway level, the system does not adopt the conventional fixed tool set approach, but 

instead uses an interface-oriented 'late binding' strategy. The descriptions of the tools (in 

JSON Schema format) act as dynamic payloads for higher-level functions, which are inserted 

into the request just before the network communication starts. This feature gives the system 

great flexibility, indicating that if new customer service inquiry tools are added to the 

business layer in the future, no modifications are needed in the underlying LLMClient 

communication module, strictly following the 'Open-Closed Principle (OCP)' of software 

design.  

To deal with the situation when a circuit breaker trips, the gateway layer has established a 

standardized error feedback mechanism. By transforming complex underlying network 

errors into a unified fallback response, this mechanism ensures that the upper-level 

PhoneCSAgent is unaware of the specific details of the communication anomalies. This 

design leads to a considerable decoupling between the underlying communication state and 

the upper-level decision-making logic, significantly enhancing the system's robustness while 

maintaining a consistent user experience. 

4.2.2  Presentation Layer State Management and Visualization of Tool Calls 

Due to the stateless nature of the HTTP protocol, lightweight front-end frameworks typically 

trigger a full re-execution of the backend upon detecting an interaction. To prevent the loss 

of Agent instances and resolve UI blocking issues caused by multi-step Agent inference, this 

system employs a lifecycle control flow in the presentation layer based on a global state 

machine and visualized tool calls, as shown in Figure 3 
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 Figure 3. Interface Lifecycle Flowchart 

 Referring to Figure 3, the core operational mechanism of the front-end interaction system 

can be decomposed into the following three lifecycle phases: 

The first one is page initialization and state persistence locking. When a user first accesses 

the system, the process enters the page initialization phase. Since the Streamlit framework 

performs stateless repaints whenever system changes occur—meaning the entire code 

segment is re-executed from scratch—this system introduces a session state persistence 

mechanism (st.session_state). The system first checks whether an Agent exists in the state. 

If an Agent is present, it locks the computation engine and history to prevent "state collapse," 

and upon completion of loading, enters a low-power monitoring state (Wait For User Input). 

After then is background scheduling and thought chain visualization rendering (Layer 1 

Rendering). Due to the system’s complex logic, and CoT inference takes a relatively long 

time, the frontend immediately triggers the Agent dispatch mechanism (Trigger Agent 

Dispatch) after the user submits a natural language query, initiating a request to the logic 

layer to display tool status. The first phase of pre-rendering (Layer 1 Rendering) is primarily 
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responsible for displaying background tool dispatch metadata, eliminating blind spots in user 

interaction wait times, and enhancing the system’s interpretability and credibility. 

Last part is final text generation and layer 2 rendering. After retrieving reliable data from the 

database, the relevant information is fed back into the large language model, which generates 

human-like text in the background, providing the system with the final response. The control 

flow proceeds to the second stage, Final Rendering (Layer 2 Rendering), at which time the 

highly reliable natural language response together with the natural language is given to the 

user and ends the interaction cycle. Then, the global state machine is reset and automatically 

changes to the waiting state (Wait For User Input) in order to prepare for the user's next 

instruction. 

 

Figure 4. Demonstration of the System Call Tool’s Response 
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As shown in Figure 4, the system successfully visualizes and renders intermediate processes 

at the user presentation layer, clarifies tool invocations, and effectively answers user 

questions, effectively enhancing the transparency of human-computer interaction and the 

credibility of system responses. 

4.3  Implementation of the Agent Decision Center and ReAct Dynamic Routing 

In the logical core layer, the Agent Brain is designed as a task execution hub capable of state 

transition, rather than a mere text-generation channel. 

4.3.1  Intent Interception and Proxy Routing Mechanism 

The system’s control flow employs the model’s native memory capabilities for intent 

interception and proxy routing. By injecting strictly constrained prompts during the system’s 

initialization phase, the behavior patterns of the large language model are restricted within 

the semantic space, forcing it to invoke relevant tools in specific task scenarios. This 

minimalist proxy routing design, centered on the large model, essentially constitutes a 

dimensional reduction and reconstruction of traditional dialogue control flows. As verified 

by Xu et al. (2024), transforming a complex modular architecture into an LLM-based zero-

shot autonomous agent not only frees the system from the rigid constraints of rule trees but 

also endows the agent with advanced fault-tolerance capabilities, enabling it to dynamically 

assess the current state in each dialogue round and even autonomously correct earlier errors. 

This enables the system to demonstrate exceptional business flexibility when faced with 

users repeatedly modifying their intentions or providing ambiguous input. 
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4.3.2  "Generate-Interrupt-Invoke-Regenerate" Chain Design 

 

 Figure 5. Sequence Diagram of Agent Task Execution Based on Function Calling 

 

 Figure 6. Sequence diagram of dynamic routing and intent interception based on the 

ReAct paradigm in PhoneCSAgent 
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Throughout the agent’s lifecycle, the system implements the complete “Generate-Interrupt-

Call-Regenerate” chained execution logic via the PhoneCSAgent core control class, thereby 

achieving chained state transitions. As shown in Figures 5 and 6, when the system receives 

a natural language query from an end user, its execution process can be summarized into 

four stages: Initial Reasoning, Dynamic Routing, Intent Interception & Execution, and 

Secondary Reasoning & Anthropomorphic Reply. 

In the Initial Reasoning stage, the Agent first encapsulates the user query and historical 

context and sends an Initial Reasoning Request to the large language model. At this stage, 

the large language model is not required to directly generate the final user-facing text; rather, 

it serves as an intent recognition tool to assess whether the current conversation requires 

invoking an external tool. 

The system then proceeds to the Dynamic Routing stage where it chooses the suitable logical 

branch according to the metadata identifiers in the response. If no external aids are required, 

a direct discussion is held to examine and generate the relevant text; otherwise, the system 

follows the predetermined route. The next procedure is Intent Interception and Execution. 

When an external data need is triggered, the agent intercepts the intention and in terrupts the 

decoding process of the model automatically. Subsequently, the system changes the 

structured JSON instructions produced by the model into a typed dictionary which can be 

recognized by the underlying Python engine.  

Then, it allocates the Local Tool Library to perform complicated database inquiries for 

obtaining precise business results (tool_result). After obtaining the factual information, the 

system enters a significant cycle of ReAct: combining the context and repeating the 

reasoning to obtain an answer. Based on the communication rules, the agent transfers the 

information from the tools to the large language model and asks for further reasoning. When 

the large language model reformulates the response in natural language, it gives a 

professional and suitable reply, which is eventually provided to the final user. 

4.4  Dynamic Memory Management Module (MemoryManager) 

In the multi-turn after-sales consultation, the conversation of users is generally not followed 

by a fixed procedure. According to Brabra et al. (2022), "non-linear dialogues" are frequently 
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seen in real human-computer communication, where users sometimes alter the topics, 

modify their intentions or correct themselves. The traditional slot-filling based dialogue state 

tracker may be confused and overwrite the slots when facing such non-linear situations. Thus, 

to overcome this problem, our system does not employ a fixed global state dictionary but 

constructs a dynamic dual-track memory mechanism (MemoryManager) for short-term and 

long-term memory, using a dynamic compression algorithm for these memory regions. Our 

system's memory management module is not only a text stack but has a multi-level storage 

structure which imitates the human cognitive processes. The inspiration for this design 

comes from the classical Atkinson-Shiffrin memory model in psychology, which has been 

effectively used in autonomous systems managing long-term data streams (such as the 

XMem architecture). Following the practical method suggested by Cheng and Schwing 

(2022), our system simplifies it into high-resolution working caches (short-term memory) 

and compressed persistent archives (long-term memory). This dual-track model and closely 

connected storage structure allows the agent to keep its relation with the main business 

entities during the complex after-sales diagnosis procedures. 

4.4.1  “Long-Short” Dual-Track Memory Pool Structure 

The system sets up two parallel memory management routes in the memory according to the 

objectives put forward by Wang et al. (2024): accumulating experiences through memory 

with a focus on maintaining behavioral consistency. Recently, some advanced agent 

frameworks (e.g., LATS) have also stressed the importance of memory structures in difficult 

tasks. By storing the historical interaction procedures and reflective information (Reflections) 

in the memory and referring to them as additional contexts in the following cycles, the 

models can efficiently acquire the ability to learn from trial and error, thereby significantly 

enhancing the adaptability of decision-making (Zhou et al. 2024). The dual-path memory 

pool in our system is precisely based on this engineering approach of "separate management 

and continuous improvement", distinguishing between the basic dialogue details and the 

summarized semantic meanings. Qin et al. (2021) pointed out that the main obstacle 

affecting the commercial feasibility of the dialogue systems is the inconsistency caused by 

the model's forgetting or misunderstanding of the previous interaction states. Our system 

keeps the recent context by using the detailed short-term memory and identifies the key 

entities through the long-term memory. This method effectively preserves the logical 
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continuity in the long-term conversation while allowing an efficient distribution of 

computational resources and precise control of the token costs.  

The recent history (recent_history) uses a List data structure and corresponds to the short-

term cache part in the hybrid memory architecture. It is employed to temporarily store the 

exact contents of the last few rounds of dialogue, mainly for cross-turn reference resolution 

and immediate contextual logical responses. For the summary (highly abstract long-term 

memory), a String data structure is applied, corresponding to the consolidation process of 

the long-term memory. This branch utilizes the abstractive functions of large language 

models to compress the early, low-information density repetitive dialogue sequences in real 

time into a high-density set of core entity into condensed textual summaries to ensure that 

the agent can carry out long-range reasoning tasks in complex environments.  

This dual-path design basically reflects the "hybrid storage" concept currently prevailing in 

the field of agent research. Zhang et al. (2023) indicated that combining the combining the 

prompt-based working context with the model-generated abstract summaries... providing a 

practical design pattern for constructing high performance agent memory systems. The dual-

path architecture of our system is a lightweight engineering adaptation of this hybrid memory 

concept in the context of mobile phone after-sales service. 

4.4.2  Round-Based Threshold Dynamic Memory Compression and Context Reset 

Due to the presence of repeated context words and certain other word forms in multi-turn 

conversations, a dynamic memory compression method has been developed by our system 

based on the monitoring of turns. In this research, a trigger value of 5 has been determined. 

If the conversation reaches or exceeds this value, the memory summary module will be 

automatically activated by the system. By applying the text summarization capability of 

large language models, it combines and decreases the information from the short-term 

memory queue and the long-term memory to produce a new long-term memory summary. 

Then, the short-term memory is cleared to conserve space in the context window and reset 

the turn counter. This procedure effectively ensures that the user's primary purpose is not 

missed while keeping the total context length within an acceptable range, thus maintaining 

the efficiency and stability of the system. 
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4.5  Toolkit Contracts and Flexible Data Retrieval Engine 

As the link between the Agent's logical center and the real world, the design of the data and 

tool layers affects the reliability of the system's transition from "logical inference" to "fact 

obtaining." In this part, I first set up a strict contract for tool invocation to bridge the gap 

between the uncertainty generated by the model and the determinism of the program 

execution; then, I describe the organizational structure of the fundamental business database 

and discuss how to apply high-speed data processing techniques to accomplish efficient 

fuzzy retrieval of irregular inputs. 

4.5.1  Strongly Typed Interface Contract (Schema Contract) 

To connect the probabilistic uncertainty in model generation and the definite execution of 

programs, the system applies JSON Schema as a 'translation protocol' between the semantic 

space of the large language model (LLM) and the physical execution space of Python. When 

registering the large-scale models, Schema is used to precisely specify the data types of input 

parameters, attribute ranges and the dependencies of mandatory fields (for example, 

specifying `required: [“city”] `). This contractual design makes the model follow the 

underlying type system when extracting parameters, thus significantly reducing runtime 

errors due to non-standard or missing parameters. According to the study by Beurer-Kellner 

et al. (2024) on Schema-driven JSON generation, a reliable constrained decoding mechanism 

strongly compels that the outputs highly conform to the given syntactic constraints, which 

can effectively reduce the dependence on ad-hoc parsing, retry strategies and extra prompts 

in the traditional LLM applications. Moreover, the high-quality schema contract design plays 

an important role not only as a basic defense mechanism but also as the basis for guiding the 

large models to perform correct reasoning. As pointed out by Shen (2024), in order to fully 

utilize the context learning ability of the large language models and achieve the precise use 

of the tools, the specifications of the API provided to the model should be very clear and 

specific, including the API names (to avoid confusion), the parameter lists (with their types 

and default values), the descriptions of API functions and specific usage examples. This 

system strictly follows this theoretical principle, ensuring the correctness of the parameter 

extraction by the model (Shen 2024). 
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4.5.2   Two-Dimensional Structured Data Model and Flexible Retrieval 

After the upper-level contract is signed, the main job of designing the underlying data and 

tool layer (for example, LocationSearchTool and WarrantySearchTool) is to change the 

unstandardized entities obtained by the large model into highly relevant structured retrieval 

results. As shown in Figure 7, the basic engine consists of two main procedures: 

"Initialization and Loading" and "Dynamic Execution". 

 

 Figure 7. Flowchart of Adaptive Downgrade Loading for Static Datasets and Flexible 

Fuzzy Queries 

At the beginning of the system initialization, the underlying engine converts the static 

business data set (in CSV format) into an in-memory DataFrame. Since different operating 

systems use different file encodings (such as GBK for Windows and UTF-8 for Unix-like 

systems), at the data loading stage, the system adopts a detection-based adaptive fallback 

strategy. Firstly, the engine attempts to read the data using standard UTF-8; if a 

UnicodeDecodeError appears at the lower level, the control flow changes to use GBK 
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encoding for reloading. This approach with minimal impact on good adaptability to various 

environments without affecting the data processing speed. 

In the dynamic retrieval process, exact matching (Exact Match) may have a low recall rate 

when handling colloquial omissions in user inputs. Therefore, the system does not use the 

strict SQL concatenation method, but builds a flexible matching algorithm by using the 

string vectorization engine of Pandas (str.contains). This algorithm filters relevant records 

in the high-dimensional data space of a DataFrame, which helps to find the primary keys 

with uncertain meanings (e.g., to map "the screen is broken" to the "screen" dimension). This 

flexible processing mechanism at the physical data layer can compensate for the semantic 

changes during the parameter extraction from the large models, providing strong assistance 

for the execution of agent actions. 

5  System Testing and Performance Evaluation 

After finishing the coding and integration of the system, this chapter sets up a quantitative 

assessment system to check the completeness of the system's functions and non-functional 

criteria. The testing includes unit tests for the main logic modules, automatic batch tests 

according to the baseline comparisons, and ablation studies on the memory compression 

mechanism. By analyzing the statistical data and typical errors, the usability of the system 

and the efficiency of its architectural design in complicated real-world business situations 

are verified objectively. 

5.1  Test Environment and Evaluation Dataset Construction 

The system evaluation experiments were conducted in a standardized hardware and software 

environment. The underlying dependencies include the Python 3.x interpreter, the Pandas 

data processing framework, and the OpenAI SDK (with network requests routed to an 

Alibaba Cloud DashScope node). 

Regarding the construction of the evaluation dataset, to objectively reflect the real-world 

interaction characteristics of consumer-facing customer service scenarios, this paper 

constructed a validation dataset (test_cases.csv) containing multi-dimensional noise. This 
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dataset not only covers standard entity attribute query samples but also introduces a large 

number of long-tail scenario samples (Long-tail Cases), specifically including: non-

standardized spellings (e.g., “screen cracked after a fall”), highly colloquial abbreviated 

contexts (e.g., “where can I get it repaired in Chaoyang District”), and multi-intent nested 

sequences (e.g., “my phone got wet and won’t turn on; also, do you have a store in 

Haidian?”). This dataset is designed to conduct edge case testing on the system’s underlying 

fault-tolerant matching capabilities and the robustness of the large language model’s intent 

recognition. Additionally, drawing on the systematic hallucination taxonomy proposed by 

Huang et al. (2023), the evaluation dimensions of this validation set are strictly decoupled 

into two core metrics: “Factuality” and “Faithfulness.” During testing, the former is 

specifically used to verify whether the maintenance prices and service location addresses 

returned by the system align with objective business databases (real-world knowledge); the 

latter focuses on evaluating the model’s reliability in adhering to specific constraints in the 

user’s input (such as a designated city or specific fault symptoms) while minimizing the risk 

of alterations or omissions, thereby systematically evaluating the system architecture’s 

effectiveness in suppressing hallucinations across different dimensions. 

5.2  Automated Unit Testing of Core Modules 

Before the entire system was verified, the MemoryManager module and its related data 

retrieval interfaces were tested by using the unittest framework in Python. For the structured 

data retrieval modules (location_search and warranty_search), the test cases consisted of the 

verification of normal parameters and the input of abnormal data. In the latter, some artificial 

words such as "Mars" or "flight module" were deliberately entered into the system. The test 

results show that the system did not lead to an AttributeError or any other unexpected 

runtime errors, but operated according to the expected fault-tolerance mechanism and gave 

correct answers. These results verify the correctness of the data access structure in practical 

use. 
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5.3  Comparison of Agent Routing Accuracy with Baseline 

The accuracy of the proxy routing method and the stability of the responses are significant 

factors in evaluating the usability of the intelligent after-sales agent. The current part aims 

to investigate the system's capability to recognize intentions and allocate tools under 

complex semantic conditions. To test the effectiveness of the Function Calling architecture, 

a comprehensive quantitative evaluation of the tool allocation accuracy was conducted and 

a large language model without any local toolbox was specially set up as a comparison in 

the experimental process. A detailed explanation will be provided concerning the overall 

dispatch accuracy, the qualitative assessment of the response quality and the analysis of 

some typical error cases (Bad Cases). 

5.3.1  Comparison of Overall Accuracy and Quality 

To evaluate the performance of the system's Function Calling-based proxy routing 

quantitatively, a batch test was carried out by using automatic test scripts and a pure large 

language model (Baseline) without any external tools was set up as a control group. The 

statistical results indicate that when dealing with a validation set including some noises, the 

system obtained an overall accuracy of 93.33% for both intent classification and tool routing, 

which meets the 90% usability standard mentioned in Chapter 3. In the qualitative 

comparison of the response quality (taking the example of 'inquiring about the screen repair 

price for a specific model'): 

For baseline model, due to limitations in the timeliness of the pre-training corpus and the 

model’s internal safety alignment strategies, the baseline model tends to generate generic 

responses lacking useful information, such as “Please refer to the official website for specific 

prices.” Additionally, in some samples, it exhibits factual hallucinations where it fabricates 

false prices based on probabilistic sampling. This experimental phenomenon is highly 

consistent with the findings of Yao et al. (2023) in their evaluation of complex question-

answering and fact-checking tasks: relying solely on Chain-of-Thought for closed-loop 

reasoning is highly prone to fact hallucinations and error propagation, whereas introducing 

the ReAct mechanism enables the generation of task-solving trajectories with greater human 

interpretability and factual credibility (Yao et al. 2023). This phenomenon has also been 
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corroborated in recent related studies: reasoning methods that rely solely on internal model 

representations not only carry the risk of fact fabrication but also a substantial on the 

system’s overall performance (Zhou et al. 2024). Furthermore, native models lacking 

external contextual constraints and Chain of Thought (CoT) guidance are highly prone to 

making suboptimal or even high-risk decisions when faced with complex scenarios (Cui et 

al. 2023); conversely, structured search and execution strategies that incorporate external 

environmental feedback can significantly enhance an agent’s decision-making capabilities 

and robustness in complex environments. 

About this system, accurately extracts the primary search key, triggers the 

`search_warranty_policy` tool, and returns precise official retail prices and warranty policies 

to end users, effectively mitigating issues of data lag and factual hallucinations. This 

comparative phenomenon has also been fully corroborated in early academic research on 

retrieval-enhanced systems: Qualitative and quantitative experiments by Lewis et al. (2020) 

consistently demonstrate that, when faced with knowledge-intensive generation tasks, 

models that integrate external non-parametric knowledge exhibit a significantly lower 

probability of hallucination compared to purely parametric baseline models (such as BART), 

and the generated text shows substantial improvements in both factual accuracy and content 

specificity. These findings are also highly consistent with the experimental conclusions from 

Toolformer across various question-answering and reasoning benchmarks: endowing large 

language models with the ability to call external API tools enables them to achieve 

significant performance leaps in downstream tasks under zero-shot settings, thereby 

effectively addressing the shortcomings of native models in scenarios highly dependent on 

real-time facts and precise computations without significantly compromising their core 

language modeling capabilities (Schick et al. 2023). 

5.3.2  Analysis of Typical Errors and Attribution 

Based on the accuracy assessment, this paper also analyzes the errors in the boundary 

examples where the system cannot classify the data correctly. For instance, the following is 

an example of an intention classification mistake: 

Input sample: “I was walking on a street in Beijing’s Chaoyang District when my phone fell 

into water; the screen went completely black. How much will it cost to fix this?” 
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Expected workflow: Trigger the warranty policy query tool (search_warranty_policy) to 

extract the entities “water damage” and “screen.” 

Actual routing: The system incorrectly triggered the service center search tool 

(search_nearest_center). 

This situation arises from the change in the weight distribution of the attention mechanism 

in the large language model when dealing with complicated contexts. As the prominent 

geographical entity ("Chaoyang District, Beijing") appears at the beginning of the input 

sequence, the model gives it an extremely high attention weight during the self-decoding 

process, thus masking the main intention "price inquiry" mentioned at the end of the sentence. 

This example indicates that the present single step function calling method has some 

shortcomings in dealing with multi-level nested complex intentions. Therefore, in the future, 

the system should be improved by incorporating multi-step tool cascading or active 

clarification mechanisms to enhance the accuracy of intention recognition in difficult 

situations. 

5.4  Analysis of System Response Latency 

System execution efficiency is an important criterion for evaluating its engineering usability. 

Since the Agent architecture involves multi-step chained reasoning processes, the 

communication latency is objectively higher than that of single-request systems. According 

to the statistical results of the batch test logs, the distribution of the system's end-to-end 

response time is shown in Figure 8. 
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  Figure 8. Histogram of System Response Time Distribution 

The statistical analysis indicates that the average response time of the system is kept at 2.66 

seconds, which satisfies the quantitative requirement of "response time less than or equal to 

3.0 seconds" specified in the system requirements analysis. Even in the worst network 

conditions or when the longest term memory summary tasks are triggered, the maximum 

response time (Max Latency) is limited to within 10.0 seconds. Experimental data show that 

although the logical complexity of the system has increased, its response speed still meets 

the basic engineering requirements for C-end applications. 

5.5  Ablation Studies and Resource Consumption Analysis of the Memory 

Compression Mechanism 

To validate the effectiveness of the MemoryManager’s dynamic memory pool compression 

algorithm, this study designed an ablation study comprising 20 rounds of high-frequency, 

long-context dialogues. To ensure control variables, the experiment used typical mobile 

phone after-sales consultation scenarios (such as screen repair, service center location 
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queries, and battery maintenance) as simulated scenarios, assuming that each round of 

dialogue generates a fixed-length natural language interaction. Figure 9 shows a comparison 

of token consumption estimates for the two different architectures. 

 

Figure 9. Comparison of token consumption in 20-round long dialogues 

The experimental results clearly illustrate the significant differences between the two 

resource scheduling strategies when handling long-term dialogues: 

For baseline model, which adopts the full-context concatenation strategy common in 

traditional large language model systems. As the number of dialogue rounds increases, the 

token consumption per request exhibits uncontrolled linear growth𝑂(𝑛) because historical 

records are appended without restriction. As shown by the red curve in the figure, by the 

20th round, the system’s load per request has exceeded 3,000 tokens. This strategy not only 

significantly amplifies the billing costs of API calls, but more critically, excessively long 

inputs are prone to triggering the "attention dilution" (Lost in the Middle) phenomenon 

inherent in large models. This causes the model to forget key entities provided by the user 

in earlier rounds (such as specific phone models) and significantly increases network 

transmission and generation latency (risk of response timeouts ). 
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This paper proposes a dynamic summarization strategy based on round thresholds 

(𝑇_{𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑}  =  5 ). As shown by the green curve in the figure, its consumption curve 

exhibits a highly regular sawtooth pattern. Within each short cycle (within 5 rounds), the 

system preserves the native details of the conversation; however, when the trigger threshold 

is met, the system asynchronously performs information entropy summarization and context 

reset, distilling redundant chat logs into high-density core requests (e.g., “User requests: 1. 

Screen cracked, seeking repair; 2. Want to check nearby service centers; 3. Inquiring about 

battery maintenance methods”), at which point token consumption immediately plummets. 

Experimental Conclusions and Engineering Value: Under extreme stress testing spanning 20 

consecutive rounds, this system successfully maintained cross-round reference resolution 

accuracy (i.e., the model retained awareness of the user’s core requests) while consistently 

keeping the context request load per round within the safe threshold of 1,000 tokens. 

Compared to the baseline architecture, this solution achieved a reduction in token 

consumption of approximately 60% to 70%. The result of this ablation experiment shows 

that the strategy effectively mitigates the contextual memory loss and attention decay issues 

of generative language models in long conversations at the theoretical level. What’s more, 

about deploying the system to handle high-concurrency business scenarios, it provides a 

solid basis for optimizing marginal computational costs like API fees. 
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5.6  Real-World Business Scenario Demonstration 

 

 Figure 10. Real-world Scenario.  

After a user reports a damaged phone and specifies the model as Mate 60, the system 

accurately guides the user to refine the issue to either a screen or battery problem. Upon the 

user’s confirmation of screen damage, the system successfully invokes the 

`search_warranty_policy` tool to retrieve relevant information. By integrating this data with 

the previously recorded phone model (Mate 60), the system provides a comprehensive 

response to the user. The response is professional, detailed, and authentic, fully 

demonstrating the system’s contextual memory capabilities. 
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6  Summary and Outlook 

This chapter provides a systematic review of the entire paper. First, based on quantitative 

test data, it highlights the system’s innovative achievements in areas such as hallucination 

prevention, memory management, and user experience, demonstrating the effectiveness of 

the Agent architecture in the vertical after-sales service domain. Subsequently, it objectively 

analyzes the system’s limitations in unstructured knowledge processing, multimodal 

perception, and high-concurrency microservice architecture, and outlines its future evolution 

path. 

6.1  Summary 

This paper addresses the technical challenges of rigid intent understanding in traditional 

mobile phone after-sales customer service systems and the tendency of native large language 

models to generate “factual hallucinations” in vertical application domains. I designed and 

implemented a lightweight, highly available smartphone after-sales Agent system. With the 

Qwen-Turbo large language model as its core inference foundation, the system deeply 

integrates the ReAct cognitive paradigm and Function Calling technology to complete a full-

stack development cycle spanning requirements analysis, architectural design, and 

engineering implementation. 

Through rigorous system-level testing and comparative experiments, the system architecture 

proposed in this paper not only demonstrates theoretical consistency but also achieves 

significant engineering results in actual quantitative metrics. Its three core innovations and 

corresponding quantitative contributions are summarized as follows. 

First, Construct a hallucination-resistant barrier through proxy routing. By means of strong-

typed interface contracts, the system converts the large model into an intent classifier and a 

parameter extractor from a probabilistic generator. Combined with a lightweight underlying 

structured data engine, it can acquire objective and real-world data efficiently. In automatic 

evaluations involving various complex usage situations, the system has achieved a tool-

routing classification accuracy of 93.33%, with the average response time remaining at 2.66 

seconds throughout the whole process. This approach can effectively reduce the incidence 
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of factual hallucinations while maintaining a good balance between computational efficiency 

and user-friendliness. This system makes a technical progress and follows the normative 

suggestion put forward by Lu (2025), which proposes to establish "domain-specific 

hallucination standards" at the application level: by balancing the cost of hallucination 

control (such as system delay and token consumption) with the extra harm caused by 

incorrect information, the system finds an appropriate solution that meets the practical 

requirements of intelligent after-sales scenarios. 

Then, develop a threshold-based dynamic memory compression mechanism. To deal with 

the issue of overloaded context and increased API token usage in long conversations, the 

system introduces two kinds of memory pools (short-term and long-term) and a dynamic 

compression algorithm based on information entropy. During the severe stress test including 

20 consecutive dialogues, this mechanism is able to keep the size of each request within the 

safe limit of 1,000 tokens. Compared with the uncompressed basic model, it can reduce 

approximately 60%-70% of the unnecessary tokens. 

Third, build an interactive terminal to show the tool calls. Using the Streamlit framework, 

the system preserves the global session state. In the front-end, the system presents the logs 

of the hidden tool calls made in the background (such as the function names, parsed input 

parameters and raw return values) in an obvious way. This design fully aligns with Yao et 

al. (2023)’s arguments regarding the value of large-scale models: interaction trajectories that 

combine reasoning and actions not only improve task performance but also enable human 

users to clearly distinguish between the model’s internal knowledge and external 

environmental information, thereby substantially enhancing the system’s interpretability and 

human trust in AI decision-making mechanisms (Yao et al. 2023). 

6.2  Future Prospects 

Although this system has achieved the expected system-level metrics during both the 

prototype development and quantitative evaluation phases, constraints imposed by current 

software and hardware infrastructure as well as development cycles mean there is still room 

for further evolution as the system moves toward high-concurrency commercial deployment 

and a general-purpose intelligent ecosystem. Future research and system restructuring plans 

will primarily focus on the following three dimensions: 
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6.2.1  Transition from Structured to Unstructured Knowledge (RAG Architecture 

Integration) 

The underlying search engine in the current version heavily relies on Pandas to slice two-

dimensional structured data from CSV tables. While this approach performs excellently 

when handling highly structured data such as service center coordinates and maintenance 

pricing, it struggles to handle generalized after-sales knowledge bases that lack strict data 

structures. Future plans include introducing professional-grade vector databases such as 

ChromaDB or Milvus to deeply integrate the existing Function Calling proxy routing with 

the Retrieval-Augmented Generation (RAG) architecture. This will enable semantic-level 

slicing and precise hybrid retrieval of massive volumes of enterprise-level maintenance 

manuals and product technical bulletins in PDF format. As validated by Lewis et al. (2020) 

in knowledge-intensive generation tasks, non-parametric memory based on Dense Vector 

Index and Neural Retriever enables large language models to dynamically and faithfully 

retrieve external unstructured facts without retraining parameters (Lewis et al. 2020). The 

integration of this architecture will significantly expand the knowledge coverage and 

business generalization capabilities of the post-sales agent system. 

6.2.2  Multimodal Integration 

The current system’s interaction remains limited to a single text modality, which inherently 

results in information loss in after-sales diagnostic scenarios that heavily rely on physical 

appearance assessment (such as identifying cosmetic damage). In the future, the system’s 

cognitive hub will fully evolve toward Vision-Language Models (VLM). The system will 

support users in directly uploading real-world images of “cracked screens,” “liquid leaks,” 

or “screen distortion,” leveraging the machine vision capabilities of large models to achieve 

fully automated image segmentation, fault classification, and multimodal joint diagnosis, 

thereby completing the transition from pure natural language interaction to full-dimensional 

multimodal visual perception. 
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6.2.3  Evolution of Industrial Microservices Architecture 

In terms of presentation-layer design, while the existing Streamlit framework has greatly 

accelerated the prototyping of Proof of Concept (PoC), its single-threaded, synchronous, and 

blocking rendering model objectively constitutes a core bottleneck limiting the system’s 

high-concurrency throughput. To meet commercial-grade availability requirements for end-

users, future plans include deep decoupling of the system’s three-tier architecture at the 

physical level: the logic hub will be separated and rebuilt as a set of asynchronous 

microservice interfaces (RESTful APIs) based on FastAPI, while the front-end presentation 

layer will be refactored using progressive frameworks such as Vue.js or React. Ultimately, 

the system will evolve into an industrial-grade, distributed, highly available application 

system capable of dynamic scaling. 

Furthermore, under the current internal agent division, a single agent is responsible for 

handling all related tasks. This can be further refined into specialized agents: a dialogue 

planning agent responsible for organizing the entire conversation flow; a content query agent 

dedicated to invoking tools to retrieve information; a memory agent dedicated to managing 

stored content; and a language organization agent dedicated to organizing relevant 

specialized terminology. This refinement of roles will enhance the professionalism and 

robustness of related capabilities, thereby improving the quality of output content. 
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